DSC 240: Machine Learning

Linear Algebra Review

Jan 16, 2025

Instructor: Prof. Yu-Xiang Wang




Today

* Linear Algebra Review
e Standard ML notations

* Decision boundary and margin in a linear classifier



Linear Algebra review

* Key objects: vector, matrix
* Operations: Matrix-Vector multiplication, Matrix-matrix multiplication

* Properties: Norm (one vector), Distance and angle (two vectors), Linear
(in)dependence, orthogonality (a “bag” of vectors)

* Properties of a matrix: Rank, Norm (for square matrices) trace, determinant,
full-rank, symmetric, invertible

* Eigenvalues and eigenvectors

* One trick to understand it all: Singular Value Decomposition



Matrices and vectors

a1 a12 A1n
a21 Qoo *++ Qon
A= ) : . , ai; € R.
_a'ml Qma amn_

* Geometric meaning of a vector:

* A pointin a coordinate system
* An arrow pointing from O

* Matrix is a “bag” of vectors.
* n-column vectors or m-row vectors.




Properties of a vector

* Norm

* Direction (it points towards)




Vector norms

o] = \5 el = (Z ) "

@ What are the ¢,/¢5/¢-, norm lengths of the vector x = |3, 4]?



(Unit) Norm balls

* The set of all vectors such that their norm is smaller than 1

@ The shapes of norm balls:

A

\ /):2




Norms are “metrics”, they satisfy a few useful
properties

Generally, a vector norm is a mapping R™ — R, with the
properties

@ ||x|| >0, forall z

@ ||z|| =0,ifandonly ifz =0

® |laz|| = |af|z]], « € R

@ ||z +yl| < ||z|| + ||y]], for all z and y




Properties of two vectors

* What can you do with them?

e Add, subtract, weighted combination ---- linear combination of them
returns another vector

* Their relationship (similarity)

4 »X\\/\




Dot Product (or Inner Product) of two vectors

(:c,y> — wTy — szyz

1=1

* Geometric meaning

Two vectors are orthogonal (perpendicular to each other) iff their dot-product is 0.
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Three interpretations of Matrix-Vector
Multiplication

* Interpretation 1: “Projecting x to m-directions”
* Treat matrix A is as a “bag” of row-vectors



Three interpretations of Matrix-Vector
Multiplication

* Interpretation 2: “Weighted linear combination of column vectors”
* Treat matrix A is as a “bag” of column-vectors



Three interpretations of Matrix-Vector

Multiplication

* Interpretation 3: “A linear transformation of input vector x”

* Treat matrix A is as an “operator” or a “function that takes a
vector input and output another vector” A:-R"* 5 R™

* Best understood with examples
* (from Oliver Knill’s lecture)

Shear transformations

R = SRR &

In general, shears are transformation in the plane with the property that there is a vector @ such
that T'(w) = w and T(Z) — Z is a multiple of « for all Z. Shear transformations are invertible,
and are important in general because they are examples which can not be diagonalized.

b
Il

Scaling transformations

i il (V] s

One can also look at transformations which scale z differently then y and where A is a diagonai
matrix. Scaling transformations can also be written as A = Al; where I, is the identity matrix.
They are also called dilations.

b
Il

Projection

il e e[ m

A projection onto a line containing unit vector @ is T(Z) = (& - @)@ with matrix A =
UiUp  UUq
UiUg  UUY ’
Projections are also important in statistics. Projections are not invertible except if we project
onto the entire space. Projections also have the property that P2 = P. If we do it twice, it

is the same transformation. If we combine a projection with a dilation, we get a rotation
dilation.

b
I

Rotation

SEEEE ST S

Any rotation has the form of the matrix to the right.
Rotations are examples of orthogonal transformations. If we combine a rotation with aldilation,
we get a rotation-dilation.


https://people.math.harvard.edu/~knill/teaching/math19b_2011/handouts/lecture08.pdf

Discussion: Map each pixel to a new location

b) The smiley face visible to the right is transformed with various linear
transformations represented by matrices A — F. Find out which matrix
does which transformation:

1 -1 1 2 1 0
A=l 1 ] BT o 1]’ = 1o 1|
1 -1 -1 0 0 1
b="1o0 21" B2 | o 1]’F: 1 0l|/?
A-F image A-F image A-F image
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Matrix-Matrix multiplication

@ Let A € R™*P and B € RP*", Then,
C = AB = (c¢;;) € R™*™ is defined as follows:

p
Cij :Za’ikbkja foralli=1,--- ,m,]=1,---,mn.
k=1

* Key things to remember
 Dimension check!

* Properties of a scalar-scalar multiplications (which ones are still valid
for matrix-matrix multiplication?)

e Commutative law
e Association law
e Distributive law



Examples of matrix-matrix multiplication

* Inner product and Outer product of two vectors
 Random-walk (Page rank)

* Feed-forward Neural networks



Computational Complexity of matrix
Multiplication?

[
>

* How many dot product needed?
* How much compute cost needed for each dot product?

17



Fun fact: Complexity of Matrix Multiplication

is still an open problem

* 2 by 2 matrix multiplication

* Naive algorithm takes 8
multiplication

 Strassen showed that one can get
away with 7

 Divide and conquer gives
0(n10g27) ~ 0(n2.807)
* Improves over O(n?) for reasonable
sized matrices

e Actually used in practice!

Year
1969
1978
1979
1981
1981
1981
1986
1990
2010
2013
2014
2020
2022
2023

Timeline of matrix multiplication exponent

Bound on omega
2.8074
2.796
2.780
2.522
2.517
2.496
2.479
2.3755
2.3737
2.3729
2.3728639
2.3728596
2.371866
2.371552

Authors
Strassenl']
Panl]
Bini, Capovani [it], Romanil'?!
Schénhagel'3!
Romanil 4]

Coppersmith, Winograd!'®!

Strassen! €]

Coppersmith, Winograd('”!
Stothers!'@
Williams!'91i20]

Le Galll?"!

Alman, Williams(€ll22]
Duan, Wu, Zhou!®!

Williams, Xu, Xu, and Zhou!?]

Best lower bound is still Q(n?log®n)



Properties of a bag of vectors: Linear
independence

Important to consider for machine learning algorithm design

@ Given a set of vectors {vy,v9,--- ,v,} € R™, withm > n,
consider the set of linear combinations y = > 7", a;v; for
arbitrary coefficients o;’s.

@ The vectors {vi,v9,--- ,v,} are linearly independent, if
> i ajv; =0, ifandonlyifa; =0forallj =1,--- ,n.

@ Implication: if a set of vectors are linearly dependent, then
one of them can be written as a linear combination of the
others



Example: Linear independence

Are these vectors linear dependent?

1 1 3
V1 = 1 , V9 — —1 , V3 — 1
1 2 4

Yes, because that 2v; + vo — v3 = 0. Or equivalently,
v3 = 2v1 + V9.



Discussion: Are these vectors linearly
independent?

il o ){




When they are linearly independent, we call this
“bag” of vectors a basis. A basis of size m spans
an m-dimensional vector space.

@ A set of m linearly independent vectors of R™ is called a
basis in R™: any vector in R™ can be expressed as a
linear combination of the basis vectors.
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Properties of a bag of vectors: Orthogonality

e (mutually) orthogonal

 Orthonormal basis



X[0
X[1
X[2
X[3
X[4
X[5
X[6
X[7

Examples of orthonomal basis

» Standard basis ., - |"

e Fourier basis,

0

PR PR PR
| | | | | | |
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- | | | I | I | N
Ky

—t—t—t—t—t—s—8—1
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Hadamard basis, ...

x{01

X[1]
x[2]
X3]
x[4]
X5]
x[6]

x(7]

https://en.wikipedia.org/wiki/Discrete Fourier transform

Hy =+(1)
1
- L 1 1
Va1l -1
1 1 1 1
Hz—l 1 -1 1 -1
211 1 -1 -1
1 -1 -1 1

1 -1 -1 -1 -1
-1 -1

(V]
o
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ok
|
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https://en.wikipedia.org/wiki/Hadamard

1 1

1 -1
-1 -1
-1 1
-1 -1
-1 1

1 1

1 -1/
transform
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https://en.wikipedia.org/wiki/Discrete_Fourier_transform
https://en.wikipedia.org/wiki/Hadamard_transform

Properties of a matrix

* General matrix

* Rank: Max number of independent column vectors / row vectors

* Norm: (later!)
* Transpose: Switch rows and columns

A c Ran AT c RnXm

* Square matrix
* Trace: Sum of diagonal elements

* Determinant: (Will cover later)

Invertible matrix

A TA=T

Orthogonal matrix

At = AT

Symmetric matrix

A=A




Eigenvalues and eigenvectors of a (square) matrix

A must for e.g., PCA, SVD, dimensionality reduction

Let A be a n x n matrix. The vector v # 0 that satisfies
Av = M

for some scalar ) is called the eigenvector of A and ) is the
eigenvalue corresponding to the eigenvector v.

@ A is symmetric, then )\ € R.
© A is symmetric and positive semi-definite, then A > 0
© A is symmetric and positive definite, then A > 0



How to calculate the eigenvalues

* Calculate the eigenvalue of the following matrix! Av = W

. (21
AnexampIe.A_<1 3)

* How to calculate the eigenvector?
* Find null-space. In practice, use numpy. TA will show you how!



Properties of eigenvectors and eigenvalues

@ Suppose that X is an eigenvalue of the matrix A with
corresponding eigenvector z. Then if £ is a positive integer
M\* is an eigenvalue of the matrix A* with corresponding
eigenvector .

@ Let P be an invertible matrix. Show that A and P~1AP
contain the same set of eigenvalues.



Positive (Semi)Definite Matrix

Very important property for optimization, kernel methods

@ A symmetric matrix A € R™*" is positive semi-definite, if
and only if z' Az > 0, for any z € R™.

@ All eigenvalues of A are non-negative.
e XTAX forany X € R™*™ is positive semi-definite.

@ A symmetric matrix A € R™*" is positive definite, if and
only if T’ Az > 0, for any 0 # = € R™.

@ All eigenvalues of A are positive.
e All diagonal entries of A are positive.

* TA will give you more examples of such matrices.
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Checkpoint: So far in linear algebra reviews

* Key objects: vector, matrix
* Operations: Matrix-Vector multiplication, Matrix-matrix multiplication

* Properties: Norm (one vector), Distance and angle (two vectors), Linear
(in)dependence, orthogonality (a “bag” of vectors)

* Properties of a matrix: Rank, Norm (for square matrices) trace, determinant,
full-rank, symmetric, invertible

* Eigenvalues and eigenvectors

* One trick to understand it all: Singular Value Decomposition



For any matrix there is a Singular Value
Decomposition into three components

* Reading off properties of A from its SVD
* Rank(A)

* Trace(A)

* Det(A)

* Eigenvalue
* Eigenvectors

* Matrix norm(A)
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Summary notations from linear algebra

 Matrices and vectors

a1 Q12 A1n (1]
(21 Q22 - Q2p a= 2] e R?
A = . . ] y ;4 cR. 3
| Om1 Qm2 " AQmn |

¢ Transpose and inverse
AT c RnXm A—lA — I

* Inner product / dot product ,
<£B,y> — wTy = szyz .

1=1

1/p
*Norms iz := [} a7 Jell = (Zﬁ)



Other useful notations

(by, by, b3)  (Ordered) tuple
[ b1, by, b3] Matrix of column vectors stacked horizontally
{by,by, b3} Set of vectors (unordered)

O ONDIWE

, N Integers and natural numbers, respectively
, C Real and complex numbers, respectively
: n-dimensional vector space of real numbers
#X Universal quantiber: for all x
$x Existential quantiber: there existsx

n] :={1,2,3,....,n}
|S| N cardinality of a set S €.g.,|[n]| = n

1 if condition is true
Indicator (one-zero) function: I[condition] & {

otherwise.



Conventions and typical meaning of specific
variables in machine learning

b x: Input

b y: output

b z: input-output pair

b d: dimensionality

b n: number of examples

The “hat” notation, e.g. ﬁ fO p E associated with being an estimate,
et computed as a function of the data

The “star” notation, e.g.,h! ,f | : - , p! , R' associated with being “optimal”



Today

* Decision boundary and margin in a linear classifier



Recap: Linear classifier in linear algebraic
notations

* Take input feature vector

* Let label space be {-1,1}

* Make prediction by thresholding a weighted average of the feature
vector at O

hw (X) =



Discussion: Decision boundary of linear
classifier

* Input feature vector: X = [Xl, X2]T
. Linear classifier with parameter W = [wq,W>]" =[4,2]'

* Draw the decision boundary!



Discussion: Decision boundary of linear
classifier (with homogeneous coordinates)

* Input feature vector:  x =[1, Xy, X5]"
* Linear classifier with parameter — w = [wg, w1, ws]" =[! 1,4,2]"

* Draw the decision boundary!
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Discussion: How to calculate the distance from
the from a data point to the decision boundary?

e Linear decision boundary case (when it crosses 0)

 Affine decision boundary case (when we have an offset)



Geometric margins

Definition: The margin of example x w.r.t. a linear sep. w is the
distance from x to the plane w-x = 0 (or the negative if on wrong side)

Margin of positive example x;

Margin of negative example x,

Slide from Nina Balcan
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Learning linear classifiers in linearly separable
case, parameterized by margin parameter !

Non-spam “
\
||
Proportion [] O \ ®
of \ @]
misspelled ' O
words | '
[
= o
O \‘ o
[] \ spam
\
1
1

* Training data:

(Xl,Y1),---,(Xn,yn)! X ) Y

* In the above example, there is a clean cut boundary that
distinguishes “spams” from “non-spams”.

* “Linearly separable” problem

* Learning linear classifier: Finding vector ! , such that the predictions of ", is
consistent with the observed training data.
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Key questions about learning linear classifiers

1(hw (Xi) E Yi)
1

min Error(w) =
w! Rd

| N
1°
n .

| =
* Does a solution exist?

* Isit unique?
* Is there an efficient algorithm to find it?

* How does it work on data points not used for training?

* What are the assumptions needed?



Perceptron algorithm (Rosenblatt, 1957

NEW NAVY DRVICE
LBARNS BY DOING

Psychologist Shows Embryo
of Computer Designed to
Read and Grow Wiser

WASHINGTON, July. 7 (UPI)
—The Navy revealed the ém-
bryo of an electronic computer
today that it expects will be
abla to walk, talk, see, write,
reproduce itself and bs con-
scious of its existence,

The embryo—the Weather
Bureau's $2,000,000 “704” com-
puter—Ilearned to differentiate
between right and left after
fifty attempts in the Navy's
demonstration for newsmen.,

The service said it would use
this principle to build the first
of its Perceptron thinking ma-
chines that will be able to read
‘and write, It is expected to be
Ifinished in about & year at a
cost of $100,000.

Dr. Frank Rosenblatt, de-
signer of the Perceptron, con-
|ducted the demonstration, He
said ‘the machine would be the
first device to think as the hu-
man brain. As do human be-
ings, Perceptron wil] make mis-
takés at first, but will grow
wiser as it gains experience, he
said, '

Dr. Rosenblatt, a research
psychologist at the -Cornell
Aeronautical Laboratory, Buf-
falo, said Perceptrons might be
fired to the planets as mechani-
cal space explorers.

THE MARK I PERCEPTRON

An remarkable algorithm of even by modern standards!
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The perceptron algorithm takes an arbitrary
sequence of inputs, predict on-the-fly, then
update the weights accordingly!

Perceptron Algorithm: (without the bias term)
» Set t=1, start with all-zeroes weight vector w;.
* Given example x, predict positive iff w; - x = 0.
* On amistake, update as follows:
 Mistake on positive, update wyy 1 « wy + x
e Mistake on negative, update wy; 1 « w; — x
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Next lecture

* Understanding how the Perceptron algorithm works!



