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Learning Goals

* Low level detalils of rendering process.
 GPU Virtualization approaches summarized in this paper

 The GPU virtualization techniques used in this paper.



Why GPU virtualization

GPU virtualization is used in various applications such as desktop
virtualization, cloud gaming, and computational science
— WIKI

This paper is about desktop virtualization.


https://en.wikipedia.org/wiki/Desktop_virtualization
https://en.wikipedia.org/wiki/Desktop_virtualization
https://en.wikipedia.org/wiki/Cloud_gaming
https://en.wikipedia.org/wiki/Computational_science

Warm up question: is gpu virtualization more like cpu
virtualization or I/0 virtualization?



Possible Solutions of I/0 Virtualization

Which /O virtualization approach this paper is taking

* Direct access: VM exclusively owns a device
 Device emulation: VMM emulates device in software
 Para-virtualization: split driver into guest part and host part

e Hardware assisted: hardware devices offer isolated “virtual interfaces”

https://cseweb.ucsd.edu/~yiying/cse291-winter22/reading/Virtualize-l1O.pdf



Possible cpu virtualization approach

 Complete Machine Emulation (Hosted Interpretation)
* Direct Execution with Trap-and-Emulate
* Direct Execution with Binary ITranslation

e Direct Execution with Hardware-Assisted Virtualization
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Warm up question: is gpu virtualization more like cpu
virtualization or I/0 virtualization?
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GPU is connected to CPU via PCI
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PCI interface
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:> boring. But you have device driver runs in ring 0.
And reside Iin kernel. And you don’t need to interact with the hardware details

In Linux you can use Ispci. in Mac you can use. ioreg -1 | grep PCI.
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Unique challenges

* Hardware specs
— Diverse, changes frequently

— Closely guarded secret”
— Speed vs. portability

------q

* Hardware state
— Up to gigabytes of data
— Highly device-specific format
— In-progress DMA and computation

https://www.slideshare.net/guestb3fc97/gpu-virtualization-on-vmwares-hosted-io-architecture-presentation



Taxonomy of Graphics

e Front-end

e Back-end



Front-end Virtualization
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Front-end Virtualization
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https://www.slideshare.net/guestb3fc97/gpu-virtualization-on-vmwares-hosted-io-architecture-presentation



Front-end Virtualization

 Two ways to enable the designed driver in the guest OS

* 1. Pure API remoting
* Put the api ability to somewhere else. Could be vmm, could be not.
* |arge data transfer, Low interposition. Easy implementation.

e 2. Pure device emulation
 Emulate the graphics card behavior by cpul.

* Highly complicated and undocumented behavior. Good interposition.



Back-end Virtualization
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Back-end Virtualization

Fixed pass-through Mediated pass-through

Virtual Machine Virtual Machine Virtual Machine

GPU Driver GPU Driver GPU Driver

Pass-through GPU Pass-through GPU Pass-through GPU
[e—

Emulation Emulation

GPU Resource Manager

Physical GPU

Physical GPU

https://www.slideshare.net/guestb3fc97/gpu-virtualization-on-vmwares-hosted-io-architecture-presentation



Back-end Virtualization

 Hard to multiplex and interposition

 Multiplex strategy

» fixed pass-through: the permanent association of a virtual machine with full
exclusive access to a physical GPU.

 mediated pass-through: just give different vm different context. So they can
multiplex.

 Hard to map to different virtual machines with low overheads and the

host/hypervisor must have enough of a hardware driver to allocate and
manage GPU contexts.



GPU Virtualization Taxonomy
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https://www.slideshare.net/guestb3fc97/gpu-virtualization-on-vmwares-hosted-io-architecture-presentation



Does this look like the previous learned virtualization
techniques

24



Frontend ensures the portability and the backend ensures the
efficiency.
Can we have them both?



VMware’s virtual CPU
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Figure 1: VMware SVGA II device architecture
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VMware’s Virtual GPU

 Compatibility
— Any physical GPU

Device Emulation

Resource Management

— Any guest driver stack

Shader / State Translator

Rendering Backend

OpenGL / Direct3D

— Adjustable capability
exposure

-
\.

OpenGL / Direct3D

— No direct access to
GPU memory

Virtual GPU Driver GPU Driver

VMware SVGA Il

* Efficiency
— Flexible guest memory management
— Few copies

— Asynchronous rendering

https://www.slideshare.net/guestb3fc97/gpu-virtualization-on-vmwares-hosted-io-architecture-presentation



Programmable 3D Pipeline

Texture Data

Vertex Data Vertex Pipeline Rasterization Pixel Pipeline Framebuffer

*Position
*Material
*Texture coordinate

*Plot triangles, lines
*Interpolate vertices
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Application Benchmarks

RTHDRIBL (1280x1024)

RTHDRIBL (640x480)

Half Life 2: Episode 2 (1600x1200)

Half Life 2: Episode 2 (1024x768)

Civilization 4 (1600x1200)

3Dmark2001 (1024x768)

Max Payne 2 (1600x1200)

B Fusion 2.0

B Workstation 6.5
] Parallels 3.
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% of Host Performance

Application Resolution FPS
RTHDRIBL 1280 x 1024 | 22
RTHDRIBL 640 x 480 27.5
Half Life 2: Episode 2 | 1600 x 1200 | 22.2
Half Life 2: Episode 2 | 1024 x 768 32.2
Civilization 4 1600 x 1200 | 18
Max Payne 2 1600 x 1200 | 42




*More than ten years later, GPUs are used more for running machine-
learning workloads and in the cloud environments. For such uses, which
virtualization techniques outlined in Section 3 do you think work better?

*How does this setup achieve multiplexing and interposition?



