
Cloud Security
Priyanka Bhatia | Raghav Prasad



When Virtual is Harder than Real
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Traditional
1. Administrators manage 

servers, configurations, etc.
2. High setup time, cost
3. Lack of on-demand scalability
4. Changes in state are gradual 

and predictable

Virtual

1. Easy for individuals to set up, 
manage, and configure

2. Very low setup time; essentially 
like copying a file (image)

3. On-demand scalability
4. Changes in state are dynamic 

with nearly instantaneous 
creation/deletion; unpredictable



The merits of using VMs pose 
security challenges
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Problem
- Traditional is constrained by setup 

time and cost
- VMs are very easy to create and/or 

duplicate; only constrained by the 
available storage

- Usually a large number of VMs are 
created, each serving a single 
specialized purpose

- Administration is not fully automated: 
patches and upgrades would need to 
be applied to all VMs

- Large number of VMs would 
significantly increase the effort 
required for administrative and 
security focused tasks
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Solution
The authors suggest the implementation 
of a virtualization layer wherein all the 
security management software can 
reside.

- Permits administrative and 
management tasks to be 
automated

- Allows admin to make changes to 
VM from outside the VM

- Can limit the number of VMs that 
can be created



Problem
Scale

Transience
Software Lifecycle

Diversity
Mobility
Identity

Data lifetime

- Traditional machines are limited in 
number and are usually online most 
of the time

- VMs can appear, disappear, migrate 
very quickly

- Network steady state becomes very 
hard to predict

- E.g. A VM could be online, get 
infected, go offline, not get the 
cleanup that other online machines 
got, come back up online and reinfect 
other machines in the network.

- The requirement that a VM stay 
online for the sake of security 
contradicts the merits of VMs
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Solution
- Virtualization layer can 

periodically scan, purge, 
update and manage offline 
and/or archived VMs

- Can restrict the placement of 
certain VMs on specific hosts

- Can scan and track the state 
of the network in terms of the 
VMs on/offline
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Problem
- Traditional machine’s lifecycle is 

monotonic. VM lifecycle is akin to a 
tree, branching occurs due to 
checkpoint/rollback

- VM state can exist in any one of the 
branches at any time

- E.g. Rolling back a VM can undo 
security patches

- VM state can be rolled back but the 
attacker’s memory cannot

- E.g. OTP systems rely on the attacker 
not having seen previous sessions. If 
a VM is rolled back, attacker can 
simply use previously sniffed 
passwords
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Problem
- Nullification of security protocols that 

rely on “freshness”
- E.g. Consider a VM rolled back to a 

point after the random number has 
been generated but before it has 
been used; the freshness is gone

- E.g. Two different stream cipher 
plaintexts could be encrypted under 
the same key stream, potentially 
exposing both messages.

- E.g. Reuse of TCP initial sequence 
numbers could allow TCP hijacking

- E.g. Zero Knowledge Proofs of 
Knowledge fundamentally need new 
random nonces to be secure
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Solution
- Move security mechanisms out of the 

guest OS by, for instance, modifying 
guests to store state in a dedicated 
storage that would operate 
independent of rollback

- Make guest software 
lifecycle-independent

- E.g. Replace lifecycle dependent 
protocols like ZKPK with lifecycle 
independent protocols like RSA

- Somehow notify guest software when 
a VM has restarted so that it may 
refresh any keys it’s holding

- Derive randomness from VMM rather 
than from state/events within the VM
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Problem
- Traditional security policies enforce 

that all machines in the network run 
the most recent patched software

- The diversity of VMs running different 
(versions of) OSs

- Moreover, VMs also allow running 
legacy applications

- VMs have also changed software 
testing methodology. Earlier, a 
dedicated machine was needed for 
each OS, OS version, patch level, 
etc. Now, each dev can have their 
own pool of VMs

- This diversity makes security 
management difficult for admins
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Solution
- An external virtualization layer 

can allow enforcement of security 
policies and protections specific 
to vulnerabilities rather than 
modifying software

- Diversity demands supporting 
different versions of security 
software. Putting security 
management at the virtualization 
layer eliminates redundant infra
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Problem
- VMs can be easily copied/sent over a 

network
- Normal platforms’ trusted computing 

base (TCB) consists of the H/W + S/W 
stack. For VMs the TCB consists of all 
the hosts the VM has run on

- The large TCB combined with a lack of 
history makes it difficult to ascertain the 
proliferation of a threat

- E.g. A file server compromise may have 
caused any VM on the server to have 
been backdoored

- Infecting VMs are as straightforward as 
infecting normal executables.

- Theft: VMs are easy to steal; can be 
copied to a remote machine or on a 
storage device
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Solution
- The virtualization layer can 

enforce policies on VMs in terms 
of the number of copies it can 
have and the hosts it can reside 
in.
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Problem
- Traditional machines establish identity 

using things like MAC, employee 
names, etc.

- The dynamic creation of VMs makes the 
use of MAC addresses infeasible

- Identifying VMs by port number won’t 
work due to VM mobility. Moreover, 
shutting off a port on a machine can 
collaterally disable non-malicious VMs

- Ascertaining ownership of a VM can be 
problematic due to complex ownership 
histories, given that a VM can be 
passed around from user to user.
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Solution
- The virtualization layer could 

enforce the underlying infra to 
assign identity to each VM 
such as hostname, MAC, IP, 
etc.

- User and machine identities 
can establish a structured 
machine history, notion of 
responsibility and ownership.
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- Secure systems fundamentally 
minimize the amount of time 
sensitive information resides in the 
system. VMs undermine this 
principle

- E.g. VMM logs execution state to 
implement rollback. This can 
undermine attempts by the guest to 
destroy sensitive data since data is 
never really “dead”

- As a result, sensitive files, 
encryption keys, pass-words, etc. 
can be left on the platform hosting 
a VM indefinitely
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- Virtualization layer can limit 
access to VMs containing 
sensitive data to within a 
certain time frame

- Limit replication of sensitive 
VMs

- Data-at-rest encryption: 
encryption at virtualization layer 
should prevent data lifetime 
issues due to checkpointing, 
rollback, etc.



Summary
- Introduce a VL to move all security related functionality
- Threat model

- Security environment: private cloud
- Potential attacker: anyone who could gain access to a VM in 

the network and infect it



Discussion

- Do you think these problems are manifested in 
container or sandbox-based computing models?

- Do you think the same solutions apply?
- The virtualization layer is kind of a one size fits all 

solution. Do you think this sort of approach is feasible?



Hey, You, Get Off of My Cloud
T. Ristenpart, E. Tromer, H. Shacham, S. Savage



A brief overview

- This is an attack paper
- Published in 2009
- Explores cross-VM side-channel attack on cloud instances (side channel 

attacks are pretty cool!)



Recap cloud infra
- Dynamic, on-demand 

provisioning of compute and 
storage

- Cloud providers multiplex h/w 
and host multiple “instances” 
on the same physical machine 
to maximize h/w utilization



Amazon EC2
- Provides Linux, FreeBSD, 

OpenSolaris, and Windows guest 
OSs as VMs over Xen

- Dom0 exists on each physical 
machine and manages guest 
VMs and physical resource 
provisioning

- It also routes packets for the VMs 
it manages and reports itself as a 
hop in traceroutes

- A user (account) is limited to 
launching 20 concurrent 
instances



Amazon EC2
- Two regions (USA and Europe)
- Each region has 3 availability 

zones. Each zone has distinct 
power and network connectivity 
infrastructure

- User can choose from 5 instance 
types (m1.small, c1.medium, 
m1.large, m1.xlarge, 
c1.xlarge)

- Each instance has an external IP, 
external name, internal IP, and 
internal name



Threat Model
- This attack exploits the fact 

that multiple VMs can be 
coresident

- This means that the 
attacker and victim 
instances share hardware

- The attack exploits a side 
channel, in that it 
manipulates the shared 
hardware to extract 
information from the victim’s 
instance



Outline of attack
- Determine the location of an 

instance in the cloud 
infrastructure

-
- Determine if two instances are 

co-resident
-
- Launch adversary instances that 

are co-resident with victim 
instances

-
- Exploit cross-VM information 

leakage once co-resident



Cloud cartography
Determine the location of 
an instance in the cloud 
infrastructure

- Map the EC2 service 
to better understand 
where victim instances 
may be located

- Hypothesis: Different 
availability zones 
correspond to different 
IP address ranges



- Network-based co-residence 
checks

- Matching Dom0 IP address
- Small packet round trip time
- Numerically close internal IPs

- Dom0 is the first hop on any route 
for an instance’s traffic

- Packet round trip time between 2 
co-resident instances will be small

- Dom0 IP will be shared by 
instances with a contiguous 
sequence of internal IPs

Determining co-residence



Launch adversary instances that are co-resident with victim instances
Now that an adversary can verify co-residence, they need a way to launch 
instances and then check for co-residence with a victim instance.

Points worth noting
- Strong placement locality exists

- Sequential placement locality: when two instances run sequentially (the first terminated before 
launching the second) are often assigned to the same machine

- Parallel placement locality: when two instances run (from distinct accounts) at roughly the 
same time are often assigned to the same machine

- Correlation between instance density and a machine’s affinity for having a 
new instance assigned to it

- There exists bias in placement towards machines with fewer instances already assigned

Exploiting Placement in EC2



Brute Force Placement Strategy
- Launch many instances over a long period of time and check the percentage of 

instances that have achieved co-residence
- The authors’ experiment yielded a coverage of 8.4% of victim instances

Exploiting placement locality
- An attacker can leverage parallel placement locality and engage in instance 

flooding (running as many instances in parallel as possible) shortly after a target 
instance has been launched

- The attacker leverages the dynamic scaling property of cloud computing to 
monitor the state of an instance, detect when it disappears and reappears as a 
new instance and then commence instance flooding

- The attacker can even trigger new victim instances to launch by artificially 
increasing the load on the target service and exploiting the auto-scaling feature to 
trigger new victim instance deployments

Exploiting Placement in EC2



Exploit cross-VM information leakage once co-resident

Measuring cache usage
- Cache usage measurement can be used to estimate the current load on the 

machine. A high load indicates activity on co-resident instances
- Load is measured using a Prime+Trigger+Probe method. Initially a contiguous 

buffer B of size b is allocated. Cache line size is s
- Prime: Read B at s-byte offsets to cache it
- Trigger: Busy loop until the VM is preempted by Xen
- Probe: Measure the time taken to read B at s-byte offsets

Now, if the Probe phase reveals a large read time, then that means that the 
cache was evicted when the co-resident instance used the cache. This 
indicates high cache usage, and hence, high activity on the victim instance.

 Cross-VM information leakage











 Cross-VM information leakage
Given the cache measurement technique, we can contrive a differential coding 
technique to communicate over a covert channel

This covert channel can allow attackers to extract info such as traffic rates, 
keystroke timing, etc.

What do you think the attackers could do with this 
information? 



Cache-based cross-VM load measurement on EC2





- Cloud providers should obfuscate internal structure of services and placement 
policy

- Allow users to have the option of choosing the placement of their instances

Changes since 2009:
- Hide Dom0 from traceroutes
- Allow users to opt out of multi-tenancy
- Isolate each user’s view of internal address space - newer EC2 instances use 

VPNs by default

Do you have any other suggestions?

Solutions


