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UNDERCLOCKED SOFTWARE
PREFETCHING: MORE CORES,

LESS ENERGY
..........................................................................................................................................................................................................................

POWER CONSUMPTION IS A CONCERN FOR HELPER-THREAD PREFETCHING THAT USES

EXTRA CORES TO SPEED UP THE SINGLE-THREAD EXECUTION, BECAUSE POWER

CONSUMPTION INCREASES WITH EACH ADDITIONAL CORE. THIS ARTICLE ANALYZES

THE IMPACT OF USING POWER-SAVING TECHNIQUES IN THE CONTEXT OF INTERCORE

PREFETCHING (ICP), AND SHOWS THAT DYNAMIC FREQUENCY SCALING COUPLED WITH

ICP IS A MORE ENERGY-EFFICIENT WAY TO IMPROVE THE SINGLE-THREAD EXECUTION.

......Multicore architectures are ubiq-
uitous today, but many applications remain
serial for several reasons, including the prev-
alence of nonparallelized legacy codes, the
difficulty of parallel programming, and the
inherently serial nature of many programs.
For parallel codes, we can apply multiple
cores to the computation and improve per-
formance. In many scenarios, however, it is
even more important that we can apply
more cores and reduce energy or improve en-
ergy efficiency (for example, using energy-
delay products).

This same opportunity exists for inher-
ently serial code. Using helper-thread tech-
niques on a multicore processor, we can
decrease not only runtime for serial code
but consumed energy as well. Furthermore,
we demonstrate a helper-thread runtime sys-
tem, which is uniquely constructed to exploit
higher core counts for decreased energy and
to manage the complex energy/performance/
core count tradeoffs. In fact, nontraditional
parallelism (such as helper thread-based

parallelism, where parallel speedup is
achieved without dividing up the original
computation) creates new opportunities for
energy optimization. Most parallel code
creates homogeneous threads, leaving little
opportunity for per-thread energy optimiza-
tion. Helper-thread parallelism is inherently
heterogeneous, meaning each thread can be
optimized separately (for example, running
the main thread at a high frequency and
helper threads at a low frequency). That
heterogeneity exists across two dimensions.
First, the main thread is computationally in-
tensive while the helper thread is memory
intensive, meaning their tolerance to fre-
quency scaling is likely to differ. Second,
they are typically imbalanced, letting us ex-
ploit slack by scaling a fast helper thread’s
frequency.

This article examines cache-prefetching
helper threads. Traditionally, prefetching
helper threads have either had to execute
on the same hardware-multithreaded core
(letting them prefetch into the Level-1 [L1]
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cache)1,2 or execute on a separate core but
only target a distant shared cache.3 Thus,
we would have had to choose between per-
formance or the ability to control the
power of the prefetcher for a study like
this. Intercore prefetching (ICP) enables the
helper threads to execute on distinct cores,
yet still target the L1 cache, on existing archi-
tectures.4 It does so by migrating the main
thread to a core for which the helper has al-
ready prefetched the data, simultaneously
migrating the helper thread to another core
to preload new data into that cache. In this
way, the main thread is constantly executing
in a core for which the current data working
set is already present in the data cache, regard-
less of the working set’s size. Because helper
threads execute in different cores, their fre-
quency and, in the future, voltage can be
decoupled from that of the main thread.

The combination of intercore prefetching
and per-core frequency control creates several
unique opportunities. First, with the helper
thread in a separate core, we can manage
the power of the main thread and the helper
threads separately, exploiting the natural het-
erogeneity. Second, this lets us minimize the
incremental power consumed by the helper
threads, while preserving ICP’s full perfor-
mance gain, resulting in dramatic reductions
in energy. Third, ICP easily handles slow
helper threads by simply using more
cores—thus, we can exploit the complete
spectrum of core count versus per-core
power to find the optimal operating point.

This work shows that ICP itself can de-
crease energy over traditional execution, by
a factor of two. Additionally, by controlling
the helper threads’ frequency, we can
match the performance of the best ICP re-
sult, while further cutting the energy by as
much as 47 percent. However, we also
show that this potential is not realized on
current systems, because ICP is sensitive to
the (currently very high) latency of changing
frequency. However, future systems with
lower latency will be able to exploit this
technology.

ICP with frequency scaling
We apply frequency scaling to maximize

ICP’s energy efficiency using ICP-dynamic,
a technique that uses per-core dynamic

frequency scaling, potentially allowing differ-
ent frequencies for the main thread and the
helper threads. The optimal use of dynamic
power control depends heavily on the sys-
tem’s underlying capabilities and properties,
so we need to understand processor power
and frequency management before analyzing
frequency scaling’s impact on applications.

Processor power management
Most modern processors support multiple

performance states (P-states) to manage
power consumption. Each P-state is charac-
terized by an operating voltage and fre-
quency. A lower P-state means the processor
operates at a lower voltage and frequency.
Power consumption follows the equation
P ! V2f where P, V, and f stand for
power, voltage, and frequency, respectively.
So, there is a considerable increase in power
consumption when the processor moves
into a higher P-state.

In the case of multicore processors,
different systems allow different levels of
heterogeneity—the same voltage and fre-
quency on each core, the same voltage but
a different frequency, or different voltage
and frequency settings per core. Systems
like Intel Nehalem require the same voltage
and frequency for all active cores, whereas
Advanced Micro Devices (AMD) systems
(starting from generation 0x10) allow cores
to run in a different frequency but with the
same voltage. AMD calls this independent dy-
namic core technology. There are no general-
purpose processors yet that allow different
voltage and frequency settings per core.
Therefore, we use per-core dynamic fre-
quency scaling in this study—future systems
that allow per-core dynamic voltage and fre-
quency scaling (DVFS) will see greater
improvements in energy efficiency than
what we measure and project in these results.

The AMD Phenom processor supports
five P-states, including one turbo state.
Table 1 shows the different P-states for the
AMD Phenom system that we use. P0, the
turbo state, is only available when at least
half of the total cores are inactive. AMD
Phenom allows different P-states for different
cores. In this case, all cores will operate at the
highest P-state’s voltage, but will run at dif-
ferent frequencies. So, if core-0 is in P2,
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and core-1 is in P4, both cores will operate at
0.85V, but at 2,000- and 800-MHz fre-
quency, respectively. This consumes less
power than running both cores in P2, but
uses more power than using different voltages.

Impact of frequency scaling
Applications show different sensitivity

to changing P-states (that is, frequencies).
Figure 1 shows the impact on performance
using different P-states for two different
kernels—one that is CPU intensive, and
one that is memory intensive. As expected,
the memory-intensive kernel is less sensitive
to the change of frequency. If we change
the frequency from 800 MHz to 3,100
MHz (an increase of 3.9�), performance
only improves by 2.1�. This happens for
two reasons. First, the memory subsystem

runs in a different (and slower) frequency do-
main than the cores, so changing the core
frequency does not impact the memory per-
formance. Second, the CPU stalls frequently
while executing memory-intensive kernels,
and reducing the frequency decreases the la-
tency of CPU stalls (measured in processor
cycles). For CPU-intensive kernels, perfor-
mance is highly proportional to the
frequency.

Decreasing frequency makes an applica-
tion run longer, but at lower power, so the
impact on energy is unclear. Additionally,
two competing factors make the problem
even more complex. First, higher frequency
requires higher voltage, so there can be a
cubic increase in the power consumption.
This favors lower frequency. On the other
hand, other system components, including
the memory hierarchy, consume a large
amount of fixed power, irrespective of
whether the processor is executing, and this
favors executing as quickly as possible. Cur-
rent systems are not energy proportional
and the latter effect tends to dominate.
Therefore, for CPU-intensive applications,
the most performance-efficient execution is
usually also the most energy efficient. How-
ever, the scenario changes for the memory-
intensive applications. Prior works address
these issues5-7 and show the effectiveness of
DVFS for energy efficiency.

These insights impact our results in sev-
eral ways. First, ICP transforms the main
thread from memory intensive to CPU in-
tensive. Second, the helper threads them-
selves are memory intensive; however,
because our helper threads exhibit much
higher memory-level parallelism than typical
code, their forward progress scales with
frequency somewhat more than typical
memory-intensive code.

Intercore prefetching
ICP uses helper threads to prefetch data

into private caches, paving the way for the
main thread that performs the program’s
actual computation.4 Execution proceeds by
chunks, where each chunk is a set of loop
iterations. In the simplest case of one main
thread and one helper thread, the main
thread executes chunk-1 in core-0, and the
helper thread prefetches data for chunk-2
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Figure 1. Speedup for CPU-intensive and memory-intensive kernels in

different P-states. The memory-intensive kernel is less sensitive to the

change of frequency.

Table 1. Operating voltage and frequency for different P-states

in the Advanced Micro Devices (AMD) Phenom system used

in our experiments.

P-state Voltage (V) Frequency (MHz)

P0 1.25 3,100

P1 0.90 2,600

P2 0.85 2,000

P3 0.76 1,400

P4 0.76 800
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in core-1. Once they complete their chunks,
they swap cores, and the main thread finds
the data it needs to execute chunk-2 already
in cache. In the meantime, the helper thread
starts prefetching chunk-3 in core-0, and so
on. This process decouples high-latency
cache misses from the main computation
and lets them proceed in parallel.

There are two key parameters while apply-
ing ICP—the number of prefetch threads
and the chunk size. Prefetch threads are inde-
pendent and can prefetch different chunks in
parallel to reduce the average prefetching
time. By adjusting the number of prefetch
threads, ICP can ensure that the prefetching
is done before the main thread starts process-
ing. On the other hand, chunk size (a chunk’s
approximate memory footprint) determines
the level of the cache hierarchy that the pre-
fetching will target and how often the main
thread will need to synchronize with a helper
thread to swap cores. Smaller chunks fit in
the L1 cache and make prefetching the
most effective, but they also maximize syn-
chronization and migration overhead.

ICP and frequency scaling
ICP provides an opportunity to apply

per-core dynamic frequency scaling to make
single-thread execution more power and en-
ergy efficient.

ICP decouples the memory-intensive pre-
fetching stream from the execution stream.
The prefetching stream is less sensitive to
core frequency and can execute in parallel.
Thus, we can use multiple prefetch threads
to decrease the average prefetching time.
Conversely, the execution stream is more
sensitive to core frequency and is strictly se-
quential. Thus, the only way to accelerate
the main thread (after ICP is already applied)
is to use a higher frequency.

ICP-dynamic can use different frequen-
cies for the prefetching and execution
streams. However, because the main thread
and helper threads swap cores at frequent
intervals, we can’t use a fixed frequency for
each core. Instead, we must change the fre-
quency dynamically when a core switches
from prefetching to execution or vice versa.
This makes ICP-dynamic highly sensitive
to the latency of changing frequency, which
on current systems is very high.

We can explain the impact of ICP-
dynamic (ignoring for now the latency of
frequency changes) using the following
equation:

T ¼ max(e, (e þ p)/n) (1)

Here, T is the average time to process a
chunk using ICP, e is the time to execute
(after data is already prefetched) a chunk
by the main thread at some frequency, p is
the time required to prefetch data for a
chunk by the helper thread at some fre-
quency, and n is the total number of cores
used—for example, in the case of one helper
thread, n is 2. This equation holds whether
the main thread and helper threads use the
same or different frequency.

Equation 1 demonstrates several things.
ICP’s theoretical maximum speedup is b/e,
where b is the time to execute a chunk with-
out ICP. When e is larger than p, we need
only one helper thread to get the best
speedup. In this case, the helper thread
waits e � p to synchronize with the main
thread. We can lower the helper thread’s
operating frequency while e� p. This will re-
duce power consumption without sacrificing
any performance benefit. When p is larger
than e, a more complicated case arises.
Lowering either stream’s frequency will
hurt performance in this case. However, we
can reduce the prefetching stream’s fre-
quency if we increase the number of prefetch
threads. A lower frequency increases p, but
increasing n easily offsets that because pre-
fetching is less sensitive to frequency changes.
Meanwhile, using a lower frequency reduces
per-core power consumption.

ICP-static is an alternative option. In this
case, core frequencies remain fixed over time
but different cores can operate at different
frequencies. Threads in this case alternate
in different frequencies. ICP-static is not typ-
ically a great option compared to ICP-
dynamic or ICP-same (all cores at the same
frequency), but it could be used to keep
the power consumption under some budget.

Methodology
Here, we describe our experimental

methodology—the application kernels that
we target and the systems that we use to eval-
uate ICP-dynamic and ICP-static.

[3B2-9] mmi2012040032.3d 1/8/012 10:15 Page 35

....................................................................

JULY/AUGUST 2012 35



Evaluation systems
We use a six-core AMD Phenom desktop

system running Ubuntu Linux 2.6. Table 2
gives more information about the system.
From Table 2, it takes more time to change
voltage than just frequency. The time also
scales with the difference between the
P-states. For example, when a core switches
from P0 (1.25 V, 3,100 MHz) to P4
(0.76 V, 800 MHz), it takes around 70 ms.
However, switching to P2 (0.85 V, 2,000
MHz) from P0 takes around 14 ms. The
core is unavailable during the P-state switch-
ing time.

We compile all codes using GCC version
4.5.2 with the -O3 optimization level and
keep hardware prefetching enabled for all
experiments. We do all power measurements
using a ‘‘Watts up? .Net’’ power meter
(http://www.wattsupmeters.com), which
measures the system’s power at the wall
and reports power consumption in 1-second
intervals with �1.5 percent accuracy.

We read and write the model-specific
registers using privileged instructions rdmsr
and wrmsr to change a core’s P-state.

Application kernels
We extract kernels from 11 applications

from several different benchmark suites—
bt, cg, mg, lu, and sp from NASA Advanced
Supercomputing (NAS); equake from
Spec2000; lbm, libquantum, mcf, and milc
from Spec2006; and svm-rfe from Mine-
bench. All these kernels are key processing
loops of the applications and dominate

their performance. We exclude benchmarks
from these suites that are not written in
C/C++ or are not memory intensive. Using
kernels instead of the full application lets us
keep the power consumption steady for
more accurate measurement.

Results
We evaluate ICP frequency scaling in sev-

eral steps. First, we measure the system’s
baseline power consumption behavior.
Then we measure the performance improve-
ments and power consumption of our ker-
nels using ICP-same. Third, we apply ICP-
dynamic and ICP-static and measure the per-
formance, power, and energy. Finally, we
simulate the effect of lowering the latency
of frequency or voltage scaling.

Here, we use the term active power to rep-
resent the power that we get by subtracting
idle power from the power measured at the
wall. So, if the system uses 120 watts of
power, the active power is 120 � 94.5 ¼
25.5 W. Similarly, we can compute active
energy.

Power consumption for different P-states
We measure the power consumption for

different P-state combinations to understand
how it varies when the P-state changes. For
this experiment, we use a simple loop
doing arithmetic operations and no memory
accesses. Table 3 shows the power consump-
tion for different combinations. The second
column represents the power when one
core is active, and columns 3 through 7 rep-
resent the additional power required when
we activate one more core at a particular
P-state. So, when two cores run at P0, the
power consumption is 125.6 þ 13.8 ¼
139.4 W.

Table 3 shows three things. There is a
large jump in active power consumption
when we increase the voltage (active power
is 2.1 W at P4 and 31.1 W at P0). Second,
as expected, the incremental power of adding
a core depends on the first core’s P-state, be-
cause the first core (the one at higher P-state
in this table) determines the voltage. Third,
it takes more power to use a high P-state
core rather than multiple low P-state cores.
For example, two cores at P0 will consume
139.4 W, but one core in P0 and three
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Table 2. Memory hierarchy information, migration cost,

and the latency for frequency and voltage scaling for

the AMD Phenom processor.

CPU components Parameters

CPU model AMD Phenom II X6 1035T

Number of cores Single socket, six cores

Level-1 (L1) cache 64-Kbyte private cache, three cycles

Level-2 (L2) cache 512-Kbyte private cache, 15 cycles

Level-3 (L3) cache 6-Mbyte shared cache, 40 cycles

Memory 8 Gbytes, 120 cycles

Latency to frequency change 4 to 9 ms

Latency to voltage and frequency

change

14 to 70 ms

Idle-state power consumption 94.5 W
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cores in P4 will consume 125.6 þ 3.3 � 3 ¼
135.5 W. This last characteristic is an oppor-
tunity for ICP because we can often replace
one fast prefetch thread with multiple slower
ones with no loss in performance.

ICP without frequency heterogeneity
ICP provides significant performance

improvements for memory-intensive kernels.
Figure 2 shows the speedup averaged over all
kernels using traditional ICP (ICP-same)
and without using ICP (No-ICP) at different
P-states. We use a chunk size of 128 Kbytes
and apply ICP with both one and two helper
threads.

From Figure 2, ICP’s effectiveness
increases with higher P-states (higher fre-
quency). The processor-memory gap
accounts for this. Cache misses are more ex-
pensive in P0 than in P4, so eliminating
those profits more. We also see that ICP con-
tinues to improve performance linearly with
frequency, whereas without ICP, perfor-
mance tapers off at a higher frequency.
This is expected—without ICP, most of
these applications are memory bound; with
ICP, they become CPU bound.

Performance of ICP-dynamic and ICP-static
We compare ICP-same (all cores at the

same frequency), ICP-static (cores at differ-
ent, but unchanging, frequencies, whether
running the main thread or helper thread),
and ICP-dynamic (cores change frequencies
when transitioning from the main thread to
helper thread and back) on our AMD sys-
tem. We compute the power measurements
and performance for all possible P-state
combinations for all of our kernels. We use
128-Kbyte chunks and vary the number
of helper threads between one and two.

In each case, we measure the power consump-
tion, active power, energy, and active energy.

Because there are so many possible P-state
combinations, we show a scatter plot of the
possible combinations in Figure 3, plotting
active energy and speedup. The Pareto-
optimal points (connected by the line) are
the interesting ones—those where no other
single data point is both above and to the
left. From this figure, we see that no ICP-
static or ICP-dynamic points are Pareto-
optimal, and ICP-same works best—six out
of seven Pareto-optimal points are ICP-same.
Looking more closely, some of the ICP-
dynamic points are Pareto-optimal for indi-
vidual kernels, but not in general across all
kernels. This is a direct result of the high la-
tency to switch frequency or voltage. As we
mentioned earlier, ICP-dynamic performs
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Figure 2. ICP-same speedup in different P-states. Here, 1 and 2 represent

the number of helper threads.

Table 3. Power consumption for different P-state combinations.

Additional core power (W)

Core-0 P-state Power consumption (W) P0 P1 P2 P3 P4

P0 125.6 13.8 N/A 7.5 6.1 3.3

P1 106.8 N/A 8.4 6.6 4.7 2.9

P2 102.8 N/A N/A 6.0 4.4 2.6

P3 98.1 N/A N/A N/A 3.9 2.3

P4 96.6 N/A N/A N/A N/A 2.2
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two P-state changes per chunk and in some
cases we see a nasty side-effect of the chip
P-state policy—consider the case where the
main thread is at P1 and the prefetch threads
are at P3. In that case, the main thread deter-
mines the chip voltage. But, if the core run-
ning the main thread finishes early, it starts a
prefetch thread, and the processor will seek
to change the voltage because all threads
are temporarily at P3, resulting in an expen-
sive transition.

Increasing chunk size reduces the fre-
quency of P-state changes. However, using
a chunk size larger than 512 Kbytes (the
size of the L2 cache) will drastically impede
ICP performance. We run the above exper-
iment with a 512-Kbyte chunk size and find
that still none of the ICP-dynamic points
are Pareto-optimal. The average switching
interval in P0 becomes 100 ms compared
to 24 ms with a 128-Kbyte chunk, and the
performance drop is around 15 percent.
On the other hand, the P-state change
latency varies from 4 to 70 ms—the same
order of magnitude as the chunk execution
time in some cases. We expect a drop in
the future voltage and frequency change la-
tency, which will change these results
significantly.

Sensitivity to P-state change latency
ICP-dynamic does not perform to its po-

tential because of our experimental system’s
high P-state change latency. Recent research
shows the potential for nanosecond-level
voltage/frequency switching.8 The authors

report a voltage transition between 4 and
1.4 V within 20 ns. Also, systems such as
IBM Power7 can gradually change core
clock frequency while the core is fully oper-
ational—it has essentially zero P-state change
latency.9

We built a simulation model that ana-
lyzes the impact of varying P-state change la-
tency. We developed the model using the
timing and power consumption data col-
lected from our AMD Phenom system.
The model requires six values for each
P-state—time required to execute a chunk
without ICP, time to prefetch data for a
chunk, time to execute a chunk when the
data is already in the cache, and power
requirements in the previous three cases.
We fed this matrix to our model, and it com-
puted for each core the amount of time the
core prefetches, executes, and spins for each
P-state combination. For ICP-dynamic, the
model also considered the latency to change
P-states. The model needed two additional
power consumption values—when the core
is spinning, and when it is switching to a
new P-state. The first was easy to measure.
For the second, we took the average power
consumption of the participating P-states.
The model works for both ICP-dynamic
and ICP-static, and handles any number of
helper threads.

For a particular P-state combination, our
model computes each participating core’s
power consumption and a chunk’s average
processing time (T in Equation 1), which
we again use to compute the performance
gain, energy, or energy-delay product
(EDP). We denote a P-state combination
by Pxy, meaning that the main thread runs
at Px, while the helper thread runs at Py.
So, P00 refers to ICP-same at P0, while
P03 indicates ICP-dynamic with main
thread at P0 and helper threads at P3.

Figure 4 shows the scatter plot similar to
Figure 3 (128-Kbyte chunk, one to two
helper threads), assuming there is no latency
to change P-states. ICP-dynamic is Pareto-
optimal with respect to all other techniques
except P33 and P00. P33 takes the least en-
ergy of all ICP combinations, but the perfor-
mance of that point is quite low. P00
provides a little more speedup at the expense
of much larger energy. If we consider other
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metrics, such as EDP or active EDP, ICP-
dynamic dominates those two points as well.

At the top of Figure 4, we see that ICP-
dynamic comes within 1 percent of the max-
imum (P00) speedup (5.28�), using the P01
combination, which consumes 26 percent
less active energy. Alternatively, we can get
within 2 percent with P02 while consuming
38 percent less active energy.

We can underclock the helper threads fur-
ther while using more cores to attain the
same speedup as ICP-same. In our experi-
ments, P3 seems to be the best choice for
helper threads. Figure 5 shows the impact
of varying the number of helper threads for
the five ICP-same and three ICP-dynamic
choices—P03, P13, and P23. We use up to
five helper threads (six cores). The graph
shows the advantage of using underclocked
prefetchers. P00 reaches the theoretical max-
imum speedup by ICP using five cores. P03
eventually catches up to the speedup pro-
vided by P00 using six cores, but consumes
47 percent less active energy. Similarly, P13
consumes 32 percent less active energy and
still provides the same speedup as P11.
ICP-dynamic is effective in saving energy
with no sacrifice in performance even over
the most aggressive ICP scheme.

So far we have shown results with either
full frequency switch latency or no latency.
Figure 6 shows the change in speedup for
P03 and P13 when the latency varies from
0 to 12 ms. We present the results for both

a 128- and 512-Kbyte chunk size to better
understand the sensitivity. Note that, given
this graph’s granularity, the most accurate es-
timate of expected future switch times (in a
few nanoseconds8) is actually the 0 point.
The vertical line shows the upper limit of
the latency, beyond which the ICP-dynamic
point would no longer be Pareto-optimal.
For 128-Kbyte chunks, this happens at
around 2 ms of latency. Use of the 512-
Kbyte chunk tolerates much higher latency.
In Figure 6b, P13 stays Pareto-optimal
until 11 ms. However, the performance
drop is significant for 512 Kbytes. If we con-
sider both the 128- and 512-Kbyte set
of points in our scatter plot, none of the
512-Kbyte points become Pareto-optimal
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for any P-state change latency. So, the addi-
tional performance provided by the smaller
chunks is critical.

Our model also lets us predict the effects
of per-core voltage scaling. With the same
P-states, zero latency switching, and the abil-
ity to vary voltage across cores, P03 can
achieve the same speedup as P00, consuming
54 percent less active energy (frequency scal-
ing alone achieves 47 percent).

W e demonstrated techniques that
enable the use of more processor

cores to improve performance and energy
efficiency, even on completely serial code.
We combined a multicore-based helper-
thread technique with explicit control of
core frequency. The ability to manage the
helper thread’s power consumption enables
the system to minimize the helper thread’s
incremental power without compromising
the resulting performance gains. This results
in heavy gains in both energy and EDP.

Furthermore, we showed that the long la-
tency for frequency switching on current sys-
tems is a barrier to full realization of this
technique, but future systems with faster
switching will be able to benefit greatly. Com-
pared to the state-of-the-art helper-thread pre-
fetcher, we can match the same performance
while consuming half the energy.

This work promotes several interesting
research opportunities. We can apply

techniques similar to ICP-dynamic for
data-parallel and pipeline-parallel code. The
challenge, in that case, is to figure out the
right distribution of main thread and helper
threads, and the extent to which we must
underclock a particular thread.

Work is also required to find the best set
of voltage and frequency points (other than
what is available on current systems) to opti-
mize these techniques (including ICP-
dynamic) further. M I CR O
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