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TranSplat: Instant Object Relighting in Gaussian
Splatting via Spherical Harmonic Radiance

Transfer
Boyang (Tony) Yu∗, Yanlin Jin∗, Yun He, Akshat Dave, Ravi Ramamoorthi, and Guha Balakrishnan

Abstract—We present TranSplat , a method for instant, accurate object relighting within the Gaussian Splatting (GS) framework.
Rather than relying on costly inverse rendering routines, we propose a BRDF-free radiance transfer strategy that analytically modulates
the spherical harmonic (SH) appearance coefficients of an object’s 2D Gaussian surfels using per-normal irradiance ratios derived from
source and target environment maps. To handle view-dependent and glossy appearances without explicit material estimation, we
introduce a specularity-aware dual-path SH transfer strategy that adapts higher-order SH bands in the reflection domain. Additionally,
we propose a lightweight SH-domain self-shadowing module to ensure physically realistic occlusion without explicit mesh raycasting.
Operating as a post-processing step, TranSplat requires no additional GS retraining for a pair of source and target scenes. Evaluations
on synthetic and real-world objects demonstrate state-of-the-art accuracy, outperforming recent inverse-rendering and diffusion-based
GS relighting methods across most conditions, all while completing relighting operations in under one second. Although bounded by
radially-symmetric BRDF approximations and the low-pass nature of the SH basis, TranSplat produces perceptually realistic
renderings even for glossy, complex materials, establishing a valuable, lightweight path forward for GS relighting.

Index Terms—Gaussian Splatting, Relighting, Spherical Harmonics, Radiance Transfer, Computational Photography
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1 INTRODUCTION

The Gaussian Splatting (GS) framework has demonstrated
remarkable power and computational speed for high-
quality, real-time neural rendering applications [1]. Building
on these rendering capabilities, there is a growing demand
for realistic 3D scene editing and composition applications
with GS, such as object relighting. Given a pretrained Gaus-
sian asset alongside high dynamic range (HDR) environ-
ment maps for both the source and target environments, the
goal of object relighting is to re-render the object so that its
shading and color are consistent with the target illumination
settings. The key challenge of this task is that the object’s
perceived illumination must change as a function of both
environments in a physically consistent manner, without
being given any knowledge of its material properties.

Several recent GS relighting methods offer solutions to
this problem, but rely on computationally heavy paradigms.
These include explicit inverse rendering pipelines that at-
tempt to explicitly decompose the scene into geometry,
materials (BRDFs), and lighting, which requires slow, iter-
ative per-scene optimization [2], [3], [4]. Alternatively, some
methods rely on generative diffusion priors that distill 2D
image-space relighting into 3D representations. These often
suffer from low resolution, multi-view inconsistencies, and
slow inference [5]. For example, even the fastest of these
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optimization-based inverse rendering methods [3], [6] take
approximately 60 minutes to jointly optimize and relight
a typical scene. This computational burden precludes real-
time applications such as gaming, VR, and interactive 3D
scene editing.

We propose TranSplat, a novel framework that instantly
and realistically relights off-the-shelf Gaussian assets in
novel target environments, running in under 1 second on
an NVIDIA A6000 GPU. To achieve this, we take inspiration
from a theoretical identity relating the spherical harmonic
(SH) coefficients of surfaces with radially symmetric BRDFs
under different lighting conditions [7]. For diffuse surfaces,
this identity states that relighting reduces to multiplying
the SH appearance coefficients by the per-normal irradi-
ance ratios between the target and source environments.
Crucially, this radiance transfer bypasses explicit BRDF es-
timation, avoiding a major computational bottleneck. While
radiance transfer has been leveraged in classical 2D ratio
image methods [8], [9], it has not been integrated into
GS frameworks for lightweight relighting. Our key insight
is that the spherical harmonic coefficients of a standard
pretrained GS asset, despite entangling source illumination,
material response, and view-dependent appearance, can be
directly transformed to fit the target environment without
retraining or explicit BRDF decomposition.

TranSplat introduces three main technical contributions.
First, we formulate an analytical diffuse irradiance trans-
fer approach in the GS framework. We enable this by
building upon the 2D Gaussian Surfels representation [10],
exploiting its high-quality, flat surface normals which are
essential for accurate, per-surfel irradiance computation.
Second, we extend this formulation beyond the diffuse case.
By performing a reflection-domain reparameterization, we
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extract an approximate BRDF attenuation profile directly
from the pretrained SH coefficients, allowing us to modulate
glossy appearances without parametric material estimation.
Third, we introduce an SH-domain self-shadowing module
utilizing smooth continuous visibility functions and the
Gaunt tensor, ensuring physically realistic occlusion without
explicit raycasting. The entire pipeline operates as a single,
closed-form analytical pass over the Gaussian assets. To our
knowledge, TranSplat is the first framework to enable real-
time relighting of off-the-shelf Gaussian assets. While this
lightweight method makes certain simplifications at the cost
of modeling higher-order, subtle material details, it achieves
fast, perceptually realistic relighting of both diffuse and
glossy objects directly in the SH domain.

We quantitatively evaluate TranSplat on several synthetic
objects. TranSplat achieves superior relighting accuracy com-
pared to baseline inverse-rendering [2], [3], [6], [11] and
diffusion-based [5] methods, all while operating in under
one second on a GPU. We further demonstrate its robustness
through qualitative cross-scene object insertions on real-
world captures under diverse lighting. Ultimately, despite
relying on radially symmetric BRDF approximations and
a low-pass SH basis, TranSplat presents a highly practical
trade-off, prioritizing instant, perceptually realistic relight-
ing over the heavy computational costs of explicit modeling.

2 RELATED WORK

Neural-Based Inverse Rendering and Radiance Transfer.
Classical inverse rendering, the estimation of physical scene
properties from images, relies on iterative optimizations
using physics and geometry [12], [13], [14], [15], often re-
quiring controlled setups or known scene properties due to
the ill-posed nature of the task. Modern inverse rendering
approaches leverage deep learning and neural representa-
tions to decompose geometry, materials, and lighting from
unstructured images. Early methods used feed-forward
networks trained on large datasets to predict material at-
tributes [16], [17], [18]. Neural Radiance Fields (NeRFs) [19],
[20], [21] introduced per-scene optimization via MLP en-
codings, enabling methods like NeRF-in-the-Wild [22] to
separate transient lighting from constant scene properties.
Subsequent NeRF-based works integrated physically-based
rendering to further disentangle object and lighting prop-
erties [23], [24], [25], [26]. Recent advancements include
TensoIR [27], which leverages tensor factorization to effi-
ciently model illumination, and Neural-PBIR [28], a hybrid
pipeline that pairs neural representations with explicit clas-
sical physics-based rendering.

In contrast, radiance transfer and ratio image meth-
ods [7], [29] perform image-based relighting without explicit
BRDF estimation by manipulating spherical harmonic (SH)
identities. While these methods trade the ability to explic-
itly model complex, high-frequency material properties for
computational efficiency, they provide a practical alternative
to iterative optimization. TranSplat brings these theoretical
foundations into the Gaussian Splatting (GS) framework.

Inverse Rendering and Relighting in GS. Recent meth-
ods apply physically-based rendering to the 3D Gaus-
sian Splatting (GS) [1] framework to estimate per-Gaussian

surface properties [2], [3], [11], [30]. Because single-
environment captures inherently entangle lighting and
materials, ReCap [6] requires cross-environment captures.
Other works utilize precomputed transport: PRTGS [4]
adapts Precomputed Radiance Transfer but requires heavy
precomputation for dense transport matrices, and Lumi-
Gauss [31] learns an SH-based illumination model for in-
the-wild scenes but relies on explicit decomposition of ma-
terial properties to relight. In contrast, TranSplat leverages
SH radiance transfer ratios [7], [8], [29] to operate directly on
existing, entangled SH coefficients. By formulating transfer
as analytical irradiance and specularity ratios, TranSplat
bypasses explicit BRDF calculations and heavy precomputa-
tions entirely. While this trades explicit ultra-high-frequency
material modeling for a radially symmetric approximation,
it achieves near-instant updates over the costly and ill-posed
optimization required by these baselines.

Generative Relighting Priors for Neural Fields. An-
other class of methods bypasses explicit inverse render-
ing using generative diffusion priors. IllumiNeRF [32] and
Neural Gaffer [5] employ a two-stage strategy: performing
2D image-space relighting conditioned on an environment
map, then distilling the results into a 3D representation.
While avoiding explicit material estimation, this paradigm
has practical drawbacks. IllumiNeRF requires slow multi-
view diffusion inference and full model retraining per
scene, while Neural Gaffer is constrained to low-resolution
(256� 256) outputs and can struggle with geometric consis-
tency. Unlike these generative approaches, which rely on 2D
priors prone to multi-view inconsistencies, TranSplat uses a
deterministic, physics-grounded SH radiance transfer. This
mathematically principled approach ensures native 3D con-
sistency and operates orders of magnitude faster.

3 METHODS

TranSplat performs instant, object-centric relighting under
arbitrary target illumination, bypassing explicit material
decomposition. Given a pretrained 2D Gaussian Surfels
(2DGS) [10] model of an object and source & target en-
vironment maps LS & LT , we first precompute per-surfel
visibility maps as a function of viewpoint. We then directly
transfer lighting to the object by modulating the spherical
harmonics (SH) coefficients of its constituent surfels to
match the target environment LT . TranSplat consists of three
core components: diffuse transfer via irradiance ratios, spec-
ular transfer via reflection-domain band-wise attenuation,
and self-shadowing via the Gaunt tensor. We illustrate the
complete framework in Fig. 1.

3.1 Radiance Transfer Background

We build on the theoretical framework for radiance transfer
with spherical harmonics from [29], [33], drawing on ratio
and quotient image methods [8]. Consider a point on a 3D
surface with outward normal n. The reflection equation [34]
relates outgoing radiance in direction !o to the incident
illumination:

B(n;!o) =

Z

S2

L(!i) �(!i;!o) (!i � n)+ d!i; (1)
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Fig. 1. Overview of TranSplat . Given a pretrained 2DGS Object and source/target environment maps, TranSplat performs four steps directly
operating on Gaussian SH coefficients: (i) Precomputation of a smooth visibility function from 2D Gaussian depth maps; (ii) SH-domain self-
shadowing via the Gaunt tensor to calculate shadowed incident radiance; (iii) Diffuse irradiance transfer, computing a diffuse transfer ratio
(� ) applied to the DC SH coefficients (c0); and (iv) Specularity-aware transfer, utilizing reflection domain reparameterization and band-wise
attenuation (Aj

l ) applied to the higher-order SH coefficients (clm). No iterative optimization is required to output the relit 2DGS object.

where L(!i) is the incoming radiance, �(!i;!o) is the
BRDF, and (!i � n)+ is the clamped cosine, with (�)+ =
max(�; 0). Diffuse (Lambertian) case. For a Lambertian
surface with constant albedo �d, the BRDF reduces to
�(!i;!o) = �d=�, which can be factored from the integral:

Bd(n) =
�d

�

Z

S2

L(!i) (!i � n)+ d!i =
�d

�
E(n); (2)

where E(n) is the irradiance at normal n. The irradiance
integral is a spherical convolution of L with the clamped
cosine, which in the SH basis yields:

E(n) =
lmaxX

l=0

lX

m=−l

ALamb
l Llm Ylm(n); (3)

where ALamb
l are the analytic Zonal Har-

monic (ZH) coefficients of the clamped cosine
(ALamb

0 =�; ALamb
1 =2�=3; ALamb

2 =�=4, and ALamb
l =0

for odd l � 3). Because �d is an intrinsic material constant
invariant across environments, it cancels in irradiance ratios
– a crucial fact underpinning our radiance transfer strategy.

Specular and view-dependent case. For non-Lambertian
appearance, the outgoing radiance depends on both n and
!o. Unlike the Lambertian case, lighting changes cannot be
expressed as a single normal-dependent ratio. According to
the SH Convolution Theorem [29], the reflected radiance of
a glossy surface is equivalent to filtering the incident illu-
mination with the material’s BRDF kernel. We leverage this
property in Sec. 3.5 to extract an approximate BRDF attenua-
tion profile from the pretrained Gaussians and modulate the
higher-order SH bands directly without explicit modeling of
microfacet parameters. Because the GS coefficients entangle

illumination and material, this extraction is a heuristic rather
than a theoretically exact inversion.

3.2 Object Representation and Precomputation
We represent a 3D object using the 2D Gaussian Surfels
(2DGS) [10] framework. Surfels provide a flat structure
that yields better high-quality surface normals essential
for accurate irradiance computation compared to standard
3D Gaussians [1]. We further assume that incident source
radiance LS(�; �) and target radiance LT (�; �) are given as
spatial HDRI environment maps.

GS models commonly capture view-dependent appear-
ances using SH coefficients up to degree lmax = 3. Hence,
we also project both LS and LT into the SH domain us-
ing these same basis functions, yielding the unshadowed
incident radiance SH coefficients LS;lm and LT;lm. Our
experiments suggest that including SH coefficients beyond
l=3 yields minimal relighting performance gains (Table. 3).
Thus, restricting our projection to l=3 maintains both real-
time performance and plug-and-play usage of standard
2DGS-trained assets.

Next, we precompute the object’s self-occlusion profile
under the source illumination LS . For each surfel at x, we
sample uniform directions to define a visibility function
V(x;!) based on the depth maps already computed by the
2DGS rasterizer. We observed that projecting a discontinu-
ous binary visibility function onto the SH basis causes Gibbs
ringing artifacts. To mitigate this, we replace the binary
threshold with Exponential Shadow Maps (ESM) coupled
with an 8-tap Poisson disk filter to yield a smooth func-
tion. Projecting these smooth visibility samples onto the SH
basis yields coefficients Vlm(x). Additional implementation
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Fig. 2. Environment Map SH projection and self-shadow visualiza-
tion. Top row: Original HDR environment map (left), its band-limited
l≤3 SH projection representing the unshadowed incident radiance Llm

(center), and the per-surfel shadowed incident radiance Lshad
lm produced

by the Gaunt tensor (Eq. 4) (right). The SH projection smooths out high-
frequency content, while the Gaunt tensor further attenuates incoming
radiance from self-occluded directions. Bottom row: Impact on relighting
the Hotdog object. Using unshadowed Llm yields a flat, shadow-free
appearance; applying Lshad

lm produces physically consistent self-cast
shadows that closely match the Blender ground truth.

details for visibility and shadow-map precomputation are
provided in Supplementary Sec. 2.

3.3 Self-Shadowing via Gaunt Tensor

To ensure physically realistic self-occlusion under the new
target illumination LT , we compute shadowing within the
SH frequency domain, akin to Precomputed Radiance Trans-
fer (PRT [35]). With the precomputed local occlusion coeffi-
cients Vlm(x) and the unshadowed incident radiance SH
coefficients (LS;lm and LT;lm), we compute the shadowed
incident radiance for both the source and target via the
Gaunt tensor:

Lshad
X;k (x) =

X

p;q

Gkpq LX;p Vq(x); for X 2 fS; Tg; (4)

where p; q; k denote flattened SH indices representing (l;m)
pairs (distinct from the Gaussian index j used elsewhere),
and Gkpq encodes the integral of three SH basis functions.
This formulation yields our final shadowed incident ra-
diance SH coefficients, Lshad

S;lm and Lshad
T;lm, visually demon-

strated in Fig. 2.

3.4 Diffuse Radiance Transfer

TranSplat applies a radiance transfer function to the base
color of the object. Let cj

lm denote the spherical harmonic
coefficients for the j-th Gaussian surfel. We make the practi-
cal assumption that the DC (l=0) component, cj

0 � cj
00 (the

unique l=m=0 coefficient), primarily captures the diffuse,
view-independent color. Strictly, cj

0 encodes the spherical
mean of the full radiance field and can carry a DC contri-
bution from any specular lobe; this approximation is valid
when the diffuse term dominates the spherical mean, which
holds for most non-mirror surfaces. Standard GS optimizes
these coefficients to mimic photometric appearance, deeply
entangling illumination and material.

Standard irradiance evaluation relies on the unshad-
owed SH coefficients. However, to incorporate view-
independent self-occlusion, we compute the per-surfel dif-
fuse transfer ratio utilizing the shadowed incident radiance.
By substituting our shadowed incident radiance coefficients
Lshad

S;lm and Lshad
T;lm into the standard irradiance convolution

(Eq. 3), we obtain the shadowed irradiance ES;shad(nj) and
ET;shad(nj). The per-surfel diffuse transfer ratio is then:

� j =
ET;shad(nj)

ES;shad(nj) + "d
; (5)

where "d provides numerical stability. We update the view-
independent DC coefficient cj

0 via a scalar multiplication:

cj;T
0 = � j � cj

0: (6)

3.5 Specularity-Aware Radiance Transfer via SH De-
convolution
Unlike the Lambertian case, the higher-order SH bands
(l � 1) encode view-dependent, specular appearance. The
key distinction is that a specular BRDF �(�r) is radially
symmetric around the reflection direction r(!o), not the
surface normals. Thus, the SH Convolution Theorem must
be applied in the reflection-parameterized domain, not the
normal-aligned frame used for diffuse transfer.
Reflection-Domain Reparameterization. For a given view
direction !o, the pure mirror-reflection direction about nor-
mal nj is:

rj(!o) = !o � 2(!o � nj)nj : (7)

In the local frame with rj as its z-axis, the specular BRDF be-
comes a zonal harmonic. The SH Convolution Theorem [29]
then gives the reflected radiance at Gaussian j, expressed in
this reflection frame, as a per-band product:

cj
lm � ĉl � �l � Lrefl

S;lm; (8)

where ĉl =
p
4�=(2l + 1), �l are the ZH coefficients of the

specular BRDF �(�r), and Lrefl
S;lm are the unshadowed source

incident radiance SH coefficients (LS;lm) evaluated in the
reflection frame.

Analytic Bandwise Attenuation. Eq. 8 shows that the
band-l energy of the stored Gaussian coefficients encodes
the product of the BRDF’s frequency response and the
source environment’s energy at that band. To isolate the
BRDF profile, we leverage the fact that SH band energy
kcj

l k2 =
P

m jcj
lmj2 is rotationally invariant—it is the same

regardless of which coordinate frame the coefficients are
expressed in. This allows us to form the ratio directly from
the globally-stored cj

lm and the unshadowed source incident
radiance SH coefficients LS;lm without explicitly rotating
into the per-surfel reflection frame:

Aj
l =

kcj
l k

kLS;lk+ "s
� ĉl � �l; 1 � l � lmax: (9)

The constant ĉl is absorbed into Aj
l , yielding an effective,

per-band attenuation profile. Three approximations are im-
plicit in this step: (i) the GS optimization entangles illu-
mination and material, so cj

lm does not purely encode the
BRDF response; (ii) the band-norm ratio in Eq. 9 recovers
only the magnitude of the per-band response, discarding
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Fig. 3. Sample TranSplat results in relighting a synthetic object from a source environment (City, left) to novel target environments.
TranSplat accurately reproduces complex shading effects and shadows, closely matching the physically-based Blender ground truth (bottom row)
across a wide variety of target illuminations.

within-band phase information; and (iii) the low SH order
(lmax=3) acts as a low-pass filter, limiting the accuracy with
which sharp specular lobes can be represented. Under these
approximations, �l cannot be recovered exactly; rather, Aj

l
serves as a data-driven proxy that absorbs the net effect
of the material’s frequency response as seen through the
pretrained model. Since this proxy is learned under the
source illumination and is independent of the environment,
it transfers directly to the target illumination as an effective
BRDF attenuation profile.

Target Transfer. To construct the new specular coeffi-
cients directly in the global viewing frame without requiring
complex inverse SH rotations, we perform the transfer via
a sampling-and-projection scheme. We uniformly sample
a set of global viewing directions f!sg, compute their
corresponding reflection directions rj(!s) about the surfel
normal nj via Eq. 7, and evaluate the shadowed target
SH representation Lshad

T;lm at these pure reflection directions.
Because these evaluated radiance samples are intrinsically
mapped to the global viewing directions f!sg, projecting
them back into the SH basis yields the unattenuated target
specular coefficients L̂j;T

lm natively in the global view frame.
Finally, applying the extracted, rotationally invariant atten-
uation profile approximates the band-wise BRDF filtering
under the new environment:

cj;T
lm = Aj

l � L̂j;T
lm ; l � 1: (10)

Because this projection naturally handles coordinate frame
alignment, no further local-to-global transformations are
required, allowing for accurate reproduction of complex
shading effects across novel environments (see Fig. 3 for
qualitative results).

4 EXPERIMENTS

We qualitatively and quantitatively evaluated TranSplat
on six synthetic objects from the TensoIR and Blender
datasets [27], [36], using relighting accuracy (PSNR,
SSIM [37], LPIPS [38]), runtime, and peak VRAM usage
(GB) as metrics. We compared TranSplat against five recent

baselines, specifically prioritizing methods capable of real-
time rendering once the object is relit. To this end, we
included several 3DGS-based approaches utilizing explicit
physically-based rendering (PBR) decomposition (GS-IR [3],
R3DGS [30], GaussianShader [2], and Recap [6]). We ex-
cluded traditional NeRF-based inverse rendering methods
(e.g., TensoIR [27]), as their slow volumetric rendering pre-
cludes real-time application. Finally, we included Neural
Gaffer [5], a representative of the emerging diffusion-guided
3D distillation approaches, which leverages a pretrained 2D
diffusion model for relighting inference and then distills the
results into a TensoRF [39] representation. We conducted all
experiments on a single NVIDIA A6000 GPU.

4.1 Relighting Accuracy Evaluation
We first compare TranSplat against all baseline relighting
algorithms. We used six objects (Armadillo, Lego, Ficus,
Dragon, Tower, Hotdog) and HDR maps commonly used by
prior works. We obtained ground truth relighting results for
Dragon and Tower in Blender. For a consistent comparison,
we used the same source environment (City) for all cases.
Table 1 presents quantitative results, and Fig. 4 presents
qualitative rendering outputs. TranSplat achieves the best
overall accuracy, ranking first in PSNR, SSIM, and LPIPS
on the majority of combinations of all six objects and three
target environments. All methods relight objects to the
correct color tone, but the results from GaussianShader [2]
appear noticeably brighter. Neural Gaffer [5] produces ac-
curate shading and shadows, but its output resolution is
constrained to 256�256 pixels.

4.2 Object Insertion And Relighting into Scenes
Next, we demonstrate using TranSplat to relight pretrained
2DGS assets for a full cross-scene insertion task. We pre-
pared three target environments with distinct lighting (see
Fig. 5). We generated the first two scenes using Marble [40],
and captured the last scene ourselves with a camera. We
inserted two synthetic Blender objects (Bunny and Tower),
and two real objects (Vase and Bonsai) from MipNerf360




