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TABLE I 
RESULTS OF VERIFICATION 

Class Number of %Error 
Iterations Type I Type 11 

1 32 0% 0% 
2 242 0% 30% 
3 4 0% 0% 
4 5000 30% 0% 
5 224 0% 0% 
6 245 0% 0% 
7 5000 30% 10% 
8 307 0% 10% 
9 5000 30% 20% 
10 75 0% 10% 

%Average %Average 
9% 8% 

Note W(k + 1) changes if and only if the pattern being considered 

Equivalently, the algorithm can be expressed in a simpler form if 
is misclassified by W(k) .  

the augmented patterns of class Cl are multiplied by -1, that is 

This latter form is used in our algorithm. 

VI. RESULTS 
Forty vectors (i.e., 40 true and 40 false) for each class (user) were 

used for training (Le., determine the weight vector W). The remaining 
10 (Le., 10 true and 10 false) were used for testing. Once the weight 
vector was determined, then the decision function d ( z )  = W’X was 
used to classify the test vectors using the criteria 

If d ( X )  = W‘X > 0 then X E C, 
otherwise X E Cl. 

If X is from the true data (C,) and it was classified to Cl then 
type I error occurs. Q p e  I error represents the case when a valid data 
from a’valid user was classified incorrectly. If X is from the false 
data (Ci’) and it was classified to C, then type I1 error occurs. Type 
I1 error represents the case when an invalid data from an invalid user 
was classified incorrectly. 

The results are presented in Table I. The initial weight vector was 
chosen as W = 5.). (Other values of the weight vector were also 
tried with similar results, only the rate of convergence changed.) Both 
types of errors were higher when less data was used for training. The 
table also shows number of iterations needed to obtain the weight 
vector. Notice the perceptron algorithm has to be terminated after 
5000 iterations (class 4, 7, 9), this is the case when the data (true 
and false) is not linearly separable. 

VII. CONCLUSION 
The use of the perceptron algorithm to provide. linear decision 

functions to verify computer users worked fairly good. The algorithm 
was robust with respect to the choice of the initial weight vector. 
The use of keystroke intervals as feature vectors appears to work 
well in determining linear decision functions for verification. An 
average overall error (type 1 and type 11) of 8.5% was achieved. 

the results presented here are comparable to the previous work and 
to handwriting recognition systems. 
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Coadaptive Behavior in a Simple Distributed 
Job Scheduling System 

Alexander Glockner and Joseph Pasquale 

Abstracf- A simple system that demonstrates coadnprorion in dis- 
tributed decision-making as applied to the problem of job scheduling 
is presented. The decision-making process is constructed as a set of 
autonomous agents based on learning automata that can individually 
learn from feedback The set of agents adapt together, or cmfapt, to 
form a good, though not necessarily optimal, global decision process. 
Coadaptive distributed computer job scheduling in a two-machine system 
is simulated with the agents implemented as stochastic learning automata. 
It is demonstrated that the performance of these coadaptive agents is 
similar to that of a related group of well-performing static decision- 
making agents, that quantitative changes in agents’ parameters cause 
qualitative changes in the coadaptive behavior, and that constructing an 
optimal agent for a coadapting system is dependent upon the other agents 
present. Coadaptive behavior is clearly affected by the relative frequencies 
with which decisions are made, and the relative sizes of the rewards and 
penalties. 

I. INTRODUCTION 
In large distributed systems, decentralized decision-making offers 

potential improvements in performance, reliability, and extensibility 
over centralized decision-making. One reason this potential has not 
been realized is due to an insufficient understanding of the problems 
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underlying decentralized control systems, the major problems being 
that multiple managers must make good fast coordinated decisions 
based on uncertain and differing views of the global system state 

To gain an tnderstanding of the dynamic behavior of decentralized 
decision-making systems, we consider a decision-making process 
constructed as a set of autonomous agents based on learning automata 
that can individually learn from feedback. The set of agents adapt 
together to form a good, though not necessarily optimal, global 
decision process. With an analogy to similar biological processes, 
this is called coadaptive decision-making. 

Distributed job scheduling is the assignment of computer jobs 
to machines in a distributed computing system [l]. Coadaptive 
job scheduling is the application of coadaptive decision-making to 
the distributed job scheduling problem. We study the dynamics 
of the coadaptive process using decision-making agents based on 
various types of stochastic learning automata, and we compare 
the performance of coadaptive job scheduling to other simple job 
scheduling methods using simulation. 

The rest of this paper is organized as follows. Section I1 contains 
descriptions of the distributed system and decision-making agent 
models. In Section 111 we describe the experimental setup. In Sections 
IV and V we describe the performance of one-agent and two-agent 
systems, respectively. In Section VI we present conclusions. 

[91, [io]. 

11. SYSTEM MODEL 
Consider a distributed computer system consisting of machines, 

where each machine has a stochastic job stream as input, a scheduling 
agent, and a processor. A scheduling agent, or simply an agent, is an 
autonomous entity responsible for the local component of a global 
job-assignment decision-making process. When a job arrives at a 
machine, its agent decides which processor, local or remote, should 
execute the job and places the job in the corresponding processor 
queue. 

An agent assigns a job to a processor with the goal of minimizing 
the job's turnaround time. The job turnaround time is the length of the 
interval between when a job arrives and when it completes execution; 
this includes both the processor time needed to execute the job and 
the time spent waiting in a queue for the processor (offloading time 
is assumed to be negligible). 

A coadaptive agent is modelled by a variable-structure stochastic 
automaton [7], defined by a discrete probability distribution II, from 
which one of the n possible choices is selected when a decision by 
the corresponding agent is necessary: 

"-1 

Immediately after a decision is made, the system provides the agent 
with feedback on whether the resulting choice of that decision is 
considered good or bad. A good choice is one where the performance 
of the system is expected to improve because of it; otherwise, it is 
a bad choice. A good choice i causes the automaton to be rewarded 
by increasing the future probability of that choice by a fraction a 
of its distance from unity and by decreasing the probability(ies) of 
the other choice(s): 

Conversely, a bad choice i causes the automaton to be penalized by 
decreasing the future probability of that choice by a fraction P of its 

current value and increasing the other probabilities: 

The p / (n  - 1) term in the final equation acts to move the automaton 
towards the equiprobable state after an unsuccessful choice. 

Different automata are obtained by varying the parameter ratio 
(YIP: 

. 

Equal-ratio automata (a = P) are called reward-penalty au- 
tomata. The probability distribution of these automata converge 
if the penalty probabilities are fixed [7], but the steady-state 
values are not guaranteed to optimize the decision-making 
process [8]. 
Infinite-ratio automata (p = 0) are called reward-inaction 
automata. If the probability for a choice reaches unity, the 
probability distribution will never again change, as there are 
no penalties and rewards have no effect; if a probability reaches 
zero, it will remain zero for similar reasons. These situations are 
called absorbing states. (If, however, the penalty probabilities 
change with time so that choices alternate in having the lowest 
penalty probability, the steady-state probability distribution will 
be proportional to the average values of the penalty probabilites 

Automata with parameter ratios between these two extremes are 
called reward-t-penalty automata. These automata are used to 
approximate the behavior of reward-inaction automata without 
absorbing states. 

[714 

Others have also used stochastic learning automata for decision- 
making agents in decentralized systems. Glorioso and Coldn [2], [4] 
compare the performance of reward-penalty automata agents with 
the performance of a fixed scheduling discipline in a three-machine 
system, and then note that the automata perform better in situations 
when processors fail. Mirchandaney and Stankovic [6] demonstrate 
the usefulness of stochastic learning automata for job scheduling, 
showing that they can be implemented in a practical way, and that 
their performance is good. Nedzelnitsky and Narendra [8] explore 
network routing with linear stochastic automata agents, and show that 
reward-inaction and reward-penalty automata learn different decision 
rules when using the same feedback metric. 

111. EXPERIMENTAL SETUP 

We present investigations of one-agent systems, where one machine 
has an agent which selects a processor to execute a job, and the other 
agent is constrained to assign all its jobs on the local processor, and 
two-agent systems, where both machines have agents which can both 
assign jobs to either processor. The former allow the examination of 
an agent's behavior in isolation; the latter demonstrates the agents' 
ability to coadapt. Investigations of larger systems and other kinds 
of agents may be found in [3]. 

Fig. 1 contains a simple distributed system of two machines. 
Job inter-arrival times for Machine i are chosen from an expo- 

nential distribution with mean l / A t .  Service times are chosen frvm 
an exponential distribution with mean l/p. Each processor has an 
unbounded queue and a first-come-first-served, run-to-completion 
local scheduling policy. If each agent always assigned jobs to the local 
processor, the mean arrival rate for processor i would be A,. However, 
agents may decide to assign jobs to local or remote processors: let A: 
be the mean rate of job arrivals at processor i due to assignments by 
local and remote agents. We define the apriori utilization of processor 
i, p ,  = AI/p, as how busy the processor would be if each agent 
always assigned jobs to the local processor. We define the (actual) 
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Processor 0 Agent 0 Machine 0 

Machine 1 P 
Agent 1 Processor 1 

Fig. 1. Representation of two-machine system. 

utilization of processor i, pi = Ai/p,  as how busy the processors 
actually are given assignments by local and remote agents. 

We assume that the overhead of agent decision-making is negligible 
since the stochastic learning automata decision-making mechanism is 
so simple. We also assume that moving a job to a remote processor’s 
queue is negligible. 

We choose to study the effects of coadaptation by emphasizing 
reactivity to the quality of decision-making in an uncertain environ- 
ment, rather than explicit coordination and communication (which are 
very important, but outside the scope of this study). Thus, we assume 
that agents do not communicate with each other, and that agents are 
not given information such as processor queue lengths; they are only 
told whether they made good or bad choices. (However, we compare 
the operation of these agents to a set of optimal agents that always 
know the processor queue lengths.) 

These assumptions simplify the analysis and operation of the 
model, while still allowing us to clearly focus on the main goal of 
this study, which is to demonstrate the dynamics of coadaptation and 
make some basic performance comparisons to other decision-making 
methods. 

Given the stated assumptions, the expected job turnaround time at 
a processor is proportional to its job queue length, and the expected 
job turnaround time is minimized when the processors are equally 
utilized, i.e., pb = p i .  

In our simple system, an agent has at most R = 2 possible choices: 
select processor 0 or select processor 1. The good choice is the 
processor whose queue length is not longer than that of the other 
processor. (If the queue lengths of both processors are the same, 
either choice is considered good.) 

We use simulation to periodically produce observations of several 
system quantities. The main performance metric is the average job 
turnaround time computed using batch-means analysis [5], [ l l ] .  
Another performance metric is obtained by sampling the job queue 
lengths during each simulation, computing the fraction of samples 
where the queue lengths are nearly equal (i.e. within one of each 
other). The final performance metric is obtained by computing for 
each simulation the fraction of decisions that send a job to the shortest 
job queue (Le. the fraction of good choices). 

The turnaround times and queue lengths are also sampled for three 
other job-assignment policies for benchmarking purposes: 

all jobs local-agents assign jobs to their own machines’ pro- 
cessors. 
equiprobable-agents assign jobs with equal probability to either 
processor. This policy trivially equalizes the processor utiliza- 
tions, and may be considered the best fixed policy given the 
assumptions of no information before making decisions and of 
negligible overhead in ofloading jobs, i.e., sending jobs to the 
other machine’s processor. Coadaptive decision-making with 

stochastic automata should perform as well as this policy to 
warrant further consideration. 
shortest queue-the agent is able to “instantaneously” examine 
both job queue lengths and assigns the job to the processor with 
the shorter queue. The performance of this policy is considered 
optimal, as it is equivalent to always making a correct decision 
according to the feedback metric. 

B o  sets of job arrival rates are simulated. To understand normal 
operation of a small distributed system, baseline simulations are run 
with a priori utilizations po = 0.30 and p1 = 0.10. To understand 
the operation under heavily-loaded conditions, simulations are run 
with a priori utilizations PO = 0.75 and p1 = 0.50. 

Iv. ONE-AGENT SYSTEMS 

One-agent systems, those with only one agent able to offload, are 
studied in order to determine the ability of an individual agent to 
adapt in the distributed system, and to determine the effects of mixed 
agent types on coadaptation. For the one-agent systems below, the 
Machine 0 agent assigns jobs according to various policies, while the 
Machine 1 agent assigns all of its jobs to the local processor. 

Statistics describing performance in one-agent systems are in Table 
I. The mean job turnaround time is expressed in units of 1/11, 
the mean processor time for jobs. The various statistics shown 
represent system behavior during steady state (Le. start-up transients 
are eliminated). With a confidence level of 95%, the relative error 
for all means is at most 1.5%. 

For the simulations of normal loads, Le., po = 0.30 and p1 = 
0.10, the mean job completion times for the equiprobable agent 
and the adaptive agents (i.e. agents based on reward-inaction and 
reward-penalty stochastic learning automata) are equal. The processor 
utilizations are equalized, i.e. pb = p i  = 0.20, when Machine 0 of- 
floads 33% of its jobs. The equiprobable agent performs satisfactorily 
in spite of its policy of offloading 50% of its jobs because Machine 
1 is so rarely loaded that it can easily accept the extra jobs. The 
adaptive agents learn to offload between 33% and 50% of their jobs, 
but again, Machine 1 is able to accept any extra jobs assigned to it 
because of its light load. 

For the simulations of heavy loads, Le., po = 0.75 and p1 = 0.50, 
the adaptive agents perform much better than the equiprobable agent, 
which offloads too many jobs - 50% of them instead of 16%. 

The mean job completion times indicate that load balancing with 
adaptive agents is better than no load balancing at all. However, 
neither of the adaptive agents can do as well as the shortest queue 
agent, since the latter has the benefit of current environmental 
information to make decisions. 

The other two statistics, the percentage of time that the two job 
queues are equal (or within one of each other), and the percentage 
of decisions that send a job to the shorter queue, may appear 
paradoxical in the case of the adaptive agents under heavy loads. The 
reward-penalty agent makes more correct decisions (67.5%) than the 
reward-inaction agent, but is the worst at keeping the system balanced 
(48.5%). On the other hand, the reward-inaction agent makes the 
fewest correct decisions (60.4%), but is the best at keeping the system 
balanced (52.0%). 

This is resolved by noting that the reward-penalty agent has a 
higher cy + p, allowing the probability distribution to change more 
quickly in changing situations. Thus, over time, the reward-penalty 
agent makes more correct decisions. However, this increased reactive 
ability of Agent 0 (the agent capable of selecting either processor in 
the one-agent system) does not take the flow of jobs into Machine 
1 into account, so the reward-penalty agent offloads more jobs to 
Processor 1 than it should. From this, the system is in an unbalanced 
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Agent 1 
omoading 
probability 

TABLE I 
ONE-AGENT SYSTEM STATISTICS 

Agent Mean Job Turnaround Percentage of Time Percentage of Jobs to 
S P e  Time System Balanced Shorter Queue 

Normal Heavy Normal Heavy Normal Heavy 
All-Jobs-Local 1.35 3.32 90.6 44.5 72.1 39.6 
Reward-Inaction 1.26 2.68 93.0 52.0 82.7 60.4 
Reward-Penalty 1.26 2.90 93.0 48.5 83.6 67.5 

Shortest Queue 1.08 2.05 98.3 74.5 100 100 
Equiprobable 1.26’ 6.01 92.9 26.4 83.1 55.9 

0.75 ‘I 
0.5 - 

0.25 - 

0- 

/ 

L I  I I 1 I 
0 0.25 0.5 0.75 1 

Agent 0 oftloading probability 

Fig. 2. Reward-inaction agent probabilities. 

state with extra jobs waiting for Processor 1 more frequently, making 
the mean job turnaround time correspondingly higher. 

v. TWO-AGENT SYSTEMS 

Fig. 2 illustrates the agent interaction between two reward-inaction 
agents. The axes measure the offloading probabilities: the x-axis 
measures the probability of Agent 0 assigning a job to Processor 1 and 
the y-axis measures the probability of Agent 1 assigning to Processor 
0. Each point in the graph represents a system state, described by 
a pair of probabilities of the stochastic learning automata. The solid 
line is a reference line; each point on a line represents a pair of 
probabilities that equalize the processor utilizations, p; = p i ,  under 
conditions of heavy load (i.e., po = 0.75 and p1 = 0.50). State 
values are plotted every 5 0 / p  time units. 

The agents start in the equiprobable state (i.e. the offloading 
probability for both agents is 1/2) marked by the asterisk in the 
center of the graph. From here the points progressively go down 
and to the left, following the reference line. Thus, the coadaptive 
behavior of reward-inaction agents is to allow the offloading rate to 
progressively decrease (Le. the offloading probabilities for each agent 
get progressively smaller) while equalizing the processor utilizations 
(Le. the reference line is followed). However, as is indicated by 
the points forming a horizontal line at the bottom of the graph, 
an absorbing state is eventually reached when Agent 1 offloads 
with probability zero. (It is equally likely that the offloading rate 
would progressively increase from the equiprobable state until the 
opposite absorbing state, when Agent 1 offloads with probability 
one, is reached.) 

This behavior is described as follows: because of its probabilistic 
operation, Agent 1 is eventually rewarded (note, it can never be 
penalized) for a series of decisions sending jobs to one of the 

1 

0.75 

Agent 1 
ofRmding 0.5 
probability 

0.25 

0 

0 0.25 0.5 0.75 1 

Agent 0 offloading probability 

Fig. 3. Reward-penalty agent probabilities. 

processors, e.g. Processor 1, and so the probability of Agent 1 sending 
more jobs to Processor 1 is increased. Agent 0, because it makes 
decisions more frequently (i.e. it has a higher job arrival rate), has 
the ability to coadapt to this situation by sending more of its jobs 
to Processor 0. Agent 1 continues to send more jobs to Processor 1, 
and is rewarded for many of these assignments because Agent 0 is 
compensating. These probabilities continue to become more polarized 
until, finally, Agent 1 reaches its absorbing state. 

The absorbing state irrevocably changes the two-agent system 
into a one-agent system. Because this restricts future adaptation, 
reward-inaction automata are not appropriate agents for coadaptive 
distributed job scheduling. 

Fig. 3 illustrates the behavior of reward-penalty agents. The agents 
are started in the no-offloading state @e. the offloading probability 
for both agents is 0) marked by the asterisk, and proceed to approach 
the equiprobable state. During the succession from the no-offloading 
state to the equiprobable state, the coadaptive behavior of the agents 
is to equalize processor utilizations (Le. follow the reference line) as 
did the reward-inaction agents in the previous experiment. However, 
the agents move to the equiprobable state, and not an absorbing state. 
The agents are kept from entering absorbing states by the non-zero 
penalties for wrong decisions. 

After reaching the equiprobable state, the coadaptive behavior is 
to fluctuate about the equiprobable state by repeatedly favoring one 
processor by sending it more jobs for a period of time, and then to 
favor the other processor in the same manner. Thus, as one queue 
grows the other shrinks until the agents are able to respond to this 
imbalance, followed by the first queue shrinking while the other 
grows, and so on. This eccentric behavior occurs because of over- 
compensation by both agents to correct for bad decisions made by 
either one of the agents. 
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TABLE I1 
TWO-AGENT SYSTEM STATISTICS 

Agent Mean Job Turnaround Percentage of Time Percentage of Jobs to 
TY Pe Time System Balanced Shorter Queue 

Normal Heavy Normal Heavy Normal Heavy 
All-Jobs-Local 1.35 3.32 90.5 44.5 71.3 55.9 
Reward-Inaction 1.25 2.64 93.4 52.1 83.3 61.8 
Reward-Penalty 1.24 2.63 93.5 51.5 83.4 61.6 
Eauimobable 1.07 1.77 99.2 89.1 100 100 

0.75 1 
Agent 1 

ofloading 0.5 
probability 

0.25 

0 * . . . . . / ! m a  

I I I I I t  
0 0.25 0.5 0.75 1 

Agent 0 offloading probability 

Fig. 4. 101 Reward-€-penalty agent probabilities. 

Reward-inaction agents and reward-penalty agents have parameter 
ratios a//? of infinity and one, respectively. We have seen that their 
coadaptive behaviors are very different. Let us consider one more 
set of agents, reward-e-penalty agents, which have a parameter ratio 
between that of reward-inaction and reward-penalty agents to see the 
effects on coadaptive behavior. 

Fig. 4 illustrates the behavior of reward-€-penalty agents with a pa- 
rameter ratio of 1O:l .  The agents are started in the no-offloading state 
marked by the asterisk, and proceed to approach the equiprobable 
state, with the coadaptive behavior of these agents being to equalize 
processor utilizations (i.e. follow the reference line) as did the agents 
in the previous experiments. Like the reward-penalty agents, the 
agents move to the equiprobable state, and not an absorbing state. 
Again, non-zero penalties for wrong decisions avoid the entering of 
absorbing states. Note that the rate at which 1 O : l  reward-€-penalty 
agents reach the equiprobable state is slower than that of reward- 
penalty agents, as can be seen by the larger number of points between 
the no-offloading state and equiprobable state in Fig. 4 compared to 
Fig. 3. This is a direct result of the smaller value for ,L? used for the 
1O:l  reward-€-penalty agents. 

After reaching the equiprobable state, the coadaptive behavior 
is different from that of reward-penalty agents: the 1 O : l  reward- 
€-penalty agents fluctuate about the equiprobable state . along the 
direction of the reference line, rather than perpendicular to the 
reference line as in Fig. 3. The relatively small penalties keep the 
agents close to the equiprobable state while the rewards help the 
agents equalize the processor utilizations (i.e, follow the reference 
line, as do the reward-inaction agents in Fig. 2). Thus, the offloading 
rates of both Agent 0 and Agent 1 repeatedly increase together 
and then decrease together about the equiprobable state. Whereas, 
for the reward-penalty agents, one agent’s offloading rate increases 
while the other decreases. This is because rewarding and penalizing 

have different functions: the former causes the agents to equalize 
processor utilizations (i.e., go toward the reference line) while the 
latter causes the agents to equalize the probabilities of offloading and 
not offloading (i.e. go toward the equiprobable state). 

From these experiments, we see that there can be qualitatively 
different coadaptive behaviors for decision-making agents based on 
stochastic leaming automata with quantitatively different parameter 
ratios. Coadaptive behavior is clearly affected by the relative fre- 
quencies with which decisions are made, and the relative sizes of the 
rewards and penalties. 

Statistics for the performance of coadaptive decision-making in 
two-agent systems are in Table 11. As in Table I, the mean job 
tumaround time is expressed in units of 1/p, the mean processor 
time for jobs. The various statistics shown represent system behavior 
during steady state (i.e. start-up transients are eliminated). With a 
confidence level of 95%, the relative error for all means is at most 
1.5%. 

These statistics indicate that reward-penalty agents significantly 
outperform all-jobs-local agents. The same can be said for 1 O : l  
reward-€-penalty agents, and for reward-inaction agents before they 
reach an absorbing state, both of whose statistics (not shown) are very 
similar to that of the reward-penalty agent. However, because reward- 
inaction agents do coadapt to absorbing states, they are inferior to 
reward-penalty agents. 

It is clear that coadaptive distributed job scheduling with reward- 
penalty agents is clearly better than no distributed scheduling at 
all. The approximation of the performance of reward-penalty agents 
to that of the equiprobable policy agent is the best that can be 
expected from attempting to load-balance with no notion of the 
current system state. Similar statements can be made for 1O:l reward- 
€-penalty agents, although their coadaptive behavior after reaching the 
equiprobable state is different from that of reward-penalty agents. 
In either case, coadaptive decision-making based on these agents 
is useful if methods for optimal decision-making are difficult or 
impossible to determine. 

VI. CONCLUSION 

We have demonstrated different types of coadaptive behavior in 
a very simple distributed job scheduling system using decision- 
making agents based on various types of stochastic leaming au- 
tomata. Reward-inaction agents coadapt by progressively changing 
the offloading rates while equalizing processor utilizations until an 
absorbing state is reached, while reward-penalty agents coadapt by 
progressively changing the offloading rates until the equiprobable 
state is reached, and then fluctuating about the equiprobable state 
between processors being favored for offloading. This is yet different 
from 1O:l  reward-e-penalty agents, where the offloading rates of both 
Agent 0 and Agent 1 increase together or decrease together, whereas, 
for the reward-penalty agents, one agent’s offloading rate increases 
while the other decreases. This demonstrates that qualitatively dif- 

T 
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ferent coadaptive behavior can result from decision-making agents 
based on stochastic learning automata with quantitatively different 
parameter ratios. This ratio is important because rewarding and 
penalizing have different functions for coadaption: the former causes 
the agents to equalize processor utilizations while the latter causes the 
agents to equalize the probabilities of offloading and not offloading. 
Coadaptive behavior is clearly affected by the relative frequencies 
with which decisions are made, and the relative sizes of the rewards 
and penalties. 

The performance of an agent depends on the characteristics of the 
other agent in the coadaptive system. In a two-agent system, reward- 
penalty agents outperform reward-inaction agents; the reverse is true 
in a one-agent system, where the second agent assigns all jobs to the 
local processor. 

Finally, coadaptive decision-making performs reasonably well com- 
pared to various fixed-probability decision-making methods for dis- 
tributed job scheduling with two machines. If the conditions for 
optimality in distributed decision-making are difficult or impossible to 
determine, the implementation of coadaptive decision-making should 
be considered. 
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An Equivalence between Inductive Learning and 
Pseudo-Boolean Logic Simplification: A Rule 

Generation and Reduction Scheme 

I. B. Turksen and H. Zhao 

Abstract-To provide confidence in a rule generation and reduction 
scheme, it is necessary to show an equivalence between at least two 
alternative approaches that provide the same reduced rule sets. For this 
purpose we present two rule reduction schemes in tuzZy knowledge based 
systems. These two schemes are based on: 1) a pseudo-Boolean analysis 
and 2) the ID3 algorithm. Here, we show an equivalence between these two 
rule reduction schemes. As a consequence of this equivalence, we propose 
to substitute an on-line and automated expert system shell that uses 
the ID3 algorithm in place of the manual pseudo-Boolean simplification 
method for the purposes of rule reduction in tuzZy knowledge bases. 
For both approaches, we assign pseudo-Boolean variables to the inter- 
vals, identified as semantic intervals, on the base-axis of a membership 
representation. These semantic intervals are formed by the projection of 
intersections of normal convex fuzzy membership functions. The pseudo- 
Boolean simplification of disjunctions of coqjnnctions formnlae @CF) is 
efficiently learnable from examples in the sense of Valiant. Positive and 
negative examples are provided to illustrate that the equivalence holds for 
all non-null nodes in decision trees under the condition of extending all 
the examples to possible attribute combinations. This approach supports 
an interactive learning environment for the design of fuzzy expert systems 
where a rule reduction algorithm constitutes an important component of 
the design process. Another important component is a rule generation 
algorithm. ’ h o  illustrative experiments are provided to demonstrate the 
rule generation and reduction where a detailed emphasis is put on the rule 
reduction example: 1) a continuous chemical process for the synthesis of 
vinyl on and 2) a discrete repair service center system. It is shown that 
the size of the initial rule base for the repair center service system can 
be reduced by 23.8% with the proposed scheme. 

I. INTRODUC~ON 

Currently, most of the typical expert system models of human 
behavior are at the rule-base level. Generally, they lack the ability 
to retrieve knowledge based learning. That is, they are only able to 
interpret information as delimited by the input conditions of their 
rule base, and cannot create new rules. Thus, a system usually fails 
abruptly when the environment changes and no longer conforms to 
the experience behind the rules [16], [7]. In complicated and dynamic 
process models, it is essential and important that environmental 
changes should and must be taken into account. Instead of the 
mere storage of human experiences in rule bases [28], it would be 
desirable for an expert system itself to have a capacity to generate 
simpler rule bases by using rule induction from input-output data of 
a process. Furthermore, it would also be advantageous to introduce 
rule induction in order to reduce an initial rule base that is built by 
experts. The rule base reduction can at times be an inevitable outcome 
automatically obtained from rule base generation. Since the rule base 
generation scheme was proposed previously [28], in this paper, we 
mainly concentrate on the rule base reduction. Such a rule base 
reduction scheme would help reduce the computational complexity 
of general rule reduction schemes in time and space domains for 
expert systems design. For this purpose, it is recommended that ID3 
conceptual inductive learning algorithm be applied to the problem 
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