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Abstract 

The Redwood Project is a collaboration of computer 
scientists and Earth scientists at the University of Califor- 
nia, whose goal is to design, build, and put into practical 
use a distributed information system that effectively sup- 
ports intensive computational and storage requirements, 
such as those evidenced by Earth science applications. A 
key objective is to support “power harnessing,” the ability 
to concentrate as much of the distributed power available 
in a large-scale system to meet the demands of any single 
application. A service-based network sofrware architecture 
provides the framework for network-integrated computing 
with power harnessing. In addition, Redwood technologies 
include a hierarchical wide-area distributed storage archi- 
tecture, a wide-area high-speed network with quality of 
service provisions, and an “Experimentalist’s Worksta- 
tion” that uses an active document paradigm as the user’s 
intedace to the rich tool and data environment provided by 
Redwood. The project is currently seeking to develop part- 
nerships, both jimncial and intellectual, with industry and 
the state and federal government. 

1.0 Introduction 
The Redwood Project is a collaboration of computer 

scientists and Earth scientists at the University of Califor- 
nia, whose goal is to design, build, and put into practical 
use a distributed information system that effectively sup- 
ports intensive computational and storage requirements, 
such as those evidenced by Earth science applications. In 
addition, the system will provide tools that support collab- 
oration among distributed teams of scientists. 

Redwood is the successor of and builds on the Sequoia 
2000 project [ 11. Sequoia 2000 focused on four technology 
areas: databases, networking, storage, and visualization; 
thus, the main contributions have been in how very large 
data objects (tens of megabytes to hundreds of gigabytes) 
are queried and searched, communicated between pro- 
cesses within a computer and between computers over a 

network, stored and retrieved between different levels of 
storage, and visualized and animated with a high degree of 
user interaction. In addition (and perhaps most important), 
these advances are being incorporated in working systems 
that are helping Earth scientists do their science more 
effectively. 

As the next step, Redwood is focusing on end-to-end 
issues and integration towards a coherent wide-area distrib- 
uted system, building on the network infrastructure devel- 
oped in Sequoia 2000 [2]. Redwood is beginning from 
basic principles, seeking to provide an infrastructure that 
not only supports the subsystems developed in Sequoia 
2000, but addresses a fundamental goal, “power harness- 
ing” (discussed below), that makes the Redwood project 
uniquely important 

2.0 Redwood Applications 
Large-scale integrated heterogeneous distributed com- 

puting environments are important: they are needed to sup- 
port applications that have massive computational and 
storage requirements, measured in teraops and terabytes, 
and communicating at data rates of gigabits per second. 
Good examples are scientific applications that address 
Grand Challenge problems such as global change, in par- 
ticular, simulations of environmental models of the atmo- 
sphere, sea, or land. Such applications are typical of those 
used by Earth scientists. 

For example, Redwood scientific applications include 
remote sensing, global climate modeling, and management 
and analysis of meteorological and hydrological data. 
Remote sensing applications will drive the Redwood archi- 
tecture in several ways. Images are large (a Landsat The- 
matic Mapper frame is about 300 Mbytes), accessed from 
remote archives over networks, and produced in a plethora 
of different formats. Analysis requires quick perusal of 
multiple images (browsing through abstracts) followed by 
intensive calculations over large data sets. End-to-end 
analysis exercises the lineage problem, hence it is a prob- 
lem in database management. 
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The climate modeling efforts involve a collaborative 
project to develop a first-generation Ehrth System Model 
encompassing the coupled global atmosphere and ocean 
systems, including chemical tracers that are found in, and 
may be exchanged between, the atmosphere and the 
oceans. This will be the first attempt we know of to extend 
a General Circulation Model with a chemical tracer model, 
and it will be used to study major current problems in clii- 
mate, climate change, and climatekhemistry interactions. 
These problems include the general circulation of the COUI- 

pled atmosphere/ocean system, and the global bio- 
geochemical cycle of carbon. The model will require 
computational advances in parallelism, database manage- 
ment, and visualization. 

3.0 Power Harnessing 
An important characteristic of Earth science applica- 

tions is that their resource requirements stress all known 
information systems beyond their limits. They generally 
far exceed the power provided by a scientist’s high-perfor- 
mance workstation; in fact, even the combined resources 
provided by the scientist’s local area networking environ- 
ment are commonly inadequate. To begin satisfying these 
demands, one must look to the cumulative power of very 
large-scale distributed systems, e.g. environments rich in 

computational and storage resources connected by wide- 
area high-speed networks. 

Power harnessing is the ability to concentrate as much 
of the distributed power available in a large-scale system to 
meet the demands of any single application. Achieving 
large-scale power harnessing is a key goal in Redwood. 
The key question we address is whether it is possible to 
take advantage of economy of scale by allowing any single 
application to harness as much power as it needs, poten- 
tially all the power provided by the effective cooperative 
use of all the resources in the system. Power harnessing is 
difficult for numerous reasons, including the physical dis- 
tribution, heterogeneity, varying performance and reliabil- 
ity, decentralized control and differing ownership, etc., of 
the resources. 

Wide-area networks will soon be able to provide end 
users with bandwidths approaching gigabits per second, 
which are close to what workstation backplanes provide 
today. A basic premise of the Redwood is the availability 
of a high-speed wide-area network that serves as a “back- 
plane” for global resource sharing, with “devices” such as 
workstations, supercomputers, storage systems, etc., that 
can be purchased and simply “plugged in”, and their power 
automatically available to all users of the system whenever 
they need it (see Figure 1). In a sense, this is similar to the 
old idea of time-shared computer systems, where the sys- 

desk area networ 

FIGURE 1: The Redwood network backplane supports global resource sharing, with devices such as worksta- 
tions, supercomputers, storage systems, etc., that can be purchased and simply plugged in, and their power 
automatically available to all users of the system whenever they need it. 
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tem provided computational power whose cost was too 
excessive for any single user, and so it was shared by a 
community of users who did not need all the power all the 
time. 

edwood Network Architecture 
The Redwood Network Architecture (RNA) is designed 

to support large-scale heterogeneous network-integrated 
computing, and in particular, to support the development of 
an environment that provides power harnessing. The 
design of the RNA is based on achieving: 

increased levels of functionality based on a common 
service-based architecture to support large-scale hetero- 
geneous distributed computing 
increased levels of efJiciency due to extensive resource 
sharing provided by a service contracting and pricing 
system based on market economic principles, including 
statistical multiplexing of communication and other 
resources 
increased levels of performance provided by effective 
pooling of resources not practically achievable with 
today’s systems, and packet scheduling algorithms for 
routedswitches that support protocols designed to pro- 
vide probabilistic performance guarantees 
increased scalability because of distribution of 
resources and decentralized control. 
Today’s large networks mostly offer a simple message- 

based communication service between computing nodes; 
more is needed to achieve higher levels of integrated 
resource sharing. The RNA is a service-based network 
architecture, providing a systematic approach for service 
creation and composition, advertising and discovery, per- 
formance provisions, pricing and cost compensation. 

The RNA has the following characteristics: 
1. Services that interact with clients (and other services) 

through a well-defined interface that supports basic sys- 
tem-wide operations: 
e service requests and responses 
9 

e 

service advertising (for resource/service discovery) 
pricing of services (with provisions of varying levels of 
quality ) 
contracting (price negotiation and connection establish- 
ment) 
2. A services backplane, premised on the availability of 

an underlying fast wide-area network, that supports com- 
munication between clients and services: 
a services plug in to the backplane through a well-defined 

interface, promoting resource portability and ease of 
integration 

e 

latency is reduced through a variety of techniques, e.g. 
caching, fastpaths, and prefetching, as well as applica- 
tion-specific pipelining supported by performance-guar- 
anteed network protocols 
supports the dynamic formation of tightly-coupled 
interactions to deliver as many resources to a problem 
on demand 
3. A contracting system that controls complexity of 

services by integrating composition of services and pricing 
of services: 

clients obtain service through contracts 
contracts are negotiated based on system-enforced bid- 
ding system 
services can subcontract to other services 
4. A market economy-based pricing system that sup- 

ports the effective sharing of resources: 
users gain credits by making their resources available to 
others 
credits can be used to acquire resources when they are 
needed 
completely decentralizes the control over allocation of 
resources, promoting scalability 
By “wrapping” resources with the common service- 

based interface software, their functionality becomes 
potentially available to all clients in the network. Through 
the network-wide contracting system, clients can establish 
contracts for work by services which themselves can estab- 
lish contracts with other services, thus supporting the 
dynamic composition of services. The network-wide pric- 
ing system gives owners of resources the incentives to 
share them, and provides the mechanism for cost compen- 
sation. The contracting and pricing system support 
resource allocation based on fully decentralized control, a 
necessity for scalability. Ultimately, our goal is to support a 
very high level of integrated resource sharing to promote 
power harnessing. 

5.0 Redwood Technologies 
Given the framework provided by the RNA, Redwood 

will focus on a set of technology areas relevant to support- 
ing large-scale collaborative scientific endeavors. They 
include: 

the Redwood “Experimentalist’s Workstation” that uses 
an active document paradigm that serves as the interface 
to the rich tool and data environment provided by Red- 
wood. For example, an “active figure” in a document 
can be dynamically driven by a pipeline of analysis 
tools supported by the full computational power of the 
Redwood system 
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* a wide-area distributed storage based on a hierarchical 
storage architecture supporting client caches, connected 
via a local-area network to on-line storage comprising 
server caches and disk arrays, connected via a wide-area 
network to robo-line optical disk jukeboxes and mag- 
netic or optical tape, and to off-line shelved magnetic or 
optical tape. The key research issues are managing stor- 
age latency, intlerleaving, compression, and redundancy 
a wide-area high-speed network that supports high 
throughput, bounded latency, and quality of service pro- 
visions. Redwood will use networking infrastructure 
developed in Sequoia 2000 (see Figure 2), with plans in 
place for upgrading to higher speeds 

The 
Sequoia 2000 

Research Network 

FIGURE 2. The !Sequoia 2000 Research Network is a 
wide-area packet-switched network, currently based 
on a backbone comprised of T3 (45 Mbps) links con- 
necting various 1JC campuses, and FDDI rings (100 
Mbps) for local distribution at each campus. 

collaboration tools that support distributed teams of sci- 
entists, including video conferencing and shared work- 
spaces 
visualization of complex data sets using animation and 
viewed via virtual environments created from the data 
sets 

- 

* wireless networks for remote sensing and mobile com- 
puting 

.O Summary 
The Redwood Project is a collaboration of computer 

scientists and Earth scientists at the University of Califor- 
nia to develop a large-scale heterogeneous network-inte- 
grated computing system. The major goal for Redwood is 
to support power harnessing, the ability to dynamically 
concentrate as much of the cumulative resource power in a 
wide-area distributed system to meet the demands of any 
single application. 

The project will focus on creating an underlying hard- 
ware and software infrastructure that supports power har- 
nessing, and above which software systems targeted to 
support Earth science applications can be built. The project 
is currently seeking to develop partnerships, both financial 
and intellectual, with industry and the state and federal 
government. 

7.0 References 

[ I ]  M. Stonebraker and J. Dozier, "SEQUOIA 2000: Large 
Capacity Object Servers to Support Global Change 
Research," SEQUOIA 2000 Technical Report No 1, Eiec- 
tronics Research Lab, University of California, Berkeley, 
March 1992. 

[2] J. Pasquale, E. Anderson, K. Fall, and J. Kay, "Achieving 
High End-to-End Throughput on the Sequoia 2000 Net- 
work," Digital Technical Joumal, 1995 (to appear). 

481 


