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Abstract 

Rate-Function Scheduling (RFS) is a new deadline-based 
packet-scheduling service discipline that supports quality- 
of service guarantees for applications with real-time com- 
munication requirements. RFS is distinguished from other 
service disciplines in that it achieves all of the following 
goals: analytically-derived perjormance bounds, perjor- 
mance isolation among sessions, jlexible and eficient allo- 
cation of bandwidth, implementation simplicity, work- 
conserving operation, and bandwidth-fair operation 
(defined in the paper). Through the specijication of rate 
finctions, sessions can control their bandwidth usage and 
their upper bounds on delay. For a class of rate functions, 
which we show is suficient for providing sessions with 
delay bounds, RFS is as simple to implement and to calcu- 
late service bounds such as Zhang’s VirtualClock service 
discipline. We also show that the Non-Preemptive Earliest 
Deadline First Policy is a simple degeneration of RFS. 

1 Introduction 

Real-time distributed applications often require a certain 
quality of service (QoS) from the underlying network in 
terms of performance guarantees such as throughput, end- 
to-end delay, and packet loss rate. By controlling the 
amount of bandwidth allocated to a session, one can con- 
trol a session’s throughput, and to some degree, end-to- 
end delay (via the queueing components). In fact, this is 
the basis for how most service disciplines that support 
analytic performance bounds work, including Delay-EDD 
(Earliest Due Deadline) [3], HRR (Hierarchical Round 
Robin) [ll],  Jitter-EDD [16], Leave-in-Time [6], PGPS 
(Packet-by-Packet Generalized Processor Sharing) [ 141, 
RCSP (Rate-Controlled Static-Priority) Queueing [ 171, 
This research was supported in part by NASA grant NASA-NAGW-4260. 
The opinions and conclusions contained in this document are those of the 
authors and should not be interpreted as representing official views or pol- 
icies of the U S .  Government. 

Stop-and-Go [lo], and VirtualClock [19]. 
Among them, Delay-EDD [3] has the distinction of 

being “delay-optimal” [SI in a single server, i.e., if packets 
can be transmitted with a maximum specified delay using 
any single server scheduling policy, they can also be trans- 
mitted using a single Delay-EDD server. Delay-EDD is 
based on a Non-Preemptive Earliest Deadline First 
(NPEDF) scheduling discipline. 

Service disciplines based on an NPEDF scheduler 
suffer from the following drawbacks. NPEDF schedulers 
are bandwidth-unfair (or cost-unfair) because bandwidth 
reservation is not taken into account in the calculation of 
transmission deadlines. In an NPEDF scheduler, the 
reserved bandwidth of a session is determined by its 
declared traffic characterization (or traffic envelope) and 
the required delay bound of the session. Thus, the burstier 
the declared traffic of a session is and the shorter its 
required delay bound is, the more bandwidth is reserved 
for the session in an NPEDF scheduler, resulting in a 
higher cost connection. If two sessions have the same 
required delay bound, but one session reserves (and pays 
for) more bandwidth than the other, then the former should 
receive a better service (i.e., smaller average delay). How- 
ever, this is not the case with an NPEDF scheduler when 
these two sessions generate similar traffic over an interval 
of time. These sessions will receive similar treatment from 
the server because the server accounts only for the 
assigned delay bounds and not for the reserved bandwidth 
of these sessions, which is unfair to the session that 
reserved (and payed for) more bandwidth. 

The sessions sharing an NPEDF scheduler must be 
rate controlled since, if a session violates its declared traf- 
fic characterization, the NPEDF scheduler may not be able 
to honor the service guarantees given to any of the ses- 
sions sharing the scheduler. A drawback of rate-controlled 
NPEDF service disciplines is that rate control makes them 
non-work-conserving (i.e., the server may become idle 
when there are packets being delayed in rate controllers), 
which increases the average delay of packets. 

0-8186-7780-5/97 $10.00 0 1997 IEEE 
9a.2.1 

1063 



Alternative service disciplines have been developed 
to provide performance isolation among sessions, i.e., no 
need for separate rate control, which is generally referred 
to as thejirewall property [19]. Most of the alternative ser- 
vice disciplines, including HRR [ 111, Leave-in-Time [6], 
PGPS [14], Stop-and-Go [lo], and VirtualClock [19], pro- 
vide the firewall property but lack flexibility in the alloca- 
tion of bandwidth since they allocate afired bandwidth to 
a session. This may lead to a waste of bandwidth because 
the worst-case behavior of a session dictates its reserved 
(fixed) bandwidth. 

In this paper, we describe a new deadline-based ser- 
vice discipline called Rate-Function Scheduling (RFS). 
RFS is unique in that it achieves all of the following goals, 
whereas all the service disciplines we are aware of achieve 
only a proper subset: analytically-derived performance 
bounds, performance isolation among sessions, flexible 
and efficient allocation of bandwidth, implementation sim- 
plicity, work-conserving operation, and bandwidth-fair 
operation. 

The RFS service discipline allows sessions to define 
service parameters such as long-term bandwidth and short- 
term bandwidth. Intuitively, long-term bandwidth means 
the long-term average of the amount of bandwidth a ses- 
sion is provided. Short-term bandwidth means the amount 
of bandwidth available to service a burst of packets. Once 
the entire short-term bandwidth is used up, a certain 
amount of idle time must pass before it can be used again. 

A session specifics these service parameters through a 
rate function whose rate of change describes the band- 
width needs of the session, i.e., the slope of this function 
expresses rate. The key advantage of RFS' rate-function 
specification is that it can satisfy the needs of sessions 
with diverse delay and throughput requirements. For 
example, RFS can satisfy the needs of a session that 
requires a relatively low long-term bandwidth and a short 
delay by simply providing that session with a larger short- 
term bandwidth. 

A rate function can be almost any non-decreasing 
function. However, the calculation of transmission dead- 
lines is simplified for an important class of rate functions: 
delayed-concave functions composed solely of straight 
line segments (delayed-concave functions are defined later 
in this paper). For this class of rate functions, we show that 
the calculation of transmission deadlines is as simple as it 
is in VirtualClock. Besides, we show that this class is suffi- 
cient to provide sessions with delay bounds. 

The RFS service discipline provides service guaran- 
tees such as an upper bound on end-to-end delay and an 
upper bound on buffer space requirements. For the special 
case of delayed-concave functions as described above, the 
calculation of service guarantees is also as simp!e as it is 
in VirtualClock [ 5 ] .  

We develop a necessary and sufficient schedulability 
condition for RFS and show that the NPEDF policy is a 
simple degeneration of RFS. 

The remainder of this paper is organized as follows. 
Section 2 presents a motivation for the way RFS works. 
Section 3 presents the RFS service discipline. Section 4 
presents the service guarantees of RFS. Section 5 presents 
the simplified transmission deadline calculation of RFS for 
delayed-concave rate functions composed solely of 
straight line segments. Section 6 discusses the advantages 
of RFS over other service disciplines. Section 7 is a sum- 
mary of the paper contributions. Space considerations 
have forced us to omit the proofs of our results. The inter- 
ested reader is referred to [7]. 

2 Motivation and Preliminary Definitions 

The RFS service discipline was inspired by the simplicity 
of VirtualClock [ 191. The VirtualClock service discipline 
works as follows: It calculates transmission deadlines for 
all arriving packets of all sessions and serves packets in 
increasing order of transmission deadlines. The equation 
used to calculate transmission deadlines is very simple: 

where the packets of session s are numbered according to 
the order of their arrival at a server, ti, is the arrival time 
of the ith packet of session s (a packet has arrived only 
after its last bit has arrived), L i , ,  is the length of the ith 
packet of session s, r,$ is the reserved rate of session s, and 
Fi ,s  is the transmission deadline of the ith packet of ses- 
sion s. 

VirtualClock provides sessions with a k e d  reserved 
rate. Its admission control insures that the reserved rates of 
all sessions sharing a server are constrained by 

C r,,, 2 c , 

where C is the capacity of the outgoing link of the server 
and cp is the set of sessions sharing the outgoing link of 
the server. 

The following result provides for an alternative way 
to calculate transmission deadlines in VirtualClock. 

Theorem 1: In VirtualClock, 

s E 'p 

We can rewrite (2) as 

+ t j , ,y:  1 5 j 2 i , (3) 1 
where y,s (1) = l/r,. Note that Y,v ( 1 )  is the inverse of 
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the function R, (t) = rSt that calculates how many bits 
the session wants the server to transmit in t seconds. For 
VirtualClock, this function is a straight line whose slope is 
equal to the reserved rate of the session (see Figure 1). 

But what would happen if R, ( t )  were not a straight 
line? In fact, (3) forms the basis of our proposed RFS dis- 
cipline's transmission deadline calculation, allowing ses- 
sions to reserve a rate function, R,v (t) , which does not 
need to be a straight line. VirtualClock may then be con- 
sidered to be a special case where all sessions reserve a 
straight line as rate function. Most importantly, one can 
define more general rate functions that allow sessions to 
reduce their end-to-end delay without reserving more 
long-term bandwidth. 

Figure 1: R,  ( t )  and Y,  ( I )  for VirtualClock. 

A rate function R.y(.) can be interpreted as the 
description of the service capabilities of an ideal server. In 
this interpretation, (3) calculates the end of transmission 
times that packets of a session would have if the session 
were served alone by the ideal server that is defined by the 
session's reserved rate function. Roughly speaking, the 
rate function measures how many bits the ideal server is 
able to transmit since the beginning of a server busy 
period if a certain amount of idle time occurs before the 
server busy period. A server busy period is a maximum 
period of time in which a server always has packets to 
serve. 

We now formalize some of the terms we introduced 
previously. 

Definition 1: The rate function R, (t) of session s is 
a non-decreasing piecewise continuous function for which 
R, (t) = 0 for t c 0 and R,, ( to)  > 0 for some to > 0 .  

Definition 2: The delay function Y,v (I) of session s is 
defined as (see Figure 2) 

(4) Y , v ( l )  = min{to: R,(t,) > l }  ,1>0.  

If R,v (t) is continuous and monotonic, then Y, ( I )  is 
the inverse of R,v (t) for all t such that R, (t) > 0 .  

3 Rate-Function Scheduling 

RFS is a work-conserving non-preemptive service disci- 
pline where packets are served in increasing order of trans- 
mission deadlines and the transmission deadline of the ith 
packet of a real-time session s is 

1 

Non real-time sessions (i.e., sessions that do not require 
QoS guarantees) have transmission deadlines set to infin- 
ity. 

Theorem 2 provides a sufficient and necessary sched- 
ulability condition for RFS. 

Theorem 2: Consider an RFS server that allows the 
presence of non real-time sessions. We have that 

(6) 
0 
c R,y(t) 5 0 - 0 ,  t 2 -  and t 2 0 ,  

s E R 
if and only if 

pi* < Fi, + v, , i 2 1, (7) 
for all sessions s in Q , where SZ is the set of all real-time 
sessions sharing the server, Pi,, is the actual finishing 
transmission time of the ith packet of session s, 

L,, ,  is the maximum length of packets not from session 
s sharing the outgoing link of the server (i.e., 
Lm.5 = m( L ,  ,,,,: s' # s and s' shares the server}, 
and 0 is an amount in bits (0 can assume any real value). 

The parameter 0 allows the service discipline to cus- 
tomize v, . For example, if 0 = L,, the term L ,  J C  
in vs is cancelled out, where L,, is the maximum 
packet length allowed in the server (or network). Note that 
(6) has a simple graphical interpretation; the sum of the 
rate functions of all sessions cannot be above the curve 
Ct - 0 (see Figure 3). See [4] for more details on the use 
of 0 .  

Figure 3: Graphical interpretation of (6) for 8 = 0 .  

4 Service Guarantees of RFS 

RFS provides sessions with an upper bound on end-to-end 
delay and an upper bound on buffer space requirements. 
The end-to-end delay refers to the delay experienced by a 
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session in a connection composed of servers in tandem. 
Since some measures vary with the server node, we need 
to extend our notation. Thus, F i , .  , t i , , .  , Fi*.. , U,, L,=,$,  
C, R, ( t )  , and Y ,  ( t )  , will now be written as 

Ft,y, t t s ,  c.., I):, L",,,,$, C,,, R : ( t ) ,  and Y : ( t ) ,  
respectively, where n is the index of the server node. This 
notation allows sessions to reserve different rate functions 
at different server nodes. 

In order to present some of the results of this section, 
we need the following definitions: 

Definition 3: Given a non-decreasing piecewise con- 
tinuous function A,s (.) , called an arrival function, for 
which A,s ( t )  = 0 for t < 0 ,  we say that the input traffic 
of session s satisfies the arrival constraint defined by 
A ,  (.) if 

(8) 
in 

A , y ( t - s )  2 T s  [ ~ , t l ,  sit, 

where 

is the sum of the lengths of all the packets of session s that 
arrived in the interval of time [a ,  b] (recall that a packet is 
considered to have arrived only when its last bit arrives). 

Note that A,s ( 0 )  2 L", ,. because 

A common model of incoming traffic is the arrival 
function A,s ( t )  = G , ~  + ~ , ~ t ,  which is similar to the one 
proposed by Cruz [l]. This arrival function is used in some 
examples in this paper, but note that RFS is not restricted 
to any specific model of incoming traffic. 

Definition 4: A rate function R, ( t )  is called 
delayed-concave (see Figure 4) if 

1 .  R s ( t )  = 0 ,  t < ~ , . ,  ~ , . 2 0 ;  
2. R,s (T.~) = o,., G , ~  2 0 ; 
3. R , ( t )  has at most one discontinuity point, and it 

4. R,y ( t )  is concave1 and increasing on [ T , ~  , -). 

in 
A,s (0) 2 T,y [ti,,, t i , J  , i 2 1 .  

must occur for t = 7, ; and 

Figure 4: Two delayed-concave rate functions. 

The following defines a parameter that is used in the 
specification of some of the service guarantees of RFS. 
'. A function f (.) is called concave [13] on a segment [a, b]  if and 
only if f ( h x +  ( I - h ) y )  5 h f ( x )  + ( I - h ) f ( y )  holds for all 
x , y ~  [a, h ]  andallrealnumbers Ls [0, I ]  . 

Definition 5: 

(10) x , ~  (1,)  = max I Y ,  (1,  + 1, )  + Y ,  ( l b  + 1,) - 

Y,. ( 1 ,  + 1,+ 1,) : 1,2 0,1,2 O),Z, > 0. 

Lemma 1: If R ,  ( t )  is delayed-concave, then 

In the service guarantees we present for RFS, we use 

the value of x, (L , ,J  at server node n. Hence, 
xhAX, = Y: ( L , , ,  ,.) for delayed-concave rate func- 
tions. 

In the results of this section, we assume that the delay 
functions that are assigned to session s in server nodes 1 to 
N of its connection satisfy 

x, ( 1 , )  = y,s (1,) . 

XLAX,, ,  = {xl ( L j , , y )  : j 1 7 where xl ( L j , s )  is 

Y:+' ( 1 )  I Y: ( I )  + S:", 1 I n  I N -  1,  (11) 
n + l  . where 6, IS a constant that defines a bound for the 

delay function of server node n + 1 relative to the delay 
function of server node n. We assume that 6; = 0 .  

The simplest use of 6: + ' is to allow a session to 
reserve in one server node the rate function that is reserved 
in the previous server node shifted to the right (or left) by 
a constant displacement. Thus, 6: + ' may be positive, 
negative, or zero (it may be zero if the rate functions are 
identical). 

4.1 Upper Bound on End-to-End Delay 

Theorem 3: If R: ( t )  is the reserved rate function of 
session s in server node n of its connection and ~ h ~ ~ , ~  
exists for 1 I n I N - 1 ,  then 

where Y,:' * is a constant for the session with value 
N -  1 N 

n =  1 n =  I 
1, N N is the number of server nodes of the connection, D , , ,  ,s 

is the maximum delay that packets of session s experience 
in the connection, DzgIs (Rf ) is the maximum delay 
packets of the session would experience if the session 
were served alone by the ideal server defined by the rate 
function Rb ( t )  , and r,, is an upper bound on the propa- 
gation delay of the outgoing link of server node n. 

If R: ( t )  = r , y t ,  n 2 1, (12) reduces to the well- 
known upper bound on the delay of VirtualClock [5] since, 
in this case, 6: = 0 ,  XLAX,.. = L m a x , J r s  and 
DE& (R,:) is just an upper bound on delay of the session 
in a fixed-rate server of rate rs . 

We now develop a graphical interpretation for the 
term D E E  ,. (R.:) as a function of the reserved rate func- 
tion and the arrival function of the session. We will show 
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later that D:$. (Rf ) is very simple to calculate for the 
case of delayed-concave rate functions composed of 
straight line segments. 

is being served alone by the ideal server defined by the 
rate function R,y ( t )  , then 

D,,,, ( R , )  I max (min Id:  A,v ( k )  I R,  ( k  + d )  and 

Theorem 4: If session s with arrival function As ( t )  

ideal 

I .  4, 

d 2 O j :  k 2 0 } ,  
where 

ideal 
D;, ( R , )  = Fj,  - ti, , and F ,  is the end of transmis- 
sion time of the ith packet of the session in the ideal server, 
which is calculated by (3). 

We use the same notation (i.e., Fj ,  ) for the transmis- 
sion deadlines of packets in an RFS server and for the end 
of transmission time of packets in an ideal server, since the 
former assumes the same values as the latter. 

The graphical interpretation for inequality (14) is that 
the maximum delay of a session in an ideal server is less 
than or equal to the maximum horizontal distance between 
the arrival and the rate functions (see Figure 5). Inequality 
(14) and its graphical interpretation are similar to a result 
developed by Cruz to calculate the delay of a session as a 
function of its service and arrival curves [2]. 

Figure 5: Delay in the ideal server defined by R,  ( t )  . 
According to (12) and (13), the delay bound of a ses- 

sion s in the first server node of its connection is 
D::$ ( R j )  + U, + rl . From (14), if session s reserves a 
rate function equal to the session's arrival function shifted 
to the right by a positive displacement, say d,s, then 
D,,,, ( R,y) I d,y . Thus, the rate function R,  ( t )  = 
A , y ( t - d , v )  is sufficient to provide an upper bound on 
delay for the session. Note that other rate functions are 
possible that provide the same upper bound on delay (i.e., 
d,s + u.: + rl ) for a session with arrival function A,v ( t )  . 
Figures 6 and 7 show examples of rate functions that pro- 
vide the same upper bound on delay in the first server node 
for a session s with arrival function A, ( t )  = o , ~  + ~ , ~ t .  It 
is important to note that RFS is able to provide delay 
bounds for other types of arrival functions. For example, 
in Figure 6-a, the session with arrival function A',s ( t )  will 
have the same upper bound on delay as the session with 

I 

ideal I 

arrival function A,y ( t )  = (T,~ + p,yr if both sessions have 
the same reserved rate function R, ( t )  = A, ( t  - d,v) . 

Now, suppose that a session s with arrival function 
A,$ ( t )  = o, + p,t reserves the same rate function in all 
the server nodes in its route, i.e., 6: = 0 ,  1 2 n I N. We 
consider three cases, which are represented in Figures 6 
and 7. 

Case 1: If R,v ( t )  = A, ( t  - d,y) (this is Figure 6-a 
and Figure 7 4 ,  the upper bound on delay in a connection 
composed of N server nodes in tandem is Nd, + 

D E &  (Rf ) I d,v 

rate function (this is Figure 6-b) 

c:= 1 (U: + rn )  9 since x:MAX, s = Y I ~ '  (Lm,,,r) = d,y and 

Case 2: If d ,  < B,~/P,~ and the session reserves the 

o,y t /d , s ,  if 0 I t < d,y 

p, ( t  - d,v) + G.~,  if t 2 d,,  
(16) R, ( t )  = 

the upper bound on delay in a connection composed of N 

d,yL,,x,,y/o, and D t $  (R,:)  5 d , y .  This upper bound on 
delay is smaller than or equal to the upper bound on delay 
obtained in Case 1 above, since B, 2 L,,,, (it is strictly 
smaller if o,$ > L,, ,  ). 

(4 R s ( I )  = A s ( ' - d s )  (b) Rs'ir) (see text) 

Figure6: Two rate functions that provide the same 
upper bound on delay in the first server node for a ses- 
sion with A ,  ( t )  = os + p,t and for d,  < os/ps. 

(a) Rs (4 = As ( f  - cl.v) (b) R o s  ( t )  (see text) 

Figure7: Two rate functions that provide the same 
upper bound on delay in the first server node for a ses- 
sion with A ,  ( t )  = os + p,t and for d, 2 os/ps.  
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Case 3: If d,>o,/p, and the session reserves the 
rate function (this is Figure 7-b) 

0, if t < d,s - o,/p, 

pS ( t  - d,y) + o,~ ,  if t 2 d, - ~ , ~ / p , ~ ,  
(17) R", (t) = 

the upper bound on delay in a connection composed of N 
server nodes in tandem is Nd,s - 

since ( N  - 1) (os - L,,,, ,J /P, + x;= 1 (v: + l-") I 

" -  
x M A X , , ~  - Y: ( L m a x , . J  = ds- 0s'p.s + L n i a x , . s / p . ~  and 

ideal D,,, ,s (R,:) 5 d,s,  This upper bound on delay is smaller 
than or equal to the upper bound on delay obtained in Case 
1 above, since (T, 2 Lmax,,y (it is strictly smaller if 

Besides a possibly smaller upper bound on delay, 
Cases 2 and 3 also provide a smaller average delay for the 
session because those rate functions provide (on average) 
earlier transmission deadlines than the rate function used 
in Case 1. 

0 , s  > L m a ,  s ) *  

4.2 Upper Bound on Buffer Space Requirements 

Definition 6: The buffer space used by session s in a 

(1 8) 

server at time t i s  defined as 

Q, ( t )  = T: to, t ]  - T;'tO, t> , 
where 

is the sum of the lengths of all the packets of session s that 
ended transmission in the interval of time [U, b) 
(Tp [a ,  b] is defined by (9)). 

Theorem 5: If R: (t) is the reserved rate function of 
session s in server node n of its connection and 
exists for 1 I j I n, then 

i i e",,,, ,s 5 R: (~f::: + C; = I (si + xMAX, ,% + us) - 

where is the 
buffer space session s uses at server node n at time t, and 
y j  is a lower bound on the propagation delay of the outgo- 
ing link of server node j .  

Theorem 6: For a single RFS server and a session s 
with arrival function A,y (.) and reserved rate function 

= max { Q: ( t )  : t 1 0 )  , Q: (t) 

1 

Qmax,,slmax { A , s ( k )  - R , s ( k - u , ) : k l O ) +  

where e,,, = max { Q, ( t )  : t 2 O} is an upper bound 
on buffer space in this RFS server. 

The graphical interpretation for (21) is that the maxi- 

(21) 
Lmax, 9' 

mum backlog of a session in a single server node is a func- 
tion of the maximum vertical distance between the arrival 
function and the reserved rate function shifted to the right 
by the constant vs (see Figure 8). Inequality (21) and its 
graphical interpretation are similar to a result developed 
by Cruz [2] to calculate the backlog of a session as a func- 
tion of its service and arrival curves. 

Figure 8: Backlog in a single RFS server. 

5 Simplified Deadline Calculation 

We now show that (5) can be simplified for a class of rate 
functions that provides the following properties: (a) it pro- 
vides delay bounds: and (b) the calculation of transmission 
deadlines is as simple as it is in the VirtualClock service 
discipline. 

This class is composed of delayed-concave rate func- 
tions that are composed solely of straight line segments (as 
in Figure 9). These functions can be described by a few 
parameters: the number of inclined straight line segments, 
n, the slope of each inclined straight line segment, 
r.: > r: > . . . > r: - ' > r" > 0 , and the "knees" of the curve, 
z , ~  = vs < vs < .. . < v , ~  1 2  nS- 1 < vf . For these rate functions, 

where 

Vi is the horizontal coordinate of the point where a 
prolongation of the line segmentj intersects with the hori- 
zontal axis (see Figure 9). 

Figure 9: A delayed-concave rate function composed 
of two inclined straight line segments. 
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In [5] ,  it was proven that only leaky bucket con- 
strained sessions have an upper bound on delay in finite 
capacity servers. Leaky bucket constrained sessions can be 
modeled by an arrival function A, ( t )  = G , ~  + p,t . The 
rate function R,s ( t )  = 0.. + p,. ( t  - d,) , which belongs to 
the class of rate functions described by (22), provides an 
upper bound on delay for a session with arrival function 
A,  ( t )  = 0, + pst (see Figures 6 and 7). Therefore, the 
class of rate functions described by (22) suffices to provide 
delay bounds. 

Theorem 7: For rate functions as defined by (22), 

Fi, = max { ti, ,s + T,., Ki, ,s + Vi: 1 I j I n} , (24) 

where 

L; . 
K;,.. = max K;- I , , s ,  ti , , .} + -, i 2 1 ,  

IS 

K& = t , , . . ,  1 I j s n .  
(25) 

I 

The previous result has two important consequences. 
First, (24) is simpler to calculate than (5). Second, 
DE:s (R,:) is very simple to calculate. If we define 

Di:, = Ki, - ti ,  ,., where D:.. is the delay of the session in 

a fixed-rate server of rate ri (where ri is the slope of the 
straight line segmentj), then 

rJ 

which implies that 

i.e., the maximum delay of the packets of the session in the 
ideal server defined by R,. ( t )  is a simple function of the 
maximum delay of the session in a set of fixed-rate serv- 
ers. Note, however, that this computation is rarely neces- 
sary, since (14) provides a graphical way to determine the 
delay bound in the ideal server. 

1 

6 Comparing RFS to Others Schemes 

RFS shares many common characteristics with Virtual- 
Clock (especially for the class of rate functions described 
in Section 5) ,  which has already been compared in detail 
with many other service disciplines [18]. Because of this, 
we compare RFS only with NPEDF service disciplines 
[3,8,9,20] and SCED [15]. 

6.1 Comparison to NPEDF Scheduling 

In an NPEDF scheduler, the transmission deadline of the 
ith packet of a real-time session s is F;,.. = t i ,m + d,*, 
where d,v 2 0 is the required delay bound of session s. 

The following result establishes a necessary and suffi- 
cient schedulability condition for NPEDF schedulers. This 
result is more general than related results found by others 
[12,20]. 

Theorem 8: Consider an NPEDF server that allows 
the presence of non real-time sessions. We have that 

x A , s ( r - d , )  I C r - 8 ,  t r !  and t 2 0 ,  (28) C 
s E R 

if and only if 

for all sessions s in SZ , where A, ( t )  is the arrival func- 
tion of session s, Q is the set of all real-time sessions shar- 
ing the server, and 8 is an amount in bits. See Theorem 2 
for an interpretation for the constant 8. 

A comparison of Theorems 8 and 2 (see also 
Theorem 4) shows that RFS is more general than rate-con- 
trolled NPEDF service disciplines since, in RFS, it is sufJi- 
cient but not necessary for a session s to reserve a rate 
function equal to A, ( t  - d,.) in order to obtain a delay 
bound equal to d,. + U, in a single RFS server. The propa- 
gation delay of links, which we omit, is irrelevant in the 
discussions of this section. 

To further demonstrate RFS' generality, we show how 
one can degenerate RFS into a rate-controlled NPEDF ser- 
vice discipline. Suppose that a session s reserves a rate 
function equal to A,s ( t -d , v )  in an RFS server. If we 
assume that session s conforms to its arrival function 
A,s ( t )  , we have from Theorems 3 and 4 that the delay 
bound of session s is d,y + u , ~  and that F,.,s 5 ti , . .  + d,. If 
RFS calculates the transmission deadlines of the packets 
of session s as Fi , s  = ti,.. + d, (Theorem 9 below shows 
that one can loosen up the transmission deadlines in RFS), 
then RFS will still provide a delay bound equal to d,s + U, 
for this session. Note, however, that we have assumed that 
session s voluntarily conforms to its arrival function 
A,s ( t )  , which may not necessarily be the case. Thus, as in 
an NPEDF scheduler, session s must be forced to conform 
to its arrival function A, ( t )  ; otherwise, service guaran- 
tees cannot be provided to this session and, more impor- 
tantly, to any other session sharing the server, since the 
bandwidth utilization of session s is now unrestricted. 
Hence, RFS would loose its firewall property and need a 
rate controller for this session (and only for this session) to 
be able to provide service guarantees. In summary, the 
transmission deadline calculation in RFS has built-in rate 
control which, if disabled as in this example, degenerates 
RFS into an NPEDF scheduler that needs separate rate 
control. 
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Theorem 9: In the RFS service discipline, if the 
transmission deadline constraints of packets are loosened 
such that 

F,, 2 F,,, ,s , m 2 n, and 

0 
C R , ( t )  I C t - 0 ,  t T -  and t 2 0 ,  

s E R 

where SZ is the set of all real-time sessions sharing the 
server, then < Fi, + v , ~ ,  i 2 I ,  for all sessions s in SZ . 

In a “naive” [9] rate-controlled NPEDF service disci- 
pline, rate-controllers force sessions to conform to their 
pre-specified traffic characterizations, i.e., the ones that are 
declared at connection establishment time. RFS has a 
wider schedulability region [8] than the naive rate-con- 
trolled NPEDF service discipline for connections with 
more than one server node. We illustrate this result with an 
example. Consider two sessions, say s, and sb, that 
traverse a connection composed of two servers of capacity 
C.  Suppose that As, (t) = As,  ( t )  = B + ( C / 2 )  t , where 
B > L,,,, We first calculate the delay bound of these 
sessions for the case of RFS servers. Suppose that sessions 
s, and Sh reserve the rate function 
R,I1 (t) = RSb (t) = ( C / 2 )  t in both server nodes of the 
connection. Note that these rate functions satisfy 
Theorem 2 (0  is irrelevant in the discussions of this sec- 
tion since RFS can match any value used by an NPEDF 
service discipline). The end-to-end delay bound of ses- 
sions s, and Sh in this connection is 2 0 / C  + 2L,,x,,v/C 
(since D;Zts (R.:) 5 2 0 / C  and x ~ ~ ~ , , ~  = 2L, , , ,v /C)  
where, to simplify our discussions, we assume that the 
additional constants (i.e., V: and r,,) that compose the 
end-to-end delay bound of both sessions are identical for 
both sessions, which we then omit. Since B > L,ax,.s,, , this 
end-to-end delay bound is smaller than 40/C for both 
sessions. 

We now observe that at least one of these sessions 
cannot obtain the above end-to-end delay bound if the 
connection is composed of naive rate-controlled NPEDF 
servers since, for these sessions, Theorem 8 implies that 
d.:., + d.:, 2 40/C and d:a +a:, 2 o/C,  which imply that 
df, + d:,, 2 40/C or d.:, +atb 2 o/C, where d.:“ and d:“ 
are the assigned delay bounds of session s, in server nodes 
1 and 2,  respectively (dfb and d% are defined in the same 
manner) 

In [ 9 ] ,  a more involved scheme is proposed for rate- 
controlled NPEDF service disciplines in which rate con- 
trollers enforce a “proper” reshaping of the traffic of ses- 
sions. Proper reshaping means that the rate controllers 
reshape the sessions’ traffic to conform to traffic patterns 
that provide a lower upper bound on delay than the one 

I 

obtained with the naive rate-controlled NPEDF service 
discipline. We now show that one gains no more in this 
scheme than what is already provided by RFS. 

Theorem 10: For a rate controller that enforces a traf- 
fic pattem to session s such that A’,v (t) is the (new) arrival 
function of session s after the rate controller, 

I 

where e j s  is the eligibility time of the ith packet of ses- 
sion s (i.e., e;, is the earliest time the ith packet of session 
s may exit the rate controller) and (I) is the delay 
function that corresponds to the rate function that is equal 
to A‘,s (t) . 

With proper reshaping, the transmission deadline of 
the ith packet of session s in the NPEDF scheduler is then 
e;, + d’,%, where d’,s is the delay bound that is assigned to 
the packets of the session after they leave the rate control- 
ler. In this case, bandwidth reservation in the NPEDF 
scheduler is govemed by A’,T ( t  - d’.$) . RFS can provide a 
transmission deadline to the ith packet of session s that is 
no later than e;, + d‘, by simply assigning the rate func- 
tion A‘, ( t  - d’,J to session s since, in this case, 

I 

J 

i.e., F;, I e;, ,~ + d’, . Thus, RFS provides the same upper 
bound on delay as in the previously proposed scheme by 
using the same bandwidth reservation in the server, i.e., 
A‘,$ ( t  - d,s) . Hence, the schedulability region of RFS is at 
least the same as that for the rate-controlled NPEDF ser- 
vice discipline with proper reshaping. Note, however, that 
RFS provides a smaller average delay for sessions than the 
rate-controlled NPEDF service discipline because RFS is 
work conserving. 

6.2 Comparison to Service Curves 

The rate function concept is similar in purpose to Cruz’s 
service curve [2]  concept, but they are not the same. As 
explained in Section 2,  the rate function of a session 
defines an ideal server for the session, which RFS emu- 
lates. Based on RFS’ operation, a “service curve” is 
induced (using Cruz’s terminology); this induced sewice 
curve is not the same as the rate function. This is because 
RFS incurs an emulation error (the emulation error is clear 
from the service guarantees of RFS). Accepting the emula- 
tion error, which is small and bounded, results in the sim- 
plicity of RFS’ analysis and implementation. 

SCED [15] is based on the “allocation approach” 
(according to Cruz’s terminology in [ 2 ] )  in which a ses- 
sion explicitly defines the service curve it expects to 
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receive from the server. On the other hand, RFS is based 
on the “induction approach” (again, Cruz’s terminology). 
In spite of this distinction, the rate function of RFS pro- 
vides the same functionality of the service curve of XED.  
However, RFS and SCED differ significantly in other key 
aspects. RFS is defined for feed-forward servers and is 
analyzed in a continuous-time model. SCED is defined for 
cut-through servers and is analyzed in a discrete-time 
model, i.e., time assumes only integer values. Thus, we 
believe that RFS may be more applicable than SCED, 
since cut-through servers are not as common as feed-for- 
ward servers, and a discrete-time analysis is restricted to 
ATM (asynchronous transfer mode) servers. 

7 Conclusions 

We have presented the Rate-Function Scheduling (RFS) 
service discipline and its necessary and sufficient schedu- 
lability condition. One basic requirement is that a session 
must declare its required rate function at each link along a 
path carrying the session. The rate function allows for 
more flexible allocation of bandwidth, since a session can 
define service parameters such as long-term bandwidth 
and short-term bandwidth, which are not selectable with 
most other service disciplines. For a class of rate func- 
tions, which we show is sufficient for providing sessions 
with service bounds, RFS is as simple to implement and 
calculate service bounds as VirtualClock. We showed that 
RFS provides sessions with upper bounds on end-to-end 
delay and buffer space requirements. 

We also showed that the NPEDF policy is a simple 
degeneration of RFS and that it lacks some of RFS’ impor- 
tant properties, including performance isolation among 
sessions, bandwidth-fair operation, and work-conserving 
operation (which reduces average delay). We showed that 
RFS has a larger schedulability region than the “naive” 
rate-controlled NPEDF service discipline for connections 
with more than one server node and that RFS has at least 
the same schedulability region of the rate-controlled 
NPEDF service discipline that employs proper reshaping. 
Based on the above results, we believe that RFS is a feasi- 
ble service discipline for networks that carry real-time 
traffic. 
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