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Abstract— wireless network to simultaneously send updates to maltipl
We present the design and implementation of a system that players. Or, this functionality might even be placed on ohe o
provides resource-controlled execution environments forclient ha travelers’ machines assuming it were powerful enough.

and server application functionality. The system supportsa . -
remote execution model that “extends” a client or server engoint Both examples benefit from the ability to select a node

by allowing either to insert functionality at a point along the befween two endpoints and to dynamically load application-
communication path between the two endpoints. This is espiatly ~ specified functionality to that node for execution. Theiaptb

useful for wireless clients, as resource limited clients catake dynamically position such functionality supports both niteb
advantage of nearby processing power, and for clients that ¢jiants that connect from different locations throughdu t

access the Internet via a fast wireless LAN, servers can move network and services that need to respond to unforeseeable
services close to the base station to reduce latency and inque W Vi p u

bandwidth. The system operates entirely at user-level andosis demands. Moving functionality close to the consumer of a
easily deployable, and it supports quality of service in thdorm  service can reduce the latency caused by physical distance

of rate-based resource reservations. and congestion in wide-area networks. The inserting emdpoi
gains a second point of control in the network that allows
it to reduce the effects of the Internet's best-effort desig
While advances in wireless networks promote untetherdd support improved quality of service, a node thats hosts
access to information, several challenges remain before fuactionality must provide guarantees on resource avisithab
can realize truly ubiquitous and seamless access from mobil In this paper, we present the design and implementation
devices. For example, consider a scientist using a mobile @¢ a system that provides a resource-controlled execution
vice to view a large 3-dimensional data set made availabke bgnvironment for client and server application functiotyali
remote data repository. When accessing a remote data souBazause many networked systems conform to the clientfiserve
the high latency and limited bandwidth of the wide-aremodel, in which a client sends a request to a server which
network might prevent satisfactory interactive use, e¥eéhdé then computes and sends back a response, our system design
local wireless network has sufficient capacity. To courderasupports a remote execution model that “extends” the client
these problems, an intermediate point of control that ebescuor server endpoint by allowing either to insert functiotyali
atop more powerful hardware in close proximity to the mobilat a point along the communication path between the two
device can, for example, cache data to reduce the effectseafipoints. For maximum flexibility, the extended endpoint
latency and transfer times. Further, this point of contr@imh chooses the code to execute at the intermediate node, and
also perform portions of the rendering pipeline, such adémnd the intermediate node dynamically loads the code at runtime
surface removal, to reduce computation, network bandwid{frigure 1).
and power consumption on the device. This simple “extension model” facilitates the construatio
Remote services that support wireless clients can alsbhigher-level distributed computing structures, inéhgdthe
benefit from the ability to insert functionality into the metrk. following canonical models: client-extended, serverexied,
Consider a group of friends traveling together who decided private server. In the client-extended model, exterssio
to pass time in an airport by engaging in a multi-playespawned by clients can filter or customize data, cache data,
game against one another using their mobile devices. Multiridge protocols, monitor and react to conditions, or paevi
player wireless-networked game-play improves by reducirgionymity. Client extensions can help mobile devices adapt
the latency to the game server. To reduce latency, a gatoghe existing Internet infrastructure by supporting aicev
server may move functionality to a point in the network thatpecific protocol between the device and extension, whée th
is closer, and ideally equidistant, to all (or a majority) oéxtension communicates with existing servers using a atand
the players. In the case of the travelers, in which they mayotocol. In the server-extended model, extensions spame
all be connected to the same base station, the game sebgrers can promote scalability of Internet services by kma
may be able position functionality at or near the base statithe service to dynamically distribute functionality toag&gic
itself and take advantage of the broadcast capability of thedes in the network. In the private server model, an exd@nsi
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1. Launch extension . . .
voluntarily returns from the entry function or the extemsio

K\ . . .
1 P server’s resources are reclaimed (described below). Aside
Client <> Extension <«—» Server . . . L
X requiring a pre-defined entry point, our system design irepos
! | 2. Retrieve code no further constraints on an extension’s code.
Code Repository B. Resource Model

An extension system shares processor resources in maltiple
of a fixed-length time unit, oguantum Each extension system
locally defines the length of its quantum, and advertises thi

spawned by an endpoint acts directly as a server rather tﬁlgrllue to potential endpoints. To acquire an extension serve

. . L L .an endpoint makes a request that specifies its desired share
as an intermediary, and operates in tight coordination wi . )
. . ; ) o of the extension system’s processor resources. The request
its creating endpoint to provide additional or other resear . i
. . for processor resources is made in the form of quanta per
than those locally available. For example, a mobile device . . _ . .
eriod of time (quanta, period)). This tuple simultaneously

can reduce power consumption by offloading computation £ . o . .
: P P y 9 P expresses a rate of execution and a periodic deadline byhwhic
a private server.

The rest of the paper is organized as follows. In Section t?e rate will be satisfied. If a request is granted, the extens

. . . %stem ensures that the extension server does not consume
we present the extension execution model. In Section 3,

describe the system architecture, followed by descristioh processor resources at a rate greater than the requested rat

o S : ' All extensions loaded to an extension server contributdnéo t

its implementation in Section 4 and a performance evalnatio . .
resource consumption of that extension server.

in Section 5. In Section 6, we discuss related work, and ptese . :
conclusions in Section 7. W_hen granting a resource request, an extension system
provides the endpoint a lease [3] on the extension server.
I1. EXTENSION EXECUTION MODEL Leases benefit both endpoints and extension systems. To an
endpoint, a lease guarantees availability of an extensores
. X nd its associated resources for the duration of the lease.
to refer to either a client or a server that makes use of t f an extension system, a lease enables macro-scheduling

extension m0(_je| for remote executlpn. ,@gntensmns a unit .of resources and reclamation of resources reserved by faile
of code that implements the functionality that an endpo'@i‘ndpoints

executes at a remote node. We define the &xtension system . . . .
Our design does not specify policies for resource allocatio

to be a remote service that executes code on behalf of an .
endpoint. An extension system provides isolated executigHantum length, or lease renewal. Instead, each extension
P . y P . ystem has a site-specific policy that governs such desision

environments in the form oéxtension serversAn extension - )
) N Ug)on receiving a request for an extension server or a lease
server represents a share of an extension system’s proces

Fig. 1. The Extension Model

For the remainder of this paper, we use the temdpoint

o]

. . X . j enewal, an extension system consults the local policyrbefo
resources dedicated to executing functionality for an eidp taking action to grant or deny the request

A. Execution Model o
] ) ] ] C. Communication Model
The execution environment provided by an extension server

is homogeneous across network nodes, even though it may bB€Cause we recognize that no single communication mecha-
provided by nodes with heterogeneous hardware and systaigm Will likely meet the needs of a variety of existing and fu
software. This design decision enables providers of comgif distributed applications, our design does not mariiate
tational resources to evolve their execution environmerg.( Manner in which extensions communicate with endpoints. On
host operating system) without impacting how endpoints gai’® Other hand, so that extensions and endpoints can Emtstr
access to resources. We achieve homogeneity by expres@Rglication-specific communication channels, an extensio
the functionality of an extension using a intermediateirnat S€rver supplies the endpoint with a simple message-passing
language [1], [2], and implementing extension serversgjsirﬁneChan'Sm supporting delivery of arbitrarily-formatte@sn

the language’s execution environment. Our particular énplSages to and from the extension (Figure 2). Message delivery
mentation is based on Java (Section IV). follows in-order and at-most-once semantics, with message

The type of code mobility provided by our extension mod&Ueues maintained by the extens_ion server. Our design _does
is a single-hop, move-and-execute mechanism. An endpdﬂ‘?tt specify any performance requirements for the mechanism
may load one or more extensions to an extension server that .
it has allocated. The extension server retrieves the caie frD' Usage Scenario
a network location specified by the endpoint (code need notTo illustrate the features of our design, we present a simple
come from the endpoint) and creates a thread of execution éample of how an endpoint might use an extension system.
the extension. An extension’s execution begins at a prexeiéfi In this example, the endpoint is a mobile device that wisbes t
entry point in the code (similar to themi n() function of view captions for the audio portion of a video clip. The video
a traditional application) and continues until the extensi encoding does not already contain captions, so the appliicat
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Fig. 2. Message-passing mechanism provided by the extessiver Fig. 3. Using an extension to generate captions

needs to generate them using real-time speech recogriiésn The application also informs the extension system thatnt ca
cause the mobile device does not have enough computatidiggi@im the resources assigned to the application’s exens
power to perform speech recognition locally, the applarati S€MVer-

offloads this computation to an extension (Figure 3). I11. EXTENSION SYSTEM ARCHITECTURE

To begin, the application first locates a nearby extensionap extension system exposes two primary components with
system. The application wants the extension system 10 RBfich endpoints interact. Dividing the architecture inteot
“close” to the device to reduce the round trip latency fordsen imary components supports scalability of hardware reeses.
ing audio data and receiving the captions. Once an extensify maintains a separation between policy and execution
system has been located, the application requests an Bxteng,echanism. Arextension serveis responsible for executing
server with enough processing resources to support theétaslyne or more extensions. The extension server is also the
speech recognition. In response, the extension systemsetyyincipal for resource scheduling. All extensions exeuti

a handle that the application can use to load an extensionfghin an extension server contribute to that extensiovesay
the extension server. resource usage. An extension systemianagercomponent

The application launches an extension by specifying to ignforces a locally-defined policy for resource sharing aagé
allocated extension server the type of extension to cre@de genewal. An endpoint requests resources from the manager,
a location, in the form of a set of URLs, where the extensiaghich grants requests by creating an extension server for us
server can retrieve the extension’s code. The extensimerserby the endpoint. The manager schedules resources among
loads the code from the network and begins execution of gflocated extension servers to fulfill the resource sharing
instance of the specified extension type. The extensioreserygreements it makes. The public interface to an extension
returns to the application a handle to the loaded extensigystem consists of operations invoked via remote procedure
so that the application can establish necessary commiericaka|ls on the manager and the extension server. Figure 4tdepic
channels. the primary components of an extension system.

Upon starting, the extension opens two network ports, aA manager supports two operations. Talel ocat e oper-
UDP port to which the application will send audio data andtion requests a new extension server with a desired share
a TCP socket over which captions and control messagsfs processor resources. Processor resources are requested
will be exchanged. The extension uses the message-passiitf) the tuple(quanta, period, duration), where quanta and
mechanism provided by the extension server to send to fheriod are as before, and duration specifies the desired leas
application a message containing the ports the extensisn wration. If the request is granted, the operation returns a
able to open and the IP address of the machine on whichuiple containing a handle to an extension server and a handle
is executing. This message-passing mechanism is provigledtd a lease for the extension server. A handle is a local
the extension server for exactly this purpose of bootsirepp identifier for a remote entity. The extension server hansle i
application-specific communication. used when loading an extension. The lease handle is used

Using the extension handle returned by the extension serwghen renewing the lease associated with an extension server
the application receives the message containing the éatésnis The deal | ocat e operation releases an endpoint’s interest
port numbers and address. The application begins streamimghe extension server referenced by the extension server
audio data to the extension using UDP datagrams. The déandle passed as a parameter. When the extension server is
tension converts the audio to text that it sends back to tHeallocated, all extensions executing in the extensiomeser
application using the TCP connection. When the applicati@me destroyed, and any resources reserved for the extension
finishes playing the video clip, the application informs theerver are reclaimed.
extension by sending a control message over the TCP connecFhe interface to an extension server contains a single op-
tion. The extension closes the ports it had opened, and. exégmtion to load an extension. Th@ad operation accepts the
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Fig. 4. Extension system architecture

type of an extension, initialization parameters, and tlcation environment that operates on a variety of platforms, and is
where the extension’s code resides. The extension serthex foundation of the execution environment provided by an
retrieves the code, creates an instance of the extension, artension server. The compiled format of extension codzsifs t
returns a handle by which the endpoint can interact with tloé machine-independent Java bytecodes. The JVM's higél-lev
extension. The handle enables the endpoint to communicaxecution environment and the portability of Java bytesode
with the extension using the message-passing interface. ensure that an extension can execute at any extension system
A third component, hidden from the perspective of aregardless of the underlying hardware. In this section, we
endpoint, is the locally defingablicy module A manager con- describe some of the details of our implementation.
sults the policy module before granting resources or remgwi

leases. The site administrator must provide a policy module Component Handles

that implements aaut hor i ze operation. Thewut hori ze Interactions between an endpoint and an extension server
operation inputs a resource request tuple, and outputsannOt use a pure remote procedure call _mechanism. Instt_aad,
boolean value as to whether the request is permitted. we take a middleware approach that hides the underlying

The architecture supports scalable and distributed haslw&ommunication mechanisms. Endpoints perform operations o
resources because it enables a hierarchical arrangemen@Xégnsion system components by making method invocations
managers for policy resolution without maintaining a chaifin local objects, ocomponent handlethat represent a remote
of managers in the critical path of extension loading arfntity (Figure 6). The local handle objects manage the commu
execution. For example, a provider of distributed executidlication duties between the endpoint and the extensiorrsyst
resources can create a hierarchy of managers in whicHNathis way, endpoint applications interact with a consiste
top-]eve] “brokerage" manager makes requests to bOttOﬁ\PI' while the Underlying communication mechanism can
level “provider" managers running on the nodes possessiﬁ&)lve with the implementation. In our current implementa-
available resources. After an endpoint obtains a resoufé@n, we use Java RMI as the communication substrate.
reservation in the form of an extension server, the endpointEach component handle contains sufficient information and
interacts directly with the extension server to load extems functionality to contact its corresponding extension sfyst
bypassing any chain of managers through which its initi&Pmponent directly. Furthermore, an endpoint can transfer

resource request was routed (Figure 5). the handle to another node without loss of functionality.
This provides endpoints with flexibility in how they use an
IV. I MPLEMENTATION extension system.

We have implemented our design using Java [1]. The Java

Virtual Machine (JVM) provides a homogeneous execution retrieved during discovery
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Fig. 5. Hierarchy of managers Fig. 6. Interface provided by local component handles



For example, a lease handle contains contact information Manager
for the. manager component Fhat granted the I_ease, as well allocate authorize | policy Server Sorver
as an identifier of the extension server for which the lease gealiocate | — ™ {module
was granted. The holder of the lease handle may perform
a lease renewal operation independent of possession of the
manager handle or extension server handle. This supperts th renew
possibility of a lease renewal service that maintains lease - "
behalf of endpoints, but without requiring an endpoint targh
permission to execute on its extension server. A device Wiy, 7. Manager enforces resource sharing policy using alesel scheduler
weak connectivity can use such a lease renewal service to
ensure that an extension server remains allocated evee whil
the device is disconnected. Alternatively, an extensiomitg V. PROGRAMMING WITH EXTENSIONS

in the extension server can maintain the lease. . . . .
, ) To execute functionality at an extension system, an endipoin
With respect to an extension server handle, one node MAYist perform three steps:

allocate an extension server, and yet transfer the handle to . .
another node. This supports the creation of transitiveureso  ° discover an extenslon system,_ .

sharing schemes that allow an endpoint to use an extensiof} request an extgnsmn Server W'th desired resodrces,
server for execution even if the endpoint does not itself * load an extension to the extension server for execution.
have sufficient permission to allocate an extension seRger. Once an extension is loaded, the endpoint may communicate
instance, managers may be arranged hierarchically, with edvith the extension using the simple message-passing mecha-
manager invoking tha| | ocat e Operation on the manager atnism pI‘OVided by the extension server. If an endpoint WiSheS
the level below it (Figure 5). When a bottom-level manager {8 Use an extension server for longer than the duration edant
reached, it returns an extension server handle that gesegadn the original resource request, the endpoint must pezadigi

up the tree until it reaches the endpoint. The endpointveugpi renew the lease associated with the extension server.

Extension Extension

leases

user—level scheduler

the extension server interacts with the extension servecty. ~ Code loaded as an extension must conform to a minimal
We are currently investigating such ideas for use in a sgcurinterface that contains a single method nanrach. This
and authorization model for the extension system. method defines the entry point of an extension and is imple-

mented by the extension’s developer. To begin execution of
a loaded extension, an extension server calls the extémsion
B. Resource Control r un method, passing a set of resource objects as a parameter.
These resource objects provide the extension with access
To maintain isolation and to control resources assignggl specialized software (e.g., database) or hardware, (e.g.
to individual extension servers, our manager implemamatidisp|ay) resources. At minimum, the set contains an object
launches a distinct JVM for each extension server it allegat that implements message-passing between the extension and
Separate JVMs provide isolation in that an extension @ie handle returned to the endpoint upon loading the exiensi
one extension server cannot manipulate the environment ofrhe message-passing communication interface consists of
an extension executing in a different extension server. o operations. A message is an arbitrary sequence of bytes;
particular, classloaders and static class variables ateqied, i; is up to the extension’s developer to choose a suitable
and class-level monitors cannot become points of contenti¢ymat. Thesend method queues a message for the recipient.
For processor resource control purposes, the JVM servestas r ecei ve method dequeues a message, or blocks until
the resource principal scheduled by a user-level scheder 5 message is available. Both the extension and the endpoint
have developed. The user-level scheduler uses mechaniggs this same interface to communicate, as shown in Figure 2.
commonly supported by UNIX-like operating systems. The communication object provided to an extension by the
When the manager creates a new extension server, it regtension server maintains two message queues per extensio
isters with the user-level scheduler a rate of execution asfle for messages sent to the extension and one for messages
the process identifier of the new JVM. The user-level schegent to the extension’s handle.
uler executes external to all JVMs, including the manager,Qur design does not currently define how an endpoint
and monitors each extension server's processor consumpiigitially locates an extension system. We make this design d
(Figure 7). Using UNIX signals, the scheduler starts anfstocision to maintain flexibility for future uses of the systevie
a JVM’s execution to ensure that it does not exceed its shage, however, experimented with two discovery techniques
of the processor. The simplest uses sockets and an out-of-band information
Mechanisms for creating isolated, resource-controlled-enpublishing scheme, such as a Web page that lists the address
ronmentswithin a JVM are currently being developed [4], [5].and port number of the extension system. A more decentdalize
If and when such mechanisms are made available, we canapproach that we have explored uses Jini Network Technology
corporate them into our implementation without modificatio[6]. Jini provides a multicast discovery protocol to locate
to our extension system interface. directories of registered services. The extension syst&gn r



/1 retrieve extension system s nanager cl ass MyExt ensi on

Manager Locator |oc = i mpl ements Extension, Serializable
Manager Locat or. cr eat e(host, port); {
Manager m = | oc. get Manager () ; public void run (Resources r)
{
/1 allocate resources Ext ensi onComuni cat or conmm =
int g = 5; /'l quanta requested ( Ext ensi onConmuni cat or)
int p = 20; /1 period r.get ByType(
int d = 10; /1 10 m nutes Ext ensi onCommuni cat or . cl ass) ;
ServerAll ocation a = mallocate(q,p,d);
Ext ensi onServer es = a.get Server(); /'l send a nmessage back to owner
comm send("Hello world.");
/11 aunch t he extension }
URL[] urls = { new URL( }

"http://myserver.com mycode.jar") };
Ext ensi onHandl e handl e =
es. |l oad("MyExtensi on", null, urls); Fig. 9. Code for a simple extension

/1 print nmessage fromthe extension S
System out . print| n(handl e. recei ve()); server handle’s oad() method: a class name, initialization

parameters (none in this case), and an arrayRifs pointing
to the locations of the extension’s code. Thead() method
sends the parameters across the network to the extension
server. After the extension has been instantiated, thenexte
sion server returns a handle to the loaded extension. The
isters itself with any “nearby” directories. Endpoints hirsg Ext ensi onHandl e interface enables the endpoint to pass
to use an extension system use the same multicast protocainessages between it and the extension. In this example, the
locate nearby directories that can be searched for a registeendpoint callsr ecei ve() to accept a message from the
extension system service. extension.
A. Programming Example The code fpr théWw Ext ensi on class is Ii;ted in Figure 9.
' A class that is to be loaded as an extension must implement
To illustrate the simplicity of the extension system iné®#, the Ext ensi on interface. This interface requires that the
we present an example program that loads an extension. Hss implement aun() method. The un() method is the
example illustrates how an endpoint interacts with an esttén  entry point at which an extension system begins an extelssion
system. The endpoint code is only a few lines long, as showRecution. The parameter to the method is the collection
in Figure 8. of resource objects from which the extension obtains an
The first step is discovery, in which the endpoint acquirgshject providing access to the message-passing commiamicat
a handle to the manager of the extension server. The managefnnel. The sample extension send ai ng to the holder
handle is an object on which the endpoint can make loG§{ its extension handle.
method invocations to allocate or deallocate an extensionTg conserve space, we have excluded from the code listings
server. In this example, the endpoint useged Manager ()  any error handling. All the methods of our API that contact

method to directly contact the extension system at the 8peci the extension system throw an exception in the event theg the
hostname and port. The details of this method are specifici§03 communication failure.

the discovery technique.
Next, the endpoint uses the manager handle to allocate an VI. EVALUATION
extension server. The endpoint requests 5 quanta out of everThe benefits that can be gained by using the extension
20 quanta for a duration of 10 minutes. Thel ocat e() system depend largely on the manner in which endpoints use
method of theManager object contacts the extension sysextensions. Potential benefits include the following: ioyed
tem to make the request. If the request is granted, thaliability; improved performance, in terms of bandwidth,
al | ocat e() method returns &er ver Al | ocati on ob- latency, execution time; reduced power consumption. Tis¢ co
ject that contains a handle to the allocated extension sange of using an extension lies in the overhead of interactindy wit
a lease on the resources assigned to the extension servertf® system. In this section, we present the costs associated
now, we ignore leasing. If the allocation request is dertieel  with using an extension system. These costs include the basi
theal | ocat e() method throws an exception (not shown).operations necessary for launching an extension, timertd se
With a handle to an allocated extension server, the endpoémd receive messages, and the overhead of enforcing resourc
is ready to load an extension. It passes to the extensicontrol.

Fig. 8. Endpoint code to load an extension



TABLE |
40

TIME TO LAUNCH AN EXTENSION (MS) One'-way T
35 - Round-trip - 7]
Mean 30 | Web access ---*-- a

Locate manager (Jini) 770+ 1
Locate manager (socket] 542+ 1
Allocate extension servef 764 + 4
Load extension 315+ 3

Time (ms)

A. Launching an Extension

1 10 100 1000 10000 100000

Launching an extension requires locating an extension sys-
Message size (bytes)

tem’s manager, allocating an extension server, and loatimg
extension. We performed each of these operations 1000 times gy 19,
with a 1 second delay between each iteration. The tests ran
on machines with dual 600 MHz Pentium Il processors and
1 GB of memory, running the Solaris 8 operating system. The-time costs incurred by an endpoint at the beginning of a
machines communicate over a switched 100 Mbit/s Etherngéssion that uses an extension. The cost of these operations
Each iteration of the endpoint code ran in a new JVMs acceptable with respect to the typical session times of
subjecting each iteration to class loading overhead. Tthgs, the applications that can benefit from using an extension
results represent worst case times. (e.g., adapting Web content, positioning network services
To locate a manager, we tested both Jini and a direnitomated speech recognition).
approach using sockets. For the Jini test, the extensidarys
registers a manager object with a Jini service directorpinpp  B- Sending Messages
on the local network. Our test measures the time for anwhile our design does not prescribe performance guarantees
endpoint to contact the directory, perform a lookup of thgr the message-passing communication mechanism, we show
extension system service, and retrieve the manager hanglig even a simple implementation of the mechanism has
object. We do not test the multicast discovery of the Jiicceptable overhead. Like the rest of our implementathom, t
directory, but instead contact it directly. Therefore, tiee message-passing mechanism uses Java RMI for communica-
represents primarily the lookup and retrieval costs whengus tion duties. We test both the one-way and round-trip time
Jini. The second approach directly contacts the extensi@nsend messages from an endpoint to an extension. The
system using a socket. The endpoint opens a connectionmiessage contains a byte array filled with randomly generated
the extension system and downloads the manager handle. §ag. In the round-trip test, the return message is iddntica
primary cost in this test is the time to retrieve and load the the message sent from the endpoint. Each result is the
manager handle object into the endpoint’s JVM. mean over 1000 iterations. Figure 10 shows the times for
In the allocation test, the endpoint first retrieves a handieessage sizes of 1, 1000, 10000, and 100000 bytes. As a
to a manager. Measurement begins when the endpoint majemt of reference, we include on the graph a plot of the time
an allocation request, and ends when @hé ocat e method to retrieve files of equivalent size from a local Web server.
returns the extension server handle and lease handle. Tih@ one-way message cost is comparable to the Web request
result includes the time to transfer the handle objects fiteen time. Thus, the communication mechanism exhibits accégptab
manager to the endpoint and the time for the manager to creedst, especially considering it is intended for bootstiagp
a new extension server. The extension server allocatiansosapplication-specific communication.
dominated by the time to fork a new JVM. To reduce latency, a
manager might pre-allocate extension servers, though we h&- Resource Control
not yet experimented with this technique. At present, our user-level scheduler implementation en-
The load test measures the time to load a “null” extensioforces shares using a 20-millisecond quantum and a fixed-
The extension contains no data and itg1() method contains length period containing 50 quanta (e.g. an endpoint may
zero statements. However, the extension server must sthuest an extension server that receiVeguanta per every 50
retrieve and load the minimal extension code from the nekworquanta). We are currently developing a rate-based scmeguli
In this test, the code resides on a Web server in the lo@orithm that allows endpoints to request the period over
network. Therefore, this time represents the minimum loaghich guarantees are made, and developing a policy module
time of our implementation. that performs admission control. Here, we report on the accu
For each test, Table | lists the mean operation time withracy and overhead of our user-level scheduler to demoastrat
99% confidence interval. The total time to launch an extansithe feasibility of our approach. For synthetic compute+imbu
is less than 2 seconds for an endpoint that has not yet discomrkloads, we are capable of enforcing shares with less than
ered an extension system nor allocated an extension ser2éf relative error and with not more than 3% runtime overhead
Discovery, resource allocation, and loading an extensien dor up to 32 processes. To test workloads that involve both

Message passing times compared to local Web request



processing and 1/O, we tested the ability of our scheduler ggneral execution environment on top of which individual
control shares of 3 Apache Web servers configured to usemponents of a composable system can execute directly,
50 processes each. Our scheduler was capable of enfor@ngon which a support framework for higher-level system
proportional share throughput within 1% relative erromgsi frameworks can operate with an isolated share of system
only 3.2% of the total processing time. resources.

Remote evaluation (REV) [13] focused on remote execution
as an optimization for RPC. REV’s execution model is based

The benefits of placing code at a strategic point in then a procedure call, and the implementation is tightly inte-
network and having it hosted in a protected execution envirograted with the language and compiler. We have designed a
ment have been recognized by many others. Our contributigystem with a more general execution model and implemented
are the design of an easily deployable, user-level systen tit on top of the widely available Java Runtime Environment.
provides an execution environment with guaranteed shdresWde can simulate REV'’s procedure-call semantics by laurchin
resources for remotely launched code. We divide our discus? extension, sending parameters in a message, and waiting
sion of related work into systems for intermediate processifor a message containing the return value.
and solutions for hosting untrusted code.

VII. RELATED WORK

B. Hosting Untrusted Code

A. Placing Code “in” the Network While our extension system is a user-level approach to

Many prior works have explored using mobile code ankosting untrusted code, others have taken a low-level agpro
remote execution to perform processing in the network. Typsing a virtual machine monitor (VMM) to create strongly
ically, they have concentrated on how to dynamically inteisolated execution environments. Denali [14] is an isolati
connect service components with one another, how to seakernel designed to support thousands of virtual machines on
lessly integrate the components with existing client anglese a single physical host, with each virtual machine providing
frameworks, and how to dynamically distribute services fan execution environment for untrusted network services. |
scalability. Our work is complementary to works in this greasolation kernels such as Denali become widespread, our
as we have focused in detail on the mechanisms for loadiegtension system interface can be implemented using their
code to a remote host and providing an isolated resoundetual machines to provide execution environments.
share with which to execute code. A common mechanism carResearch in grid architectures examines issues relating
support the needs of many higher-level frameworks. to distributed resource allocation and remote execution of

In the simplest form, a proxy is a static system thaintrusted code. The Open Grid Services Architecture [15]
performs processing on data as it passes through the netwspecifies how interactions take place between services, (e.g
Dynamic proxy architectures [7] and edge services [8] cad lonaming, communication), but does not prescribe the exatuti
functionality on demand to support adaptation for networnvironment a node provides. The Globus Architecture for
load and device heterogeneity. Our design for a geneRdservation and Allocation [16] enables an application to
remote execution service enables edge services to be @eplagserve collections of resources for end-to-end QoS. Weasfoc
dynamically. Hence, rather than statically deploy a mudi# on providing the computational resources to execute emdpoi
of specific services at edge locations, a general executsupplied functionality at a particular node. We define gaher
system can be deployed once to support dynamic deploymesgource sharing and execution model that is suitable fr th
of higher-level services. execution of endpoint-supplied code.

Both the Web& system [9] and Chroma [10] split applica- Finally, a Ninja [17] “base” provides an execution environ-
tion functionality between an endpoint and a network nodment that automatically scales service functionality fothb
Beyond these capabilities, we focus on providing protectigperformance and fault tolerance. The base requires sertace
and performance isolation in the execution environment. be programmed to a specialized event-based model, and dis-

Dahlin, et. al. describe how “mobile server extensions” canbutes services only across a cluster of workstationatiAer
improve access to dynamic content and present a frameworkctomponent of Ninja, “active proxies,” provides adaptatipn
seamlessly integrate the functionality into HTTP requikty dynamically inserting “operators” that transform datargja
The mobile server extension can execute at the client, senesmmunication path. Our extension system provides a genera
or a proxy node. Our extension system provides a generasource-controlled execution environment that can sdpipe
execution environment that shares resources with mobde.codeployment of higher-level execution models.

An extension system serves as a platform on which mobile
server extensions can be deployed at intermediate network
nodes. The ability to execute application-specific functionaléy

CANS provides an infrastructure for data adaptation thattermediate points between a client and server can enhance
supports the insertion of application-specific componendsstributed applications targeted at users of wirelesg/owds.
along the data path [12]. The execution environment th&uch applications require a service that will execute esitars
propose for intermediate nodes is tailored to their comiplesa of their functionality with predictable performance. Wevha
component-based model. Our extension system provideslesigned and implemented a remote execution system that

VIII. CONCLUSIONS



loads remote code, and executes the code with a pre-althcat¢z] B. Zenel and D. Duchamp, “General purpose proxies: sbhemd
rate-based share of the processor. The system’s interface i
simple and minimal in order to support a variety of client[g]

and server applications without constraining their desigre

system is implemented entirely at user-level to suppore eas
of deployment, and to abstract variations in the underlyingg]

systems of computational resource providers.

For future work, we are currently extending our design tHO]

include a security framework that will operate in tandemhwit

il

n

the site-specified policy module to enable site administsatio

define a secure authorization scheme. We are also investi
ing user-level mechanisms for resource control of additio

resources, such as network bandwidth and storage.
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