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Abstract
The efficacy of advance warning systems (AWS) in auto-

mobiles can be significantly enhanced by semantic recogni-
tion of traffic scenes that pose a potential danger. However,
the complexity of road scenes and the need for real-time
solutions pose key challenges. This paper proposes a novel
framework for monocular traffic scene recognition, relying
on a decomposition into high-order and atomic scenes to
meet those challenges. High-order scenes carry semantic
meaning useful for AWS applications, while atomic scenes
are easy to learn and represent elemental behaviors based
on 3D localization of individual traffic participants. Atomic
scenes allow our framework to be scalable, since a few of
them combine to influence prediction for a wide array of
high-order scenes. We propose a novel hierarchical model
that captures co-occurence and mutual exclusion relation-
ships while incorporating both low-level trajectory features
and high-level scene features, with parameters learned using
a structured support vector machine. We propose efficient
inference that exploits the structure of our model to obtain
real-time rates. Further, we demonstrate experiments in a
large-scale dataset for scene recognition that consists of
challenging traffic videos of inner-city scenes with ground
truth annotations of scene types and object bounding boxes,
as well as state-of-the-art 3D object localization outputs.
Our experiments show the advantages of our approach rela-
tive to several baselines on a novel Inner-City dataset.

1. Introduction
In the US alone, road accidents cost over 32000 lives

and $275 billion in economic losses annually [1]. Improved
advanced warning systems (AWS) in automobiles can al-
leviate some of these costs. While conventional collision
avoidance systems can detect objects that pose a danger, the
AWS window can be significantly expanded by a semanti-
cally meaningful recognition of traffic scenes. Visual scene
recognition, thus, can play a significant role in predicting the
possibility of danger in traffic videos. A few key challenges
faced by scene recognition are the complexity of traffic sce-
narios where multiple scenes may occur simultaneously with
several participants involved, the vast number of possible

Figure 1. We introduce the concepts of atomic scenes and high-
order scenes for visual scene recognition. High-order scenes carry
semantic meaning for AWS, while atomic scenes are defined based
on 3D object localization and are easy to learn. Atomic scenes allow
scalability, since a few of them can combine to enhance prediction
rates for a variety of high-order scenes. We propose a hierarchical
model that captures atomic scene co-occurence relations and allows
for real-time inference to detect possibly simultaneous, complex
scenes with multiple traffic participants.

scene types and the need for online, real-time solutions.
In this paper, we consider the challenging problem of fast

and scalable recognition of simultaneously ocurring complex
traffic scenes, observed from a single camera on a moving



car. Given the large number of possible scene types and their
mutual dependences, it is inefficient to build an independent
model for each. However, one may handle this complexity by
postulating that some common properties are shared across
different scenes. For example, consider the case in Figure
1 where our car is turning left and we can determine the
position and motion of the other traffic participants. The
overall configuration of the scene can be understood in terms
of the individual participants – Is another car approaching
from front? Is a pedestrian at the crosswalk on the left? Is
another car turning in front of us, but slowed down observing
the pedestrian on the left? Intuitively, measuring the position
and velocity of a few traffic participants can allow us to
reason about a large number of possible scenes types.

We formalize the above intuition in Section 3 by propos-
ing the concepts of atomic scenes and high-order scenes.
Atomic scenes capture elemental aspects corresponding to
individual participants in a traffic video, whereas high-order
scenes carry semantic meaning useful for AWS applications.
The underlying motivation is scalability, whereby a small set
of atomic scenes that are easier to detect can influence pre-
dictions for a larger number of complex high-order scenes.
Our system must incorporate domain knowledge from ex-
perts, thus, we work in a supervised setting. So, another
crucial requirement for atomic scenes is ease of labeling data
and learning. In order to meet the above requirements, we
propose atomic scenes that depend only on 3D positions and
velocities of individual traffic participants, exploiting recent
advances in object detection [12, 36], tracking [6], monocu-
lar structure for motion (SFM) and 3D localization [29].

Since several high-order scenes may occur simultane-
ously, the problem of scene recognition in traffic videos
is akin to multi-label prediction. Thus, our model for
scene recognition must account for mutual exclusion and
co-occurence relationships between atomic scenes. In Sec-
tion 3.1, we propose a hierarchical model that allows for
both scalability and co-occurence relationships. Our model
is flexible and can handle various feature types. In particular,
we propose in Section 3.2 to use low-level features based on
3D trajectories of individual traffic participants, as well as
high-level features that capture more holistic information. A
structured support vector machine (SVM) framework [30] is
used for learning model parameters, while the model hierar-
chy is exploited in Section 3.3 to achieve fast inference.

To build and validate our system, we evaluate our method
in a large-scale dataset of traffic scenes in inner-city environ-
ments, with annotations for scene labels and ground truth
bounding boxes for all traffic participants. We also enumer-
ate scene types specified by domain experts and determine
a smaller set of atomic scenes to encompass them. Details
of the dataset are presented in Section 4.1. Our experiments
in Section 4.2 demonstrate the good performance of our
approach relative to several baselines.

To summarize, we make the following contributions:
• An efficient approach to traffic scene recognition, through

a model that allows multi-label detection with several
simultaneously occurring scenes, captures co-occurences
and flexibly incorporates various types of inputs.

• A novel concept of atomic scenes that are defined by 3D
localization of individual traffic participants, are easy to
learn and detect, yet parsimoniously capture the wide
variety of complex scenes in traffic videos.
• Novel feature design robust to motion and clutter in traffic

scenes and inference approach that exploits the model
hierarchy to achieve fast scene recognition.

• Demonstrate experiments on a novel dataset with ground
truth annotations, along with state-of-the-art SFM, object
detection and 3D localization outputs, as well as compara-
tive results on several baselines.

2. Related Work
Scene understanding and recognition Several prior
works have considered the general problem of scene recog-
nition, but usually the categories span very diverse scenes
types. We refer the reader to works related to the SUN
database for a more complete review [38]. Holistic ap-
proaches to scene understanding such as Yao et al. [39] also
obtain labels for a few scene classes on the MSRC dataset.
In [32], an image retrieval method is presented, based on
classification of local image regions of natural scenes into
semantic concepts. In contrast to such works, our application
requires multi-label prediction, with fine-grained categories
all of which are related to traffic scenes.

Scene understanding specific to traffic scenes have been
proposed in prior works. A stereo-based system that also
uses object tracks as input is presented in [14], while a
tracking-by-detection framework with monocular input is
presented in [37]. Our features are constructed based on 3D
positions and velocities estimated in a monocular framework,
which is more challenging than stereo. Unlike [10], our fo-
cus is on high level AWS concepts. In [40], a generative
model is presented to obtain traffic patterns. Our recognition
framework is flexible and can work with such inputs too.

Activity recognition A wide body of literature on activ-
ity recognition uses local feature descriptors [20, 9, 25, 33].
While those works recognize individual activities using lo-
cally salient spatio-temporal features, we use object trajec-
tory features to detect multiple simultaneous scenes in com-
plex environments with several participants. Trajectories are
used in [3] and a structured SVM framework is used in [16],
but our scenes are more complex both in terms of the number
and type of participants, as well as co-occurences.

Grammar-based activity parsing methods considering sub-
activities [2, 24, 27, 31] and structured models for group
activities have been proposed [7, 19]. However, these meth-
ods have not been demonstrated in situations such as traffic



scenes where multiple complex activities are simultaneously
present. Unsupervised approaches related to topic discovery
in document analysis have considered hierarchies of atomic
and interaction activities for surveillance applications [35].
In contrast, our input is derived from moving platforms. Both
the genesis and utility of our atomic scenes are distinct from
atomic activities. Our atomic scenes are specified by domain
experts and allow a parsimonious representation of complex
scenes based solely on 3D localization. Our framework is su-
pervised to allow estimating a per-frame probability of scene
types defined for AWS applications, rather than discover
interactions that may have non-physical significance.

Visual attribute recognition Another notion similar to
atomic scenes is that of visual attributes [13], that have
gained popularity in object detection [11] and face recogni-
tion [17]. Attributes are also used by Liu et al. [23] to encode
a mid-level representation shared among different human
activities, but their focus is on individual action recogni-
tion, while we identify scene types based on the behavior of
multiple agents in fine-grained traffic scenes.

3. Proposed Approach
Our goal is to detect scene types in traffic videos obtained

from a single camera, that require caution on the driver’s
part. The scenes of interest are semantically meaningful
and represent potential inputs for an early warning system.
Clearly, in the eventual application, the number of scene
types is large. Moreover, real traffic scenes also involve
complex configurations of traffic participants. Thus, we
must adopt an approach that scales well with the number of
scene types, while also allowing a systematic decomposition
of the complexity of traffic configurations.

As discussed in Section 1, we consider a categorization of
scenes into high-order and atomic scenes. High-order scenes
are the categories of interest that carry semantic meaning in
the context of AWS applications, but might be too complex
to model individually. We postulate that a small number of
elemental scene types, called atomic scenes, can combine to
improve prediction for a larger set of high-order scenes. By
definition, atomic scenes satisfy the following properties:

• Atomicity: An atomic scene depends only on the trajectory
of an individual traffic participant. This ensures that a
powerful visual sensing framework that can detect and
localize an individual traffic participant in 3D suffices to
create a feature representation for atomic scenes.

• Parsimony: Atomic scenes are shared across several high
order scenes and a few atomic scenes can combine to influ-
ence prediction for a large number of high-order scenes.

• Supervisability: Atomic scenes should be plentiful and
easier to label in training data. This also translates into
ease for learning and detection in a supervised framework.

• Co-occurence: The presence or absence of an atomic
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… 

Figure 2. Our model uses two
types of observations (X,Y )
to infer atomic and high-order
scenes (A,H). Atomic scenes
are dependent on each other.
Each high-order scene depends
on all atomic scenes but is con-
ditionally independent of other
high-order scenes. Edge weights
(wh, wy, wa, ws) are learned pa-
rameters that encode relations
among scenes and observations.

scene also places constraints on other atomic scenes, that
is, they may not be independent.

With these notions, we are now in a position to learn an
effective model for traffic scene recognition that captures
scene complexities, yet allows fast inference.

3.1. Model

To model atomic and high order scenes together with the
information provided by the video sequence, we propose a
novel hierarchical framework that is designed to be scalable
for real-world applications. Several properties are desired in
the model to be well-suited for the scene recognition task:

• Multi-label detection: In a typical traffic video, multiple
scene of interest may occur simultaneously, or not occur
at all. Thus, our model must be suited to a problem that
resembles detection with a large number of categories,
rather than recognition or temporal segmentation.

• Structured prediction: The model must learn to capture
the strong correlations on the mutual occurence (or mu-
tual exclusivity) of atomic scenes in traffic videos. For
instance, pedestrians on a crosswalk often correspond to
slow-moving cars and exclude fast-moving ones.

• Scalability: The model must adequately, but parsimo-
niously, capture dependences between high-order scenes
and atomic scenes. Ensuring that the complexity of infer-
ence and learning for the model does not grow exponen-
tially with number of scene types is crucial for real-world
applications that may consist of a large number of scenes.

• Flexibility: The model must incorporate different sources
of information. For instance, trajectory features might
be discriminative for atomic scenes, while holistic image-
based features might be informative for high-order scenes.

In Figure 2, we illustrate a model for scene recognition
that achieves the above goals. Let A = {Ai} be the set
of atomic scenes and H = {Hj} be the set of high order
scenes. These are represented in separate hierarchies of
our graphical model, where Ai or Hj may attain a binary
label of 0 or 1. Two types of inputs are depicted – the X
features provide bottom-up information about individual
traffic participants, while the Y features provide scene-level



Figure 3. The low-level X feature is defined by the trajectories
of individual traffic participants. Positions and velocities of the
traffic participant over a temporal window are determined by 3D
localization. These trajectories are quantized into bins learned from
training data, along with the trajectory of our own car determined
by monocular SFM.

information (see Section 3.2). Four types of edges reflect
model parameters, or weights, that capture relationships
between inputs and scenes, as well as within and between
various levels of the hierarchy. Edges between the atomic
scene nodes capture their mutual co-occurence or exclusion,
while edges between nodes in the two layers of the hierarchy
capture possible configurations of atomic scenes into high-
order scenes. The edges within the atomic scene layer are
dense. Each high-order scene is dependent on all atomic
scenes and conditionally independent of others given the
atomic scenes. Details of the learning for model parameters
are described in Section 3.4, while Section 3.3 presents a fast
inference algorithm that exploits the structure of the model
to predict atomic and high-order scenes at test time.

3.2. Features
Our model includes two types of features, which con-

tain complementary information corresponding to the two
levels of hierarchy in the model. Low-level features, X ,
are designed to capture the 3D location and motion of indi-
vidual traffic participants, which is informative for atomic
scenes. High-level features, Y , capture more holistic prop-
erties of traffic participant localizations in the scene, which
is informative towards the high-order scenes together with
knowledge of atomic scenes. We describe our novel fea-
ture design below that was found to be well-suited for our
application, while noting that our framework easily allows
alternatives, some of which are compared in Section 4.

Low-level features, X Given monocular video input, ob-
ject detection is performed to determine 2D bounding boxes
in the images [12, 36], which are tracked using a tracking-by-
detection method [6]. We compute the camera pose in every
frame using a monocular SFM system, which also computes
3D poses of all traffic participants, based on object tracks
and the estimated ground plane [29].

To capture the trajectory information of a traffic partici-
pant, we consider a sliding window of frames spanning the
previous 1 second of video. The horizontal position of the
traffic participant, x, in camera coordinates corresponding
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Figure 4. The high-level Y feature is designed to capture more
holistic information about all traffic participants. It is defined by
pooling the positions and confidences of 2D detection outputs for
each traffic participant in the image.

to the most recent frame of this window, is quantized into
10 bins, while its depth z is quantized into 5 bins. Besides
the position, we also consider velocity information, which is
again quantized into 10 bins for the horizontal component
vx and 5 bins for the depth component vz . For both position
and velocity, the boundaries for the quantization bins are
learned from the distribution of 3D localizations on training
data. We extract the position and velocity quantizations at
three frames at time T = 0, −0.5 and −1 seconds.

We consider six different categories: car or van, bus
or truck, person, bicycle, motorbike and traffic light. The
position and velocity information above is accumulated into
a histogram for each type of traffic participant. Finally, the
driving direction and velocity of our own car are quantized
into five bins each. This leads to a descriptor with a total of
30× 3× 6 + 10 = 550 dimensions. Please see Figure 3 for
an illustration of the X features.

High-level features, Y Recall that the goal of the high-
level features is to use image information to capture overall
patterns of traffic behavior in the scene. One way to achieve
this goal is to use features designed for scene classifica-
tion, such as object bank [22] or SIFT spatial pyramids [21].
However, much simpler features, that also avoid clutter from
background such as buildings and trees, suffice for our appli-
cation, since all our scenes correspond to traffic situations.

In particular, we consider the output positions and confi-
dences obtained from 2D object detection, for each type of
traffic participant. The image is divided into 10 horizontal
and 5 vertical regions, which are used to spatially pool the
maximum detector score for each participant. This pooling
also alleviates the effect of detection noise. We also quantize
the number of instances of each object type into 3 bins. This
leads to a feature vector of (10× 5 + 3)× 6 = 318 dimen-
sions. See Figure 4 for an illustration. While it is possible
to use a similar pooling along the ground plane as for the X
features, even a pooling on the image plane suffices for the
Y features, since their goal is to capture holistic information
(rather than accurate trajectories desired for X features) and
typical geometries in road scenes are highly constrained.



3.3. Inference
As shown in Figure 2, our proposed model contains four

types of edges: the set of weights denoted wa utilize the low-
level features to predict an atomic scene Ai, the wy utilize
the high-level features to predict a high order scene Hj , the
wh densely connect the prediction of atomic scenes and high
order scenes, while the ws capture the correlation between
different atomic scenes. Given the vector of learned weights
w = (wa, wy, wh, ws), we define a scoring function based
on current observations (X,Y ) and scene labels (A,H) as:
Sw(X,Y,A,H) =

∑
i

wTaiψ(X,Ai) +
∑
j

wTyjχ(Y,Hj)

+
∑
i,j

wThij
Ω(Ai, Hj) +

∑
i,j,i 6=j

wTsijΦ(Ai, Aj), (1)

where, for i = 1, · · · , |A| and j = 1, · · · , |H|, we define
ψ(X,Ai) = [ĀiX,AiX] (2)
χ(Y,Hj) = [H̄jY,HjY ] (3)

Ω(Ai, Hj) = [Ai ∧Hj , Ai ∧ H̄j , Āi ∧Hj , Āi ∧ H̄j ] (4)
Φ(Ai, Aj) = [Ai ∧Aj , Ai ∧ Āj , Āi ∧Aj , Āi ∧ Āj ], (5)

with V̄ the logical negation of Boolean variable V . In our
implementation, features in each equation above are long
vectors zero-padded at “inactive” locations.

To obtain the most likely explanation of atomic or high
order scenes, we must infer the labels for all Ai ∈ A and
Hj ∈ H that maximize (1). To exhaustively search over all
possible configurations quickly becomes intractable, since
its complexity is O(2|A|+|H|), that is, exponential in the
total number of scenes. There are many cycles in the undi-
rected graph of Figure 2, so standard approaches like belief
propagation are not likely to yield an optimal solution. To
overcome these issues, we propose an alternating approach
that strikes a balance between optimality and speed.

Given the labels for the atomic scenes, we observe that
the labels for the high-order scenes can be obtained by ex-
ploiting the Y features using belief propagation since the
resulting graph is tree-structured. Given the labels for the
high-order scenes, we perform a Chow-Liu decomposition
[8] to find the closest tree-structured graph (in the sense of
KL divergence), on which we may again use belief propaga-
tion to obtain the optimal result using the X features, in time
linear to number of nodes. We alternate between these two
layers until the inferred labels of the atomic scenes and the
high-order scenes converge. In our experiments, the labels
converge within very few (typically, five) iterations. Since
there is no guarantee of convergence to a global optimum,
but the convergence itself is rapid, we use multiple (ten, in
our implementation) random initializations and select the
solution that provides the highest score.

3.4. Learning

We learn the weights w = (wa, wy, wh, ws) in Figure 2
from annotated scene labels (A′

d,H′
d) for d ∈ D, where d

Data Frames Vehicles Persons Bikes Lights
Inner-City 59118 2175 603 351 87

KITTI-Raw 10686 932 84 42 -
Table 1. Statistics of Inner-City dataset, compared to KITTI [15].
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(a) KITTI raw dataset (b) Inner-City dataset
Figure 5. Percentage number of frames where various number of
high-order scenes co-occur for (a) KITTI and (b) our Inner-City
datasets. A fewer percentage of frames in the Inner-City dataset
have no interesting scene, while a substantially larger percentage of
frames contain multiple complex scenes occuring simultaneously.

is the index of one training instance and D is the training
dataset, using the cutting plane method (structured SVM,
SSVM) of [30]. The algorithm progressively builds the
working set by adding the most violated constraints (MVC)
in each iteration. It learns the model parameters that achieve
sufficient margin, proportional to the losses, between MVCs
and ground truth configurations. For each iteration k, we
use the current weights wk = (wa, wy, wh, ws) to find the
MVC of each training instance d by solving:

S′
wk(Xd, Yd,Ad,Hd) = Swk(Xd, Yd,Ad,Hd)

+ L(Ad,A′
d) + L(Hd,H′

d), (6)

where Sw(Xd, Yd,Ad,Hd) is the scoring function (1)
and with I(·) the indicator function, we have defined the
loss functions L(Ad,A′

d) =
∑
id∈Ad

I(Aid 6= A′
id) and

L(Hd,H′
d) =

∑
jd∈Hd

I(Hjd 6= H ′
jd

).
Given all the MVCs (Akd,Hkd) ∈ D, we update the model

parameter wk+1 with the following optimization:

min
wk+1,ξ

1

2
||wk+1||2 +

∑
d∈D

ξd

s.t. Swk+1(Xd, Yd,Aκd ,Hκd)− Swk+1(Xd, Yd,A′
d,H′

d)

≤ ξd−L(Aκd ,A′
d)−L(Hκd ,H′

d),∀d ∈ D, κ ≤ k, (7)
where ξd are the slack variables for the training instances.

4. Experiments
In this section, we describe and validate both our novel

dataset and approach, with comparisons to several baselines.

4.1. Inner-City Dataset
Our Inner-City data consists of over 59000 frames of

1376×720 color videos. The videos are recorded as 8 contin-
uous sequences, each spanning several minutes in crowded
inner city environments, with a calibrated camera mounted
on a moving car. Thus, unlike several activity recognition
datasets, our scenes involve many traffic participants and are
not staged. We annotate 2D bounding boxes for eight object
categories: car, bus, truck, van, person, bicycle, motorbike
and traffic lights (van and bus are merged with car and truck,
respectively, in our scene definitions). A few annotation



Index Atomic Scene Definition Index High Order Scene Definition
A1 Our car following another car H1 Our car following another, with an oncoming car from opposite direction
A2 An oncoming car from opposite direction H2 An oncoming car from opposite direction, with pedestrians on our side of the road
A3 A car approaching from a side direction H3 Our car following another, with pedestrians on side of the road
A4 Oncoming bus or truck from opposite direction H4 Our car following another, with an oncoming car and pedestrians on side of road
A5 Pedestrian walking on side of the road H5 An oncoming car, with both pedestrians and bicycles on side of the road
A6 Pedestrian walking in middle of the road H6 Our car following another, with an oncoming car and other objects on side of road
A7 Our car stopped H7 Our car stopped at an intersection, other traffic participants crossing
A8 Bicycle on side of the road H8 Many cars in the opposite lane
A9 Bicycle in the middle of the road H9 Many cars in our lane
A10 Traffic participant close to our car H10 A crowd of pedestrians on our side of the road near our car
A11 Our car approaching or entering intersection H11 Following another car into an intersection

H12 Heavy traffic at an intersection
H13 Stuck in a traffic jam
H14 Following a car with safe distance, no pedestrians or bicycles on side of the road

Table 2. List of atomic and high-order scene definitions on the Inner-City dataset used for evaluations in this paper.

statistics of our dataset are shown in Table 1 and compared
to those from raw sequences of the KITTI dataset [15]. The
Inner-City dataset contains far more traffic participants, thus,
it represents a better testbed for our system.

For evaluation, we use 14 high-order scenes and 11
atomic scenes, listed in Table 2. Atomic scenes encode
the behavior of our car (A1, A7) or individual traffic partici-
pants (A2, A5, A9), or properties related to scene elements
such as traffic lights (A11). On the other hand, high-order
scenes encode complex scene types that require driver at-
tention. For instance, if H10 is detected, the driver must
slow down in anticipation of a pedestrian stepping on the
road. H7-H14 are defined independently, while H1-H6 are
unions of atomic scenes (all are relevant for AWS). It can be
observed from Figure 5 that only 15% of frames in the Inner-
City dataset have no high-order scene (compared to 30% for
KITTI), while 40% have three or more co-occurring high-
order scenes (25% for KITTI). Thus, the Inner-City data is
more representative of our application. Further details on
the dataset are provided in additional material.

4.2. Evaluation
We perform 4-fold cross-validation for all experiments,

with 6 sequences for training and 2 for testing in each fold.

Baselines We compare our method against various base-
lines to show the benefit of introducing atomic scenes. First,
we consider binary SVM classifiers [4] that directly use X
and/or Y features (SVM+X/Y/XY in Figure 6). The base-
line considers the learning and inference of each atomic and
high-order scene as an independent problem. This baseline
does not adequately capture the relationships between vari-
ous scenes. The second baseline is the direct atomic scene
prediction model (DAP in Figure 6). Similar to [18], DAP
first predicts atomic scenes and subsequently predicts high-
order scenes based on the prediction of atomic scenes. The
DAP model weights are learned using SVM [4]. In compari-
son to our model, DAP does not fully exploit bidirectional
relations between high-order and atomic scenes and does not
yield an elegant inclusion of high-level Y features. Finally,
we report random guess as the last baseline, which represents

A1 A2 A3 

H1 H2 H3 H4 

X 
DAP 

H1 H2 H3 

Y/X 
SVM 

Figure 6. Baseline models. Directed atomic scene prediction (DAP)
predicts high order scenes based on the prediction of atomic scenes.
SVM+X and SVM+Y predict each scene independently.

the difficulty of each task within our dataset.
As a metric, we report the F-1 score of each scene type,

which is appropriate in our application since it balances pre-
cision and recall. This prevents artificially high accuracy
numbers that could be obtained by always classifying rare
scenes as absent, which is important in AWS applications
since dangerous situations are not common. For complete-
ness, accuracy numbers are reported in additional material.
We further note that F-1 score for high-order scenes is the
metric one seeks to maximize for AWS, but we also report
performance on atomic scenes for completeness.

Evaluation with annotated object bounding boxes To
evaluate our model and inference, we wish to isolate the
possible effects of object detection in crowded scenes when
constructing X and Y features. So, we first consider ground
truth 2D object trajectories from annotation, with SFM cam-
era poses and 3D localization estimated using [29].

As shown in the first row of Table 3, our method using
both the X and Y features provides the highest accuracy
of predicting high-order scenes. This shows the benefit of
incorporating the concepts of mutually related atomic scenes
and the contextual Y features. Figure 7 shows the relative
performances of all methods for the high-order scenes, with
scene definitions in Table 2. Note the large improvement
over baselines obtained by our model for the more com-
plex high-order scenes such as H3, H6 or H7, that require
understanding the trajectories and semantic relationships
among several traffic participants. The DAP baseline does
not perform well relative to our method and the binary SVM



Scene Type Random SVM+X SVM+Y SVM+XY DAP Ours+XY
High-Order 0.2585 0.3979 0.3827 0.3962 0.3062 0.4368
Atomic 0.3464 0.5414 0.4122 0.5415 0.5414 0.5424

Table 3. Accuracy (mean F-1 score) of predicting high-order and
atomic scenes with annotated 2D bounding boxes, in Inner-City.
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Figure 7. F-1 score of predicting high-order and atomic scenes with
annotated 2D bounding boxes, in Inner-City dataset.

Scene Type Random SVM+X SVM+Y SVM+XY DAP Ours+XY
High-Order 0.2585 0.3441 0.2445 0.3470 0.2867 0.3553
Atomic 0.3464 0.4821 0.3766 0.4782 0.4821 0.4790

Table 4. Accuracy (mean F-1 score) of predicting high-order and
atomic scenes with detected 3D object trajectories, in Inner-City.
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Figure 8. F-1 score of predicting high-order and atomic scenes with
detected 3D object trajectories, in Inner-City dataset.

baselines on complex high-order scenes that are related to
several atomic scenes (such as H2, H4 or H6), due to error
accumulated from unidirectional prediction of the related
atomic scenes. This again shows the importance of our joint
inference on atomic scenes and high-order scenes, as well as
the utility of the contextual features Y . In some cases, such
as H9, our method performs relatively poorly, since we do
not use any lane information during learning or inference.

We compare performances on atomic scene prediction
in the second row of Table 3. We observe that both the
SVM+X/XY and DAP baselines perform reasonably well.
This is expected, since atomic scenes are defined to capture
elemental trajectory information. So, their prediction is more
dependent on X features, rather than information from high-
order scenes or Y features. Though SVM+XY utilizes both
X and Y features, it does not consider mutual relationships
between atomic scenes, thus, performs similar to SVM+X .

Evaluation with detected object bounding boxes Next,
we evaluate our method and the baselines with the estimated
trajectories of traffic participants. We use the object detector
of [36] for vehicles and pedestrians, while [12] is used for
traffic lights. We employ a multiple target tracking algorithm
[6] to estimate the trajectories. Finally, we use the monocu-
lar SFM and localization of [29] to estimate the motion of
our car and the 3D trajectories of traffic participants. As de-
scribed in Section 3.2, we use 3D trajectories to generate the

X features and 2D detection for the Y features, then learn
the model weights using the structured SVM formulation in
Section 3.4 and use the inference method of Section 3.3.

As shown in Table 4, even with estimated tracks, our
method achieves higher accuracy relative to baselines for
inferring high-order scenes. The significant gap between
the baselines (SVM+X/Y/XY , DAP) and random chance,
even with trajectories that include errors from both detec-
tion and SFM, demonstrates the robustness of our feature
design for bothX and Y . To further demonstrate the efficacy
of our proposed features, we also consider state-of-the-art
interest-point trajectories [34]. The resulting F-1 score is
quite low for our task (0.0777 for high-order scenes and
0.2731 for atomic scenes), since the bag-of-words repre-
sentation discards spatial information, while our X and Y
features preserve it with learned spatial bins, as shown in
Figures 3 and 4. Besides, we also consider GIST [26] as Y
features for predicting high-order scenes. However, it also
results in poor performance, since background such as build-
ings are included in GIST, while our features are more robust
in using detection to focus solely on relevant participants.

Figure 8 shows per-class results for high-order scene
predictions. Our method attains the highest F-1 score in
most cases. In particular, we again observe the strength of
our model through better relative performance on complex
scenes (such as H3, H7 or H10) that involve several simulta-
neous activities of multiple traffic participants. Further, over
all frames with 4 or more simultaneously occurring high-
order scenes, our method provides a more significant advan-
tage over baselines (0.4237 for ours, 0.4077 for SVM+XY ,
0.3953 for SVM+X). This demonstrates the utility of our
model in exploiting scene co-occurrences.

Timing and inference Our SFM, tracking and 3D local-
ization are real-time (30 Hz). While object detection is
slower in our unoptimized implementation (2 Hz), we note
available speedups [5, 28]. As discussed in Section 3.3,
we exploit the structure of our hierarchical model for fast
inference. In an unoptimized Matlab implementation, the
inference for a total of 25 scene types (14 high-order and 11
atomic scenes) requires 100ms per frame 1.

Finally, while our inference is fast and scalable, it lacks
optimality guarantees. To verify that the inference does not
sacrifice too much accuracy, we compare our inference accu-
racy against the upper bound provided by exhaustive search.
Note that exhaustive search quickly becomes computation-
ally infeasible, so we restrict the experiment to a smaller
number of scenes (6 high-order scenes and 6 atomic scenes).
Our method achieves an accuracy of 0.5200, as opposed to

1We also test our learned weights with two other inference methods:
loopy belief propagation (LBP) and tree reweighted belief propagation
(TRW-S). LBP achieves similar accuracies as our alternating method, but
requires many more iterations to converge. TRW-S works well for a few
scenes (about 5), but takes too long to converge for the entire set of scenes.



Figure 9. Qualitative examples of the output of our system. High-order scene numbers indicate categories listed in Table 2. HS-GT is the
ground truth annotation and HS-Ours is the prediction using our method, with incorrect predictions in red. Numbers 1 to 3 are successful
examples with annotated trajectories, 4 to 6 with detected trajectories and 7 to 9 are unsuccessful cases. We note that our method in general
performs well with multiple simultaneous scenes involving many traffic participants, while the failure cases are either due to objects being
very far away or absence of lane information. Please see the videos in additional material for further enhanced visualizations.

the upper-bound of 0.5269. Thus, we observe only a 1.3%
drop in performance using our inference method.

Qualitative examples In Figure 9, we show a few qualita-
tive examples of results from our system. Bounding boxes
for each object category are shown in different colors, with
the estimated distance shown in green text. For each ex-
ample, HS-Ours indicates the high-order scenes in Table 2
predicted by our method, compared to HS-GT which denotes
the ground truth. Erroneous predictions are listed in red. No-
tice that multiple high-order scenes occur simultaneously,
with many traffic participants involved. For the successful
cases numbered 1 to 6, our method correctly detects most of
the simultaneously occuring scenes. The few erroneous pre-
dictions occur due to objects being very far away, or due to
the absence of lane information in feature construction and
learning. A few unsuccessul examples are shown numbered
7 to 9, where the scene is dominated by the above types.

Please see the additional material for videos, more ex-
perimental results, qualitative examples and comparisons, as
well as further details of the Inner-City dataset.

5. Conclusions and Future Work
We have proposed a novel approach to monocular scene

recognition in complex traffic situations that involve sev-
eral simultaneous scenes with multiple participants, using
a decomposition into atomic and high-order scenes. Our
modeling is determined by the nature of the problem and

requirements of the AWS application. We exploit the fact
that a large number of complex scenes can be represented
by a few atomic scenes that depend on individual traffic par-
ticipants, whose positions can be reliably estimated using
state-of-the-art 3D localization methods. We use a super-
vised framework that allows incorporation of labeling input
from domain experts, which also motivates the ease of learn-
ing desired for our design of atomic scenes. Our experiments
show the robustness of our novel features based on 3D local-
ization. Our model captures mutual relationships between
scenes, which is demonstrated to be advantageous in compar-
ison to baselines. Further, we demonstrate experiments on
a large-scale dataset with natural traffic scenes in inner-city
environments.

Our eventual goal is to scale the system to 200 high-order
and 33 atomic scenes that we have already identified. Our
future work will also include information from additional
scene elements such as lanes, as well as impose temporal
smoothness in the recognition output (distinct from feature
design which already encodes temporal information), which
may further enhance recognition rates in practice.
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