
Corpus Studies



Corpus Studies
• How often does X occur in the real world? X could be:

• A bug

• If it occurs often, it's worth preventing or detecting

• A use of a feature or tool

• Is my tool applicable to real-world code?

• What is the world like?

• e.g., what kinds of questions do people ask about Rust?



Corpus Study Techniques
• Get a corpus

• Replicable studies require a fixed corpus

• Snapshot of GitHub?

• Why this corpus? Consider external validity.

• Write a tool or analyze manually.

• Sample?



True and False Positives and Negatives
• Context: finding needles in a haystack. (or : finding bugs in programs. or : proving that a program 
lacks a certain bug)

• Procedure: investigate each item in the haystack. Check if each item is a needle.

• True positive: This bug is a bug. 😀

• False positive: This comment is a bug. ☹

• True negative: This comment is not a bug.😀

• False negative: This bug is not a bug.☹ Sound analyses find all the bugs 
(never make this mistake)

Complete analyses only find bugs 
(never make this mistake)



Research Questions
• RQ1: how many bugs of type X are there in this corpus? Possible answers:

• At least n.

• Exactly n.

• No more than n.

• RQ2: Can my tool find bugs?

• Yes, lots!

• Yes, but only a small fraction of the ones that are present.

• No, but that's because there weren't any bugs of that type.

• No, but it's unsound, and I have no idea how many bugs there are of that type.



Analysis Techniques
• Sound analysis: find everything in category X

• Might also find things NOT in category X

• Mitigate with manual analysis

• Complete analysis: only find things in category X

• But we have no idea how many we missed

• Sound and complete: nice if you can get it…

• Rice's theorem: "all non-trivial, semantic properties of programs are undecidable."



What Corpus Studies Should We Do?

• (Discuss!)



Commits Typically Specify Which Bugs They 
Fix
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Figure 1: Link transactions to bug reports

bug has been confirmed, it is assigned to a developer who is respon-
sible to fix the bug and finally commits her changes to the version
control archive. BUGZILLA also captures the status of a bug, e.g.,
UNCONFIRMED, NEW, ASSIGNED, RESOLVED, or CLOSED and
the resolution, e.g., FIXED, DUPLICATE, or INVALID. Details
on the lifecycle of a bug can be found in the BUGZILLA documen-
tation [10, Sections 6.3 and 6.4].
For our analysis, we mirror both CVS and BUGZILLA in a local

database. Our mirroing techniques for CVS are described in [12].
To mirror a BUGZILLA database, we use its XML export feature.
Additionally, we import attachments and activities directly from the
web interface of BUGZILLA. Our local BUGZILLA database schema
is similar to the one described in [2].

3. IDENTIFYING FIXES
In order to locate fix-inducing changes, we first need to know

whether a change is a fix. A common practice among developers is
to include a bug report number in the comment whenever they fix a
defect associated with it. Čubranić and Murphy [4] as well as Fis-
cher, Pinzger, and Gall [5, 6] exploited this practice to link changes
with bugs. Figure 1 sketches the basic idea of this approach.
In our work, we refine these techniques by assigning every link (t, b)

between a transaction t and a bug b two independent levels of con-
fidence: a syntactic level, inferring links from a CVS log to a bug
report, and a semantic level, validating a link via the bug report
data. These levels are later used to decide which links shall be
taken into account in our experiments.

3.1 Syntactic Analysis
In order to finds links to the bug database, we split every log

message into a stream of tokens. A token is one of the following
items:

• a bug number, if it matches one of the following regular ex-
pressions (given in FLEX syntax):

– bug[# \t]*[0-9]+,
– pr[# \t]*[0-9]+,
– show\_bug\.cgi\?id=[0-9]+, or
– \[[0-9]+\]

• a plain number, if it is a string of digits [0-9]+
• a keyword, if it matches the following regular expression:
fix(e[ds])?|bugs?|defects?|patch

• a word, if it is a string of alphanumeric characters

Every number is a potential link to a bug. For each link, we initially
assign a syntactic confidence syn of zero and raise the confidence
by one for each of the following conditions that is met:

1. The number is a bug number.
2. The log message contains a keyword,

or the log message contains only plain or bug numbers.

Thus the syntactic confidence syn is always an integer number be-
tween 0 and 2. As an example, consider the following log mes-
sages:

• Fixed bug 53784: .class file missing
from jar file export
The link to the bug number 53784 gets a syntactic confidence
of 2 because it matches the regular expression for bug and
contains the keyword fixed.

• 52264, 51529
The links to bugs 52264 and 51529 have syntactic confi-
dence 1 because the log message contains only numbers.

• Updated copyrights to 2004
The link to the bug number 2004 has a syntactic confidence
of 0 because there is no syntactic evidence that this number
refers to a bug.

3.2 Semantic Analysis
In the previous section, we inferred links that point from a trans-

action to a bug report. To validate a link (t, b) we take information
about its transaction t and check it against information about its
bug report b. Based on the outcome we assign the link a semantic
level of confidence.
Initially, a link (t, b) has semantic confidence of 0 which is raised

by 1 whenever one of the following conditions is met:
• The bug b has been resolved as FIXED at least once.1

• The short description of the bug report b is contained in the
log message of the transaction t.

• The author of the transaction t has been assigned to the bug b.2

• One or more of the files affected by the transaction t have
been attached to the bug b.

This list is not meant to be exhaustive. One could for example
check whether a change has been committed to the repository with-
in a small timeframe around the time when a bug has been closed.3
Consider the following examples from ECLIPSE, which all have

low confidence levels:

• Updated copyrights to 2004
The potential bug report number “2004” is marked as invalid
and thus the semantic confidence of the link is zero.

• Fixed bug mentioned in bug 64129,
comment 6
The number “6” appears in the comment for a fix. The syn-
tactic confidence is 1, but the semantic confidence is 0.

• Support expression like (i)+= 3; and new
int[] {1}[0] + syntax error improvement
“1” and “3” are (mistakenly) interpreted as bug report num-
bers here. Since the bug reports 1 and 3 have been fixed, the
links both get a semantic confidence of 1.

1Notice that only 27% of all bugs in the MOZILLA project are
FIXED (47% for ECLIPSE).
2For this check, we need a mapping between the CVS and
BUGZILLA user accounts of a project. For ECLIPSE, we mapped
the accounts of the most active developers manually; for MOZILLA,
we derived a simple heuristic based on the observation that email
addresses were used as logins for both CVS and BUGZILLA.
3Čubranić and Murphy already applied this as a standalone tech-
nique to relate bugs to transactions in their HIPIKAT tool [4].

Authors mined commit logs to find bug numbers



Corpus Study 1: When Do Changes Induce 
Fixes?

• Jacek Śliwerski, Thomas Zimmermann, Andreas Zeller

• RQ: When do developers insert bugs?

• Imagine if your IDE could tell you: "your change is likely buggy!"

• Problem: how do you tell when a change inserted a bug?

• Approach: if a change's code needs to be changed AGAIN, the change 
induced a fix.



Fix-Inducing Changes
• "A fix-inducing change is a change that later gets undone by a fix. "

• Suppose change δ changes line 42 to fix bug B.

• Aha, revisions 675d7f and 56879a changed line 42.

• But 675d7f was committed AFTER bug B was reported, so that wasn't the 
cause.

• 56879a is suspect.



Fix-Inducing Commits Are Large

syn / sem 0 1 2 3 4 total

0 270 (1%) 1,287 (5%) 2,057 (8%) 1,439 (6%) 2 (0%) 5,055 (20%)
1 324 (1%) 4,152 (16%) 9,265 (37%) 1,581 (6%) 5 (0%) 15,327 (61%)
2 110 (0%) 1,922 (8%) 2,421 (10%) 482 (2%) 0 (0%) 4,935 (19%)

total 704 (3%) 7,361 (29%) 13,743 (54%) 3,502 (14%) 7 (0%) 25,317 (100%)

Table 1: Distribution of links accross different classes of syntactic and semantic confidence levels in ECLIPSE

syn / sem 0 1 2 3 4 total

0 560 (1%) 2,899 (5%) 4,281 (8%) 639 (1%) 8 (0%) 8,387 (16%)
1 1,211 (2%) 9,059 (17%) 16,336 (30%) 2,241 (4%) 22 (0%) 28,669 (54%)
2 478 (1%) 5,250 (10%) 9,133 (17%) 1,645 (3%) 12 (0%) 16,518 (31%)

total 2,249 (4%) 17,208 (32%) 29,750 (55%) 4,525 (8%) 42 (0%) 53,574 (100%)

Table 2: Distribution of links accross different classes of syntactic and semantic confidence levels in MOZILLA

fix-inducing ¬fix-inducing all

fix 3.82±26.32 2.08± 7.42 2.73± 7.87
¬ fix 11.30±63.02 2.77±14.94 3.81±26.32
all 7.49±44.37 2.61±13.66 3.52±22.81

Table 3: Average sizes of fix and fix-inducing transactions for
ECLIPSE

fix-inducing ¬fix-inducing all

fix 5.79±37.37 2.12± 9.74 4.39±30.05
¬ fix 4.61±30.59 1.91±10.30 3.05±21.39
all 5.19±34.12 1.97±10.13 3.58±25.23

Table 4: Average sizes of fix and fix-inducing transactions for
MOZILLA

the average size of transactions which are fixes and induce later on
a fix is 3.82 (with a standard deviation “±” of 26.32).
Additionally, Table 3 shows that fix-inducing transactions are

roughly three times larger than non fix-inducing transactions. Ta-
ble 4 presents the same breakdown for MOZILLA which shows
a similar trend.
Such data can be automatically retrieved from all projects that

supply both a version archive and a bug database. It is especially
worthy when deciding where to spend efforts in quality assurance.
If we were in charge of the ECLIPSE project, for instance, we would
take care that large extensions are well reviewed and tested, as these
have a high potential for inducing later fixes.

5.2 Don’t Program on Fridays
We broke down changes by the day of the week when they were

applied. We distinguished between bugs as indicated by fix-inducing
changes, and fixes as detected by links to the bug database. Bugs
may be also fixes, we refer to such changes as fix-inducing fixes;
they have been previously been used for visualization by Baker and
Eick [1]. Finally, there are changes that are no bugs and no fixes.

P (fix) + P (bug)� P (bug \ fix) + P (¬bug \ ¬fix) = 100%

We measured the frequencies of the categories mentioned above.
Table 5 presents the results for ECLIPSE. The likelihood P (bug)
that a change will induce a fix is highest on Friday. The same holds

Day of Week
% of revisions Mon Tue Wed Thu Fri Sat Sun avg

P (fix) 18.4 20.9 20.0 22.3 24.0 14.7 16.9 20.8
P (bug) 11.3 10.4 11.1 12.1 12.2 11.7 11.6 11.4
P (bug \ fix) 4.6 4.8 4.6 5.2 5.6 4.5 4.5 4.9
P (¬bug \ ¬fix) 74.9 73.5 73.5 70.8 63.4 78.1 76.0 72.7

P (bug | fix) 25.1 22.9 23.3 23.5 23.2 30.3 26.4 23.7
P (bug | ¬fix) 8.2 7.1 8.1 8.8 8.7 8.4 8.6 8.1

Table 5: Distribution of fixes and fix-inducing changes across
day of week in ECLIPSE

Day of Week
% of revisions Mon Tue Wed Thu Fri Sat Sun avg

P (fix) 42.5 46.5 49.7 45.9 48.4 50.2 61.1 48.5
P (bug) 39.1 44.1 41.2 40.8 46.2 44.9 26.4 41.5
P (bug \ fix) 19.4 23.6 22.8 21.6 26.9 19.6 13.2 21.9
P (¬bug \ ¬fix) 37.8 33.0 31.9 34.9 32.3 24.5 25.7 31.9

P (bug | fix) 45.7 50.8 45.8 47.1 55.6 39.1 21.6 45.2
P (bug | ¬fix) 34.1 38.3 36.7 35.5 37.3 50.6 33.9 38.1

Table 6: Distribution of fixes and fix-inducing changes across
day of week in MOZILLA

for MOZILLA (see Table 6). Friday is the day where most ECLIPSE
developers do fixes, for MOZILLA this is Sunday.
We used fix-inducing fixes to investigate whether non-fixes or

fixes are more likely to be fix-inducing. Table 5 shows that for
ECLIPSE, the average likelihood of introducing a fix-inducing change
is almost three times higher for fixes, indicated by P (bug | fix), than
for regular changes, indicated by P (bug | ¬fix). This does not hold
for MOZILLA (see Table 6). The risk that a fix will be later undone
is highest for ECLIPSE on Saturdays, and for MOZILLA on Fridays.
Almost every second change in MOZILLA is a fix and two out

of five changes are fix-inducing. In the future we will investigate
MOZILLA to find out what makes MOZILLA risky.
Besides the day of week, one can easily determine further prop-

erties of a change that correlate with inducing fixes—such as the
development group, or the involved modules. Again, all this data is
automatically retrieved for arbitrary projects.



Don't Commit on Fridays

syn / sem 0 1 2 3 4 total

0 270 (1%) 1,287 (5%) 2,057 (8%) 1,439 (6%) 2 (0%) 5,055 (20%)
1 324 (1%) 4,152 (16%) 9,265 (37%) 1,581 (6%) 5 (0%) 15,327 (61%)
2 110 (0%) 1,922 (8%) 2,421 (10%) 482 (2%) 0 (0%) 4,935 (19%)

total 704 (3%) 7,361 (29%) 13,743 (54%) 3,502 (14%) 7 (0%) 25,317 (100%)

Table 1: Distribution of links accross different classes of syntactic and semantic confidence levels in ECLIPSE

syn / sem 0 1 2 3 4 total

0 560 (1%) 2,899 (5%) 4,281 (8%) 639 (1%) 8 (0%) 8,387 (16%)
1 1,211 (2%) 9,059 (17%) 16,336 (30%) 2,241 (4%) 22 (0%) 28,669 (54%)
2 478 (1%) 5,250 (10%) 9,133 (17%) 1,645 (3%) 12 (0%) 16,518 (31%)

total 2,249 (4%) 17,208 (32%) 29,750 (55%) 4,525 (8%) 42 (0%) 53,574 (100%)

Table 2: Distribution of links accross different classes of syntactic and semantic confidence levels in MOZILLA

fix-inducing ¬fix-inducing all

fix 3.82±26.32 2.08± 7.42 2.73± 7.87
¬ fix 11.30±63.02 2.77±14.94 3.81±26.32
all 7.49±44.37 2.61±13.66 3.52±22.81

Table 3: Average sizes of fix and fix-inducing transactions for
ECLIPSE

fix-inducing ¬fix-inducing all

fix 5.79±37.37 2.12± 9.74 4.39±30.05
¬ fix 4.61±30.59 1.91±10.30 3.05±21.39
all 5.19±34.12 1.97±10.13 3.58±25.23

Table 4: Average sizes of fix and fix-inducing transactions for
MOZILLA

the average size of transactions which are fixes and induce later on
a fix is 3.82 (with a standard deviation “±” of 26.32).
Additionally, Table 3 shows that fix-inducing transactions are

roughly three times larger than non fix-inducing transactions. Ta-
ble 4 presents the same breakdown for MOZILLA which shows
a similar trend.
Such data can be automatically retrieved from all projects that

supply both a version archive and a bug database. It is especially
worthy when deciding where to spend efforts in quality assurance.
If we were in charge of the ECLIPSE project, for instance, we would
take care that large extensions are well reviewed and tested, as these
have a high potential for inducing later fixes.

5.2 Don’t Program on Fridays
We broke down changes by the day of the week when they were

applied. We distinguished between bugs as indicated by fix-inducing
changes, and fixes as detected by links to the bug database. Bugs
may be also fixes, we refer to such changes as fix-inducing fixes;
they have been previously been used for visualization by Baker and
Eick [1]. Finally, there are changes that are no bugs and no fixes.

P (fix) + P (bug)� P (bug \ fix) + P (¬bug \ ¬fix) = 100%

We measured the frequencies of the categories mentioned above.
Table 5 presents the results for ECLIPSE. The likelihood P (bug)
that a change will induce a fix is highest on Friday. The same holds

Day of Week
% of revisions Mon Tue Wed Thu Fri Sat Sun avg

P (fix) 18.4 20.9 20.0 22.3 24.0 14.7 16.9 20.8
P (bug) 11.3 10.4 11.1 12.1 12.2 11.7 11.6 11.4
P (bug \ fix) 4.6 4.8 4.6 5.2 5.6 4.5 4.5 4.9
P (¬bug \ ¬fix) 74.9 73.5 73.5 70.8 63.4 78.1 76.0 72.7

P (bug | fix) 25.1 22.9 23.3 23.5 23.2 30.3 26.4 23.7
P (bug | ¬fix) 8.2 7.1 8.1 8.8 8.7 8.4 8.6 8.1

Table 5: Distribution of fixes and fix-inducing changes across
day of week in ECLIPSE

Day of Week
% of revisions Mon Tue Wed Thu Fri Sat Sun avg

P (fix) 42.5 46.5 49.7 45.9 48.4 50.2 61.1 48.5
P (bug) 39.1 44.1 41.2 40.8 46.2 44.9 26.4 41.5
P (bug \ fix) 19.4 23.6 22.8 21.6 26.9 19.6 13.2 21.9
P (¬bug \ ¬fix) 37.8 33.0 31.9 34.9 32.3 24.5 25.7 31.9

P (bug | fix) 45.7 50.8 45.8 47.1 55.6 39.1 21.6 45.2
P (bug | ¬fix) 34.1 38.3 36.7 35.5 37.3 50.6 33.9 38.1

Table 6: Distribution of fixes and fix-inducing changes across
day of week in MOZILLA

for MOZILLA (see Table 6). Friday is the day where most ECLIPSE
developers do fixes, for MOZILLA this is Sunday.
We used fix-inducing fixes to investigate whether non-fixes or

fixes are more likely to be fix-inducing. Table 5 shows that for
ECLIPSE, the average likelihood of introducing a fix-inducing change
is almost three times higher for fixes, indicated by P (bug | fix), than
for regular changes, indicated by P (bug | ¬fix). This does not hold
for MOZILLA (see Table 6). The risk that a fix will be later undone
is highest for ECLIPSE on Saturdays, and for MOZILLA on Fridays.
Almost every second change in MOZILLA is a fix and two out

of five changes are fix-inducing. In the future we will investigate
MOZILLA to find out what makes MOZILLA risky.
Besides the day of week, one can easily determine further prop-

erties of a change that correlate with inducing fixes—such as the
development group, or the involved modules. Again, all this data is
automatically retrieved for arbitrary projects.



Explanation?

• Maybe developers commit without as much testing or review on 
Fridays because they don't want to leave tasks pending over the 
weekend.



Another Example: Object Protocols
• Example: a File is either Open or Closed.

• On Open file: close() ok. open() illegal.

• On Closed file: open() ok. close() illegal.

• "Definition: A type defines an object protocol if the concrete state of objects of 
that type can be abstracted into a finite number of abstract states of which 
clients must be aware in order to use that type correctly, and among which 
object instances will dynamically transition."



Finding Protocols6

1 // from java.util.concurrent.ArrayBlockingQueue .Itr

2 public void remove() {

3 final ReentrantLock lock = ArrayBlockingQueue .this.lock;

4 lock.lock();

5 try {

6 int i = this.lastRet;

7 if (i == -1)

8 throw new IllegalStateException ();

9 lastRet = -1;

10 // ... method continues

11 }

12
13 // from javax.swing.undo.AbstractUndoableEdit

14 public void undo() throws CannotUndoException {

15 if (!canUndo()) {

16 throw new CannotUndoException ();

17 }

18 hasBeenDone = false;

19 }

20
21 public boolean canUndo() { return alive && hasBeenDone ; }

Fig. 2. The ProtocolFinder reports candidate code on lines 8 and 16. Both are classified
as protocol evidence. In the first, the field lastRet flows through a local variable i. In
the second, the field value comes from a getter.

instance field. This pattern has been noted and used as the basis for existing pro-
tocol detectors [27, 2]. Like ProtocolUsage, described later, the ProtocolFinder
analysis is an Eclipse plugin whose source we have made freely available.1

ProtocolFinder. ProtocolFinder is a flow-insensitive static analysis that examines
every instance method in a given code base. Upon encountering an ‘if’ block or a
conditional expression, the analysis first examines the condition. If the condition
expression contains a read of a field of the current receiver (or a call to a “getter”
method on the current receiver), the analysis will examine both ‘then’ and ‘else’
branches. (“Getter” methods are methods which more or less immediately return
the value of a field.) If either branch of the conditional throws an exception the
analysis issues a report indicating that piece of code is a protocol candidate.
Both the field read in the condition and the throw statement in the branches
can be nested arbitrarily deeply. In order to determine whether an expression in
the condition is a field read or getter call on the current receiver, the analysis
queries a sub-analysis. This flow-sensitive static analysis has a list of all the
methods in the current class determined to be field getters, and can track if a
value in an intermediate variable flows from a getter or a field.

1 http://code.google.com/p/nolacoaster/

Strategy: find 
exceptions that are 
thrown conditionally, 
depending on field 
data.

Sound?
Complete?
What is an object 
protocol, anyway?



Method
• Phase 1: find protocols

• Static analysis to find candidate protocols (unsound, incomplete)

• Manual investigation of reports 

• Phase 2: find how often protocols are used

• Find calls to protocol methods



An Empirical Study of Object Protocols in the 
Wild 5
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Fig. 1. A schematic explaining the experimental procedure

appropriate test cases must be found to exercise all of the possible protocols in
an application. For the same reasons, a dynamic approach would require exam-
ining only programs that were accompanied by sufficient test cases, and thus,
was ruled out. By comparison, a static analysis can be run on any open-source
program. In the end, we decided to develop a conservative static analysis that
would eliminate many (although not all) false negatives while reducing manual
effort. A subsequent manual examination is used to eliminate false positives.

ProtocolFinder is a static analysis created for this study that attempts to
find object protocols by searching for locations in code where protocol violations
are detected. Specifically, it looks for locations in code where instance methods
throw exceptions as a result of reading instance fields.

The intuition behind the analysis is simple: In our preliminary investigations
we noticed that many protocol methods throw exceptions when object protocols
are violated. Because our definition of object protocol depends on some abstract
state of the method receiver, we expect that any exceptions thrown for proto-
col violation will be thrown in instance methods and as a result of reading an



Analysis
• Dynamic analysis?

• False negatives (missing protocols due to lack of test cases)

• Manual analysis?

• Too slow/expensive

• Static analysis?

• False positives



ProtocolFinder
• Sound (does it find every protocol)?

• No (not even with respect to the paper's definition of protocol)

• Complete (does it ONLY find protocols)?

• That depends on what a protocol is.

if (f()) {  

  throw new Error();  

} 

• What about a broader definition of protocol?



Corpus (Phase 1)
• Four open source programs from Qualitas corpus

• Large, popular programs; mix of libraries and applications

• 1.9 MLOC (Java)

• To what do you expect the results to generalize?

• What corpus would you have picked?



Number of Protocols
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Table 2. The results of running the ProtocolFinder on the four phase one code bases

Program Protocol Protocol E.C. P.T. T.S.E.C. Precision %E.C. %P.T.
Candidates Evidence

JSL 2,690 613 195 842 54 22.8% 2.3% 8.2%
PMD 32 7 3 10 0 21.9% 0.8% 2.4%
Azureus 136 24 19 32 4 17.6% 2.1% 2.6%
JDT 62 4 4 5 0 6.5% 1.3% 1.5%
Total 2,920 648 221 889 58 22.2% 2.2% 7.2%

T.S.E.C.=Thread-Safe Evidence Classes E.C.= Evidence Classes
P.T.= Protocol Types

reported by the ProtocolFinder analysis. These varied from around 2,600 for the
Java standard library to 32 for PMD. The next column shows how many candi-
dates were manually classified as protocol evidence. The next column shows the
number of classes containing protocol evidence, followed by a column showing
the number of types classified as protocol types. (Recall that our list of protocol
types includes classes and interfaces containing methods overridden by meth-
ods containing evidence of protocols.) Next, “Thread-Safe Evidence Classes”
displays how many classes containing protocol evidence use mutual exclusion.
Since we are interested overall in how well our analysis is performing, the next
column shows the precision of the ProtocolFinder: the ratio of protocol evidence
to protocol candidates. The last two columns show the percentage of classes con-
taining protocol evidence relative to the total number of classes and the number
of protocol types relative to the total number of types. The last row displays cu-
mulative values for each column, and percentages recalculated from these sums.

3.2 Protocol Categories

Of the 613 candidates in JSL that were manually determined to be protocol
evidence, we noticed a number of similarities in their structure and intent. In
fact, almost all of them could be characterized in one of seven protocol cate-
gories, which we will describe in this section. Due to the means by which our
analysis produces candidates, the categories we present are largely categories of
errors: conditions under which operation of a class will result in an error. Table 3
summarizes the results for each category. More details on each category can be
found in Duri Kim’s masters thesis [18].

Initialization (28.1%) Some types must be initialized after construction time
but before the object is meant to be used. In the initialization category, calls to
an instance method m after construction-time will result in an error unless an
initializing method i has been called at least once before. Types may (or may
not) allow i to be called multiple times, however, it is a feature of this category
that objects cannot become uninitialized after they have already been initialized
(i.e., initialization is monotonic).



Types of Protocols
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Table 3. Categorization of each of the 648 reports issued by the ProtocolFinder that
were evidence for actual protocols.

Category Protocol Evidence %

Initialization 182 28.1%
Deactivation 167 25.8%
Type Qualifier 106 16.4%
Dynamic Preparation 52 8.0%
Boundary 51 7.9%
Redundant Operation 47 7.3%
Domain Mode 31 4.8%
Others 12 1.9%

methods, where a type defines more multiple abstract states through which an
object transitions monotonically during its lifetime. For example, the GIFIm-
ageWriter and JPEGImageWriter classes in the Java imageio library seem to
have this behavior. While we did not encounter many lifecycle protocols, our
own experience with Object-Oriented frameworks suggests that they may be
more common elsewhere.

3.3 Protocol Usage

Table 4 shows the results of running the ProtocolUsage analysis on the sixteen
candidate programs from phase two of the study. The goal here is to see how
often classes act as clients of other protocol-defining types. The table contains the
following information: The first column after the list of programs is the number of
classes in that program that contain calls to protocol methods. The next column
shows the percentage of classes in each program that use protocol methods.
These numbers range from 4% of all classes using protocols, on the low end, to
28% of all classes on the high end. The next two columns show the number and
percentage of classes that have fields whose types are protocol-defining types.
The column, “Exposes Protocol Rate” shows the percentage of the classes with
protocol fields that were found to expose the protocols of those fields to their own
clients, of the 7% of classes with protocol fields that we sampled. The column,
“Est. Classes From Total” is an estimate of the total number of classes that
expose protocols defined by their fields based on this rate. The last two rows
show the totals and cumulative percentages for the entire suite, as well as the
numbers excluding the Java standard library.

We were also interested in finding out which protocol methods were being
called most frequently, and Table 5 summarizes this information. This table
contains a list of the fifteen most frequently called protocol methods. During our
examination of the sixteen open-source code bases used in phase two, we found
7,645 calls to protocol methods. We took all the protocol methods that were
called, and ordered them by how many times they were called. Table 5 shows
the 15 most frequently called protocol methods along with the number of times
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Table 4. The results of running the ProtocolUsage analysis on the sixteen candidate
code bases.

Program Classes Calling %Classes w/ % Exposes Est. Classes
Protocol Methods Prot. Fields Protocol Rate From Total

JSL 1012 12% 1082 13% 15% 157
PMD 85 22% 29 7% 0% 0
Azureus 198 22% 763 8% 31% 234
JDT 13 4% 18 6% 0% 0
ant 269 28% 187 19% 20% 37
antlr 20 11% 16 9% 0% 0
aoi 25 6% 37 8% 0% 0
columba 120 12% 246 25% 8% 18
crystal 9 5% 2 1% 0% 0
drjava 49 8% 107 17% 0% 0
freecol 94 22% 117 27% 0% 0
log4j 39 22% 32 18% 0% 0
lucene 30 11% 27 10% 0% 0
poi 41 10% 13 3% 100% 13
quartz 16 13% 10 8% 0% 0
xalan 91 9% 142 14% 13% 17
Total 2111 13% 2141 13% 17% 356
W/O JSL 1099 15% 1059 14% 18% 196

that method was called in our candidate programs and the percentage of the
7,645 protocol method calls that particular method constitutes. For example, the
next method of the Iterator interface was the most-frequently called protocol
method in our study. Of the 7,645 calls to protocols we found, over 2,200 were
calls to Iterator.next, almost 30% of the calls.

4 Discussion

After running our experiment, we noticed some interesting results. Protocols
were defined with small, but significant, frequency and almost all of those proto-
cols fit within a small number of categories. All of the protocols we expected to
find we did find, which gives us some confidence in our approach. And a signifi-
cant number of classes in our study use protocols as clients, even though almost
all of the protocols we were looking for were defined in the Java standard library.
Interestingly, but not surprisingly, there are a few protocols that are much more
widely used than others.

4.1 Sanity Check

As discussed in Section 2.4, we were curious about the ProtocolFinder’s false-
negatives: protocols that were defined in the code under analysis but not dis-
covered due to the design of the analysis. One quick sanity check we can do is



Implications on Language Design

• Do you wish you had typestate?

• Do these results mean we should?


