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Abstract

We present a method for visualizing text corpora that are assumed to contain la-
beled and unlabeled documents. Our method aims at learning data mappings of
labeled documents including the terms that are most relevant for label discrimi-
nation. We can use this information to visualize mapped unlabeled documents as
well. We also show how this method allows the inclusion of user’s feedback. This
feedback is supplied in an iterative process, so that the user can use the output
of the method to provide its domain knowledge of the data. At the same time,
this technique is well suited for providing a new low-dimensional space where
traditional clustering or classification methods can be applied. Even though our
approach is able to deal with document labels that are discrete classes, continuous
values, or associated vectors, we confine the experiments of this article to labels
that represent non-overlapped topics. This approach is evaluated using a set of
short and noisy documents, which is considered as a challenging task in the text
mining literature.

1 Introduction

In many different areas of science it is becoming more and more important to represent data contain-
ing thousands of variables. Therefore, there is an increasing need to be able to considerably reduce
the number of variables, so that the selected subset of variables are both minimally redundant and
maximally relevant. Many different approaches of dimensionality reduction or manifold learning
methods have been proposed so far [1, 2]. If the dimension of the manifold is low enough, i.e. no
more than 3 dimensions, then the data can be visualized and this possibility allows a user to extract
intuitive information from the visual representation of the data.

Text representation is not exempt from the “Curse of dimensionality”. Using the well-known “bag
of words” model a corpus of documents is represented in terms of the set of words or terms that each
document has [3]. This approach yields a document-term matrix that often has thousands of unique
terms. Regardless of the weighting approach for each document-term pair, this matrix is very likely
to be sparse.

Latent Semantic Indexing (LSI) is a method that was extensively used for reducing a document
corpus using singular value decomposition [4]. The idea of this method is to identify a set of latent
variables that can be thought as “concepts”. Least relevant concepts can be discarded in order to
further reduce the dimensionality of the representation.
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In this paper, we present a method called ASM (Adaptive Subspace Mapping), which has been suc-
cessfully used in chemo- and bioinformatics applications with the purpose of improving prediction
capacity [5]. The main difference between ASM and LSI resides in the fact that ASM was conceived
to be used with labeled data. In other words, ASM seeks to reduce the original space taking into
account the label information of the documents, thus it is a supervised method.

We show the applicability of ASM to obtain an informative visual organization of the labeled doc-
uments. At the same time, we aim at involving the user in adapting and enhancing data visual
organization by providing domain feedback. We would like to show that the adaptive distance mea-
sure used by ASM is a useful way of emphasizing what the most relevant terms for visualization of
labeled documents are. This adaptive measure can be also used as mapping function and utilized
to visualize unlabeled documents, and hence to intuitively estimate their labels from the context of
their projection locations.

2 Methodology

Given n m-dimensional data vectors xj ∈ X ⊂ Rm, 1 ≤ j ≤ n, such that each xj is associated to
a q-dimensional vector lj ∈ L ⊂ Rq . In the context of a text corpus, n is the the number of labeled
documents in the corpus, m is the number of considered terms in the corpus and lj is the vector
representation of the label of the document xj . ASM aims at finding a subspace of X, so that the
pairwise distances Dλ

X in this subspace are in maximum correlation with those on the label space
(DL). In other words, pairwise distances on the term space are sought to be in maximum correlation
with those distances on the label space. It is worth noting that while DL is here used as the Euclidean
distance on the label space, the λ superscript in Dλ

X indicates that it refers to the following adaptive
distance:

(Dλ
X)i,j =

√
(xi − xj)T · λ · λT · (xi − xj). (1)

where λ is an m× u matrix, and u is specified by the user. The parameter matrix λ is calculated to
maximize similarity:

λ = argmax
λ∗

r(DL,D
λ
X) (2)

where r is the Pearson correlation. Locally optimal solutions for λ can be obtained by maximizing
this equation. Note that while the number of rows of the λ matrix is constrained by the number of
terms in X, the number of columns u is defined by the user.

At the same time, it is worth remarking that X
T

· λ or, alternatively, λ
T

· X, defines a subspace that
is an informative representation of the input space focused on its label association. If visualization
is the ultimate goal of the method, a choice of u ≤ 3 must be used. In the same way, unlabeled
documents can be also projected to the new space by using the optimized λ matrix.

An important point here is that the components of the λ matrix can be interpreted from the analysis
of Eq. 1. Basically, in each column of λ large absolute values denote relevant discriminative terms
for the latent variable. The sign of the component will influence a document to be projected to the
positive or negative side of the latent variable.

3 Experiments and Results

We used the Aviation Security Reporting System (ASRS) Database Report Set [6], which is a pub-
licly available set of documents on topics of aviation security. We extracted the narrative fields of
the documents that belong to 4 out of the 24 preclassified topics, namely Bird or Animal Strike
Records, Emergency medical service incidents, Fuel management issues and Inflight weather en-
counters. Since each topic has 50 documents, we used a total of 200 documents. In order to reduce
the complexity of the problem, rare terms (i.e. terms appearing at least once in less than or equal to
2% of the documents) were discarded. This step removed around 6048 terms yielding a final list of
1829 unique terms.
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It is worth highlighting that this corpus is very challenging for two reasons. First, the average length
of each document is only a few sentences. This makes it difficult to extract statistically significant
terms from the documents due to the low degree of redundancy. Second, the text is riddled with
acronyms, ad hoc abbreviations and misspellings. Here is an example of a typical document:

“30 mi w of zzz, cockpit lights brightened, then smoke filled cockpitand cockpit
lights went out. i ran through the emer smoke in cockpitchklist, then contacted atc
and declared emer. we landed at zzzwithout further incident.”

A binary occurrence weighting was selected for the document-term matrix, i.e. the matrix com-
ponent corresponding to the kth term of the jth document xj is 0 if the term is not present in the
document and 1 otherwise. We think that this binary weighting approach is appropriate given the
short length of the documents. Label vectors are represented using q-dimensional orthonormal vec-
tors, where q = 4, i.e. the number of classes. This representation produces a same distance value
when a pairwise comparison of any two documents of different classes is performed.

Before each experiment, the set of documents were randomly divided as follows: 64% for train-
ing, 16% for validation and 20% for testing. Validation and testing documents are considered as
unlabeled. As for other machine learning approaches the validation set plays an important role for
monitoring the generalization ability during the optimization of the λ matrix. Without any other
stopping criteria ASM might be prone to overfit the training documents.

Since an analytical expression for the gradient of the Eq. 2 can be derived, we applied the mem-
ory limited quasi Newton Broyden-Fletcher-Goldfarb-Shanno method in order to optimize the λ
matrix. Fig. 1 shows an example of a projection of the documents to a subspace of 2 dimensions.
Even though the separation between documents is not perfect, it provides a reasonable separation
according to topic membership.

Since we are optimizing a multiple-local maximum function, each run using a different random ini-
tialization of the λ matrix will yield different optimal or quasi-optimal configurations. Different
optimum configurations are sometimes useful because different user views exist in different sub-
spaces. Fig. 2 shows the result of a run using a different λ initialization. In addition, Fig. 3 and 4
show two different views of a same projection of the data on a 3-dimensional space.

From the analysis of the λ matrix we determine which the most relevant terms for each latent
variable are. Relevancy can be considered here as topic relatedness. Table 1 shows a list of the 12
most relevant terms corresponding to Fig. 1, sorted by decreasing absolute value order. These terms
are used to describe the negative and positive ends of the axes representing the latent subspace in
Fig. 1-5. The font size of the terms is proportional to the corresponding elements of λ. Note that
synonyms are likely to be grouped in the same side of a latent variable.

This visualization procedure can be further optimized by considering user relevance feedback. From
the list of relevant terms for each dimension the user can: delete irrelevant or stop-words terms (S1)
and fuse together terms that have a strong semantical or morphological relationship (S2). Step S1
aims at discarding words that are detected as relevant by chance. Step S2 aims at considering several
words as a single one if they are referring to the same sense of the words. Note that even when these
steps might be bypassed using a dictionary list, dealing with a difficult text corpus such as ASRS
makes this task more complex due to the presence of ad hoc abbreviations. From the list of the
words of the Table 1, a user may indicate the terms “and”, “was” and “had” for removal and the pair
“bird” and “birds” as semantically related. When these words are identified and the document-term
matrix properly updated, the ASM algorithm can be retrained starting or not with the information
of the last λ matrix. Fig. 5 depicts how this feedback process improves the visual separation of the
classes in comparison to Fig. 1. This improvement can be quantified using a ratio of class cohesion
to class separation, which yields an average improvement of 25% in 10 different runs.

4 Conclusions

Even though other aspects of the data can be studied using ASM, the preliminary results shown
in this paper indicate the potential of this method on text corpora that are difficult to cluster and
visualize with standard methods. ASM allows the user to visualize a corpus of labeled and unlabeled
documents and to gain insights of the unlabeled documents. For this task, we have used scatter
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Table 1: Top 12 absolute values of λ corresponding to terms identified for Figure 1.
λ.,1 -0.2220 -0.1340 -0.1183 0.1180 -0.1162 -0.0985 -0.0970 -0.0961 0.0950 0.0941 0.0935 0.0921

Terms fuel lbs normal hospital landing enroute tank bird plt lights and ems
λ.,2 -0.2393 0.1581 -0.1350 -0.1196 -0.1185 0.1103 -0.1015 0.0962 -0.0962 -0.0893 -0.0876 0.0868

Terms bird fuel birds impact strike tank noticed controller damage hit runway flight

plots for representing short text reports in a low-dimensional subspace. Some of the documents
are (considered as) unlabeled, yet the method allows a user to visually infer their topics from the
closeness to the topic-labeled documents. Moreover, the meaning of the axes of the subspace can
be described by words of the corpus. These terms can be thought as discriminative keywords of the
different topics of the documents.

ASM can be further enhanced by the integration of the user controlling the optimization process.
From the output of the discriminative keywords, the user can identify words that are extracted as
relevant only by chance, like prepositions or articles, and hence do not represent significant words
for discrimination. In a similar way, the user can fuse together words that are semantically similar, so
that synonyms can be considered as the same word. In addition, outlier documents might be easily
recognized and some problems in text, such as ad hoc acronyms and misspellings, can be identified
by users. These interactive features allow the method to be used even for poor quality text.

Another interesting feature of this approach is that there is only one important parameter to be set by
the user, i.e. dimensionality of the subspace. Although other parameters related to initial conditions
or stopping criteria must be also selected, they can be set in a standard way without compromising
the visualization capacity of the method. This makes ASM suitable for use by non-experts.

ASM can be also considered as a feature selection approach, and hence a machine learning method
can be used on top of the transformed space in order to find simpler models than the models that
would be obtained on the original space. However, evaluating different machine learning methods
on the subspace is not the goal of this work. Instead, we propose it as a visual representation of
documents, where a human is able to draw conclusions about document content, and at the same
time, the method can adapt its representation based on the user-feedback.

This text visualization method may be considered as language-independent since it does not rely
on a preprocessing based on a dictionary-list to stem or remove stop-words. Very infrequent terms
are only removed to improve the method’s time performance. As future work, we are working on
extending user-feedback options, like establishment of new classes. Finally, the development of a
GUI for interaction with a user would improve user interaction and analysis capabilities.
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Figure 1: Projection of short texts to a 2-dimensional space (validation data not shown for clarity
reasons). Ratio of class cohesion to class separation of testing set is 0.2128.
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Figure 2: Projection of short texts to a 2-dimensional space. Different initial conditions than for
Figure 1. Ratio of class cohesion to class separation of testing set is 0.2877.
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Figure 3: Projection of short texts to a 3-dimensional space (view 1). Ratio of class cohesion to class
separation of testing set is 0.1561.
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Figure 4: Projection of short texts to a 3-dimensional space (view 2). Ratio of class cohesion to class
separation of testing set is 0.1561.
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Figure 5: Projection of short texts to a 2-dimensional space after applying user feedback on data of
Figure 1. Ratio of class cohesion to class separation of testing set is 0.1317.
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