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Abstract— As intelligent interactive systems become preva-
lent in human social environments, it is important they are
able to understand social context. Humans process information
to derive expected behaviors from their social context; however
to date few autonomous systems have taken advantage of this
rich resource of information. Social context processing is a
broad problem area, and in this paper we focus specifically on
social event detection. We used machine learning techniques
to automatically classify 320 multinational YouTube videos
of eight complex social events, including interviews, parties,
weddings, and sporting events. This paper presents three major
contributions. First, we demonstrate fairly high classification
accuracy on extremely noisy, real-world data. Second, we show
that a multimodal approach plays a significant role in achieving
such accuracy (video and audio features together outperform
either one alone). Third, we provide evidence that high level
social information can be extracted from video automatically.
These findings will be useful to researchers in the fields of
affective computing, human-machine interaction, and robotics,
as they design systems to leverage social context.

I. INTRODUCTION

In this paper, we establish how high-level contextual
information can be gleaned from naturalistic, noisy data. This
is important now as computational leverage of context is
emerging as a key means for solving problems in the fields
of human-robot interaction [1], [2], [3], [4], [5], [6], content-
based image retrieval [7], [8], [9], affective computing [10],
[11], [12], human computer interaction [13], [14], [15], and
mobile computing [16], [17], [18].

Humans leverage social context to quickly select appro-
priate actions in a social situation, as opposed to analyzing
every element in detail [19], [20], [21]. As robots and
other intelligent systems become more pervasive in human
social environments, it is important they too are able to
understand and quickly process social scenes [22], [23], [24].
They should learn to quickly identify their working context,
associate it with useful semantic information, and act based
in part on that information (See Fig. 1). A key element in this
process is the definition and recognition of social situations.

In our prior work, we proposed a high level model of
social context for socially intelligent machines [25], which
incorporated several major theories from the social cognition
and neuroscience literature [26], [27]. The model was in
reference to an agent, and contained four primary subcompo-
nents: the situational context, the cultural context, the agent’s
social role, and the agent’s cultural norms. We have since
expanded upon this work on both the theoretical side, by
creating a more formal definition of social context, and on

the application side through the use of multimodal social
event classification [28], [29], [6], [30], [31]. We describe
this model in detail in Section II.

In this paper, we focus on situational context, which can
be thought of as comprising four aspects of a social scene:
the social occasion, appropriate actions an agent can take
within the social scene, location, and time. Some aspects
of situational context, such as its exact location and time,
are already easily discernible by machines. Especially in
studies based on data extracted from social networking sites,
a lot of metadata is available [8] [32]. For example, many
cameras embed GPS, time, and camera model information
in the video or image file headers which can be extracted
to inform contextual classification. Social network posts are
also often tagged with useful information such as persons
present, place, etc.

However, in this work we are more interested in available
data derived from sensors which can be processed without
the need for metadata. Therefore, we focus on social event
detection using purely audiovisual features. Currently this is
not a well-explored area of research. While people find it
very easy to perceive, categorize, and adapt to social events,
it remains difficult for computers [33], [24].

Before discussing our approach, it is important to first
give a broader overview of how context is understood in the
literature. There is significant ongoing research into context
across multiple fields, including neuroscience, psychology,
social science, and computer science. We describe this re-
lated work in the following subsections.

A. Contextual Processing in People

People have been shown to grasp the context of a scene
in less than 500ms, or at a glance [34]. This information
may then influence the ability to identify objects in the
scene. Contextually coherent objects, or actions, are quickly
identified, while unexpected elements in a scene require
additional analysis [35].

There are three main competing theories about how
context is used. The first proposes that context is rapidly
extracted from a scene, and then facilitates the recognition
of individual objects [36]. Palmer provided support for this
theory in an experiment where participants were shown a
scene and then asked to identify an object. Objects that were
normally found in the context of the observed scene were
identified faster, and with higher accuracy.



Fig. 1: Our model of social context is learned from the environment, and will help direct an agent’s behavior in a human social environment. An agent could be a physically
embodied robot, or be a disembodied cyberphysical system able to sense and/or respond to the environment.

The second theory contends the opposite; that a given
object will prime context selection. For example, a person
that recognizes a car will think of a road. This theory was
supported by Friedman [37], in a study where participants’
gaze was tracked while viewing scenes with either contex-
tually expected and unexpected objects in them. Participants
spent longer looking at the unexpected objects, suggesting
that the context itself elicited a range of usual objects, which
required less consideration.

The third theory is that both context and object recognition
are separate tasks. This is a dated theory, based on the
idea that the mind was more compartmentalised than it
is currently known to be. Thus, this theory is not given
much weight in recent literature, due to psychological and
neurological experiments which have shown that context and
object recognition benefit from one another [34][35].

Bar [35] proposed a neurological model based on a combi-
nation of the first two theories. In this model, either a priming
object or scene can activate a context, or set of contexts. In
fact, he argues that both occur, allowing the perceived context
to shift as more data about the scene is processed.

Bar also suggests how these contexts and objects are
analyzed in the brain. Low resolution information, such as
color, may be quickly and approximately analyzed to pro-
vide broad context. Higher resolution information, including
edges and texture, could then be processed in parallel for
object recognition [35].

Our approach focuses on this first step of quickly estimat-
ing the context given global features, also known as thin-
slicing [38]. This is the ability to observe complex patterns
given limited amounts of data. Thin-slicing allows for quick
responses in humans, who do not have to spend a large
amount of time analyzing a situation before they act. Our
approach aims to allow computers to do the same as humans
in social situations.

B. Contextual Processing in Computers

In computer science, context often refers to the state
of a program, or locational context, where devices such
as smart phones alter their behavior based on location.
However there are many other applications in areas such
as computational linguistics, multimedia, computer vision,
and robotics [2][16][17]. In particular, two more recent
experiments detailed here are particularly closely related to
our work.

Several researchers have shown that context aids object
and activity recognition [32][9]. Here, context is leveraged
by associating contexts with particular objects, activities, etc.
This association allows higher accuracy as problems encoun-
tered during perception, such as erroneous blob detection
can be compensated for when the context in which the error
occurs is known. For example, a small yellow object in a
tennis context is likely a ball; however, a visually similar
object in a sailing context is probably not.

Tankoyeu et. al [8] describe a method for clustering
personal photographs by event using contextual information.
Here, context is defined to include those additional pieces
of information, such as camera metadata, location, and time.
The end result is a system which clusters particular events
together, and attempts to distinguish between routine images
and special events. However, the methods in this paper are
designed for small, static, private data collections, and so are
unlikely to work for general event classification.

Our work differs from these approaches in that we are
interested in contextual data found in the visual and audio
channels of a social scene. We are also focused on a broader
sense of context, and are interested in identifying types of
social events, rather than finding clusters within personal data
collections.

II. FORMAL SPECIFICATION OF SOCIAL CONTEXT

To formally describe social context, we build upon for-
malisms by Cardoso and Oliveira [39] for describing nor-
mative context and context hierarchies, and also incorporate



Fig. 2: Examples from our data set of social events. From left to right and top to bottom: Wedding, Party, Dinner, Birthday, Class, Interview, Nightclub, Sports. Videos were
selected to ensure a wide variety of capture conditions and content, resembling “real-world data” as much as possible (e.g., occlusion, difficult lighting, varying audio levels).

work by Barwise [40] on using set theory to model situations
and their context. We define the social context for an agent1,
P , in a given environment, E, as the disjoint union of several
subsets: the Situational Context as a function of E, the Social
Role of P in E, P ’s Cultural Norms (irrespective of E); E’s
Cultural Norms (irrespective of agents in P ); and the Social
Norms for P in E.

SocialContext(P, E) ⇢ SituationalContext(E) t SocialRole(P,E)

t CulturalNorms(P ) t SocialNorms(P,E)

While Social Role, Cultural Norms, and Social Norms are
important components to Social Context, to appropriately
scope our work in this paper, we focus on Situational Con-
text. Situational Context is also defined as a disjoint union,
an improper subset relation (thus extendable if needed):

SituationalContext(E) ⇢ SalientObjects(E) t Behaviors(E)

t SocialEvents(E) t SituationalNorms(E)

Each of the following three sets is defined as a set of n-
tuples, learned by classifiers that provide a confidence level.
Therefore, for a given E, o 2 O is an object in the set of
known objects, b 2 B is an element in the set of known
behaviors, and v 2 V is an element in the set of known
social events.

SalientObjects(E)
=def {(o, pos(o), importance(o),

confidenceLv(o)|o 2 O ^ o 2 E)}

Behaviors(E) =def {(b, confidenceLv(b)|b 2 B ^ b 2 E)}

SocialEvents(E) =def {(v, confidenceLv(v)|v 2 V ^ v 2 E)}
Salient Objects are physical 3D things in the environment

that can be perceived, used, or changed. Salient objects
are then further defined as those objects which have some
importance for the context of the environment in which
they occur. For example, books are highly important in a
bookstore, as they enable differentiation between a bookstore
and a bakery, but are less important in a living room

1An agent may refer to either a human or physically embodied agent
(i.e., a robot)

where they are conditional solely on the inhabitant’s personal
preference. Behaviors are defined as common, acceptable,
or unacceptable actions taken by people or other agents in
the environment [41]. For example, sitting, standing, talking,
watching, etc. Finally, Social Events are defined as scene-
level, planned, observable social occasions which last for a
particular span of time (e.g., class meeting, lunch break).

The last element of the model is Situational Norms, which
we define as:

SituationalNorms(E) =def {(b, normalcy(b|v, time, location))|
b 2 B ^ b 2 E ^ v 2 V ^ v 2 E}

Situational Norms for a given E yields the set of behaviors
observed as well as a measure of expected normalcy. For
example, having observed many shopping environments and
noting that people stood in a line originating at the register,
we might learn that in a store a highly normal behavior
is to stand behind a line of people which leads to the
register. Similarly, having observed many classrooms we may
associate lectures in classrooms with the behaviors sitting
and writing. What is unique about our approach is that it is
flexible to allow learning on the fly, by employing updatable
learning methods.

In this paper, we focus specifically on social event de-
tection, although we have validated other aspects of this
model in prior work [31], [6]. We describe our method for
predicting social events using multimodal feature extraction
and classification.

III. METHODS

A. Data Collection
We created a naturalistic social event corpus by collecting

short clips of social scenes from YouTube. To ensure our
data was as naturalistic and similar to real-world sensor
data as possible, we took special concern to ensure that a
wide variety of cultures, languages, lighting levels, and shot
perspectives were represented in the data.

We selected eight sets of 40 videos to represent the
following social event classes: weddings, parties, dinners,



Fig. 3: We extracted global multimodal features over temporal windows as shown above. These features included color, brightness, volume and silence.

birthday celebrations, classes, interviews, nightlife activities,
and sporting events. This yielded a total of 320 videos. Each
clip was approximately 30 seconds long and contained only
a single camera viewpoint. Figure 2 shows sample frames
from each class of video.

To label the videos and establish their ground truth, we
annotated the videos using a Facebook-based crowd-sourcing
game [33]. Players viewed videos chosen randomly from
the 320 and answered a selection of questions about it. One
question asked what type of event was being shown. Others
included questions about what actions people in the scene
were taking, and how formal the situation was.

We used the labels gathered through this process as the
ground truth in our experiments. We ensured that participants
in the crowd-sourcing game were in agreement with one
another by computing Krippendorf’s alpha. Here, alpha was
.702, indicative of high inter-rater agreement [33].

Before extracting any features, we split each video into
two second clips that were at least five seconds apart. The
resulting clips had a frame rate of 30 fps and an audio
sample rate of 48KHz. This allowed our data set to grow
substantially to 1587 videos, helping ensure that the machine
learning algorithms would have sufficient training data.

B. Machine Learning

1) Feature Extraction: In our work, we wanted to avoid
using computationally expensive features. There are two
reasons for this. First, although the work described in this
paper is happening offline, on other projects we are seeking
to detect context online [6]. Second, as we are modeling our
work using neuroscience-inspired models [35], broad context
may be required before other content-based processing can
begin [35]. Thus, we only used global, audio-visual features,
which included: color, brightness, contrast, volume, and si-
lence. We pre-processed the data using techniques described
by Datta et al. [7] and Zolzer [42].

The video features (color, brightness, and contrast) were
calculated on a pixel level using the mean of color for the
HSV color-space, the mean brightness of a greyscale version
of the video, and a ratio between number of dark and light
pixels. The audio features also were globally calculated.
Mean volume was used to determine, roughly, how loud the

environment was. Percentage of silence was also estimated
by calculating a ratio of time spent below a threshold of
volume. For these videos, we used a threshold of 0.3 times
the maximum possible volume of the selected file format.

A pictorial representation of our feature extraction process
can be seen in Figure 3. We represented each clip by four
instances of each feature in order to preserve sequential
information. We calculated each of these features over a 500
ms window. This allowed us to show how the visual and
audio information changes at a coarse level without making
the total feature vector excessively large. We also preserved
the temporal connection between the two modalities as all
features are averages over the same windows.

All visual features were extracted using OpenCV [43].
Audio features were extracted using the Python wave library
[44].

2) Classification: Numerous machine learning techniques
have been employed for scene classification. These tech-
niques include Support Vector Machines (SVMs), stochastic
models, and instance based learners (e.g. K-nearest neigh-
bors) [45], [32], [8]. In this work, we employed SVM, Naive
Bayes, and K-NN, using WEKA implementations [46].

Following data collection and feature extraction in both
modalities, we formed one feature vector for each of the 1587
video clips. This represented 320 videos across the eight
social event classes. In line with the existing literature (c.f.
[47], [48]), we used early fusion for simplicity of implemen-
tation. In early fusion, features from two or more modalities
are extracted and then combined before classification. This
is in contrast to late fusion, where modalities are processed
separately and integrated later. Early fusion has been shown
to be well-suited to multimodal data [48].

We then used these multimodal features to train the three
models. We ran the SVM with a radial basis function kernel.
This kernel is often used for functional approximation. The
parameter C was used to set the optimisation step in the
training of this classifier to be global since our features were
already normalised and did not need to account for variable
scales.

We ran Naive Bayes with no kernel estimator. This applies
Naive Bayes directly without attempting to correct the data
in case of a non-normal distribution.



For K-NN, we used WEKA’s IBk classifier with K = 8
(because we had 8 kinds of social scene in our data set). In
all cases, we employed a multiclass classification scheme.

3) Validation: We performed machine learning using the
WEKA machine learning workbench [46]. As WEKA does
not provide a multiclass SVM, we chose to use libsvm’s
WEKA plugin [49]. To avoid the risk of oversampling,
we did not use WEKA’s implementation of n-fold cross
validation on the video segments as many segments could
represent the same event. Instead, we performed 10-fold
cross validation folding on original videos rather than the
segments drawn from each. This ensured that no event shown
in part in the training set was seen in any the test data for
any fold.

In order to demonstrate the effect modality played, we
also computed the statistical significance of modality using
an ANOVA. This analysis compared the same methods
using single modalities with one another and the multimodal
approach.

IV. RESULTS

Overall, our results show that it is possible to automat-
ically classify social events using global, computationally
inexpensive features. Table I shows classification accuracy
across class and classifier for our data set. Multimodal K-NN
performed best overall, with an average accuracy of 51.85%.
This is much higher than random chance, which is 12.5% for
eight equally represented classes.

Intuitively, some events were easier to distinguish than
others. Some events are too similar to easily distinguish and
this is born out by the results, especially for Naive Bayes. For
example, all classifiers produce adequate classifications for
Nightclub events, which have clearly distinguishing features
such as strobe lighting, whereas Weddings, Birthdays, and
Parties are more difficult due to their similarity. For example,
Weddings are classified for unimodal features at only a 0.4%
- 3.25% range, while accuracy is higher for similar events,
suggesting that unimodal features were not discriminative
between these events. However, this is typically alleviated
when multimodal feature vectors are employed. Naive Bayes
performs worst on average, but could easily distinguish
between the least similar events such as nightclubs, sporting
events, classrooms, and dinners.

There are also some interesting SVM results. In Table I
one sees that often, the multimodal features result in a lower
accuracy. This is likely because the kernel which worked
well for unimodal data is not suitable for multimodal data.
However, a fair comparison must keep this factor constant.

Also in Table 1, one can see the breakdown of accuracy
using an audio-only, video-only, and early fusion multimodal
feature vector. In general, multimodal classification accura-
cies are higher, except in the case of SVMs, where unimodal
features occasionally out-perform. However, different modal-
ities excel at different event classes, and the effect of using
both is not purely additive.

To further explore the relationship between modality and
classifier type on accuracy, we conducted a 3 x 3 repeated

measures ANOVA. Mauchly’s test indicated that the assump-
tion of sphericity had been violated for the main effects of
feature type, �2(2) = 12.888, p <.005. Therefore degrees of
freedom were corrected using Greenhouse-Geisser estimates
of sphericity (✏ = .531).

For all methods, the effects are reported as significant at
p < .01. There was a significant main effect of modality on
accuracy, F (1.06, 7.43) = 12.9. Using multimodal features
produced significantly better performance than audio alone,
t(23)=7.94, p <.001; r=.86, and video alone, t(23)=7.04, p
<.001; r=.83.

The classifier⇥feature interaction was also significant at p
<.01, though classifier alone was not. A one-way ANOVA
showed that for the classifier⇥feature interaction, K-NN
performed best, F (2,21)=18.294, p <.001; r=.97.

V. DISCUSSION

Our work demonstrates that it is possible to classify
social events from extremely noisy, real-world data, using
computationally inexpensive multimodal features. This is en-
couraging, particularly for researchers interested in building
systems able to quickly adapt and change to real-world, fluid
social situations.

The results from our classifications are encouraging. With
a chance accuracy of 12.5% we achieved multimodal results
ranging on average from 37.99% to 51.87%. We found
that the K-NN paired with the multimodal feature vector
performed best because of the statistically significant classi-
fier*feature interaction. Although K-NN’s accuracy did not
vary significantly when considered alone, this combination
was significantly better than other classifiers using this type
of vector. We suspect that the reason K-NN was more
successful than SVMs and Naive Bayes in this scenario
is due to K-NN’s relative lack of assumptions about data
distribution.

Future improvements to these results are certainly possi-
ble. Further exploration of kernels, optimization of parame-
ters, or varying fusion models could likely further narrow this
gap. Nonetheless, our findings represent a good start given
the lack of work in the area of social context recognition
generally, and social event detection in particular.

For the multimodal processing community, our results
concerning the effect of multimodal fusion are particularly
important. The effects of multimodal fusion, even using
standard early fusion and machine learning practices, are
encouraging. The difference between results for audio and
visual features separately are significant. With chance being
12.5% in all cases, and unimodal classification accuracies
often below that, the clear multimodal recognition accuracy
boost enforces the idea that multimodal cues are important.

While our work is progressing, we hope this contextual
information will eventually aid interactive computer systems
acting in social situations. By recognizing the social context
of a situation, socially aware machines will be able to more
effectively respond to human communication, and provide
social signals appropriately [22].



SVM Naive Bayes K-NN
Video Only Audio Only Video+Audio Video Only Audio Only Video+Audio Video Only Audio Only Video+Audio

Wedding 45.69% 42.62% 26.86% 00.40% 03.25% 09.27% 08.99% 11.78% 53.98%
Birthday 28.36% 18.07% 15.07% 15.11% 00.69% 09.47% 13.23% 14.28% 54.87%
Party 32.03% 39.32% 32.22% 00.67% 17.51% 05.40% 06.86% 10.24% 40.86%
Class 46.32% 23.89% 48.97% 23.13% 21.42% 48.74% 27.22% 17.81% 30.25%
Interview 20.54% 36.69% 35.65% 21.21% 45.73% 33.72% 32.78% 23.38% 50.86%
Sports 42.74% 20.22% 59.38% 69.62% 11.18% 61.11% 21.09% 20.35% 63.34%
Nightclub 67.36% 46.46% 80.49% 81.31% 54.20% 89.52% 49.63% 38.70% 68.55%
Dinner 33.29% 19.21% 36.95% 45.40% 10.05% 46.70% 12.03% 16.58% 52.21%
Average 39.54% 30.81% 41.95% 32.10% 20.50% 37.99% 21.47% 19.14% 51.87%

TABLE I: Classification accuracy across social event class and classifier type. Highest accuracies for each social event class are highlighted in bold. Multimodal K-NN performed
best on average, with an average eight-class classification accuracy of 51.85% (chance = 12.5% for eight classes)

A. Future Work

We plan to test other feature vectors after determining
which of our current features are most discriminative. As
well as searching for more discriminative audio features, we
plan to include some non-global information. Although our
aim is to discern social context from basic audio-visual cues,
it would be useful to see to what degree local features affect
classifier performance. In future work we will also include
online sensory data, incorporating situated features such as
time and location / GPS.

Additionally in later iterations of the work we could use
more scene-understanding inspired techniques. One limita-
tion of our context work is the use of global features. There
are more advanced approaches to visual classification in the
scene understanding literature, especially the inclusion of
object identification and 3D mapping. However, this work
was intended to serve as a starting point in this new area of
computationally inexpensive social context awareness.

We also plan to test the effects of late fusion, given positive
results obtained during the audio-visual emotion challenge
(AVEC) [12], [47]. This approach may yield improved re-
sults, given the significant effect of multimodal data in our
work.

Finally, as all of our videos have been annotated via
crowd-sourcing with normal actions, we plan to examine
the effect of situational context on action recognition. For
example, Fei-Fei Li’s team have shown that providing a
scene-level classification can increase the accuracy of object
annotation systems because for each scene there is a typical
distribution of possible objects [32]. Similarly, for social
contexts there are certain acceptable or typical social actions.

As our approach is refined, we hope to show a pipeline for
socially intelligent machines which first recognize a broad
context, queries the norms for that context, and uses that
bias to aid more complex decision making. By recognizing
elements of context linked to collections of appropriate
behaviors, we will be able to emulate the heuristics used
by people. (i.e., We conjure up related ideas when we think
of or experience a particular setting.) This will enable the
development of machines that deal more fluidly in human
social environments, allowing systems to interact with more
social grace and intelligence, in real-time and in the real-
world.
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