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Abstract 

Design Methodologies and Architectures for  
Digital Signal Processing on FPGAs 

 

by 

Shahnam Mirzaei 

 

There has been a tremendous growth for the past few years in the field of embedded 

systems, especially in the consumer electronics segment. The increasing trend 

towards high performance and low power systems has forced researchers to come up 

with innovative design methodologies and architectures that can achieve these 

objectives and meet the stringent system requirements. Many of these systems 

perform some kind of streaming data processing that requires the extensive arithmetic 

calculations.  

FPGAs are being increasingly used for a variety of computationally intensive 

applications, especially in the realm of digital signal processing (DSP). Due to rapid 

increases in fabrication technology, the current generation of FPGAs contains a large 

number of configurable logic blocks (CLBs) and several other features such as on-

chip memory, DSP blocks, clock synthesizers, etc. to support implementing a wide 

range of arithmetic applications. The high non-recurring engineering (NRE) costs and 

long development time for application specific integrated circuits (ASICs) make 

FPGAs attractive for application specific DSP solutions. 
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Even though the current generation of FPGAs offers variety of resources such as 

logic blocks, embedded memories or DSP blocks, there is still limitation on the 

number of these resources being offered on each device. On the other hand, a mixed 

DSP/FPGA design flow introduces several challenges to the designers due to the 

integration of the design tools and complexity of the algorithms. Therefore, any 

attempt to simplify the design flow and optimize the processes for either area or 

performance is appreciated.  

This thesis develops innovative architectures and methodologies to exploit FPGA 

resources effectively. Specifically, it introduces an efficient method of implementing 

FIR filters on FPGAs that can be used as basic building blocks to make various types 

of DSP filters. Secondly, it introduces a novel implementation of correlation function 

(using embedded memory) that is vastly used in image processing applications. 

Furthermore, it introduces an optimal data placement algorithm for power 

consumption reduction on FPGA embedded memory blocks. These techniques are 

more efficient in terms of power consumption, performance and FPGA area and they 

are incorporated into a number of signal processing applications. A few real life case 

studies are also provided where the above techniques are applied and significant 

performance is achieved over software based algorithms.  The results of such 

implementations are also compared with competing methods and trade-offs are 

discussed. Finally, the challenges and suggestions of integrating such methods of 

optimizations into FPGA design tools are discussed. 

 
 



xii 

 

 

 
 
 
 
 
 
 
 

Contents 
 
 
 
Abstract ..........................................................................................................................x 
Acknowledgement .........................................................................................................v 
Curriculum Vitae ........................................................................................................ vii 
List of Figures ............................................................................................................ xvi 
List of Tables ............................................................................................................ xxii 
 
 
 

Part I – Overview of DSP & FPGAs 
 
 
Chapter 1 Introduction  
 
1.1 Motivation  .........................................................................................................3 
1.2 Research Overview  ...........................................................................................6 
1.3    Dissertation Outline  ..........................................................................................8 
 



xiii 

 

 
Chapter 2 Field Programmable Gate Arrays (FPGAs) 
Technology and Design Flow 
 
2.1 FPGA Technology ...........................................................................................12 

2.1.1     Xilinx Virtex 5 Family Architecture Overview  ..............................14 
2.1.2     Xilinx FPGA Design Flow ..............................................................19 

2.2 DSP Design Flow on FPGAs ...........................................................................21 
    2.2.1 Xilinx System Generator Tool .........................................................23 

2.2.2     Xilinx AccelDSP tool ......................................................................24 
2.2.3     Simulink ...........................................................................................26 

2.3 Software Based High Level Design Tools .......................................................26 
    2.3.1 MATLAB .........................................................................................27 

2.3.2     C-based Design Tools ......................................................................28 
2.4 Conclusion .......................................................................................................30 
 
 

 
 

Part II – Optimization 
 
 
 

Chapter 3 DSP Filter Design Methodologies and Architectures on 
FPGAs 
 
3.1 An Overview of DSP Filters ............................................................................35 
3.2 Finite Impulse Response (FIR) Filters .............................................................36 
    3.2.1 Multiply Accumulate (MAC) Implementation ................................37 

3.2.2     Distributed Arithmetic (DA) Method ..............................................39 
3.2.3     SPIRAL Method ..............................................................................45 
3.2.4     Add and Shift Method  .....................................................................46 

3.2.4.1 Overview of Common Subexpression Elimination 
(CSE)............................................................................48 

    3.2.4.2 Modified CSE ..............................................................50 
    3.2.4.3 Layout Aware Implementation of Modified CSE ........55 

3.3 Comparison of Results .....................................................................................63 
    3.3.1     Comparison of Modified CSE with DA and MAC              
       Implementation  ...............................................................................63 

3.3.2     Comparison of Modified CSE with SPIRAL...................................70 
3.3.3     Layout Aware Implementation Results of Modified CSE ...............74 

3.4 Conclusion .......................................................................................................77 
 



xiv 

 

 
Chapter 4 Data Placement Methodologies for On-chip Memories 

 
4.1 Data placement in On-chip Memories .............................................................81 
    4.1.1 Problem Formulation .......................................................................84 

4.1.1.1 Design Flow .................................................................85 
    4.1.1.2 Inflection Points ...........................................................86 
    4.1.1.3 A Clarifying Example ..................................................90 

4.1.2     Straightforward Heuristic Algorithms for Data Placement in 
     On-chip Memories ...........................................................................92 
4.1.3     Advanced Algorithms for Data Placement in On-chip Memories ...97 

    4.1.3.1 The Greedy Path-place Heuristic Algorithm ...............98 
    4.1.3.2 The Optimal Algorithm..............................................104 

4.1.4 Experiments .......................................................................................113 
    4.1.4.1 Power Saving of Different Schemes ..........................113 
    4.1.4.2 Power Consumption by the Memory Controller ........117 

4.2 Conclusion .....................................................................................................119 
 

 
 
 

Part III – Applications 
 
 
 
Chapter 5 DSP Applications in MIMO Systems 
 
5.1 An Overview of Multiple Input Multiple Output (MIMO) Systems .............122 
5.2 Design Space Exploration of MIMO Receiver for Reconfigurable  

Architectures ..................................................................................................123 
5.2.1     Cooperative MIMO Receiver Architecture ...................................125 
5.2.2     Time and Frequency Offset Estimation .........................................128 
5.2.3     Memory Efficient Correlation Function for Channel Estimation on  

    FPGAs  ...........................................................................................130 
    5.2.3.1 Correlation Implementation Using Shift Registers ....134 
    5.2.3.2 Correlation Using Block RAMs.................................135 
    5.2.3.3 Architecture Optimization Using Circular Buffer  

Technique ...................................................................141 
5.3 Conclusion .....................................................................................................144 
 
 
 
 



xv 

 

 
Chapter 6 DSP Applications in Object Detection and Recognition 
 
6.1 Image Processing Applications on Reconfigurable Hardware ......................148 
6.2 Face Detection ...............................................................................................149 
    6.2.1 Integral Image ................................................................................153 

6.2.2     Haar Feature ...................................................................................154 
6.2.3     Haar Feature Classifier ..................................................................155 
6.2.4     Viola Jones Algorithm  ..................................................................156 

    6.2.5 Face Detection System Architecture ..............................................157 
6.2.6     FPGA Implementation Results ......................................................165 
6.2.7     Parallelization of Multiple Classifier Architecture for Face 

       Detection ........................................................................................175 
6.3 Parts Based Classifier Object Detection Using Corner Detection .................182 
    6.3.1     Training the Parts Based Object Detection Classifier....................185 

6.3.2     Parts Based Object Detection Classifier ........................................189 
6.3.3     Implementation of the Parts Based Object Detection System .......194 

    6.3.3.1 Corner Detection Module ..........................................194 
    6.3.3.2 Codeword Correlation Module ..................................200 
    6.3.3.3 Certainty Map Module ...............................................202 
    6.3.3.4 FPGA Implementation Results ..................................203 

6.4 Conclusion .....................................................................................................204 
 
 

Chapter 7 Conclusion and Future Work 
 
7.1 Research Summary and Conclusion ..............................................................208 
7.2    Future Work  ..................................................................................................209 

 
 

Bibliography           212 
 
 
 

 
 
 
 



xvi 

 

 
 
 
 
 
 
 
 
List of Figures 
 
 
 
 
 
2.1 General FPGA architecture ..............................................................................13 
2.2 FPGA configurable logic block ..........................................................................15 
2.3 Slice detailed structure .....................................................................................16 
2.4 Dual port cascadable block RAM ....................................................................17 
2.5 DCM primitive block inside CMT ...................................................................18 
2.6 FPGA design flow............................................................................................20 
2.7 FPGA/DSP design flow ...................................................................................22 
2.8 A snapshot of a Simulink DSP design. This block diagram can be converted to 

RTL using System Generator software ............................................................23 
 
3.1 Mathematically identical MAC FIR filter structures: (a) The direct form of a 

finite impulse response (FIR) filter (b) The transposed direct form of an FIR 
filter ..................................................................................................................38 

3.2 A serial DA FIR filter block diagram ..............................................................42 
3.3 A 2 bit parallel DA FIR filter block diagram ...................................................43 
3.4 (a) Non-registered output adder used by DA or other competing algorithms 

that do not take FPGA architecture into account. (b) Registered output adder 
used in add and shift method leveraging the new cost function that takes 
FPGA architecture into account .......................................................................45 



xvii 

 

3.5 Constant multipliers of Figure 3.1b replaced by constant coefficient multiplier 
block .................................................................................................................47 

3.6 Extracting common subexpression (a) Unoptimized expression trees. (b) 
Extracting common expression (A + B + C) results in higher cost due to 
inserting additional synchronizing registers. (c) A more careful extraction of 
common subexpression (A+B) applied by our modified CSE algorithm results 
in lower cost .....................................................................................................51 

3.7 The fastest possible tree is formed and a synchronizing register is inserted, 
such that new values for the inputs can be read in every clock cycle ..............52 

3.8 Modified CSE algorithm to reduce area: The divisors are generated for a set of 
expressions and the one with the greatest value is extracted. Then the common 
subexpressions can be extracted and a new list of terms is generated. The 
iterative algorithm continues with generating new divisors from the new 
terms, and add them to the dynamic list of divisors. The algorithm stops when 
there is no valuable divisor remaining in the set of divisors............................54 

3.9 Multi-pin net (a) versus two pin net (b) [23]. Placement tools do not treat 
these two nets the same way causing small fan-out nets having stronger 
contraction compared to larger fan-out ones which results in the connection 
(U, V) to be shorter than connection (X, Y)  ...................................................56 

3.10 Calculating the edge weights according to modified CSE algorithm: (a) 
Divisors that are used multiple times are shown as multi-terminal nets with 
edge weights based on equation (3-14). (b) A clique is formed  with 
recalculated weights using equation (3-15). (c) Final edge weights are 
calculated using mutual contraction using equation (3-16) .............................59 

3.11 Implementation flow using mutual contraction concept ..................................62 
3.12 (a) Resource utilization in terms of # of slices, flip flops, and LUTs for 

various filters using add and shift method. (b) Performance implementation 
results (Msps) for various filters using add and shift method (this paper) 
versus parallel distributed arithmetic ...............................................................65 

3.13 Reduction in resources for add and shift method (this paper) relative to that 
for DA showing an average reduction of 58.7% in the number of LUTs, and 
25% reduction in the number of slices and FFs ...............................................66 

3.14 Comparison of power consumption for add and shift (this paper) relative to 
that for the DA showing up to 50% reduction in dynamic power consumption
..........................................................................................................................67 

3.15 Resource utilization and performance implementation results for various 
filters using add and shift method (this paper) versus MAC method on Virtex 
IV. (a) Resource utilization in terms of # of slices and DSP blocks presented 
in logarithmic scale. (b)  Performance (Msps)  ................................................69 

3.16 Resource utilization and performance implementation results for various 
filters using add and shift method (this paper) relative to that of SPIRAL 
automatic software. SPIRAL shows a saving of 72% in FFs,11% in LUTs, and 
59% in slices at the cost of 68% drop in performance. (a) Resource utilization 
in terms of # of FFs, LUTs, and SLICEs. (b)  Performance (Msps)  ...............71 



xviii 

 

3.17 High level resource utilization in terms of # adders and registers for various 
filters using add and shift method (this paper) versus SPIRAL automatic 
software. SPIRAL shows a saving of 15% in number of adders and 81% in 
number of registers at the cost of 68% drop in performance ...........................74 

3.18 Number of routing channels vs. filter size for various cost functions discussed 
in Section 3.3 with Fx being the modified CSE algorithm presented in Figure 
3.8 and others based on maximizing or minimizing AMC. Fxmin is the best 
scenario that results in the minimum number of routing channels ..................76 

3.19 Average wirelength vs. filter size for various cost functions discussed in 
Section 3.3 with Fx being the modified CSE algorithm presented in Figure 3.8 
and others based on maximizing or minimizing AMC. Fxmin is the best 
scenario that results in the minimum number of routing channels ..................77 

 
4.1 Design flow for leakage power reduction of on-chip memory. Path traversal 

and location assignment are introduced components for deciding the best data 
layout within on-chip memory to achieve the maximal power saving ............85 

4.2 Time-Voltage diagrams of active, sleep and drowsy modes. In active mode, 
the memory entry is kept alive over the duration of the time at full voltage 
(Vdd) while in sleep mode, it is turned completely off to save power. Drowsy 
mode saves power by keeping the memory entry alive at low voltage (Vdd-low). 
The shaded area denotes the energy consumed for a given interval.  ..............87 

4.3 The drowsy-sleep inflection points are derived for different bit-width 
configurations of the on-chip memory. The drowsy-sleep inflection point is 
derived as the access interval length when the sleep and the drowsy modes 
consume the same amount of energy. The drowsy-sleep inflection point 
decreases when the technology scales down.  .................................................89 

4.4 Problem formulation illustrated with an example. (a) The memory access file 
is generated to extract memory access intervals. (b) The live intervals are 
indicated by the gray rectangles and the dead intervals are depicted by the 
white space with n being the access number to the variable. A gray interval 
could be either active or drowsy depending on the length of the interval. ......90 

4.5 Straightforward schemes to save leakage power of on-chip memories. Full-
active and used-active have one variable per entry. Min-entry, sleep-dead, and 
drowsy-long use the minimal number of entries based on left edge algorithm, 
and apply power saving modes on unused entries, dead, and live intervals 
incrementally. ..................................................................................................96 

4.6 The path-place algorithm ...............................................................................100 
4.7 Problem formulation illustrated with the radix-2 FFT example using path-

place greedy algorithm. (a) An Extended DAG model is built by assigning all 
the intervals to N = 9 entries. The live intervals are indicated by gray vertices, 
and the dead intervals are depicted by edges. A vertex includes the 
information of a variable name, its access number n and power saving. An 
edge shows the precedence order and the power savings between the adjacent 
vertices. The length of a path i, defined as the sum of all the weights on the 



xix 

 

vertices and edges along the path, indicates the leakage power saving of 
memory entry i. (b) The Extended DAG model after applying the path-place 
algorithm with the final paths highlighted by various colors. (c) The path-
place algorithm lays out variables with leakage awareness, and uses power 
savings on all unused entries, dead and live intervals based on a greedy 
algorithm.  ......................................................................................................103 

4.8    Partial DAG model of the radix-2 FFT example of Figure 4.7a after running 
node splitting technique .................................................................................110 

4.9 Diagram to show that the minimum happens at constraints edges ................111 
4.10 Advanced leakage power reduction schemes. (a) Extended DAG model after 

applying the optimal algorithm. (b) Optimal algorithm layouts variables with 
leakage awareness, and uses power savings on all unused entries, dead and 
live intervals based on max-cost flow algorithm.  .........................................112 

4.11 Comparison of energy saving schemes for block RAM with 512 entries.  
Percentage of energy saving per cycle of different schemes compared to used-
active for different applications.  ...................................................................114 

 
5.1 Typical MIMO System ..................................................................................123 
5.2 A depiction of the significant computational cores in a 2x1 cooperative 

MIMO receiver.  The signal from two disjoint transmitters (Tx1 and Tx2) is 
received by one antenna (Rx1) and downconverted to a baseband signal.  
Timing and frequency estimates for each of the two transmitting nodes are 
computed, sent to a channel tracker and decoded into the transmitted 
data…….. .......................................................................................................126 

5.3 Homodyne block diagram: The incoming signal is delayed by S samples, 
where S = # samples/symbol, conjugated and multiplied with the underplayed 
data samples.  .................................................................................................129 

5.4 Depiction of   the timing   estimation   core using a delay line   and 
correlation.. ....................................................................................................131 

5.5 Root mean square (RMS) error of the time estimation versus the number of 
taps used for correlation for BPSK and QPSK data with 20 dB signal-to-noise 
ratio (SNR)  ....................................................................................................133 

5.6 Resource utilizations of the delay line using SRL16.  The Graph displays the 
effects of varying three parameters: the # of taps t, the samples/block d, and 
data width w.  .................................................................................................135 

5.7 Time estimation core implementation using chained buffer technique .........137 
5.8 Time estimation core using the circular buffer technique .............................139 
5.9 Adder tree and TDM implementation of circular buffer ...............................140 
5.10 (a) Resource utilization of the cooperative MIMO receiver for three FPGA 

devices by two techniques ( b) Total dynamic power consumption of the 
cooperative MIMO receiver for three FPGA devices ....................................143 

 



xx 

 

6.1 Integral image generation. The shaded region represents the sum of the pixels 
up to position (x, y) of the image for a window size of 3×3 pixels and its 
integral image representation.  .......................................................................154 

6.2 Examples of Haar features. Areas of white and black regions are multiplied by 
their respective weights and then summed in order to get the Haar feature 
value.  .............................................................................................................154 

6.3 Integral image generation ..............................................................................155 
6,4 Cascade of stages. Candidate must pass all stages in the cascade to be 

concluded as a face.  ......................................................................................156 
6.5 Block diagram of proposed face detection system.  ......................................157 
6.6 Architecture for generating integral image window ......................................162 
6.7 Rectangle calculation of Haar feature classifier ............................................162 
6.8 Simultaneous access to integral image window in order to calculate integral 

image of Haar feature classifiers ....................................................................163 
6.9 Architecture for performing Haar feature classification ................................164 
6.10 Block diagram of proposed face detection system ........................................177 
6.11 Results of face detection system ....................................................................181 
6.12 High-level view of learning a parts-based object representation. Input: all 

known images containing the object; Output: parts-based representation of 
object ..............................................................................................................184 

6.13 Parts’ apearance information (grayscale image windows) & spatial 
information (the (row,col) coordinates associated with each grayscale image 
window) comprise a parts-based object representation, creating  a sparse 
object representation ......................................................................................185 

6.14 The first step in creating a parts-based object representation: automatically 
segment the object from the background for each image known to have 
contained the desired object.  The binary image created has pixel value of 1 if 
the object is located at that pixel location.  ....................................................186 

6.15 The second step in creating a parts-based object reprsentation has three parts: 
Part I: Corner Detection; Part II - Corner window extraction and corner 
coordinate offset (relative to object center) calculations and Part III – Image 
window clustering and recording of window offsets for each cluster, yielding 
the parts-based representation.  ......................................................................187 

6.16 Extract windows around corners and calculate the (row,col) offsets by 
subtracting the corner (row,col) coordinate from the object center (row,col) 
coordinate .......................................................................................................187 

6.17 Step 2, Part III of  creating a parts-based object representation takes as input 
all of the extracted windows with the windows’ corresponding (row, col) 
offsets.  This part of the training algorithm uses the Sum of Absolute 
Difference (SAD) distance to cluster the image windows into common parts 
and records the spatial offsets corresponding for each cluster.  The output is 
the parts-based object representation: the average of each cluster and the 
(row,col) offsets corresponding to each cluster.  ...........................................188 



xxi 

 

6.18 There are three modules in the parts-based object detection classifier: corner 
detection module, correlation module, and certainty map module.  The 
classifier takes on input a video frame image and outputs an image whose 
pixel values are values of certainty of the object center being located at each 
pixel. ..............................................................................................................189 

6.19 The correlation module takes on input the image windows extracted from the 
corner detction module, along with the spatial (row,col) coordinates of each.  
It calculates the Sum of Absolute Difference (SAD) between each input 
extracted window and all of the averaged cluster appearance parts 
(codewords).  If the minimum SAD distance is small enough, that extracted 
window correlated with one of the parts in the parts-based object 
representation.  The module then outputs which part it matched to and the 
(row,col) coordinate of the input extracted window.  ....................................191 

6.20 For each extracted window that matched through the correlation module, the 
certainty map module adds the stored (row, col) offset coordinates associated 
with the matched part in order to recover the hypothesized object center 
(row,col) coordinate.  This calculated object center coordinate indexes to a 
two-dimensional histogram of same size as the image,  incrementing that pixel 
location, or rather, increasing the certatinty of that pixel being where the 
object center is located.  .................................................................................193 

6.21 Block diagram of proposed corner detection system .....................................196    
6.22 FPGA implementation of correlator module. The inputs to this block are the 

detected corner coordinate and the 15x15 surrounding window of pixel data. 
Codeword pixel data are stored in ROMs and two codewords are compared at 
each cycle cycle. A FIFO has been used to synchronize the speed of the 
incoming pixels and SAD calculation. ..........................................................201 

6.23 FPGA implementation of certainty map module. The inputs to this block are 
index of the matched codeword and detected corner coordinates. The output of 
this module is the grayscale certainty map stored in block RAMs.  ..............203 

 

 
 

 
 
 
 

 
 

 

 



xxii 

 

 

 

 
 
 
 
List of Tables 
 
 
 
 
 
 
5.1 Correlation implementation results on Virtex4SX FPGA .............................144 
 
6.1 Number of weak classifiers in each stage ......................................................165 
6.2 Device utilization characteristics for the face detection system ....................170 
6.3 Device utilization characteristics for the classifier module of the face detection 

system with DSP block usage ........................................................................171 
6.4 Results of proposed face    detection   system with   320×240 resolution 

images. ...........................................................................................................175 
6.5 Results of proposed   face detection    system   with 640×480 resolution 

images ............................................................................................................175 
6.6 Utilization characteristics for the face detection system................................179 
6.7 Performance of proposed face detection system ............................................181 
6.8 Summary of the device utilization characteristics for the parts based object 

detection system .............................................................................................204 



1 

 

 

 

 

 

 

Chapter 1 

Introduction 

 

There has been a tremendous growth for the past few years in the field of embedded 

systems, especially in the consumer electronics segment. The increasing trend 

towards high performance and low power systems has forced researchers to come up 

with innovative design techniques that can achieve these objectives and meet the 

stringent system requirements. Many of these systems perform some kind of 

streaming digital signal processing that requires intensive computation of 

mathematical operations. The range of these operations varies from simple functions 
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such as basic arithmetic operations to more complex functions such matrix inversion 

and filtering.  

As digital signal processing (DSP) is integrated into more devices, time to market and 

the ability to make late design changes becomes important.  Software can give the 

flexibility in design, allowing late design changes but its performance is poor 

compared to hardware.  Software executes in a sequential manner where hardware 

can execute in a truly parallel way.  On the other hand, creating an application 

specific integrated circuit (ASIC) takes the longer time to make and once done it is 

not changeable. This is where a field programmable gate array (FPGA) becomes a 

great solution by combining the strengths of hardware and software. 

Traditionally, digital signal processors have been used in many DSP applications 

mainly due to the shorter development time, lower power consumption, and lower 

cost. However in applications where such cases are not stringent requirements of the 

system, FPGAs are being increasingly used. In general, such cases include a variety 

of computationally intensive applications, especially in the realm of digital signal 

processing (DSP) [1-7]. Due to rapid advancements in fabrication technology, the 

current generation of FPGAs contains a large number of configurable logic blocks 

(CLBs), and is becoming a more feasible platform for implementing a wide range of 

applications. The high non-recurring engineering (NRE) costs and long development 

time for application specific integrated circuits (ASICs) make FPGAs attractive for 

application specific DSP solutions.  
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DSP is becoming a commodity function nowadays.  More and more common devices 

require some kind of signal processing with a high throughput of data.  The latest 

handheld video devices or audio devices or digital camera all require some type of 

DSP algorithms.  Engineers must find ways to get more performance and shorter time 

to the market as fast as possible.  Embedded DSP microprocessors perform their 

arithmetic operations via software.  This is a serial operation in nature, and therefore 

slow approach, but has the advantage of being modifiable.  The idea of putting the 

arithmetic operations in hardware has been around for a long time.  But creating a 

custom ASIC requires a lot of time and effort up front.  This is where FPGA chips 

can step in and solve the problem.  An FPGA combines the best of both worlds.  The 

reconfigurable hardware such as FPGAs offers high performance and can 

consequently be significantly faster than the microprocessors.   

 

1.1 Motivation 

Field programmable gate arrays (FPGAs) offer an alternative solution for the 

computationally intensive applications found in digital signal processing (DSP).  

FPGA structure consists of two major components: logic blocks that implement 

combinatorial part of the design and on-chip memory. Logic blocks include look up 

tables (LUTs) and storage elements. These two elements are embedded in 

configurable logic blocks (CLBs) and make the FPGA architecture inefficient since 
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any design has to leverage these resources simultaneously. As an example, a design 

approach that heavily uses logic blocks, wastes storage elements and vice versa. One 

of the goals of this dissertation is to present efficient methods of designing with 

FPGAs so that it increases utilization of the resources. Also special attention should 

be paid to how the memory resources are used. This issue is also addresses in this 

dissertation.         

Most of the DSP applications perform multiplication of input data with either 

constant coefficients or internal feedback mechanisms. This function is called 

multiply accumulate (MAC) operation. DSP processors offer low throughput due to 

the limited number of resources. A motivating example could be the implementation 

of a long digital filter which requires numerous MAC engines. Typical DSP 

processors have only a few MAC processors which dictate the serial implementation 

of the digital filter and consequently long latency and low throughput. This is due to 

the fact that each filter tap needs one MAC cycle and they have to be executed 

sequentially.  

DSP architecture directly affects system performance. Most of the DSP functions are 

MAC based, therefore the performance of the MAC is crucial. Almost every 

processor is capable of performing DSP algorithms since they all can perform 

additions and multiplies. The only difference between a general purpose DSP and an 

FPGA is how well they perform this function. For example, the TMS320C6474 has 

two multipliers at 1.2 Ghz clock resulting in 2400M multiplies/second. Xilinx 

XC6VLX760 has 864 multipliers at 200 Mhz resulting in 172800M 
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multiplies/second. This example shows the significant advantage of FPGAs over DSP 

processors.  

In terms of implementing digital filters, each tap requires one MAC cycle. For 

example, a 10-tap filter requires 10 MAC cycles. Because most DSPs only have a 

single MAC unit, each tap is processed sequentially, slowing overall system 

performance. Some advanced DSP processors have multiple MACs and are capable 

of performing multiple MACs in one clock cycle but the number of such resources is 

still limited. FPGAs offer more powerful architecture and offer plenty of resources. 

Their architecture is flexible and DSP function can be mapped directly to the 

resources available on an FPGA. Consequently, they offer tradeoffs between system 

density and performance.  

FPGAs never completely replace DSP processors. Current generation of FPGAs 

address the fixed point DSP functions and DSP processors still dominate in floating 

point arithmetic. In general FPGAs excel in computationally intensive applications 

such as those with high throughput, high number of filter taps, and where a single 

chip solution is needed.  

High performance and energy efficient implementations of digital systems remain as 

a design challenge especially in portable devices. This requires optimization at all 

levels of design hierarchy. At the coarse grained level, efficient architectures are 

needed and at the fin grained level, efficient algorithms can help reduce the overall 

power consumption of the system. This thesis also introduces different algorithms to 

reduce the leakage power for on-chip memories. The leakage power consumption is a 
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significant factor in total power consumption especially in lower geometries. In 

particular, the scaling of threshold voltage, channel length, and gate oxide thickness 

has resulted in a significant amount of transistor leakage, which plays a substantial 

role in the power dissipation in nanoscale systems [3, 4, 7, 22, 24, 32].  While 

dynamic power is dissipated only when transistors are switching, leakage power is 

consumed even if transistors are idle.  Therefore, leakage power is proportional to the 

number of transistors, or correspondingly their silicon area [10].   

 

1.2 Research Overview 

In the first part of this thesis, an introduction to FPGAs is presented along with the 

design flow and an overview of the software tools. Second part of the thesis focuses 

more on the optimization methods both for FPGA logic and memory. These are the 

two major components within the FPGA architecture. In this part an efficient method 

of implementing FIR filters will be presented. This method uses the FPGA resources 

efficiently and optimizes the FPGA for area and performance. This discussion 

continues with addressing the leakage power consumption for on-chip memory that is 

an important factor in determining the total power. 

The range of DSP functions that can be implemented on FPGAs is enormous. Among 

all DSP functions, FIR filters are prevalent in signal processing applications. These 

functions are major determinants of the performance and of the device power 
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consumption. Therefore it is important to have good tools to optimize FIR filters. 

Moreover, the techniques discussed in this thesis can be incorporated in building 

other complex DSP functions, e.g., linear systems like FFT, DCT, DFT, DHT, etc. 

Most of the DSP design techniques currently in use are targeted towards hardware 

synthesis for ASICs, and do not specifically consider the features of the FPGA 

architecture [8, 9, 10, 11, 12, 13]. In this thesis, a method is presented for 

implementing high speed FIR filters using only registered adders and hardwired 

shifts. A modified common subexpression elimination (CSE) algorithm is extensively 

used to reduce FPGA hardware. CSE is a compiler optimization that searches for 

instances of identical expressions (i.e. they all evaluate to the same value), and 

analyses whether it is worthwhile replacing them with a single variable holding the 

computed value. The cost function defined in this modified algorithm explicitly 

considers the FPGA architecture [14]. This cost function assigns the same weight to 

both registers and adders in order to balance the usage of such components when 

targeting FPGA architecture.  

This thesis also addresses the on-chip leakage power reduction. An effective method 

in reducing leakage power is to put transistors into lower power states by reducing 

their supply voltage. Power consumption reduction can be achieved through careful 

leakage aware data placement. Several power saving algorithms are presented in a 

step-by-step manner, and demonstrate how to achieve the optimal power/energy 

savings by carefully assigning the variables into memory entries.  
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1.3 Dissertation Outline 

This dissertation is organized in the following chapters: 

Chapter 2 extends the introduction with an overview of the FPGA architecture, FPGA 

design flow and an overview of the software design tools. 

The algorithmic contributions of this research are presented in Chapter 3 and 4. These 

algorithms focus on optimization techniques. Chapter 3 presents an efficient 

algorithm for implementing FIR filters on FPGAs based on modified subexpression 

elimination (CSE) method. This is followed by the comparisons with competing 

methods such as distributed arithmetic (DA) and SPIRAL. Chapter 4 presents several 

algorithms on power consumption reduction for on-chip memories. These algorithms 

span from straightforward to advanced algorithm that presents the optimized solution 

to the leakage power reduction for on-chip memories. 

Chapter 5 and 6 go over the applications of the methods presented in chapters 3 and 

4. Chapter 5 discusses multiple input multiple output (MIMO) applications. Most part 

of the chapter is dedicated to the design of cooperative MIMO receiver. Specifically, 

it introduces an efficient way of implementing correlator function using on-chip 

memory rather than logic resources on FPGAs. Chapter 6 discusses object detection. 

Two major applications are presented: face detection using Viola-Jones algorithm and 

parts based object detection using corner detection. Both of these applications are 
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discussed in details and block diagrams of the successful implementation is presented 

for each application.  

Finally Chapter 7 concludes this dissertation and gives an insight to the future 

research trends.  
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Chapter 2 

Field Programmable Gate Array 

Technology 

 

Field programmable gate arrays (FPGAs) are configurable integrated circuits that can 

be used to design digital circuits. The FPGA configuration is normally specified using 

hardware description languages such as VHDL or Verilog. The reconfigurability 

feature as well as non-recurring engineering (NRE) cost of the FPGAs offers 

significant advantages in many applications. This is unlike application specific 
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integrated circuits (ASICs) where designers do not have the flexibility of design 

modifications after the chip is manufactured.  

FPGAs contain a matrix of configurable logic blocks (CLBs) that provide the 

reprogrammable logic and a hierarchy of reconfigurable interconnects to wire the 

CLBs together. In addition to these basic components, on-chip blocks of memory are 

also provided. The recent trend in FPGA technology is to take coarse-grained 

architectural components with DSP blocks, embedded processors, and high speed 

transceivers to form a complete system on a programmable chip (SOPC).  

Taking advantage of hardware parallelism, FPGAs exceed the computing power of 

digital signal processors by breaking the paradigm of sequential execution and 

achieving higher throughput.  

FPGA technology offers flexibility and rapid prototyping capabilities in favor of 

faster time to market. A design concept can be tested and verified in hardware 

without going through the long fabrication process of custom ASIC design. You can 

then implement incremental changes and iterate on an FPGA design within hours 

instead of weeks. The growing availability of high level software tools decreases the 

learning curve and often includes valuable intellectual property (IP) cores for 

advanced control and signal processing. 

There are several FPGA manufacturers but there are only two types of FPGAs: 

Reprogrammable (SRAM based or flash based) FPGAs, and one time programmable 

(OTP) FPGAs. SRAM based FPGAs need a configuration memory and do not retain 
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data when not powered up. Flash based FPGAs are live at power up and do not need 

external memory and once OTP FPGAs are programmed, they cannot be 

reprogrammed. In the following an overview of a general FPGA architecture will be 

presented and then the architecture of the latest Xilinx FPGA device, Virtex 5, will be 

covered in detail.  

 

2.1 FPGA Technology 

Modern FPGAs provide the following features: 

� Configurable logic blocks: To provide capabilities for implementing logic 

functions as well as registers 

� On-chip memory: To provide on-chip storage 

� Hard macro intellectual property (IP) cores such as (Ethernet MAC, 

Transceivers, Multipliers, DSP blocks, …): To provide efficient complex 

functions 

� Clock management resources: Clock distribution and frequency synthesis and 

clock shifting capabilities 

� Input/Output blocks: To provide the interface to outside world 

� Routing resources: To provide interconnectivity among all logic blocks and 

hard macros 
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� Embedded processors: To provide processing power either as a soft or hard 

core 

Figure 2.1 depicts a typical FPGA architecture with the basic building blocks. As it 

can be seen from the figure, the block memories are chunks of RAMs available on 

chip and do not take away space from the logic blocks. It is important to know that 

look up tables (LUTs) inside the logic blocks that are mainly used to make 

combinational logic, can also be configured as RAMs or shift registers. This is a very 

efficient way of making shift registers without using the storage elements.  

 

Figure 2.1: General FPGA architecture 
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2.1.1 Xilinx Virtex 5 Family Architecture Overview 

The Virtex 5 family provides the most recent and powerful features within Xilinx 

FPGA families. The Virtex 5 family contains five distinct sub-families. Each platform 

contains a different ratio of features to address the needs of a wide variety of 

advanced logic designs. In addition to the most advanced, high-performance logic 

fabric, Virtex 5 FPGAs contain many hard-IP system level blocks, including powerful 

36-Kbit block RAM/FIFOs, second generation 25x18 DSP slices,  enhanced clock 

management tiles with integrated digital clock manager (DCM) and phase locked 

loop (PLL) clock generators, and advanced configuration options. 

Additional platform dependant features include power-optimized high-speed serial 

transceiver blocks for enhanced serial connectivity, tri-mode Ethernet MACs (Media 

Access Controllers), and high-performance PowerPC 440 microprocessor embedded 

hard core blocks. These features allow advanced logic designers to build the highest 

levels of performance and functionality into their FPGA based systems. Built on a 65 

nm state of the art copper process technology, Virtex 5 FPGAs are a programmable 

alternative to custom ASIC technology. The Virtex-5 LX, LXT, SXT, FXT, and TXT 

platforms are optimized for high performance logic, high performance logic with low 

power connectivity, DSP and low power serial connectivity, embedded processing 

with high speed serial connectivity, and ultra high bandwidth respectively.  

The CLBs are the main logic resources for implementing sequential as well as 

combinatorial circuits. Each CLB element is connected to a switch matrix for access 
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to the general routing matrix as shown in Figure 2.2. A CLB element contains a pair 

of slices. These two slices do not have direct connections to each other. Each slice in 

a column has an independent carry chain.  

Switch
matrix

Slice 1

Slice 0

cout cout

cin cin  

Figure 2.2: FPGA configurable logic block 

Every slice contains four logic look up tables (LUTs), four storage elements, wide 

function multiplexers, and carry logic. These elements are used by all slices to 

provide logic, arithmetic, and ROM functions. In addition to this, some slices support 

two additional functions: storing data using distributed RAM and shifting data with 

32-bit registers. Slices that support these additional functions are called SLICEM (M 

for memory), and others are called SLICEL (L for logic). Figure 2.3 depicts the 

detailed architecture of each slice in CLBs. LUTs can implement any function that is   

combination of 4 inputs. There are several steering multiplexers that can provide the 
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connectivity among neighboring logic resources. Output of each LUT could be 

registered or non-registered. The carry chain network within the CLB structure 

provides the routing resources to make fast adders. This is a special routing resource 

that is separate from general routing resources among CLBs. Also several 

multiplexers combine the outputs of the LUTs or neighboring CLBs as shown in 

Figure 2.3. 
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Figure 2.3: Slice detailed structure 
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Virtex 5 devices feature a large number of 36 Kb block RAMs. Each 36 Kb block 

RAM contains two independently controlled 18 Kb RAMs. Block RAMs are placed 

in columns, and the total number of block RAM memory depends on the size of the 

Virtex 5 device. The 36 Kb blocks are cascadable to enable a deeper and wider 

memory implementation, with a minimal timing penalty. Figure 2.4 shows a 

cascadable block RAM with two distinct read and write ports. Embedded dual or 

single port RAM modules, ROM modules, synchronous FIFOs, and data width 

converters are easily implemented using the Xilinx core generator tool and basic 

RAM blocks.  
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Figure 2.4: Dual port cascadable block RAM 

Write and read operations are synchronous. The two ports are symmetrical and totally 

independent, sharing only the stored data. Each port can be configured in one of the 
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available widths, independent of the other port. In addition, the read port width can be 

different from the write port width for each port. The memory content can be 

initialized or cleared by the configuration bitstream. During a write operation the 

memory can be set to have the data output either remain unchanged, reflect the new 

data being written, or the previous data now being overwritten. 

The clock management tiles (CMTs) in the Virtex 5 family provide very flexible and 

high performance clocking. Each CMT contains two digital clock managers (DCMs) 

and one phased lock loop (PLL). Figure 2.5 shows a simplified view of the DCM 

which offers clock management features.  
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Figure 2.5: DCM primitive block inside CMT 

The Virtex 5 DSP slice includes a wide 25x18 multiplier and an add/subtract function 

that has been extended to function as a logic unit. This logic unit can perform a host 
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of bitwise logical operations when the multiplier is not used. The DSP slice includes a 

pattern detector and a pattern bar detector that can be used for convergent rounding, 

overflow/underflow detection for saturation arithmetic, and auto resetting 

counters/accumulators. Some of the important features of these DSP slices are as 

follows: 

� 25 x 18 multiplier 

� Semi-independently selectable pipelining between direct and cascade paths 

� accumulators/adders/subtracters in two DSP48E slices 

� Single Instruction Multiple Data (SIMD) Mode for three-input 

adder/subtracter 

� Optional input, pipeline, and output/accumulate registers 
 
 
 

2.1.2 Xilinx FPGA Design Flow 

Figure 2.6 shows the Xilinx FPGA design flow that comprises the following steps: 

functional specification of the system, design entry in hardware description language 

such as VHDL or Verilog, design synthesis, design implementation (place and route), 

device programming, and finally in circuit verification. Design verification, which 

includes both functional verification and timing verification, takes places at different 

points during the design flow. The following describes what needs to be done during 

each step.  
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Figure 2.6: FPGA design flow 

 

The first step involves analysis of the design requirements, problem decomposition, 

design entry and functional simulation where correctness by comparing outputs of the 

HDL model and the behavioral model is checked. Synthesis involves the conversion 

of an HDL description to a netlist which is basically a gate level description of the 

design. During this step, various optimization constraints can be applied to the design.  

In implementation of the design, the generated netlist is mapped onto particular 

device's internal structure using technology libraries. The main phase of the 

implementation stage is place and route, which allocates FPGA resources (such as 
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logic cells, memory, hard core blocks, and connection wires). Then these 

configuration data are written to a special file by a program called bitstream. During 

the timing analysis special software checks whether the implemented design satisfies 

timing constraints specified by the user. In this step, the actual delay models are used 

to estimate the real delay on the chip after routing. 

 

2.2 DSP Design Flow/Tools on FPGAs  

Developing a methodology for the hardware implementation of complex DSP 

applications on a reconfigurable logic could be a challenging task due to the 

integration of several design tools needed in the process. One of the most challenging 

processes in system design is identifying a starting point! Methodologies help us 

handle complex designs efficiently, minimize design time, eliminate many sources of 

errors, minimize the manpower needed to complete the design, and generally produce 

optimal solution designs. The benefits of following such a methodology absolutely 

outweigh its development costs.  

Designing DSP algorithms on FPGAs is a quite challenging task. The natural path of 

DSP algorithms is to use software based languages such as C and implement the 

algorithms on DSP processors. FPGAs use hardware description language (HDL) to 

do the same task. The conversion of a software based algorithm to hardware is an 

automated process most of the time. However, the DSP algorithms could be designed 

in HDL from the beginning with special expertise. Figure 2.7 shows the DSP design 
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flow on FPGAs using several tools offered by Xilinx. A MATLAB [97] algorithm 

can be converted to registere transfer level (RTL) using AccelDSP design tools or it 

can be combined with Simulink blocks. Xilinx provides a DSP library to implement 

complex DSP algorithms such as filters that can be used in any design. Also, Xilinx 

coregen tool can be used to create complex DSP functions in RTL. Coregen is a 

parameterized tool that can generate complex functions. A Simulink design can be 

converted to RTL automatically using System generator tool. In any case, an RTL 

based design can be created that can be placed and routed using Xilinx ISE tool set. 

This can create the bitstream needed to configure the FPGA.  

 

 

 

 

 

 

 

Figure 2.7: FPGA/DSP design flow 
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2.2.1 Xilinx System Generator Tool 

System Generator is a DSP design tool from Xilinx that enables the use of The 

Mathworks model based design environment Simulink for FPGA design. Designs are 

captured in the DSP friendly Simulink modeling environment using a Xilinx specific 

blockset. Xilinx Simulink blockset is a highly parameterized library that includes 

DSP functions and algorithms. Over 90 DSP building blocks are provided in the 

Xilinx DSP blockset for Simulink. These blocks include the common DSP building 

blocks such as adders, multipliers, and registers. Also included are a set of complex 

DSP building blocks such as forward error correction blocks, FFTs, filters, and 

memories. These blocks leverage the Xilinx IP core generators to deliver optimized 

results for the selected device. Figure 2.8 shows a snapshot of a Simulink DSP design 

that instantiates DSP blocks. 

 
Figure 2.8: A snapshot of a Simulink DSP design. This block diagram can be converted to 
RTL using System Generator software 
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The software automatically converts the high level system DSP block diagram to 

RTL. The result can be synthesized to Xilinx FPGA technology using ISE tools. All 

of the downstream FPGA implementation steps including synthesis and place and 

route are automatically performed to generate an FPGA programming file. 

System Generator provides a system integration platform for the design of DSP on 

FPGAs that allows the RTL, Simulink, MATLAB, and C/C++ components of a DSP 

system to come together in a single simulation and implementation environment. 

System Generator supports a black box block that allows RTL to be imported into 

Simulink and co-simulated. System Generator also supports the inclusion of a 

MicroBlaze [56] embedded processor running C/C++ programs. 

DSP building blocks are provided in the Xilinx DSP blockset for Simulink. These 

blocks include the common DSP building blocks such as adders, multipliers, and 

registers. Also included are a set of complex DSP building blocks such as forward 

error correction blocks, FFTs, filters and memories. These blocks leverage the Xilinx 

IP core generators to deliver optimized results for the selected device. 

 

2.2.2 Xilinx AccelDSP Tool 

Algorithmic MATLAB models can be incorporated into System Generator [56] 

through AccelDSP [56]. AccelDSP includes powerful algorithmic synthesis that takes 

floating point MATLAB as input and generates a fully scheduled fixed point model 
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for use with System Generator. Features include floating to fixed point conversion, 

automatic IP insertion, design exploration, and algorithmic scheduling.  

AccelDSP synthesis tool is the only DSP synthesis tool that allows the designer to 

transform a MATLAB floating point design into a hardware module that can be 

implemented in a Xilinx FPGA. The AccelDSP synthesis tool features a graphical 

user interface that controls an integrated environment with other design tools such as 

MATLAB, Xilinx ISE [56] tools, and other industry standard HDL simulators and 

logic synthesizers. AccelDSP Synthesis provides the following capability: 

� Reads and analyzes a MATLAB floating point design 

� Automatically creates an equivalent MATLAB fixed point design 

� Invokes a MATLAB simulation to verify the fixed point design 

� Provides with the power to explore design trade-offs of algorithms that are 

optimized for the target FPGA architectures 

� Creates a synthesizable RTL HDL model and a testbench 

� RTL logic synthesizers, and Xilinx ISE implementation tools 

There are three synthesis flows in AcceDSP tool: The default synthesis flow is to 

create an implementation using ISE software and verify the design using HDL 

gate level simulation. The second flow is the System Generator flow. In this flow, 

the design is converted into a System Generator block that can be included in a 

larger System Generator design. The third flow is hardware co-simulation flow 

that uses the hardware platforms such as Virtex 4/5 platforms. 
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2.2.3 Simulink 

Simulink is a software tool from MATLAB for modeling, simulating, and analyzing 

dynamic systems. The Xilinx System Generator runs as part of Simulink. The System 

Generator elements bundled as the Xilinx Blockset, appear in the Simulink library 

browser. System Generator works within the Simulink model based design 

methodology. Often an executable specification is created using the standard 

Simulink block sets. This specification can be designed using floating point numerical 

precision and without hardware detail. Once the functionality and basic dataflow 

issues have been defined, System Generator can be used to specify the hardware 

implementation details for specific Xilinx device. System Generator uses the Xilinx 

DSP blockset for Simulink and will automatically invoke Xilinx Core Generator to 

generate highly optimized netlists for the DSP building blocks. System Generator can 

execute all the downstream implementation tools to product a bitstream for 

programming the FPGA. An optional testbench can be created using test vectors 

extracted from the Simulink environment for use with the simulator. 

 

2.3 Software Based High Level Design Tools 

Despite the advantages, one of the reasons that FPGAs have not yet found wider 

acceptance in the DSP applications is the absence of a software based design flow 

(such as C)  that does not require knowledge of FPGA architecture nor hardware 
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description language (HDL). Historically, DSP programmers find it very challenging 

when it comes to the hardware implementation and this becomes more difficult when 

looking for and FPGA solution. There have been several alternatives that alleviate the 

design flow problems by incorporating a C-based design flow option that mirrors the 

traditional DSP design flow. These tools are supposed to automate the process of 

conversion of software based designs to hardware languages but there are still many 

limitations in terms of how to write code in such a way that makes this transition 

seamless. As an example, recursive functions cannot be still converted to hardware 

using these tools. In the following, a high level overview of these tools is presented. 

 

2.3.1 MATLAB 

MATLAB is a high level technical computing language and algorithm development 

tool that can be used in several applications such as data visualization/analysis, 

numerical analysis, signal processing, control design, etc. Using the MATLAB 

software,  solution can be achieved faster than traditional programming languages, 

such as C, C++. Add on toolboxes are a collections of special purpose MATLAB 

functions that are available separately.  These software patches extend the MATLAB 

capabilities to solve particular classes of problems in these application areas. 

MATLAB provides a number of features, of which the most important ones are:  

� Development environment for managing code, files, and data 

� Interactive tools for iterative exploration, design, and problem solving 
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� Mathematical functions for linear algebra, statistics, Fourier analysis, filtering, 

optimization, and numerical integration 

� 2-D and 3-D graphics functions for visualizing data 

� Tools for building custom graphical user interfaces 

� Functions for integrating MATLAB based algorithms with external 

applications and languages, such as C, C++, … 

The MATLAB language is a high-level language with control flow statements, 

functions, data structures, input/output, and object-oriented programming features. 

The available libraries are vast collection of computational algorithms from basic 

functions such as arithmetic and trigonometric functions to complex functions such as 

matrix operations and Fourier transforms.  

In this research work, we used the Simulink add-on tool to import Xilinx blockset 

library. Also in some cases, we used MATLAB to develop source codes for memory 

pattern generation to solve data placement problem for on-chip memories. 

 

2.3.2 C-based Design Tools 

Writing in C language has been the traditional approach for DSP processors and DSP 

algorithms. This is an alternative approach to using MATLAB coding. This is mainly 

due to the fact that there are several design tools that can be used to generate 

hardware description of these software programs. These tools are becoming smarter 

to infer the parallelism inherent to the C code and consequently, they make it easier to 
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make the transition from software to hardware platforms. There are many variations 

for these software tools. The ideal case is to be able to convert ANSI-C to hardware 

description languages such as HDL that are natural platform to make hardware. 

However this is not a fully automated process yet and there is a lot of manual 

tweaking to the code needed to make it feasible for hardware implementation. 

Unfortunately there is no standard in this case and every tool provider requires the 

users to use their own language constructs and follow their own syntax. On the other 

hand, the hardware code generated depends on the target platform and again every 

tool manufacturer provides its own library for different hardware platforms. The idea 

behind all these tools is to make hardware platforms available to application 

programmers by raising the abstraction level from hardware to software algorithms.  

There are two major categories among all these toolsets: Open standard such as 

SystemC [1] languages and the C-toHDL languages that are capable of generating 

HDL for either a specific hardware or a generic hardware platform. Examples of such 

tools are Handle-C [2], Catapult [3], etc. 

SystemC, defined by the Open SystemC Initiative (OSCI), is based on event driven 

simulation scheme. It allows the designers to simulate concurrent processes using 

C++ syntax. SystemC processes can communicate in a simulated real-time 

environment, using signals of all the data types offered by C++. In some respects, 

SystemC imitates the parallelism embedded in the hardware description languages 

such as VHDL and Verilog, but it is still described as a system level modeling 

language. SystemC includes HDL features such as clock cycle accuracy, hierarchical 
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modeling, multi-value logic, delta cycles, resolution function, etc. SystemC allows 

the designers to define modules just like HDL languages and it sets up the 

communication among modules through ports and the order that is defined through 

the hierarchy. Also, processes are the main communication elements and they are all 

concurrent. The communications among modules are either via signals or 

buses/FIFOs.  

In case of C-to-HDL tools, there are similarities and differences among all these 

tools. The purpose of this section is not to introduce/describe these tools. The 

common property to all these tools is that they all attempt to automate the process of 

the conversion of a software algorithm such as C-based design to a hardware based 

design such as HDL.  This process is not still fully automated and there is always a 

need to manual tweaking of the code in order to adjust it for hardware synthesis.  

  

 

2.4 Conclusion 

The majority of C-to-HDL based tools attempt to be everything to everyone. In most 

of the cases, these tools fail to provide results that are close to the hand coded 

designs. Therefore, it is important to take a more focused approach by targeting 

specific algorithms that are more efficient either for area or performance. 

The ability to create applications entirely in a high level language such as C and have 

the tool partition the design across the FPGA and perform functional verification is 
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very attractive.  Further, because the design of the software and hardware is so tightly 

coupled, the final implementation is much more complicated.  

Hardware designers strive to improve two factors in designs: area and performance. 

In case of FPGA implementation, the area contains all of the configurable logic gates. 

High performance designs make effective use of the available space on a chip to carry 

out tasks in parallel. The space constraint is one new challenging limit that is imposed 

on a C-based tools. Being able to fit generated designs on chips without wasting 

space is important for these methods to be successful. 

Timing and clocks are also other important factors in performance of hardware 

systems. Ideally, each component in a hardware device is in use as often as possible 

to process the most data and achieve the best performance. When working at a higher 

abstraction level, it is difficult to specify the timing of individual system components 

while keeping the abstractions intact. Instead, timing decisions will have to be moved 

to a lower abstraction layer. The decisions will be made automatically based on sets 

of rules that may or may not provide optimal solutions.  

One of the drawbacks of C-based design approach is the loss of fine grained control 

over the resulting hardware. In certain situations, designer might want to make simple 

modifications such as adding registers to the input and output of a computation or 

pipelining a datapath. These sorts of fine grained changes are not easily 

communicated to the compiler. Another limitation is that it is extremely difficult to 

efficiently implement control logic in the pipeline. 
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Another drawback of C-based design approach is where a fixed frequency is needed 

in part of a design. The ability to clock the logic at a desired rate is one of the 

important features of FPGAs. If the frequency of operation needs to be fixed to 

support reliable communication with other resources, it may not be easily 

communicated to the compiler.  

C-based designs are not always a replacement for HDL based designs. Hardware 

components that are modeled in the structural model of a design are not easily 

described in, nor efficiently inferred from, the C language. There is always a need for 

efficient algorithms to implement functions especially when it comes to FPGA 

implementation. This is mainly due to the fact that these devices need more attention 

for improving performance and area. 
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Chapter 3 

DSP Filter Design Methodologies 

and Architectures on FPGAs 

 

FPGAs are being increasingly used for a variety of computationally intensive 

applications, especially in the realm of digital signal processing (DSP) [1-7]. Due to 

rapid advancements in fabrication technology, the current generation of FPGAs 

contains a large number of configurable logic blocks (CLBs). This makes FPGAs a 

more feasible platform for implementing a wide range of arithmetic applications. The 

high non-recurring engineering (NRE) costs and long development time for 
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application specific integrated circuits (ASICs) make FPGAs attractive for 

application specific DSP solutions. Finite impulse response (FIR) filters are prevalent 

in signal processing applications. These filters are major determinants of the 

performance and of the device power consumption. Therefore it is important to have 

good tools to optimize FIR filters. Moreover, the techniques discussed in this chapter 

can be incorporated in building other complex DSP functions, e.g., linear systems like 

FFT, DFT, DHT, etc. Most of the DSP design techniques that are currently in use, are 

targeted towards hardware synthesis and do not specifically consider the features of 

the FPGA architecture [18, 19, 26, 27, 34, 35]. The previous research primarily 

concentrates on minimizing multiplier block adder cost. In this chapter, we present a 

method for implementing high speed FIR filters using only registered adders and 

hardwired shifts. A modified CSE algorithm is extensively used to reduce FPGA 

hardware. CSE is a compiler optimization that searches for instances of identical 

expressions (i.e. they all evaluate to the same value), and analyses whether it is 

worthwhile replacing them with a single variable holding the computed value. The 

cost function defined in our modified algorithm explicitly considers the FPGA 

architecture. This cost function assigns the same weight to both registers and adders 

in order to balance the usage of such components when targeting FPGA architecture. 

Common subexpression elimination is an optimization technique that searches for 

instances of an identical expression in an equation and analyses whether it is 

worthwhile replacing them with a single variable holding the computed value. This 

technique is widely used in optimizing compilers. Furthermore, the cost function is 
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modified to consider the mutual contraction metric [23] in an attempt to optimize the 

physical layout of the FIR filter. It is shown that introducing this metric to the cost 

function affects the FPGA area.  

 

3.1 An Overview of DSP Filters 

Digital Signal processing is one of the fastest growing applications in electronics 

industry due to the rapid advancement of communications systems. These systems 

include a wide range of applications such as data communications, wireless 

communications, telecommunications, image processing, voice recognition systems, 

etc. High performance DSP processors are not well suited to all DSP applications and 

there is no single DSP processor that can accommodate all applications. In general 

DSP processor architectures are designed for general applications and may not be fast 

enough or cost effective for specific needs. The term “digital signal processing” refers 

to continuous mathematical manipulation on data applied in real time. These 

functions include digital filtering (such as finite impulse response (FIR), infinite 

impulse response (IIR), …), transforms (discrete cosine transform (DCT), inverse 

discrete cosine transform (IDCT), fast Fourier transform (FFT), convolution, 

correlation, …), decoders and encoders (Manchester encoder, Viterbi decoder, …), 

and several others. Most of the DSP functions and applications require the incoming 

data to be multiplied and added  (multiply accumulate or MAC operation) with either 
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some constant coefficients or internal feedback mechanism to perform a specific 

application. In this chapter we limit our discussion to the functions and algorithms 

that do not include memory as part of their structure. The memory based architectures 

are covered in Chapter 5.  

DSP functions are generally implemented in general purpose DSP processors where 

built in multiply accumulate (MAC) engines are used to perform mathematical 

operations. Application specific integrated circuits (ASICs) can also be used where 

high performance is needed or design volume is high enough to justify the non 

recurring engineering (NRE) cost. However, field programmable logic (FPGA) offers 

the best of the two technologies in addition to the reconfigurability feature of the 

hardware platform. An important factor in a DSP processor is the limitation on 

hardware resources such as MAC engines. This is not an issue with FPGAs since 

these devices not only offer sufficient capacity to fit plenty of MAC processors into a 

single device but also the FPGA fabric can be configured as MAC processors.   

 

3.2 Finite Impulse Response (FIR) Filters 

In this section, a review of several FIR filter architectures is presented. This is 

followed by the illustration of three major implementations of FIR filters that are 

widely used: MAC, distributed arithmetic (DA), and SPIRAL methods. Filters are 

usually used to discriminate a frequency band from a given signal which is normally a 
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mixture of both desired and undesired signals. The undesired portion of the signal 

commonly comes from noise sources which are not required for the current 

application. Equation (3-1) describes the output of an L tap FIR filter, which is the 

convolution of the latest L input samples. L is the number of coefficients of the filter 

impulse response h[k], and x[n] represents the input time series [39].  

y[n] = ∑
−

=

1

0

L

k

h[k] . x[n-k]  (3-1) 

 

3.2.1 Multiply Accumulate (MAC) Implementation 

The conventional tapped delay line realization of this inner product is shown in 

Figure 3.1 [40]. Figure 3.1a shows the direct implementation of Equation (3-1). The 

transposed direct form of this filter is shown in Figure 3.1b, which is obtained from 

the direct form by moving the registers outside the multiplier block. This 

implementation requires L multiplications and L-1 additions per sample. This can be 

implemented using a single MAC engine, but it would require L MAC operations 

before the next input sample can be processed. This serial implementation reduces the 

performance of the design significantly. Using a parallel implementation with L 

MACs increases the performance by a factor of L.  

Most FPGAs include embedded multipliers/DSP blocks to handle these 

multiplications. For example, Xilinx Virtex II/Pro provides embedded multipliers 

while more recent FPGA families such as Virtex 4/5/6 devices offer embedded DSP 
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blocks. In either case, there are two major limitations. First, the multipliers or DSP 

blocks can accept inputs with limited bit width, e.g., 18 bits for Virtex 4 devices. A 

Virtex 5 device provides additional precision of 25 bit input for one of the operands. 

In the case of higher input width, Xilinx Coregen tool combines these blocks with 

CLB logic [30]. Experimental results in most cases show a performance advantage 

compared to embedded multipliers/DSP blocks. Secondly, the number of these blocks 

is limited on each device. There are several applications such as data acquisition 

systems or equalizers [35] that require long FIR filters with high number of taps that 

might be difficult (if not impossible) to implement using these embedded resources. 
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Figure 3.1: Mathematically identical MAC FIR filter structures: (a) The direct form of a 
finite impulse response (FIR) filter (b) The transposed direct form of an FIR filter 
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3.2.2 Distributed Arithmetic (DA) Implementation 

An alternative to the MAC approach is DA which is a well known method to save 

resources and was developed in the late 1960’s independently by Croiser et al. [32] 

and Zohar [33]. The term “distributed arithmetic” is derived from the fact that the 

arithmetic operations are not easily apparent and often distributed across the terms. 

This can be verified by looking at Equation (3-5) which is a rearranged from of 

Equation (3-4). DA is a bit-level rearrangement of constant multiplication, which 

replaces multiplication with a high number of lookup tables and a scaling 

accumulator. Using a DA method, the filter can be implemented either in bit serial or 

fully parallel mode to tradeoff between bandwidth and area utilization. In essence, 

this replicates the lookup tables, allowing for parallel lookups. Therefore the 

multiplication of multiple bits is performed at the same time.  

Assuming c[n] are known constant coefficients, and x[n] is the input data, Equation 

(3-1) can be rewritten as follows [39]: 

y[n] = ∑
−

=

1

0

N

n

c[n] · x[n]   (3-2) 

 

Where x[n] can be represented by [39]: 

x [n] =  ∑
−

=

1

0

B

b

xb [n] · 2b       xb [n] ∈ [0, 1] (3-3) 

where xb [n] is the bth bit of x[n] and B is the input width. Finally, the inner product 

can be rewritten as follows [39]: 
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y =  ∑
−

=

1

0

N

n

c[n]∑
−

=

1

0

B

b

xb [n] · 2b  

    

  =  c[0] (xB-1 [0]2B-1 + xB-2 [0]2B-2 + … + x0  [0]20 ) 

       + c[1] (xB-1 [1]2B-1 + xB-2 [1]2B-2 + … + x0 [1]20 ) 

       + …    

       + c[N-1] (xB-1 [N-1]2B-1 + xB-2 [0]2B-2 + … + x0 [N-1]20 )  (3-4) 

 

In this case, each summation involves all bits from one variable. Each line computes 

the product of one of the constants multiplied by one of the input variables and then 

sums each of these results. Therefore, there are N summation lines, one for each of 

the constants c[n]. Equation (3-4) can be rearranged as follows [39]: 

 

y =   (c[0] xB-1 [0]  + c[1] xB-1 [1] + … + c[N-1] xB-1 [N- 1])2B-1   

        +(c[0] xB-2 [0]  + c[1] xB-2 [1] + … + c[N-1] xB-2 [N-  1])2B-2 

        + … 

        + (c[0] x0 [0]  + c[1] x0 [1] + … + c[N-1] x0 [N-1])20     

     = ∑
−

=

1

0

B

b

2b
∑

−

=

1

0

N

n

c[n] · xb [n]                             (3-5) 

 

This is the DA form of the inner product of Equation (3-1).  The key insight in this 

computation is that Equation (3-5) consists of binary constants of the form of power 

of 2. This allows for the precomputation of all these values, storing them in a lookup 

table, and using the individual inputs xi as an address into the lookup table. Here, 

each line calculates the final product by using one bit (of the weight) from all input 
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values. This effectively replaces the constant multiplication with a lookup table. Then 

the computation corresponding to each line of the Equation (3-5) is performed by 

addressing the lookup table with the appropriate values as dictated by the individual 

input variables.  Each line is computed serially and the outputs are shifted by the 

appropriate amounts (i.e. 0, 1, 2, …, B-1 bits). Figure 3.2 presents a visual depiction 

of the DA version of inner product computation [36, 41]. The input sequence is fed 

into the shift register at the input sample rate. The serial output is presented to the 

RAM based shift registers at the bit clock rate which is B+1 times (n is number of bits 

in a data input sample) the sample rate. The RAM based shift register stores the data 

in a particular address. The outputs of registered LUTs are added and loaded to the 

scaling accumulator from LSB to MSB, and the result is accumulated over time. For 

an n bit input, n+1 clock cycles are needed for a symmetrical filter to generate the 

output. 

In a conventional MAC, with a limited number of MAC blocks, the system sample 

rate decreases as the filter length increases due to the increasing bit width of the 

adders and multipliers and consequently the increasing critical path delay. However, 

this is not the case with serial DA architectures since the filter sample rate is 

decoupled from the filter length. As the filter length is increased, the throughput is 

maintained but more logic resources are required. While the serial DA architecture is 

efficient by construction, its performance is limited by the fact that the next input 

sample can be processed only after every bit of the current input sample is processed. 

Each bit of the current input sample takes one clock cycle to process. 
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As an example, if the input bit width is 12, a new input can be sampled every 12 

clock cycles. The performance of the circuit can be improved by using a parallel 

architecture that processes the data bits in groups. Figure 3.3 shows the block diagram 

of a 2 bit parallel DA FIR filter [36, 41].  
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Figure 3.2: A serial DA FIR filter block diagram 

 

The tradeoff here is between performance and area since increasing the number of 

bits sampled has a significant effect on resource utilization on the FPGA. For 
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instance, doubling the number of bits sampled, doubles the throughput and results in 

half the number of clock cycles. This change doubles the number of LUTs as well as 

the size of the scaling accumulator. The number of bits being processed can be 

increased to its maximum size which is the input length n. This gives the maximum 

throughput to the filter. For a fully parallel DA filter (PDA), the number of LUTs 

required would be enormous since by adding each bit, the number of LUTs is 

doubled.  
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Figure 3.3: A 2 bit parallel DA FIR filter block diagram 
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A transposed direct form FIR filter as shown in Figure 3.1 consists of input/output 

ports, coefficients memory, delay units, and MAC units. The whole design is 

partitioned into two major blocks: the multiplier block and the delay block as  

illustrated in Figure 3.5. In the multiplier block, each input data sample x[n], does not 

change until it is multiplied by all the coefficients to generate the yi outputs. These yi 

outputs are then delayed and added in the delay block to produce the filter output 

y[n].  

The delay block consists of registers to store the intermediate results. The delay block 

design is straightforward and cannot be optimized further. Therefore we focus our 

attention on the multiplier block.  The constant multiplications are decomposed into 

hardwired shifts and registered additions. Assuming hardwire shifts are free, the 

additions can be performed using two input adders, which are arranged in the fastest 

adder tree structure. Also, due to using registered adders, the performance of the filter 

is only limited by the slowest adder. Registered adders come at the same cost of non-

registered adders in FPGAs. This is due to the fact that each FPGA logic cell consists 

of a LUT and a register. Our add and shift method takes advantage of registered 

adders depicted in Figure 3.4 and inserts registers whenever possible (utilizing unused 

resources on the FPGA) to improve performance. Due to this fact, we show 

competitive performance for all size filters comparable with SPIRAL even though 

designs are not optimized for performance. 
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Figure 3.4:  (a) Non-registered output adder used by DA or other competing algorithms that 
do not take FPGA architecture into account. (b) Registered output adder used in add and shift 
method leveraging the new cost function that takes FPGA architecture into account 

 

3.2.3 SPIRAL Method 

The goal of SPIRAL [34] (developed by Carnegie Mellon University) is to push the 

limits of automation in software and hardware development and optimization for DSP 

algorithms. SPIRAL addresses one of the current key problems in numerical software 

and hardware development: How to achieve close to optimal performance with 

reasonable coding effort? SPIRAL considers this problem for the performance critical 

applications in linear DSP transforms. For a specified transform, SPIRAL 

automatically generates high performance code that is tuned to the given platform. 
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SPIRAL formulates the tuning as an optimization problem and intelligently generates 

and explores algorithmic and implementation choices to find the best match to the 

proposed architecture. SPIRAL generates high performance code for a broad set of 

DSP transforms including the FIR filters, discrete Fourier transform (DFT), and other 

trigonometric transforms. Experimental results show that the code generated by 

SPIRAL competes with, and sometimes outperforms, the best available human tuned 

transform library code. In case of FIR implementation, it is important to know that the 

SPIRAL code is not optimized for FPGA architecture but it offers the optimum 

solution in terms of number of arithmetic operations. We have implemented our FIR 

filter designs using SPIRAL method and compared our results against it. The results 

will be discussed in Section 3.3.2. The results show that minimizing number of 

arithmetic operations does not necessarily give the optimum solution for FPGA 

architecture.  

 

3.2.4 Add and Shift Method 

Since many FIR filters use constant coefficients, the full flexibility of a general 

purpose multiplier is not required, and the area can be reduced using techniques 

developed for constant multiplication [8-13]. A popular technique for implementing 

the transposed direct form of FIR filters is the use of a multiplier block instead of 

using multipliers for each constant (See Figure 3.1) [40]. The multiplications with the 
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set of constants {hk} are replaced by an optimized set of additions and shift 

operations.  Finding and factoring common subexpressions can further optimize the 

expressions. The performance of this filter architecture is limited by the latency of the 

largest adder.  

+ z-1 + z-1 ++ z-1z-1

X [n]

y [n]
. . .

Constant Coefficient Multiplier Block

Delay Block

h0h1hL-3hL-2hL-1

 

Figure 3.5: Constant multipliers of Figure 3.1b replaced by constant coefficient multiplier 
block 

 

The goal of our optimization is to reduce the area of the multiplier block by 

minimizing the number of adders and any additional registers required for the fastest 

implementation of the FIR filter. In the following, a brief overview of the common 

subexpression elimination methods is presented in Section 3.2.4.1 with a detailed 

description in [22]. We then present two optimization algorithms. First, the area 

optimization algorithm presented in Section 3.2.4.2 which focuses on minimizing the 

FPGA area taking FPGA architecture into account. Second, the interconnect 

optimization algorithm that focuses on minimizing the total wirelength and number of 

routing channels is presented in Section 3.2.4.3. 
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3.2.4.1 Overview of Common Subexpression Elimination 

(CSE) 

An occurrence of an expression in a program is a common subexpression if there is 

another occurrence of the expression whose evaluation always precedes this one in 

execution order and if the operands of the expression remain unchanged between the 

two evaluations. The CSE algorithm essentially keeps track of available expressions 

block (AEB) i.e. those expressions that have been computed so far in the block and 

have not had an operand subsequently changed. The algorithm then iterates, adding 

entries to and removing them from the AEB as appropriate. The iteration stops when 

there can be no more common subexpressions detected. The CSE algorithm uses a 

polynomial transformation to model the constant multiplications. Given a 

representation for the constant C, and the variable X, the multiplication C*X can be 

represented as a summation of terms denoting the decomposition of the multiplication 

into shifts and additions as [38]: 

C*X = )(∑±
i

iXL   (3-6) 

The terms can be either positive or negative when the constants are represented using 

signed digit representations such as the CSD representation. The exponent of L 

represents the magnitude of the left shift and i represents the digit positions of the 

non-zero digits of the constants. For example the multiplication 7*X = (1000-1)CSD*X 

= X<<3 – X = XL3 – X, is using the polynomial transformation. 



49 

 

We use the divisors to represent all possible common subexpressions. A divisor of a 

polynomial expression is a set of two terms obtained after dividing any two terms of 

the expression by their least exponent of L. This is equivalent to factoring by the 

common shift between the two terms.  Divisors are obtained from an expression by 

looking at every pair of terms in the expression and dividing the terms by the 

minimum exponent of L. For example in the expression: 

F = XL2 + XL3 + XL5  (3-7) 

Consider the pair of terms: 

   XL2 + XL3  (3-8) 

The minimum exponent of L in the two terms is L2. Dividing by L2, the divisor: 

X + XL (3-9) 

is obtained. From the other two pairs of terms 

XL2 + XL5   and   XL3 + XL5  (3-10) 

we get the divisors: 

X + XL3   and   X + XL2 (3-11) 

respectively. These divisors are significant, because every common subexpression in 

the set of expressions can be detected by performing intersections among the set of 

divisors.  
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3.2.4.2 Modified CSE 

Common subexpression elimination is used extensively to reduce the number of 

adders, which leads to a reduction in the area. Additional registers will be inserted, 

wherever necessary, to synchronize all the intermediate values in the computations. 

Performing common subexpression elimination can sometimes increase the number 

of registers substantially, and the overall area could possibly increase. Consider the 

two expressions F1 and F2 which could be part of the multiplier block. 

       F1 = A + B + C + D 
  F2 = A + B + C + E  (3-12) 

Figure 3.6a shows the original unoptimized expression trees. Both expressions have a 

minimum critical path of two addition cycles. These expressions require a total of six 

registered adders for the fastest implementation. Now consider the selection of the 

divisor d1 = (A+B). This divisor saves one addition and does not increase the number 

of registers. Divisors (A + C) and (B + C) also have the same value, assuming (A+B) 

is selected randomly. The expressions are now rewritten as: 

          d1 = A + B 
          F1 = d1 + C + D 

F2 = d1 + C + D  (3-13) 

After rewriting the expressions and forming new divisors, the divisor d2 = (d1 + C) is 

considered. This divisor saves one adder, but introduces five additional registers, as 

can be seen in Figure 3.6b. Two additional registers should be used on both D and E 

signals in order to synchronize them with the partial sum expression (A + B + C), 
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such that new values for A, B, C, D and E can be read on each clock cycle. Therefore 

this divisor has a value of - 4. A more careful subexpression elimination algorithm 

would only extract the common subexpression A + B (or A + C or   B + C). This 

decreases the number of adders by one from the original, and no additional registers 

are required. No other valuable divisors can be found and the algorithm stops. We end 

up with the expressions shown in Figure 3.6c.      
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                    (a)  
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+
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++ +
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(b)               (c) 

Figure 3.6: Extracting common subexpression (a) Unoptimized expression trees. (b) 
Extracting common expression (A + B + C) results in higher cost due to inserting additional 
synchronizing registers. (c) A more careful extraction of common subexpression (A+B) 
applied by our modified CSE algorithm results in lower cost 
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FPGAs have a fixed architecture where every slice contains a LUT/flip flop pair. If 

either the LUT or flip flop are unused, then FPGA resource usage efficiency is 

reduced. For example, the structure shown in Figure 3.6b occupies more area than the 

one shown in Figure 3.6a in FPGA implementation even though it has fewer number 

of adders. The reason is that storage elements inside slices are used while the LUTs 

have not been utilized for the related logic. In this implementation, the slice 

utilization efficiency is reduced where only one of the register or LUT is used. The 

extraction of common subexpression shown in Figure 3.6c helps the simultaneous use 

of storage elements and LUTs and therefore more efficient use of FPGA area.    

   

+

F

++ +

A B C D E F

+

additional
register

 

Figure 3.7: The fastest possible tree is formed and a synchronizing register is inserted, such 
that new values for the inputs can be read in every clock cycle. 

 

Another important factor is minimizing the number of registers required for our 

design. This can be done by arranging the original expressions in the fastest possible 
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tree structure, and then inserting registers. For example, for the six term expression F 

= A + B + C + D + E + F, the fastest tree structure can be formed with three addition 

steps, which requires one register to synchronize the intermediate values, such that 

new values for A,B,C,D,E and F can be read in every clock cycle. This is illustrated 

in Figure 3.7. 

The first step of the modified CSE algorithm is to generate all the divisors for the set 

of expressions describing the multiplier block. The next step is to use our iterative 

algorithm where the divisor with the greatest value is extracted. To calculate the value 

of the divisor, we assume that the cost of a registered adder and a register is the same. 

The value of a divisor is the same as the number of additions saved by extracting it 

minus the number of registers that have to be added. After selecting the best divisor, 

the common subexpressions can be extracted. We then generate new divisors from 

the new terms that have been generated due to rewriting, and add them to the dynamic 

list of divisors. The modified CSE algorithm halts when there is no valuable divisor 

remaining in the set of divisors. Figure 3.8 summarizes all the steps mentioned above 

as our optimized algorithm. 

The modified CSE algorithm presented here is a greedy heuristic algorithm. In this 

algorithm for the extraction of arithmetic expressions, the divisor that obtains the 

greatest savings in the number of additions is selected at each step. To the best of our 

knowledge, there has been no previous work done for finding an optimal solution for 

the general common subexpression elimination problem, though recently there has 
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been an approach for solving a restricted version of the problem using Integer Linear 

Programming (ILP) [29].  

     

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

               

 

 

 

 

Figure 3.8: Modified CSE algorithm to reduce area: The divisors are generated for a set of 
expressions and the one with the greatest value is extracted. Then the common 
subexpressions can be extracted and a new list of terms is generated. The iterative algorithm 
continues with generating new divisors from the new terms, and add them to the dynamic list 
of divisors. The algorithm stops when there is no valuable divisor remaining in the set of 
divisors. 

 

ReduceArea( {Pi} ) 

{ 

{Pi} = Set of expressions in polynomial form; 

{D} = Set of divisors = ϕ; 
//Step 1: Creating divisors and calculating minimum 
number of registers required 

for each expression Pi in {Pi} 

{ 

{Dnew} = FindDivisors(Pi); 

Update frequency statistics of divisors in {D}; 

{D} = {D} ∪ {Dnew}; 

Pi->MinRegisters = Calculate Minimum registers required 
for fastest evaluation of Pi; 

} 

//Step 2: Iterative selection and elimination of best divisor 
while(1) 

{ 

Find d = Divisor in {D} with greatest Value; 
// Value = Num Additions reduced – Num Registers Added; 
if( d == NULL) break; 

Rewrite affected expressions in {Pi} using d; 

Remove divisors in {D} that have become invalid; 
Update frequency statistics of affected divisors; 

{Dnew} = Set of new divisors from new terms added 
by division; 

{D} = {D} ∪ {Dnew}; 

} 

} 
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3.2.4.3 Layout Aware Implementation of Modified CSE 

Interconnect delay is the dominant factor in the overall performance of modern 

FPGAs. Pre-layout wire length estimation techniques can help in early optimizations 

and improve the final placed and routed design. Our modified CSE algorithm (See 

Figure 3.8) does not take interconnection into account, which can lead to sub-optimal 

final design. The goal is to improve our cost function for reduction in congestion, 

routability and latency. 

We propose a metric to evaluate the proximity of elements connected in a netlist. This 

metric is capable of predicting short connections more accurately and deciding which 

groups of nodes should be clustered to achieve good placement results. Here, divisors 

are referred as nodes. In other words, we are trying to find the common subexpression 

that not only eliminates computation, but also results in to the best placement and 

routing. This metric is embedded into our cost function and various design scenarios 

are considered based on maximizing or minimizing the modified cost function on 

total wirelength and placement. Experiments show that taking physical synthesis into 

account can produce better results.  

The first step to produce more efficient layout is to predict physical characteristics 

from the netlist structure. To achieve this, the focus will be on pre-layout wire length 

and congestion estimations using mutual contraction metric [23]. Consider two nodes 

U and X and their neighbors in Figure 3.9.  
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(a)                                  (b) 
 

Figure 3.9: Multi-pin net (a) versus two pin net (b) [23]. Placement tools do not treat these 
two nets the same way causing small fan-out nets having stronger contraction compared to 
larger fan-out ones which results in the connection (U, V) to be shorter than connection (X, 
Y).    

Node U is connected to a multi-pin net whereas node X is connected to a two pin net. 

Placement tools do not treat these two nets the same way [23]. As a matter of fact, 

place and route tools put more optimization effort on small fan-out nets trying to 

shorten their length. Therefore, small fan-out nets have stronger contraction compared 

to larger fan-out ones. Eventually this causes the connection (U, V) to be shorter than 

connection (X, Y).    

The contraction measure for groups of nodes quantifies how strongly those nodes are 

connected to each other. A group of nodes are strongly contracted if they share many 

small fan-out nets. In general a strong contraction means shorter length of connecting 

wires in placed design. Connectivity [24] and edge separability [25] are two other 

popular measures to estimate the optimized wire length for a placed design. However, 

these measures do not reflect the different behavior of the placement tool towards the 

multi pin nets versus two pin nets. In order to include mutual contraction in wire 

V

U

Y

X
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length prediction, a clique has to be formed for multi-pin nets. Given a graph with 

nodes N, a clique C is a subset of N where every node in C is directly connected to 

every other node in C (i.e. C is totally connected). Then a weight is defined for each 

edge of the clique, formed by the multi-pin net, according to Equation (3-14) [23]:  

w’(e) = 
)(*)1)((

2

idid −
  (3-14)               

where d(i), the degree of the edge i, is the number of nodes incident to i. A node 

incident to a net i of degree d has d - 1 edges of weight w’(e) connecting to the other 

nodes in i [23]. In Figure 3.9, node u connects to four neighbor nodes through a 5-pin 

net. So each connection of node u has a weight of 
5*)15(

2

−
 = 0.1 for total weight of 

0.4 incident to u. The above equation states that a net with higher degree contributes 

less weight to its connected nodes. The relative weight of connection incident to 

nodes is defined by Equation (3-15) [23] as follows: 

wr (u, v) = 
),('

),('

xuw

vuw

x
∑

 

 (3-15) 

where w’(u, x) is the summation on all nodes x adjacent to u. For example, for Figure 

3.9,   wr(u, v) = 
4.01

1

+
= 0.71 and wr(x, y) = 

11

1

+
=0.5 which means connection (u, v) 

plays a bigger role in placement of node u than connection (x, y) does for node x. 

This suggests that mutual connectivity relationship among nodes plays an important 
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role in predicting their relative placement and consequently optimizing the overall 

wirelength.  

A more precise metric for mutual contraction is used, which is the product of the two 

relative weights to measure the contraction of the connection as in Equation (3-16) 

[23]: 

   cp(x, y) = wr (x, y) * wr (y, x)  (3-16)  

This concept can be extended to measure the contraction of a node group. The 

original cost function using CSE method presented in Section 3.2.4.2 considers only 

area reduction as a constraint which is based on extracting the divisors in a 

polynomial. The new implementation incorporates the mutual contraction metric into 

modified CSE algorithm to predict wirelength during the optimization process to see 

if it is more efficient in terms of routing or congestion. This can be clarified by using 

an example.  

Consider the circuit in Figure 3.10a. Each divisor is used multiple times so it creates 

multi-terminal net. These divisors can be considered as nodes with multi-pin nets. For 

instance, node c has a 3 pin net, and the new edge weight will be as follows based on 

Equation (3-14): 

w'(e) = 2/(4 * 3) = 1/6 

In Figure 3.10b, a clique is formed with new weights by using Equation (3-15) and 

finally mutual contraction values are calculated and shown in Figure 3.10c using 
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Equation (3-16). This can be generalized to define the cost function for our FIR filter 

that considers the mutual contraction metric.  
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           (b)                                    (c) 

Figure 3.10: Calculating the edge weights according to modified CSE algorithm: (a) 
Divisors that are used multiple times are shown as multi-terminal nets with edge 
weights based on Equation (3-14). (b) A clique is formed with recalculated weights 
using Equation (3-15). (c) Final edge weights are calculated using mutual contraction 
using Equation (3-16).    
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The cost function presented in Section 3.2.4.2 considers only area reduction as a 

constraint. This cost function can be modified according to mutual contraction 

concept. We have defined different cost functions based on maximizing or 

minimizing the average mutual contraction (AMC):   

1) Fx: Picks the divisor with maximum saving in number of addition. Fx is the 

area optimization algorithm presented in Figure 3.8 in Section 3.2.4.2 which is 

our reference modified CSE algorithm. The following algorithms will be 

compared against Fx. 

2) FxMax: Collects the divisors that save maximum number of additions and 

picks the divisor that produces the maximum AMC among all these divisors. 

This algorithm largely behaves like Fx when selecting among multiple divisors 

that all reduce the same number of adders; it picks the divisor that maximizes 

the AMC while Fx essentially picks a random divisor. 

3) FxMin: Collects all the divisors that save the maximum number of additions 

and picks the divisor that produces the minimum AMC among all these 

divisors. It is similar to Fxmax, but breaks the tie amongst divisors by selecting 

the divisor that minimizes the AMC.  

4) Max: Selects the divisor that produces the maximum AMC among all the 

divisors. This algorithm picks the divisors that maximize the AMC regardless 

of saving number of additions. 
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5) Min: Selects the divisor that produces the minimum AMC among all the 

divisors. This algorithm picks the divisors that minimize the AMC regardless 

of saving number of additions. 

Mutual contraction defines a new edge weight for nets and then computes the relative 

weight of a connection. It can be used to estimate the relative length of interconnect. 

This concept can be extended to measure the contraction of a node group. Our CSE 

based cost function considers only area reduction as a constraint. It is based on 

extracting the divisors in a polynomial that minimizes the number of operations 

needed but constraints have been modified to incorporate mutual contraction concept. 

Figure 3.11 summarizes the steps taken towards our goals. Our experiments are based 

on implementation of different size FIR filters with fixed coefficients. We performed 

two term CSE for three cases trying to maximize and minimize the mutual 

contraction (according to the criteria explained above in this section) and also with no 

consideration of interconnect mutual contraction effect. Thereafter, HDL RTL code 

for each case was generated. There are five RTL HDL codes for each size filter. For 

all cases, RTL code was synthesized and run through VPR Place and Route tool to 

compare the results.   

For placement and routing we have followed VPR design flow summarized in [28]. 

High level language files (HDL) are read by the synthesis tool. In our experiment, 

Altera and QUIP toolsets are used to generate .BLIF (Berkeley Logic Interchange 

Format) file. The goal of BLIF file is to describe a logic level hierarchical circuit in 

textual form. A circuit can be viewed as a directed graph of combinational logic 
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nodes and sequential logic elements. T-VPack and VPR tools do not support Xilinx 

ISE software. Furthermore, Xilinx ISE toolset does not provide any interconnect 

information for a placed and routed design.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.11: Implementation flow using mutual contraction concept 

T-VPack is a packing program which can be used with or without VPR. It takes a 

technology-mapped netlist (in .BLIF format) consisting of LUTs and flip flops (FFs) 

and packs the LUTs and FFs together to form more coarse-grained logic blocks and 

outputs a netlist in the .NET format that VPR uses. VPR then reads .NET file along 

with the architecture file (.ARCH) and generates PAR files. VPR is an FPGA PAR 

tool. The output of VPR consists of a file describing the circuit placement (.P) and 

Reading Filter Coefficients

Perform CSE by minimizing
average mutual contraction
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Synthesize to gate level netlist

Use global place and route tool

Compare results
(area, congestion, wire length)

Perform CSE with no
mutual contraction



63 

 

circuit’s routing (.ROUTING). The .ARCH is another input to the VPR tool that 

defines the FPGA architecture for the VPR tool. VPR tool lets the user define the 

FPGA architecture and reads that as an input file. 

 

3.3 Comparison of Results 

In the following we compare our results with other architectures for both area and 

performance. Add and shift method results are compared with the Coregen DA 

approach and SPIRAL software developed by Carnegie Mellon University. Also we 

will compare the implementation results after applying our interconnect optimization 

algorithm to the add and shift method. The main goal of our experiments is to 

compare the number of resources consumed by the add and shift method with that 

produced by other competing methods.  

 

3.3.1 Comparison of Modified  CSE with DA and 

MAC Implementation 

We compare resource utilization, performance, and power consumption of the two 

implementations. The results use 9 FIR filters of various sizes (6, 10, 13, 20, 28, 41, 

61, 119 and 151 tap filters). The target platform for experiments is Xilinx Virtex II 

device. The constants were normalized to 17 digit of precision and the input samples 
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were assumed to be 12 bits wide. For the add and shift method, all the constant 

multiplications are decomposed into additions and shifts and further optimized using 

the modified CSE algorithm explained in Section 3.2.4.2.  We used the Xilinx 

Integrated Software Environment (ISE) for synthesis and implementation of the 

designs. All the designs were synthesized for maximum performance. 

Figure 3.12 shows the resource utilization in terms of the number of slices, flip flops, 

and LUTs and performance in millions of samples per second (Msps) for the various 

filters implemented using the add and shift method versus parallel distributed 

arithmetic (PDA) method implemented by Xilinx Coregen. DA performs computation 

based on lookup table.  Therefore, for a set of fixed size and number of coefficients 

the area/delay of DA will always be the same (even if the values of the coefficients 

differ).  Our method exploits similarities between the coefficients.  This allows us to 

reduce the area by finding redundant computations.   

In Figure 3.12b, it can be seen that for the cases with roughly the same area, the 

performance is almost the same. This is shown for filter sizes of 6, 10, 41, 61, and 

119. There is a DA performance is 20% less for 13 and 20 tap filter and 10% more for 

151 tap filter. In general, performance is inversely proportional to the area. Larger 

size filters show less performance due to the increase in adder sizes on critical path 

delay. This is also a consequence of the fact that routing delay dominates in FPGAs.  

This argument is strengthened by our results which show that smaller areas have 

smaller delays.   
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(a) 

 

 

(b) 

Figure 3.12: (a) Resource utilization in terms of # of slices, flip flops, and LUTs for 
various filters using add and shift method. (b) Performance implementation results 
(Msps) for various filters using add and shift method versus parallel distributed arithmetic 
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Figure 3.13: Reduction in resources for add and shift method relative to that for DA showing 
an average reduction of 58.7% in the number of LUTs, and 25% reduction in the number of 
slices and FFs 

 

Figure 3.13 plots the reduction in the number of resources, in terms of the number of 

slices, LUTs, and flip flops (FFs). From the results, we can observe an average 

reduction of 58.7% in the number of LUTs, and about 25% reduction in the number 

of slices and FFs. As it can be seen from the figure, the percentage of slices and FFs 

saved is roughly equal while the saving for LUTs is substantially higher. This is due 

to the fact that Xilinx synthesis tool does not report the slice as a used slice if the 

corresponding register element is not used.  

In DA full parallel implementation, LUT usage is high. Therefore the percentage of 

saving amount is also high. Though our modified CSE algorithm does not optimize 

for performance, the synthesis produces better performance in most of the cases, and 

for the 13 and 20 tap filters, an improvement of about 26% can be seen in 

performance (See Figure 3.12).  
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Figure 3.14 compares power consumption for our add/shift method versus Coregen. 

From the results we can observe up to 50% reduction in dynamic power consumption. 

The quiescent power is not included in calculations since that value is the same for 

both methods. The power consumption is the result of applying the same test stimulus 

to both designs and measuring the power using XPower tools. Coregen can produce 

FIR filters based on the MAC method, which makes use of the embedded multipliers 

and DSP blocks. We have implemented the FIR filters using the Coregen MAC 

method to compare the resource usage and performance to the add and shift method. 

Due to tool limitations (MAC filters cannot be targeted Virtex II devices using Xilinx 

ISE software), experiments are done for Virtex IV devices. Synthesis results are 

presented in terms of the number of slices on the Virtex IV device and the 

performance in Msps in Figure 3.15. 

 

 

Figure 3.14: Comparison of power consumption for add and shift relative to that for 
the DA showing up to 50% reduction in dynamic power consumption 
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In Figure 3.15a, add and shift method shows higher area compared to MAC 

implementation. MAC implementation uses DSP blocks to implement the MAC 

operation (shown in logarithmic scale). For instance a 151 tap FIR filter uses 151 

DSP blocks and the rest of the logic is implemented using slice LUTs. There was no 

pipelining in the MAC implementation. Also the input width is the same as add and 

shift or DA method. In all cases, the input width was assumed to be 12 bits.  

Figure 3.15b shows higher performance for add and shift method compared to MAC 

implementation. Routing delay dominates in FPGAs. The MAC implementation uses 

embedded DSP blocks and it adds to the routing delay due to the fact that signals 

have to travel outside the CLBs. Another limitation for MAC method is that Xilinx 

Coregen is limited to input width of 18 bits due to the embedded DSP block input 

limitation while our add and shift method can accept inputs of any width.   

In this work, a comparison is made primarily with the Coregen implementation of 

DA, which is also a multiplierless technique. Based on the implementation results, 

our designs are much more area efficient than the DA based approach for fully 

parallel FIR filters. We also compare our method with MAC based implementations, 

where significantly higher performance is achieved (See Figure 3.15b). The DA 

technique used by Xilinx Coregen stores the coefficients in LUTs. This makes the 

coefficient values relatively easy to change, if necessary. Our method uses a series of 

add and shifts to produce coefficients. In the case where the coefficients change, a 

recompile is needed to reproduce a new add and shift block specifically for the new 
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coefficients. So in applications such as adaptive filters where this happens frequently, 

DA is the method of choice.  However in applications with constant coefficients, our 

method is superior. 

 

(a) 

 

(b) 

 

Figure 3.15:  Resource utilization and performance implementation results for various filters 
using add and shift method versus MAC method on Virtex IV. (a) Resource utilization in 
terms of # of slices and DSP blocks presented in logarithmic scale. (b)  Performance (Msps) 
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3.3.2 Comparison of Modified  CSE with SPIRAL  

In the following, the add and shift method experimental results are compared against 

two competing methods: SPIRAL automatic software and RAG-n. SPIRAL is a 

system that automatically generates platform-adapted libraries for DSP transforms. 

The system uses a high level algebraic notation to represent, generate, and manipulate 

various algorithms for a user specified transform. SPIRAL optimizes the designs in 

terms of number of additions and it tunes the implementation to the platform by 

intelligently searching in the space of different algorithms and their implementation 

options for the fastest on the given platform.  

The SPIRAL software is available for download. SPIRAL generates the C code (not 

the HDL code) for multiplier block of the FIR filter. In order to have a complete 

comparison, the C code for the multiplier block was generated for each filter using 

SPIRAL software and then converted to HDL code with the addition of the delay line. 

The resulting code was run by Xilinx ISE software and the implementation results are 

shown in Figure 3.16 for both area and performance.  

In order to have a fair comparison, all inputs and outputs were registered. We 

implemented all experiments with the HDL codes (converted C code that was 

generated by SPIRAL software) and the results are shown in Figure 3.16. Figure 

3.16a shows the FPGA area in terms of number of FFs, LUTs, and SLICEs and 

Figure 3.16b shows the performance. The reason for the reduction in performance is 
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the depth of the adder tree in multiplier block since this block is not pipelined by 

SPIRAL. 

 

(a) 

 

(b) 

Figure 3.16: Resource utilization and performance implementation results for various 
filters using add and shift method relative to that of SPIRAL automatic software. 
SPIRAL shows a saving of 72% in FFs,11% in LUTs, and 59% in slices at the cost of 
68% drop in performance. (a) Resource utilization in terms of # of FFs, LUTs, and 
SLICEs. (b)  Performance (Msps) 
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The depth of the adder tree in multiplier block is dependent on the coefficients used 

and in some cases is as high as 7 levels of cascaded adders. The average performance 

for SPIRAL implementation is 73 Mhz as opposed to 231 Mhz for our add and shift 

method. There is a trade-off between performance and FPGA area in this case. 

Implementation results show that the drop in performance comes at an improvement 

to the FPGA area.  

The average FPGA area for various size filters is 2400 FFs, 1016 LUTs, and 1242 

slices for add and shift method versus 679 FFs, 909 LUTs, and 512 slices for 

SPIRAL. There is a saving of 72% in FFs, 11% in LUTs, and 59% in slices at the cost 

of 68% drop in performance. Another interesting fact that can be seen in Figure 3.16a 

is that the number of LUTs used is very close in both methods. This means that both 

methods behave very closely when it comes to synthesizing adders.  

Our add and shift method takes advantage of registered adders depicted in Figure 3.4 

and inserts registers whenever possible (without adding to area) to improve 

performance. Due to this fact, we show better performance for all size filters 

comparable with SPIRAL even though we are not optimizing our designs for 

performance. 

The SPIRAL implementation is an optimum solution for software oriented platforms 

since it focuses on minimizing number of additions. However, this is not necessarily 

the best method for FPGA implementation. An important factor in FPGA 
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implementation is to use the slice architecture in an efficient way and have a balanced 

usage of LUTs and registers. 

Figure 3.17 provides the high level cost measure of the add and shift method versus 

SPIRAL. Both number of adders and registers that are synthesized are shown using 

each method. SPIRAL uses 16% less number of adders and 81% less number of 

registers compared to add and shift at the cost of 68% drop in performance. 

It is impossible to compare our implementation results with RAG-n presented in [42] 

directly due to several reasons such as targeting a different Altera FPGA versus 

Xilinx, coefficients magnitude, filter size, etc. However, these numbers can be 

compared indirectly assuming Xilinx logic cells (LCs) are equivalent to Altera logic 

elements considering a conversion factor. In fact, each Xilinx LC is 1.125 Altera LE 

(This number is reported on manufacturer’s websites [43]). Since we don’t know the 

RAG-n method filter sizes, we can find the same size filters using FPGA area 

reported. 

Taking all these into account the implementation results for our add and shift method 

show size reduction of 59%, performance of +11% and cost improvement of 82% 

expressed as LCs/Fmax compared to DA. This shows our method is advantageous 

regardless of the coefficients. The authors in [42] specifically mention that RAG-n 

works best when many small coefficients are available, while DA offers greater 

advantage when there are many large coefficients. 
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Figure 3.17: High level resource utilization in terms of # adders and registers for various 
filters using add and shift method versus SPIRAL automatic software. SPIRAL shows a 
saving of 15% in number of adders and 81% in number of registers at the cost of 68% drop in 
performance. 

 

 

3.3.3 Layout Aware Implementation Results of 

Modified CSE 

We have implemented various size FIR filters taking mutual contraction into account. 

We have embedded four additional constraints introduced in Section 3.2.4.3 (FxMin, 

FxMax, Fmin, Fmax) into our cost function and regenerated the HDL codes and 

implemented all FIR designs. The place and route information can be obtained after 
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implementing the designs. Figures 3.18 and 3.19 represent the data obtained after the 

implementation for both placement and routing of different size filters. Figure 3.18 

shows the number of routing channels versus number of taps for different size filters. 

Here Fx is the modified CSE algorithm presented in Figure 3.8 which is based on 

CSE. Fxmin is the best approach in terms of reduction in number of routing channels. 

Figure 3.19 shows the average wirelength versus filter size. Fxmin still shows 

maximum reduction in wirelength especially for large size filters.  

For placement, as Figure 3.18 shows, there is a saving of up to 20% in the number of 

routing channels. This results in lower congestion. There is up to 8% saving in 

average wirelength for Fxmin as depicted in Figure 3.19. There is a trivial 2-3% 

saving in number of logic blocks for Fxmin. There are two factors here that can be 

affected by changing parameters: number of wires, and wirelength. Saving number of 

adders reduces number of wires, and wirelength can be reduced by manipulating 

mutual contraction.  

As it can be seen from the figures, Max and Min are the worst cases since these two 

methods focus on maximizing or minimizing mutual contraction among the divisors 

regardless of saving number of additions. Fx was the modified CSE algorithm 

presented in Figure 3.8 with no mutual contraction incorporated and it only 

concentrates on saving number of additions. In general maximizing mutual 

contraction minimizes the wirelength which means Fxmax should give the best 

results. However, this is not always the case. Fxmin scenario results in maximum 
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saving. There seems to be a complex interplay between these two factors (wirelength 

and number of wires). Consequently, we see sporadic results even though most of the 

cases offer some saving in both wirelength and number of wires. 

 

 

Figure 3.18: Number of routing channels vs. filter size for various cost functions discussed in 
Section 3.2.4.3 with Fx being the modified CSE algorithm presented in Figure 3.8 and others 
based on maximizing or minimizing AMC. Fxmin is the best scenario that results in the 
minimum number of routing channels 

 

 

In comparison with [20], Common subexpression elimination is extensively used to 

reduce the number of adders and therefore area. Furthermore, our designs can run 

with sample rates as high as 252 Msps, whereas the designs in [20] can run only at 
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Figure 3.19: Average wirelength vs. filter size for various cost functions discussed in Section 
3.2.4.3 with Fx being the modified CSE algorithm presented in Figure 3.8 and others based 
on maximizing or minimizing AMC. Fxmin is the best scenario that results in the minimum 
number of routing channels 
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subexpression elimination for low area, low power and high speed implementations 

of FIR filters.  

Our techniques are validated on Virtex II and Virtex 4 devices where significant area 

and power reductions are observed over traditional DA based techniques. In future, 

we would like to improve our modified CSE algorithm to make use of the limited 

number of embedded multipliers available on the FPGA devices. Also, the new cost 

function can be embedded into other optimization algorithms such as RAG-n or Hcub 

(embedded in SPIRAL) as future work. 

We have extended our add and shift method to reduce the FPGA resource utilization 

by incorporating mutual contraction metric that estimates pre-layout wirelength. The 

original cost function in add and shift method is modified using mutual contraction 

concept to introduce five different constraints, two of which maximize and two others 

minimize the average mutual contraction. As a result, an improvement is expected in 

routing and total wirelength in routed design. Based on the overall results Fxmin 

scenario seems to be better in terms of placement and routing. In Fxmin, AMC is 

minimized among the divisors that save maximum number of additions.  

For routing, there is up to 8% saving in average wirelength and up to 20% in number 

of routing channels for Fxmin compared to Fx algorithm (modified CSE algorithm). 

There is also a trivial 2-3% saving in number of logic blocks for this scenario. The 

obtained results related to routing could be a significant factor for high density 

designs where routing issues start to dominate.  
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In comparison with SPIRAL, our method shows better performance. SPIRAL shows 

a saving of 72% in FFs, 11% in LUTs, and 59% in slices at the cost of 68% drop in 

performance. SPIRAL multiplier block is not pipelined and depending on the 

coefficients used, the cascaded adder tree could synthesize to several levels of logic 

and consequently result into low performance. This is a good solution for software 

implementation but not necessarily for FPGA implementation. An important factor in 

FPGA implementation is to use the slice architecture in an efficient way. Each FPGA 

slice includes a combinatorial part (LUT) and a storage element (register). Multiplier 

block generated by SPIRAL uses only the LUTs and registers that are left cannot be 

used for other logic and consequently they are wasted. 
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Chapter 4 

Data Placement Methodologies for 

On-chip Memories 

 

For memory intensive applications, FPGA on-chip memory has been increased 

significantly [32] compared to previous low-cost FPGA generations. The embedded 

memory structure consists of highly configurable memory blocks. The memory 

blocks allow the optimal usage for memory intensive applications and processor code 

storage as well as digital signal processing (DSP) intensive applications such as video 

line buffers and video and image processing as well as general purpose memory. 
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Each memory block can be used in different widths and configurations including 

FIFO mode and single/dual port mode. In addition, the clock enable signals increase 

the flexibility of use and allows for reduced power consumption. There are still many 

applications that push for higher on-chip memory and it is imperative to develop 

techniques to use these resources efficiently. This chapter focuses on developing not 

only methods that can use on-chip memory efficiently but also algorithms that reduce 

the power consumption of the on-chip memory. In the first part of this chapter we 

introduce a novel way of implementing correlation function that we will use to design 

our channel estimation core and in the second part of the chapter, we will develop 

algorithms that reduce the leakage power consumption of on-chip memories. 

 

4.1 Data Placement in On-Chip Memories 

Transistor leakage has become an important source of power dissipation in nanoscale 

digital systems. This chapter focuses on optimizing on-chip memory blocks using 

leakage-aware data placement algorithms. We focus on scenarios that involve 

statically scheduled memory accesses and show that the addition of sleep and drowsy 

modes can significantly reduce the power and energy consumption. Even very simple 

techniques offer large power/energy benefits, and further reductions are possible 

through careful leakage-aware data placement. We describe each of the algorithms in 
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a step-by-step manner, and demonstrate how to achieve the optimal power/energy 

savings by carefully assigning the variables into memory entries.  

Power and energy consumption has become an important factor in the design of 

computing systems.  In particular, the scaling of threshold voltage, channel length, 

and gate oxide thickness has resulted in a significant amount of transistor leakage, 

which plays a substantial role in the power dissipation in nanoscale systems [15, 16, 

17, 21, 44, 45].  While dynamic power is dissipated only when transistors are 

switching, leakage power is consumed even if transistors are idle.  Therefore, leakage 

power is proportional to the number of transistors, or correspondingly their silicon 

area [31].  An effective method in reducing leakage power is to put transistors into 

lower power states by reducing their supply voltage.  

This chapter is focused on reducing the leakage of on-chip memory.  On-chip 

memory blocks, such as caches, register files, buffers and block RAMs, occupy an 

increasing amount of die space.  For example, Meng et al. [37] illustrate the growing 

importance of on-chip memory for FPGAs as newer devices have increasingly larger 

amounts of block RAMs.  Furthermore, caches in modern microprocessors take over 

50% of the chip area [43].   

Any on-chip power savings scheme requires an understanding of when data is 

accessed. Initial work in this domain focused on microprocessor caches, which 

requires one to predict when data is accessed; they developed simple, yet effective 

techniques to guess when to move a large region of data into a lower voltage state 
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[46]. The subsequent work [47] showed that these techniques left a lot of power 

savings on the table. However, obtaining this additional savings requires exact 

knowledge of when the data is accessed.  Unfortunately, this saved power is quickly 

squandered during a misprediction as stalling the entire system, even for a few cycles, 

will quickly eliminate any savings gained by solely optimizing the memory power.  

However, if one can exactly understand such data accesses, one could realize an 

optimal energy savings for the memory without forfeiting any energy by stalling the 

entire chip.  This is the fundamental tenet of this chapter. 

In this chapter, we propose a leakage aware design flow to optimize the power and 

energy consumption of statically scheduled on-chip memories. These schemes derive 

sleep and drowsy periods from predetermined memory accesses, and reduce power 

through careful temporal control and placement of data in a given memory block.  

Such static memory access patterns occur in application specific designs, which are 

typically implemented on FPGAs and ASICs.   

The major contribution of this chapter is an optimal algorithm leakage aware data 

placement and its corresponding upper bound of power/energy savings for on-chip 

memory blocks.  Our results provide a fundamental limit on the energy savings by 

vigilantly controlling each variable in the memory.  Using this ideal scheme, we can 

eliminate, on average, 60.2% of the power in a 512 entry memory. 

We also present a number of heuristic algorithms and describe their cost/performance 

trade-offs. We focus our study to the problem of assigning variables within one 
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embedded memory block; however all of our algorithms can be trivially extended to 

control larger memory regions. We analyze the practical power savings by taking into 

account the additional controller logic required to switch each memory region into the 

required state.  

 

4.1.1 Problem Formulation 

We assume that the bit width of each memory entry is given and therefore the number 

of memory entries, denoted as N, is known. By traversing the scheduled intermediate 

representation of an application, a set of memory access intervals I with temporal 

precedence orders can be derived. The memory access interval specifies the exact 

time of read/write of all variables and the temporal precedence order specifies the 

order of read/write operations. Using this information, it can be determined if 

memory operations can be scheduled in order. Therefore, the memory leakage-aware 

optimization problem can be formulated as the following:  

Problem: Given a memory with N finite number of memory entries, and a set of 

memory access intervals I with temporal precedence orders, find the best layout of 

the variables within the memory so that the maximal leakage power saving can be 

achieved.  

In the following we discuss our design flow followed by a clarifying example that 

elaborates our method. 
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4.1.1.1 Design Flow 

Figure 4.1 illustrates our design flow to achieve the minimal leakage power 

consumption of on-chip memory. In our design flow, the application is initially 

represented in a high level language, e.g., C, C++, MATLAB. Then it is scheduled 

and its memory accesses intervals are recorded through the path traversal component 

to build an acyclic interval graph [48]. The interval graph consists of the temporal 

relationship of live and dead time of all memory access intervals, with each vertex 

representing a live interval and each edge representing a dead interval. The location 

assignment component is added to figure out the best power saving mode on each 

interval as well as the best placement of the variables within the memory in order to 

achieve the minimal leakage power consumption.  

In our study for this chapter, we have used GUSTO [49, 50], which is capable of 

reading the applications, written in MATLAB and outputting RTL and scheduled 

memory access file which can be used to build the interval graph.  

Application
Specification

(C, C++, matlab, ...)
compilation

Partition
Schedule Bind

Logical/Physical
Synthesis

Configuration
Bitstream

Path Traversal
Location

Assignment

CDFG RTL

Interval
Graph

Optimized
Memory
Layout

GUSTO tools

Scheduled Memory
Access Intervals

Figure 4.1: Design flow for leakage power reduction of on-chip memory. Path traversal and 
location assignment are introduced components for deciding the best data layout within on-
chip memory to achieve the maximal power saving 
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4.1.1.2 Inflection Points 

The key to discover the maximal energy saving is to choose the best operating mode 

on each interval, either active, drowsy, or sleep mode. This is done by classifying an 

interval into one of the three categories: if an interval is very long then it would be 

beneficial to put that entry in sleep mode for the duration of that interval; if an 

interval is very short, it should be simply put into the active mode and powered with 

high-Vdd; if an interval is somewhere in the middle, the drowsy mode would be the 

best. Figure 4.2 shows time-voltage diagrams of the three modes of operation: active, 

drowsy and sleep modes.  

For live intervals, only the active or drowsy operating modes are allowed. It is 

because that the sleep mode does not preserve data and we assume that the data is not 

stored elsewhere in the system.  In designs that employ a memory hierarchy, e.g., 

those that utilize caches and/or off-chip memory, we could put a live interval into 

sleep mode and refetch that data right before we need it.  In this case, we must 

account for the total energy required to refetch that data.  While we do not consider 

that case herein, the analysis is done for microprocessor based solutions in [51, 52].  

This would only change the classification intervals, which would affect the 

energy/power savings, but not require any alterations to the algorithms.   
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Figure 4.2: Time-Voltage diagrams of active, sleep and drowsy modes. In active mode, the 
memory entry is kept alive over the duration of the time at full voltage (Vdd) while in sleep 
mode, it is turned completely off to save power. Drowsy mode saves power by keeping the 
memory entry alive at low voltage (Vdd-low). The shaded area denotes the energy consumed 
for a given interval. 

 
To classify intervals into those three categories, two inflection points are introduced 

in our study: the active-drowsy inflection point and the drowsy-sleep inflection point. 

Inflection points are defined as the interval length where the operating mode changes. 

The active-drowsy inflection point is the point between active and drowsy modes. It 

can be calculated as the sum of the durations within which the voltage changes either 

from Vdd to Vdd-low or from Vdd-low to Vdd (d1 and d3 in Figure 4.2).  

The drowsy-sleep inflection point is derived as the access interval length when the 

sleep and the drowsy modes consume the same amount of energy. If the interval is of 

a length less than the drowsy-sleep inflection point then drowsy mode will provide 

the optimal energy savings. If it is greater than the drowsy-sleep inflection point then 

sleep mode would be optimal. It has been proven that with perfect knowledge of the 
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lengths of all intervals, the optimal leakage power saving can be achieved by applying 

the proper operating mode on each interval [52, 53].  

The active-drowsy and drowsy-sleep inflection points are used to categorize all the 

live and dead access intervals. They are also used to select the best operating mode on 

each interval.  

In our study, we use the parameters in [52] to calculate inflection points, and assume 

that 3 clock cycles is needed to change the supply voltage from high to low (d1 in 

Figure 4.2) and vice versa (d3 in Figure 4.2), and 30 clock cycles from high to off (s1 

in Figure 4.2), and 3 clock cycles from off to high (s3 in Figure 4.2). So the active-

drowsy inflection point can be calculated as 6 clock cycles. A good justification of 

these parameters can be found in [51]. When calculating the drowsy-sleep inflection 

point, we simulated our target memory using modified eCACTI [54] to get both 

dynamic power and leakage power consumptions, and derived the point where 

drowsy and sleep modes consume the same amount of energy [52]. 

Figure 4.3 shows the inflection points for different configurations under different 

technologies. From this figure, we can see that under the same technology, drowsy-

sleep inflection points for different configurations are the same; and when the 

technology scales down from 130nm to 70nm, the drowsy-sleep inflection point 

decreases from 102 to 43 clock cycles. Since, at the time of this writing, 70nm is the 

most advanced technology available in eCACTI, we used the 70nm technology and 

picked 43 cycles as the drowsy-sleep inflection point in our study. Note that we also 
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varied the drowsy-sleep inflection point from 43 to 640 clock cycles, and found the 

total leakage power savings to be about the same. The reason is that intervals which 

contribute to most of the savings are very long, and small changes of the drowsy-

sleep inflection point will not limit the power saving from those long intervals. 

 
 
Figure 4.3: The drowsy-sleep inflection points are derived for different bit-width 
configurations of the on-chip memory. The drowsy-sleep inflection point is derived as the 
access interval length when the sleep and the drowsy modes consume the same amount of 
energy. The drowsy-sleep inflection point decreases when the technology scales down.  

 

4.1.1.3 A Clarifying Example 

A memory access file can be obtained according to the functional resources available 

for a specific application. In our experiments we used GUSTO [49, 50] to generate 
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such files. The memory access file used in this example is generated from this 

application is shown in Figure 4.4a. 

 

 
 
 
 

 

 

 

 

  (a) 

image[0]

image[1]

image[2]

image[3]

10 20 30 40 500 time (cycles)

intervals

dead interval
(sleep mode)

live interval
(active/drowsy mode)

n = 0

n = 0

n = 0

n = 0

n =1

n =1

n =1

n =1

                     

(b) 

Figure 4.4: Problem formulation illustrated with an example. (a) The memory access 
file is generated to extract memory access intervals. (b) The live intervals are 
indicated by the gray rectangles and the dead intervals are depicted by the white space 
with n being the access number to the variable. A gray interval could be either active 
or drowsy depending on the length of the interval. 

… 
8: 
begin 
image[0]<= tmp0; 
end 
12: 
begin 
image[2]<= tmp1; 
end 
21: 
begin 
image[1]<= tmp2; 
end 
32: 
begin 
image[3]<= tmp3; 
end 
… 
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In Section 4.1.2 and 4.1.3, we will introduce several power saving schemes that result 

in different memory layouts for this example. Figure 4.4b shows the dead and live 

interval for each variable. The decision whether a variable can be put into sleep, 

drowsy or active mode can be made based on the duration of intervals in the interval 

graph. According to the inflection points explained in Section 4.1.1.2 a variable will 

be placed into active mode if the interval is less than 6 clock cycles. Drowsy mode 

will be used if the interval is between 6 and 43 clock cycles and finally it can be put 

into sleep if the interval is more than 43 clock cycles. 

The point of Figure 4.4 is to show that a memory access interval file (such as Figure 

4.4b) generated by GUSTO tool, can be used to generate an interval graph such as 

shown in Figure 4.4b that has all the information in terms of clock cycle number and 

read/write operation. Figure 4.4b provides a graphical view of Figure 4.4a. In this 

example, all variables are accessed twice and in each access there is a read and there 

is a write operation. For instance, consider variable image[0]. It is written at clock 

cycle 8 and read at clock cycle 35 for the first access (n=0) and it is written by the 

new value at clock cycle 38 and read again at clock cycle 52 for the second access 

(n=1) and it is the same for others. The interval between write and read is measured in 

terms of clock cycles for each variable. If this interval is less than 6 clock cycles, the 

variable is kept alive. If it is between 6 and 43 cycles, it is put into drowsy mode and 

if it is more than 43 cycles, it is worth being turned off.  
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4.1.2 Straightforward Heuristic Algorithms for 

Data Placement in On-chip Memories 

In this section, we explore different leakage reduction schemes in a step-by-step 

manner to understand how the maximal leakage power saving can be achieved 

through carefully assigning the variables into memory entries. We start with 

straightforward algorithms by keeping every entry active as our baseline, and move 

forward to more advanced algorithms including an optimal algorithm. In each case, 

we have applied the algorithm to the example presented in Figure 4.4 with the results 

shown in Figures 4.5, 4.7, and 4.10. Figure 4.5 covers the straightforward algorithms 

presented in Section 4.1.2. Figures 4.7 and 4.10 cover more advanced techniques such 

as greedy path-place and optimal algorithms presented in section 4.1.3.1 and 4.1.3.2 

respectively.  

 
1) Full-active. It assigns one variable per memory entry. All memory entries are kept 

active, and there is no leakage power saving.  

2) Used-active. Similar to full-active, it assigns one variable per memory entry yet it 

powers on only the memory entries that are used and it turns off the remaining, 

unused entries. The power saving is a function of the percentage of entries that are 

unused. 

3) Min-entry. It assigns all variables to the minimal number of memory entries based 

on the left edge algorithm [55]. Those entries that have been used are powered on 
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and the rest of the unused entries are turned off. The power saving is also the 

percentage of the entries that are unused. 

4) Sleep-dead. Similar to min-entry, it uses the minimal number of entries based on 

the left edge algorithm. But it also has power savings on the intervals that are 

dead. The dead intervals are decided according to the criteria explained in Section 

4.1.1.2. Total power saving consists of two parts: the saving in unused entries and 

saving in the dead intervals of the used entries. 

5) Drowsy-long. Similar to sleep-dead, it uses the minimal number of entries based 

on the left edge algorithm and saves power on the dead intervals. But it also saves 

power on live intervals using the drowsy technique. The drowsy intervals can be 

decided according to the criteria explained in Section 4.1.1.2. The total power 

saving consists of three parts: savings in unused entries, savings in dead intervals, 

and savings in the live intervals of the used entries.  

 

We applied the aforementioned power reduction schemes to the example presented in 

Section 4.1.1.3 and the results are shown in Figure 4.5. From the figure, we can see 

that when the precedence orders of all the live and dead intervals are taken into 

account, different data layouts result in different power savings. In full-active mode 

(Figure 4.5), there is one variable per entry and all the memory entries are kept alive, 

so there is no power savings. In used-active mode (Figure 4.5), the unused memory 

entries are turned off and those entries represent the power saving in this mode.  
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Algorithm complexity for full-active and used-active is O(1) since a variable can be 

assigned any location within the memory block.  

Our experiments use a single on-chip memory block with 18 Kbit memory, two read 

ports and two write ports.  We choose this because it is similar to a single Xilinx 

block RAM, and enabled us to get realistic power consumption data.  We used Xilinx 

XPower tools [56] to measure the power consumption of the block RAMs. Xpower is 

the power measurement tools provided by Xilinx that has the capability of measuring 

the approximate power consumption by different FPGA components such as Block 

RAMs, logic cells, etc. The power consumption per each entry can be obtained by 

dividing total power consumption for the block RAM divided by total number of 

entries. In this case, the power saving is 29 µW per entry. There is only one entry that 

is turned off for used-active mode so the total power consumption is 29 µW per 

memory entry. The amount of energy saving per read/write clock cycle can also be 

calculated by simply multiplying the power by the clock period. The total energy 

saving depends on simulation time. For each application, the energy saving per 

read/write clock cycle can be multiplied by total number of simulation read/write 

clock cycles to find total energy saving. In Section 4.1.4 where we show our 

experimental results, the amount of energy saving per read/write clock cycle for 

various applications has been calculated.  

Min-entry (Figure 4.5) uses the left edge algorithm to assign variables to memory 

entries. In this case there could be multiple writes/reads to the same memory entries 
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based on memory access pattern. The unused memory entries are still turned off 

which represents the power saving in this mode. There are total of 5 entries that are 

turned off so total power saving amount is 29*5 = 145 µW in this case. Sleep-dead 

(Figure 4.5) operates in a similar manner as min-entry mode.  The main difference is 

that it turns off the intervals during which the variable is not used more than specific 

number of clock cycles (we used 43 clock cycles in our experiments as the threshold 

as explained in Section 4.1.1.2). In our example all variables are used less than 43 

clock cycles and consequently there is no such a case. Also, the initial dead intervals 

(intervals before the first writes) are turned off. The power consumption for each 

clock cycle can be found by dividing the total power consumption per entry by total 

number of clock cycles. In our example, this number is 29/50 = 0.58 µw per each bit. 

The power saving associated with each dead interval can be obtained by multiplying 

the number of clock cycles by this constant factor. For our example the total power 

consumption can be obtained by accumulating the saving associated with each row. 

This number is 145+32*0.58+22* 0.58+11*0.58+8*0.58 = 187 µW for sleep-dead 

scheme.  

Finally drowsy-long (Figure 4.5) puts the variables into drowsy mode if they have not 

used for more than specific number of clock cycles (we used the interval between 6 

and 43 clock cycles in our experiments as it was explained in Section 4.1.1.2). 

XPower does not provide the power estimation for drowsy mode. In drowsy mode, 

supply voltage is reduced to Vdd-drowsy which has significant impact on reducing 

leakage power in the order of Vdd
4 [93].  
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Figure 4.5: Straightforward schemes to save leakage power of on-chip memories. Full-active 
and used-active have one variable per entry. Min-entry, sleep-dead, and drowsy-long use the 
minimal number of entries based on left edge algorithm, and apply power saving modes on 
unused entries, dead, and live intervals incrementally. 

 

A more precise model is presented in [94] where drowsy leakage power consumption 

is found based on the formula Pdrowsy = Vdd-drowsy . Idrowsy. Here, Vdd-drowsy is the drowsy 
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supply voltage (0.5Vdd) and Idrowsy is the drowsy leakage current. The leakage current 

has five basic components where the sub-threshold current is the dominant factor that 

decreases exponentially with decreasing supply voltage [94]. The reduction in drowsy 

leakage power can be calculated based on Equation (4-1).  

��������

����	
�
= 	

��� − �������

��� − ���	
�
	.		
��������

����	
�
						(4 − 1) 

In Equation (4-1), ��� − ���	
�= ½ ��� − �������, ��� − ������� = 1.2 V for 90 nm, 

�������� = 0.58 µW/bit, and ����	
� = 	�
�(�.�×�.�)

	.		��������. Therefore ����	
� can 

be calculated as 0.13 µW/bit. 

The power consumption for drowsy mode can be obtained based on the active mode. 

In this case, there is a constant factor of 0.13 µW per bit to put one bit into drowsy 

mode. The power saving in this case will be 

187+13*0.13+12*0.13+10*.13+35*0.13+26*0.13+12*0.13 = 202 µW.  

Note that after a variable is read, it has to be kept alive, if it is not used for less than 

the threshold (6 clock cycles in our experiment). These are shown by white spaces in 

drowsy-long mode between the read and write operations. The drowsy intervals are 

also shown by gray spaces in this figure. 

The algorithm complexity for min-entry, sleep-dead and drowsy-long is O(n2) since 

they are all based on left edge algorithm [57]. 
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4.1.3 Advanced Algorithms for Data Placement in 

On-chip Memories 

Two advanced algorithms are introduced in this section. The path-place algorithm 

that was first introduced in [37], and we derived an optimal algorithm for the first 

time. 

1) Path-place. Differs from the above schemes that use the least number of entries 

by picking the N path-covers that can lead to the maximal power saving based on 

a greedy path-place algorithm.  

2) Optimal. Similar to path-place, but it uses an optimal algorithm to pick N path-

covers that can lead to maximal power saving. 

 

4.1.3.1 The Greedy Path-place Heuristic Algorithm 

In our study, the leakage power saving problem of variables assigned in the bounded 

size (N) on-chip memory is modeled by an Extended Directed Acyclic Graph 

(Extended DAG) G(V, E), where V is a set of finite v (v∈{v s, v1, …, vm, ve}) vertices 

and E is a set of finite e directed edges. A vertex v (v∈V\{v s, ve}) in the DAG 

indicates that the variable v is in the on-chip memory, and the weight on the vertex v 

shows the power saving during the live/drowsy time of the variable, which is denoted 

by w(vi). An edge, denoted as eij, represents the precedence order between two 
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vertices vi and vj. Associated with the edge is a weight w(eij) showing the leakage 

power saving during the time difference between assigning the two vertices into the 

memory, or the dead time of the vertex vi. The weight of an edge may be zeroed when 

the two incident vertices are in the same memory entry. 

The number of edges is denoted by e. The source vertex of an edge is called the 

parent vertex while the sink vertex is called the child vertex. The start vertex vs has no 

parents, and the end vertex ve has no child.  There is an edge from the starting vertex 

vs to every vertex in V\{vs, ve}, and similarly, there is an edge from the vertex vi in 

V\{v s, ve}, to the ending vertex ve. Unused memory spaces, the ones with no variables 

assigned to them, are represented as edges from the starting vertex vs to the ending 

vertex ve. The length of a path i is the sum of all the weights on the vertices and edges 

along the path, which corresponds to the power saving in memory entry i.  

The memory leakage power problem assigns m variables to N memory entries so that 

the maximal leakage power saving can be achieved by covering the m nodes V\{vs, 

ve} with N node-disjoint paths such that every node in V\{v s, ve} is included in 

exactly one path. Each path starts from the starting node and ends at the ending node. 

According to the definition, the Extended DAG has the following properties:  

 

Property 1. After path covering, the in-degree and the out-degree of the vertex vi (vi

∈ V\{v s, ve}) are both equal to 1 to ensure that the paths have no duplicated vertices 

and edges assigned to the same entry.  
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Property 2. The number of edges from the starting vertex vs to the ending vertex ve is 

equal to N - k, where k is the number of paths that cover all the m vertices {v1, . . . , 

vm} and the corresponding edges. 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.6: The path-place algorithm 
 

The greedy path-place algorithm (Figure 4.6) is a greedy approach that finds N paths 

to achieve the maximal leakage power saving. It works by first sorting all the vertices 

ALGORITHM PATH PLACE 
 
Input (G, N) 
Output (totalSaving, path) 
//G: the Extended DAG; N: the number of entries 
//path: the path for each vertex 
 
Begin 
1 Construct a list of all vertices V in topological order, 
call 
it Toplist 
2 for each vertex vi € V\{v s, ve} in Toplist do 
3 max = 0 
4 for each parent vp € V of vi do 
5 if (saving_level(vp) + w(vi) + w(epi) > max) 
6 then 
7 max = saving_level(vp) + w(vi) + w(epi) 
8 id = path(vp) 
9 endif 
10 end for 
11 path(vi) = id 
12 saving_level(vi) = max 
13 endfor 
14 totalSaving = 0 
15 for each parent vp € V of ve do 
16 totalSaving += saving_level(vp) + w(epe) 
17 endfor 
End 



101 

 

in a topological order. Then a vertex vi (vi ∈V\{v s, ve}) is picked each time in the 

sorted list to calculate the maximal power saving from the starting vertex vs up to vi, 

or simply the length of the longest path reaching it.  

Note that the edges from the starting vertex vs to the ending vertex ve are the edges 

with the lowest priority to pick. In the end, the total power saving is computed as the 

sum of three components: the weights of all the final level vertices that have no child 

except the ending vertex ve, the weights of their edges that connect to ve, and the 

weights of the (N - k) edges from the starting vertex vs to the ending vertex ve if k is 

less than N.  

The path(vi) function is used to calculate the path ID of the vertex vi. Each time it sets 

the path ID of the vertex vi as the path ID of its parent that can lead to the largest 

power saving of the vertex vi. In fact the algorithm presented in Figure 4.6 only finds 

one path. At each iteration, all the vertices belonging to the path should be eliminated 

from the CDFG along with all the incoming and outgoing edges and the algorithm 

should be applied to the remaining of the CDFG to cover all vertices. The complexity 

of the algorithm is O((m + e) . N) where m is the number of vertices, e is the number 

of edges, and N is the number of paths. This is due to the fact that in the worst case, 

there will be N iterations with each iteration including m nodes and e edges.  

For our example, an Extended DAG model is built for the example presented in 

Section 4.1.1.3 and the result is shown in Figure 4.7a. Figure 4.7b shows the DAG 

model after applying our path-place algorithm by assigning all the intervals to N = 9 
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entries with the solution paths highlighted in different line patterns. Figure 4.7c 

illustrates the memory layout after applying the greedy path-place algorithm to the 

same example discussed throughout the chapter.  

In order to understand how the numbers on the graph are generated, two factors 

should be considered: If one bit is turned off, 0.58 µw is saved, as it was explained in 

Section 4.1.1.2. The second factor is 0.13 µw and that is saved if one bit is put into 

drowsy mode. The number on each link can be obtained by multiplying these factors 

by number of clock cycles. One of these factors can be used depending on the state of 

the variable. The state of the variable can be decided by looking at the interval graph 

and identifying the mode of operation (drowsy, sleep, dead).   

image
[2]

n = 0
4.42

image
[3]

n = 0
1.56

image
[1]

n = 0
1.82

image[0]
n = 0
4.68

image
[3]

n = 1
0

image
[2]

n = 1
0

image
[0]

n = 1
1.56

image[1]
n = 1
1.3

start

end

6.96

18.56
12.76 4.64

22.04

23.20
26.68

27.84

0 0

0

0

6.60

6.60

0

0 0

0

0

8.36 5.72

0

0

8.36 5.72

0
0

 

(a) 



103 

 

image
[2]

n = 0
4.42

image
[3]

n = 0
1.56

image
[1]

n = 0
1.82

image[0]
n = 0
4.68

image
[3]

n = 1
0

image
[2]

n = 1
0

image
[0]

n = 1
1.56

image[1]
n = 1
1.3

start

end

6.96

18.56
12.76 4.64

22.04

23.20

29.00

29.00

26.68

27.84

0 0

0

0

6.60

6.60

0 0

0 0

0

0

8.36 5.72

0

0

8.36 5.72

0
0

29.00

0       10      20      30      40      50
time (cycle)

R
A

M
 li

ne

path-place
29.00

(b)      (c) 

live interval active modedrowsy modesleep mode

 

Figure 4.7: Problem formulation illustrated with the radix-2 FFT example using path-place 
greedy algorithm. (a) An Extended DAG model is built by assigning all the intervals to N = 9 
entries. The live intervals are indicated by gray vertices, and the dead intervals are depicted 
by edges. A vertex includes the information of a variable name, its access number n and 
power saving. An edge shows the precedence order and the power savings between the 
adjacent vertices. The length of a path i, defined as the sum of all the weights on the vertices 
and edges along the path, indicates the leakage power saving of memory entry i. (b) The 
Extended DAG model after applying the path-place algorithm with the final paths highlighted 
by various colors. (c) The path-place algorithm lays out variables with leakage awareness, 
and uses power savings on all unused entries, dead and live intervals based on a greedy 
algorithm. 

 

The power savings is 195 µW in this case. This calculation is similar to the drowsy-

long presented in Section 4.1.2. As it can be seen, the path-place algorithm does not 

do as well as drowsy-long for the example in this chapter. This is due to its greedy 
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nature though typically it does outperform drowsy-long as shown in the results in 

Section 4.1.4. 

 

4.1.3.2 The Optimal Algorithm 

As we discussed in Section 4.1.1, the memory leakage power optimization problem 

attempts to find the best layout of the variables to achieve the maximal leakage power 

savings. In Section 4.1.3.1, we presented a greedy algorithm to solve this problem. In 

this section, we present an algorithm that can solve this problem optimally in 

polynomial time. 

We model our algorithm based on optimal solution found for the register allocation 

and binding problem for minimum power consumption [58]. This problem is 

formulated as a minimum cost clique covering of an appropriately defined 

compatibility graph. The problem is then solved optimally (in polynomial time) using 

max-cost flow algorithm.  

Our algorithm is a simplified version of the algorithm presented in [58]. The 

algorithm presented in [58] consists of two parts: One for calculation of switching 

activity and the other for register assignment to achieve minimum power 

consumption. We have only used the second part of the algorithm and applied it to a 

different problem. Authors in [58] have solved the register assignment problem for 

minimum power consumption based on the switching activity of the registers. We do 
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not consider the switching activity; however, we have applied their technique to find 

the best layout of the variables within the memory for an optimum solution. Instead 

of calculating switching activity, we calculate the amount of the power saving based 

on the state of the variables. There are three modes of operation for each variable: 

active, drowsy, and sleep. In [58] edge weights are equivalent to the amount of 

switching activities of the registers. In order to find the optimum solution, a path will 

be selected that offers the minimum power consumption. In our case, the edge 

weights are equivalent to the amount of saving according to each variable state and 

we will select the path that offers the maximum power consumption saving. 

A compatibility graph G(V,A) for these data values is constructed, where vertices 

correspond to data values, and there is a directed edge between two vertices if and 

only if their corresponding life times do not overlap. The authors have shown that the 

compatibility graph for the data values in a scheduled data flow graph without cycles 

and branches is a comparability graph (or transitively orientable graph) which is a 

perfect graph [55]. This is a very useful property, as many graph problems (e.g. 

maximum clique; maximum weight k-clique covering, etc.) can be solved in 

polynomial time for perfect graphs while they are NP-complete for general graphs. 

In our case, a scheduled memory access model is generated by GUSTO tools as 

explained in Section 4.1.1.1. This memory access model provides the information 

about the write time, read time, live time and dead time of all variables used in a 

specific application. This memory access model is already a comparability graph 

since it satisfies the conditions in [58]. In this comparability graph, edges represent 
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the leakage power saving during live time of a variable and vertices represent the 

power saving during the dead time of a variable as explained in Section 4.1.3.1.   

In our optimal algorithm for minimum leakage power consumption, a network NG = 

(vs, vt, Vm, Em, C, K) is constructed from the memory access file generated by our 

GUSTO tools. This is a similar to our path-place algorithm in Section 4.1.3.1. We use 

the max-cost flow algorithm on NG to find a maximum cost set of cliques that cover 

G(V;E). The network NG has the cost function C and the capacities K defined on each 

edge in Em. The network NG is defined as the following: 

- Vm = V ∪ { v s, ve } 
 

- Em = E ∪ { (v s, v), (v; ve) | v ∈ V } ∪ { [v s, ve]} 
 
- C ([u, v]) = w (u, v) for all [u, v] ∈ Em  
 
For each edge ei∈ Em, a cost function C: Em→N is defined, which assigns to each 

edge a non-negative integer. The cost is equal to the weight of the edges. The cost 

function associated with each edge represents the power saving for that edge based on 

the criteria explained in Section 4.1.3.1.  

- K {(u, v)} = 1 for all [u, v]∈Em \ {[v s, ve]}; K([v s, ve]) = k 
  

For each edge ei∈ Em , a capacity function K: Em→N is defined, which assigns to 

each edge a non-negative integer. The capacity of all edges is one, except for the 

return edge from ve to vs which has the capacity k, where k is user-specified value. 

- For each edge ei∈ Em , a flow in the network NG is a function f: Em →N, which          
                  
assigns to each edge a non-negative integer, such that 0 ≤ f(e) ≤ k(e) and for any  
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node u∈Vm, the flow conservation rule should satisfy:∑

∈Emvu

vuf
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Theorem 1: 

A flow f: Em →N, in the network NG corresponds to a set of cliques X1, …, Xk in the 

original graph G (Proof can be found in [59]).  

The paths P1, …, Pk are edge disjoint but do not necessarily go through different 

nodes. Thus the sets: X1, …, Xk are not necessarily node disjoint. To enforce node 

disjoint paths, a node splitting technique [59] can be used. In this technique all nodes 

are duplicated. The duplicate of node v∈ V is called v’. All edges outgoing from v, 

obtain the node v’ as their origin. The node v and its duplicate are connected by an 

edge with capacity K([v, v’]) = 1 and a cost C([v, v’]) = w(v). The node separation 

technique results in a network N’G = (vs, vt, V’m, E’m, C’, K’) where:  

- V’ m = Vm ∪  V’ 
 

There is a vertex v’ = f(v), v’∈V’ corresponding to each vertex v∈V  

- E’ = {[f(v), u] | [v, u] ∈E} 
 

- E’m = E ∪ { (v s, v), (f(v); ve) | v ∈ V } ∪ {(v e, vs)} ∪ {[v, (f(v)) | v ∈ V } 
 
- C’ ([v’, u]) = C ([v, u)]) for all [v’, u]∈E’ ∪ {[v s, v], [f(v), ve] | v ∈ V } 
 

- K’ ([u, v]) = 1 for all u ≠ ve and v ≠ vs, K’([v e, vs ]) = k  
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Since the capacity of K([u, v’]) = 1, at most one unit of flow can go through the edge 

[u, v’].   

 

Theorem 2: 

A flow f: E’ m→N, in the network N’G corresponds to a set of node disjoint cliques 

X1, …, Xk in the original graph G’ (Proof can be found in [59]). 

 

The network after applying the node splitting technique is depicted in Figure 4.8. As 

it can be seen from the figure, each node is split into nodes: v and v’ where all 

incoming nodes go to node v and all outgoing nodes are coming from v’. There is an 

edge between two nodes: v and v’ with the cost of the original node, which shows the 

amount of power saving during the live/drowsy time of the variable. Figure 4.8 shows 

only the DFG after applying the node splitting technique to both accesses of image[0] 

variable.  

The network splitting technique ensures that the resulting paths are vertex disjoint 

cliques in the new graph N’G. When the max-cost flow algorithm is applied on this 

network, we obtain cliques that maximize the total cost (maximum power saving). 

The flow value on each path is one, this implies that the total cost on each path is the 

sum of all edges within that path in the DFG, where the cost on each edge is a linear 

function of the amount of power saving.  



109 

 

The maximum cost flow problem is defined as: Given a network NG = (vs, vt, Vm, Em, 

C, K) and a fixed flow value f0, find the flow that maximizes the total cost [58]. The 

maximum cost flow problem can be easily solved by running the min-cost flow 

algorithm on the network by negating the cost of each edge in the network [60]. 

When the max-cost flow algorithm is applied on the network built by node splitting 

technique, we obtain cliques that maximize the total cost. The flow value on each 

path is one; this implies that the total cost on each individual path is the sum over all 

individual edges on that path according to their topological order in the graph, where 

the cost on each edge is a linear function of the saved power. 

The minimum cost flow problem can be expressed as a linear program [61]. We 

formulate our problem as follows: 

We define: 

 xij : equal to 1 if vi is bound to vj else equal to zero : the variable that defines the  

mapping 

f ij : equal to 1 if mapping of vi to vj is feasible else equal to zero 

wij : cost of binding vi to vj : computed only if power saving is feasible either 

during live/drowsy/dead time of the variable or between read/write operations. 

The function to be minimized is: 

∑∑
i j

 wij xij 
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Subject to the following constraints: 

a) 0 ≤∑
i

xij ≤ 1: Guarantees not more than one incoming edge to be selected for a 

path.  

b) 0 ≤∑
j

xij ≤ 1: Guarantees not more than one outgoing edge to be selected for a 

path. 
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Figure 4.8: Partial DAG model of the radix-2 FFT example of Figure 4.7a after running node 
splitting technique 
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The above two constraints may seem to assign real values to the variables xij but that 

is not really the case. In fact the values of xij are forced to be one or zero due to the 

minimization constraints defined by the objective function. It can be easily proved 

that the objective function is minimized at the edges of the constraints. Consider the 

graph depicted in Figure 4.9. Assuming wi and wj are constants and wi < wj, and the 

fact that only one of the variables xi or xj could be 1, the minimum happens only 

when xi =1 and xj = 0.  

c) ∑
j

f ij xij = 1: Guarantees the selection of all the edges. 

v j

v

w i
w j

v i

x i

x j

 

Figure 4.9: Diagram to show that the minimum happens at constraints edges 
 

For our example, an Extended DAG model is built by assigning all the intervals to N 

= 9 entries for the example presented in Section 4.1.1.3. Figure 4.10a shows the DAG 

model after applying our optimal algorithm with the solution paths highlighted in 

different line patterns. Figure 4.10b illustrates the memory layout after applying our 

optimal algorithm to the same example discussed throughout the chapter. The power 

objective function: 
minimize f(xi xj) = wixi+ wjxj 

 
constraints: 

0 ≤ xi ≤ 1 
0 ≤ xj ≤ 1 
xi + xj = 1 
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saving amount is 202 µW in this case. This calculation is similar to the drowsy-long 

presented in Section 4.1.2.  As it can be seen from Figure 4.10, the optimal algorithm 

has slight advantage over the path place algorithm by minimizing the power 

consumption. This happens through the careful placement of intervals within memory 

and taking advantage of power saving in unused cycles while the precedence orders 

of all the live and dead intervals are taken into account.   
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Figure 4.10: Advanced leakage power reduction schemes. (a) Extended DAG model after 
applying the optimal algorithm. (b) Optimal algorithm layouts variables with leakage 
awareness, and uses power savings on all unused entries, dead and live intervals based on 
max-cost flow algorithm. 
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4.1.4 Experiments 

In Section 4.1.2 and 4.1.3, we discussed different schemes for reducing leakage 

power of on-chip memory. In the first part of this section, we report our experimental 

results gathered from several different applications: FIR filter, matrix multiplication, 

matrix inversion using three different methods (Cholesky, QR decomposition, and LU 

decomposition), DFT, and IDFT. In the second part, we discuss the overhead imposed 

by our power saving algorithms and its effect on the power consumption of the whole 

design.  

 

4.1.4.1 Power Saving of Different Schemes 

We derived inflection points for different configurations of the memory block as 

described in Section 4.1.1.2. We now show the comparison results of applying 

different schemes on different applications. We use configuration schemes similar to 

dedicated blocks of on-chip memory, Block SelectRAM [2], of Xilinx Virtex 5 family 

devices. That is to say, our targeted on-chip memory is a true dual read/write port 

synchronous RAM with 18Kb memory bits. Each port can be independently 

configured as a read/write port, a read port, or a write port. Each port can also be 

configured to have different bit-widths: 1 bit, 2 bits, 4 bits, 9 bits (including 1 parity 

bit), 18 bits (including 2 parity bits), and 36 bits (including 4 parity bits). A read or a 
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write operation requires only one clock edge. Both ports can read the same memory 

cell simultaneously, but cannot write to the same memory cell at the same time. 

Therefore, there is no write conflict. In our experiments, the bit-width of each entry is 

set to be 18 bits, which is reasonable in those DSP applications, and the number of 

entries N is equal to 512. 

 

 

 

Figure 4.11: Comparison of energy saving schemes for block RAM with 512 entries. 
Percentage of energy saving of different schemes compared to used-active for different 
applications. 

 

0
10
20
30
40
50
60
70
80
90

100

Percentage of saving compared to "used active"

min-entry sleep dead drowsy long path-place optimal path-place



115 

 

We have proposed six different schemes to reduce memory leakage power: used-

active, min-entry, sleep-dead, drowsy-long, path-place, and the optimal algorithms. 

We now study the energy savings of the six schemes on our applications. To assign 

the variables to the minimal number of entries (for min-entry, sleep-dead, and 

drowsy-long), we use the left-edge algorithm [62] in our experiments.  

To evaluate the different schemes, we compared our measurements against full-active 

mode where there is no energy saving. In other words, for each algorithm we 

measured the amount of saving by turning the memory locations off when they are 

not used.  

In each case, the specified algorithm determines when to turn off the memory 

locations.  In Figure 4.11, we measure the amount of saving compared to used-active 

method. The reason is that in used-active, no memory location is turned off and there 

is no saving. In all cases, we only measure the amount of saving for memory blocks. 

From Figure 4.11, we can make the following observations:  

1) An average energy savings of 12.60%, 38.60%, 43.33%, and 51.06% for min-

entry, sleep-dead, drowsy-long, and path-place respectively is obtained. The savings 

are increasing from first to last algorithm because more intervals are put into saving 

modes. The reason that min-entry does well is that it packs the data very tightly (see 

Figure 4.5), and more entries could be completely turned off to save energy.  
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2) Among all, optimal achieves the best energy saving, 55.97%, which is about 9.6% 

better than the path-place scheme. This is mainly because the optimal (as well as 

path-place) lays out the data in a way that the sleep mode can be exploited to the 

largest extent on all the intervals, which has the maximal energy saving among all 

three operating modes: active, drowsy, and sleep.  

3) In terms of best schemes, min-entry is very simple and at the same time effective. 

It only needs to use sleep techniques to turn off the unused entries after interval 

packing and can achieve a good amount of energy saving. By contrast, optimal as 

well as path-place schemes are very effective but a bit more costly in terms of 

running time to discover the best layout.  

4) For FIR filter, none of the schemes saves much energy. It is because that FIR filter 

is different from other applications. First, it does not need many memory entries 

compared to other applications, and second, due to its specific memory usage pattern 

and low number of variables used, only few intervals can be put into sleep/drowsy 

modes to save energy.  

These provide us the answer that the layout of the data within memory entries has a 

significant impact on the leakage power optimization. Moreover, with available 

circuit techniques, careful placement of intervals within memory can reduce leakage 

power by a large magnitude. 
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4.1.4.2 Power Consumption by the Memory 

Controller 

Each independently controlled memory entry requires a separate memory controller 

to determine which power saving state (active, drowsy or sleep) the memory should 

be in at any given time.  The overall power analysis of such a controller is important 

in understanding whether our ideal power savings is realistically feasible. 

The memory controller can be designed in several ways by carefully inspecting the 

scheduled memory access pattern. The first approach is to design a memory controller 

for each line of the block memory and measure its power consumption. We have 

designed a controller that considers the scheduled memory access pattern for each 

line of memory and decides if it should put that line into sleep, drowsy, or active 

mode. This can be easily done using a counter and making the decision based on the 

cycle count.  

We implemented a controller design using Verilog and measured the total power 

consumption based on 70 nm technology node. A single controller requires, on 

average, 16.78 µW. Assuming 1000 independently controlled lines per each memory 

block, this gives us 16.78 mW total power consumption for the memory controller. 

The total block memory block RAM power consumption is 5 mW. Consequently the 

memory controller consumes 3.35 times more than the memory. 
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Based on these numbers, 1000/3.35 = ~300 controllers consume the total energy of 

one 18 Kb memory block.  By further taking into account the fact that we can achieve 

a 60.2% power savings using these controllers, we need less than ~300*60.2% = ~ 

180 controllers per 18 Kb memory block. In other words, a memory block employing 

optimal statically controlled leakage saving techniques must have less than 180 

controllers in order to see any power savings. Designing the memory controller for 

multiple lines of block memory rather than a single line will in the best case result in 

the same power savings (assuming each line has the exact same active/drowsy/sleep 

intervals) and in the worst case result in the composite region always being active. 

This suggests an interesting problem, that is outside the scope of this article, which 

optimally groups lines of memories into similar regions such that their subsequent 

control does not significantly reduce the leakage power savings of the individual 

lines, i.e., the lines have similar active/drowsy/sleep intervals.  For instance if two 

lines are in sleep mode within an interval, it only generates one output signal to put 

them both into sleep mode. The primary purpose of this section is to show that 

designing such a controller could practically make sense.   

 

4.2 Conclusion 

In this chapter we argue that on-chip memory leakage power is a large and growing 

concern and that design flows can be effective in reducing this power. We further 
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present a leakage-aware design flow and proposed six schemes for reducing leakage 

power of on-chip memories. The new flow presents an optimal algorithm that takes 

into account the leakage-aware location assignment of variables within memory. The 

six proposed schemes employ sleep and drowsy techniques, and exploit the live and 

dead interval information of memory accesses to save power. They function by 

choosing the best operating mode, active, drowsy or sleep, on each interval. Through 

the experimental evaluation, we found that the simple scheme like min-entry that 

simply turns off the unused memory entries (based on left edge algorithm) can 

provide a good amount of benefits with 12.60% average power leakage reduction. 

Furthermore, we have presented an optimized algorithm that carefully places data into 

memory entries, an average of 60.2% power leakage reduction can be further 

achieved. 

While employing leakage control techniques at the entry level of on-chip memory 

may cause the controller overhead, it decreases the cooling cost in package and 

increases circuit reliability [63]. Verifying the fact that implementation of the 

techniques presented in this chapter including the controller overhead reduces the 

power consumption, or the cooling cost in package, or increases the circuit reliability 

remains as future work. There are still several questions that need to be answered 

such as: What is the best scheme in terms of controller complexity? What is the trade-

off for controller overhead and power consumption? What is required to implement 

these schemes? How can these schemes be extended to coarser grain memory 

management? Moreover, adding the components of path-traversal and location 
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assignment does not affect current design flows for placement and routing in any 

way. It only gains additional leakage power saving on on-chip memory. 
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Chapter 5 

DSP Applications in MIMO 

Systems 

 

Multiple input multiple output (MIMO) refers to the communications systems that 

use multiple antennas at both transmitter and receiver to improve the quality and 

performance of the communication systems. MIMO technology has recently attracted 

researchers’ attention in wireless communication since it increases the system 

throughput without additional bandwidth or transmitter power. This is achieved 

through using higher spectral efficiency [66] by sending more data per second per 
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unit of bandwidth. MIMO technology takes advantage of a radio wave phenomenon 

called multipath reflection where transmitted information bounces off walls, ceilings, 

and other objects, reaching the receiving antenna multiple times via different angles 

and with slightly different delays. 

 

5.1 An Overview of Multiple Input Multiple 

Output (MIMO) Systems 

Figure 5.1 depicts a typical MIMO system, where the input data stream goes through 

a preprocessing stage, and the stream or part of it is sent to the transmit antenna 

elements. The signals travel through the wireless channel, which is represented by the 

MIMO channel with different channel gains between all possible pairs of 

transmit/receive antennas. The streams received at the receiver antenna elements are 

processed again to recover the original input stream. If antenna elements are 

sufficiently separated, a radio signal propagation phenomena called multi-path fading 

ensures that the different components of received signal can be treated as independent 

signals. This allows for significant channel capacity (and spectral efficiency) increase.  

Depending on the specific signal processing techniques implemented, capacity 

increase can be achieved through either sending multiple concurrent streams between 

the same transmitter/receiver pair, or suppressing interference coming from nearby 
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transmitters, or by combination of them. In the following we will discuss a 2x1 

MIMO system (two transmitters and one receiver). We discuss the system 

architecture and several building blocks within the system. We optimize the system 

architecture using the techniques illustrated in Chapter 4 (See section 4.2) for 

efficiently implementing the correlation function. 

Transmitter Receiver

.

.

.

.

.

.

 

Figure 5.1: Typical MIMO System 

 

5.2 Design Space Exploration of MIMO 

Receiver for Reconfigurable Architectures 

Cooperative MIMO is a new technique that allows disjoint wireless communication 

nodes (e.g. wireless sensors) to form a virtual antenna array to increase bandwidth, 
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reliability and/or transmission distance. It differs fundamentally from other MIMO 

communication systems since the signals received from each node have a relative 

timing and frequency offset due to the distributed nature of their transmitting 

antennas.  Therefore, the receiver must estimate the timing and frequency for each 

transmitting node, in addition to the MIMO channel. In this chapter, we design and 

implement a receiver for the cooperative MIMO problem using reconfigurable 

hardware. We discuss the computation required for each stage of the receiver and 

perform experimental study of the tradeoffs between area, power, performance and 

quality of results.  The end result is an efficient, parameterizable, cooperative MIMO 

receiver implemented on several different state-of-the-art FPGAs devices. 

A cooperative MIMO network involves a distributed set of transmitting nodes (e.g. 

sensor nodes) forming a virtual array to transmit a signal to achieve longer range or 

lower transmit power than would be capable by an individual sensor alone [64-66].  

For example, consider a number of densely deployed, low power wireless sensor 

nodes.  Cooperative MIMO techniques can be used to allow these sensor nodes to act 

as a virtual antenna array to increase the capacity of the wireless channel and enhance 

the reliability of the transmitted data for long non line-of-sight links, e.g. in order to 

transmit to a distant mobile collector node. 

In the following, we describe the design of a cooperative MIMO receiver on FPGA.  

The Xilinx Virtex FPGAs are perfect platforms for the cooperative MIMO receiver as 

they provide powerful signal processing architectural features, e.g. shift register LUT 

(SRLs), Block RAMs (BRAMs) and digital signal processing (DSP) units that can be 
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incorporated to significantly enhance the performance of the cooperative MIMO 

receiver. We discuss the design decisions that we encountered as we customized our 

design to utilize the FPGA architectural features. We determined that the timing and 

frequency offset estimation is a major component of the overall receiver design since 

each transmitting node in the virtual array requires separate time and frequency offset 

estimates.  Therefore we focus much of our attention on efficiently implementing this 

core. The major contributions of this section are to design and implement a complete 

wireless receiver for cooperative MIMO applications on Xilinx Virtex FPGAs using 

the techniques we introduced in the first part of chapter 4 for using on-chip memory 

efficiently. 

 

5.2.1 Cooperative MIMO Receiver Architecture 

In this section we will present an overview of cooperative MIMO receiver 

architecture as well as our architectural optimizations, along with implementation 

details. 

An MxN MIMO system consists of M transmitting and N receiving antennas. In this 

chapter we show the implementation of a 2x1 system. Larger systems can be built 

using the same techniques described in this chapter. The cooperative MIMO receiver 

contains a number of computational cores.  Figure 5.2 displays a receiver with one 

antenna that receives data from two transmitting nodes.   
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Figure 5.2: A depiction of the significant computational cores in a 2x1 cooperative MIMO 
receiver.  The signal from two disjoint transmitters (Tx1 and Tx2) is received by one antenna 
(Rx1) and downconverted to a baseband signal.  Timing and frequency estimates for each of 
the two transmitting nodes are computed, sent to a channel tracker and decoded into the 
transmitted data. 

 

The data communication starts from the two transmitting nodes, Tx1 and Tx2.  There 

are several different methods to modulate the transmitted data.  Phase-shift keying 

(PSK) utilizes the phase of the signal to encode the data.  Binary phase shift keying 

(BPSK) is the simplest PSK that uses two phases (0° and 180°) to encode ‘0’ and ‘1’ 

respectively.  Quadrature phase-shift keying (QPSK) uses four phases separated by 

90°, e.g. 45°, 135°, -135°, -45°, to encode two data bits.  QPSK requires more 

sophisticated transmitter and receiver hardware, but achieves twice the data rate of 

BPSK.  Our receiver is capable of handling either BPSK or QPSK and we study the 

tradeoffs between the two in later sections.  

The transmitted signal centered at 1350 MHZ arrives at receiver antenna Rx1 and is 

down converted to a 12 MHz intermediate frequency (IF).  The radio frequency (RF) 
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down converters and analog-to-digital converters (ADC) typically reside on a 

separate RF processing board.  The remainder of the processing is done on the FPGA.   

The outputs of the ADCs are fed into digital down converters (DDCs) implemented 

on the FPGA.  These convert the signal from its 12 MHz IF to baseband.  The 

baseband output is 500 kilosymbols per second with an oversampling rate of 16 

samples per symbol, which is equivalent to 8 mega samples per second. The DDC 

architecture performs pulse shaping and noise cancellation (FIR filter) in addition to 

down sampling. The simple nature of the DDC leaves little room for optimization. 

We have selected to use a Xilinx DDC core for this purpose.  

This baseband signal is fed into M timing and offset frequency estimation cores – one 

for each of the transmitting nodes that form the virtual antenna array.  Since the nodes 

are not physically co-located, they require unique synchronization and parameter 

estimation.  These nodes do not share a common crystal for mixing the signal.  As 

such, there will be a relative carrier frequency offset that varies from one node to the 

next.  Furthermore, the frequency of a node can change over time due to part 

degradation and temperature variation.  The receiver must also estimate the arrival 

time of each packet as well.  The timing and frequency estimation block provides 

estimates on channel statistics to a data search and buffering block. The output of this 

block provides an indication of the degree to which the received signal is correlated 

with the training sequence (indicating timing) as well as the frequency (indicating 

offset).  This block requires significant resources and we perform a number of 
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architectural explorations to reduce area, increase the performance and lower the 

power in Section 3.3. 

This data search and buffer block adjusts the incoming data according to the time and 

frequency estimates. The output of this block is subsequently fed to the channel 

tracker and decoder block. To be more precise, for each symbol, the magnitude is 

calculated and a search is done to find the maximum value which will be compared 

with the training sequence to calculate the offset.   

The channel tracker and decoder block uses the current channel estimates and either 

known symbols (the training sequence) to calculate a channel estimation error and 

finally  update the channel estimates for the next time period.  Our design uses the 

variable step size least mean square (VLMS) algorithm [67] for tracking.   

 

5.2.2 Time and Frequency Offset Estimation 

As we mentioned previously, the time and frequency estimation block requires 

significant number of resources.  In this subsection, we explore a number of 

architectural optimizations to reduce the resource consumption of this block.  The 

time and frequency offset estimation block is responsible for estimating the start time 

and offset frequency of the incoming data from each transmitting node.  Since the 

transmitting nodes in the virtual array are physically separated, and therefore use 

different onboard crystals for carrier frequency mixing, the data from each node can 

have significantly different frequency values.  Hence the offset frequency of the 
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nodes must be estimated at the cooperative MIMO receiver.  Furthermore, the media 

access control (MAC) of the individual nodes is not synchronized, which will likely 

result in a difference in the time when the signals reach the receiver.  Therefore, the 

receiver must also estimate the start of the packet for each of the transmitting nodes in 

the virtual array.   

Delay Conjugate

Conjugate Multiply

x[n] x[n+S]

h[n]

 

Figure 5.3: Homodyne block diagram: The incoming signal is delayed by S samples, where 
S = # samples/symbol, conjugated and multiplied with the underplayed data samples. 

 

There are several techniques for estimating the time and frequency offset, e.g. the 

generalized successive interference canceling (GSIC) [64].  Most techniques are quite 

sophisticated and computationally intensive since they require an FFT to estimate the 

frequency and timing and consequently they are expensive for FPGA implementation. 

For instance, the design of Figure 5.2 requires a 1024 point FFT, which needs a 

minimum of 10282 FFs, 7266 Slices and 10288 LUTs excluding extra control logic.  

This exceeds the resource utilization of the receiver that we designed using our 

circular buffer technique (described later) by an order of magnitude. The difference is 

substantial if a MIMO system consisting of multiple channels is implemented. In this 

work, we strive for a more feasible technique in terms of hardware implementation 

that centers on a homodyne and correlation. The drawback is losing the accuracy of 
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the calculations but it provides sufficient accuracy for lower bandwidth. The 

homodyne, which performs frequency offset estimation, is depicted in Figure 5.3.  

The homodyne consists of a delay unit and a complex conjugate multiplier.  The 

incoming complex samples x[n]  delayed by one symbol x[n+S] (in our case there are 

16 samples/symbol, i.e. S = 16), are conjugated and then multiplied, resulting in h[n] 

= x[n] × x[n+S]*, where * denotes complex conjugation. Assuming that there is a 

constant frequency and phase offset in each packet, the conjugate multiply provides a 

constant phase offset for all the incoming symbols which is proportional to the 

frequency offset that we are trying to estimate.  The simplistic structure of the 

homodyne leaves little room for optimization, and we now turn our attention to 

timing estimation. A correlator provides the time estimate.  It takes values from the 

input data stream and matches them with the values of the known training sequence.  

An adder tree provides a correlation value of the current data with the training 

sequence.  In general, correlation requires a multiplication of the known value with 

the input sample.   

 

5.2.3 Memory Efficient Correlation Function for 

Channel Estimation on FPGAs 

Correlation function is an indicator of dependencies between two variables at two 

different points in time. Correlation function is usually expressed as a function of 



131 

 

spatial or temporal distance between two points. Correlation functions have numerous 

applications in communications, financial analysis, statistical mechanics, etc. We 

focus much of our attention on a memory efficient implementation of correlation 

function in this section as it dominates the computation of the timing and frequency 

offset estimator which will be presented in Chapter 5. In general, correlation requires 

a multiplication of the known value with the input sample.  However, in our 

applications, the possible values of the multipliers are chosen from the set {-1, 1} (for 

BPSK) and {-1-j, -1+j, 1-j, 1+j} for QPSK; therefore, we can use addition/subtraction 

for correlation. Figure 5.4 shows a correlator consisting of a delay line and an adder 

tree.   
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Figure 5.4: Depiction of the timing estimation core using a delay line and correlation 
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There are three correlator parameters that can be varied as shown in Figure 5.4: the 

number of taps t, the number of samples in a delay block d, and the width of the 

complex data w.  These parameters depend on the application.  In general increasing 

the number of taps will increase the accuracy of the timing estimate; we will describe 

the precise relationship briefly.   The delay block depends on the number of samples 

per symbol.  The data width largely depends on the resolution of the analog to digital 

converters (ADCs).  These converters are usually in the range of 8-14 bits for each in-

phase (I) and quadrature (Q) component.   

The number of taps determines the quality of correlation; increasing the taps results in 

better estimates. With an infinite number of taps (infinite SNR), we could estimate 

the time offset to within +/- ½ a sample period.  Figure 5.5 displays the root mean 

square (RMS) error for the time estimate as the number of taps increase. The chart 

shows that increasing the number of taps from 20 to 120 reduces the BPSK RMS 

error from 0.7 to around 0.3.  However, increasing the number of taps past 120 

provides diminishing gains.  A similar trend occurs for the QPSK error at around 160 

taps. 

The frequency SNR varies linearly with the number of taps.  Assume that r = s + n, 

where s is the desired signal vector, and n is white Gaussian noise with variance σ2.  

A correlator matched to s has the scalar output: 

u = st r = st s + st n   (4-1) 

E{u} = st s = Es  = Pav N,   (4-2) 
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where Pav is the power of the samples of s = [s1,...sN] t, and N is the length of the 

signal vector, or number of taps on the delay line.  We know that Var{u} = σ2 Es.  The 

SNR is defined as E{u}2/Var{u}, which in this case is: 

SNR = Es
2/( σ2 Es) = Pav N/ σ2  (4-3) 
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Figure 5.5: Root mean square (RMS) error of the time estimation versus the number of taps 
used for correlation for BPSK and QPSK data with 20 dB signal-to-noise ratio (SNR) 

 

Therefore, for fixed average signal power σ2, the SNR of the offset frequency 

increases linearly with N (the number of taps). 
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5.2.3.1 Correlation Function Implementation Using Shift 

Registers 

Modern reconfigurable architectures can implement delay lines using an architectural 

feature called shift register LUT (SRL).  The Virtex-4 architecture uses 16 bit SRL 

(SRL16), while the Virtex-5 has 32 bit SRL (SRL32).  As we are using a Virtex-4SX, 

we focus on the SRL16.   

SRL16 can implement fixed, static or dynamic delay. The shift register LUT contents 

are initialized by assigning a four digit binary number to the LUT inputs. These 

inputs can be used as address lines for the 16 bit shift register to change the shift 

amount. There is a separate input to the LUT that is used as the input of the shift 

register. In our experiment, we have configured the LUT in static mode for 16 bit 

delay by assigning 1111 to the inputs of the LUTs. In this case, 24 LUTs are 

equivalent to one delay block (hence implementing z-16) due to the fact that our data 

width is 24 bits.  This causes significant saving in FPGA area because LUTs can be 

configured as 16 bit shift registers in the slices of Virtex 4 FPGAs. It is important to 

note that this configuration does not use any of the flip flops in the slice.  

Figure 5.6 charts the resource utilization of the delay line as we vary the number of 

taps t, the samples/block d, and the data width w.  These three values are explained in 

the previous section   (see Figure 5.4).  As expected, resource usage increases each 

parameter is increased.  The data width and number of taps increase in a linear 
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fashion.  As the samples/block is increased, the LUT usage moves in a step fashion at 

every 16 samples.  This is due to the use of the SRL16.  A single delay element with 

1-16 requires 24 LUTs as described previously.  Once we increase to a delay of 17-

32, will need 48 LUTs since we now need 2 SRL16s per bit of the delay element.   

 

Figure 5.6: Resource utilizations of the delay line using SRL16.  The Graph displays the 
effects of varying three parameters: the # of taps t, the samples/block d, and data width w. 

 

5.2.3.2 Correlation Function Implementation Using 

Block RAMs 

Modern FPGAs provide plenty of on-chip block RAMs (BRAMs) which is extremely 

useful for memory intensive applications such as our time and frequency estimation 

core.  We can implement the delay lines through careful utilization of the BRAMs.  
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Compared to the SRL, BRAMs provide more compact memory storage at the expense 

of having a limited access interface to the data through two memory ports.  Each port 

has a parameterizable data width and frequency. The write operations are 

consecutive, and we can design address generator logic to increment the address; this 

write port is clocked at the same rate of the incoming data. However, the read 

operations must be done faster.   The rate of the read operations depends on the 

number of taps and the number of BRAMs that we use.  Assume we have 1 BRAM 

and 64 taps.  Therefore, every time we do one write, we must do 64 reads from the 

BRAM to get the 64 tap values.  Now if we increase the number of BRAMs, say to 4, 

we can do 4 reads in one cycle, meaning that we need 64/4 = 16 reads for every write 

operations.  This scheme is possible in FPGAs since the BRAM has separate ports 

that can be clocked at different rates using DCM (Digital Clock Manager) units.  

The number of Block RAMs that we need is a function of the size of the delay line.  

The delay size is O(t × d × w).  We simply divide the size of the delay line by the 

capacity of a BRAM (18 Kb for Virtex 4) to determine the minimum number of 

required BRAMs.  The required read rate is limited by the maximum operating speed 

of the Block RAMs. In other words, read operations cannot be faster than access time 

of the on-chip memory.  

In the following we describe two distinct techniques to implement the delay line 

using Block RAMs. We call these techniques chained buffer and circular buffer.  
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� Chained Buffer Technique  

Figure 5.7 shows the block diagram of the chained buffer technique.  In this 

technique, the write operation is done at the same rate as input data and read 

operation is faster. The data read from each BRAM is down-sampled as it is written 

into the proceeding BRAM. The result of each read operation is fed to an accumulator 

that is being clocked with the same rate as the read operation.  This is a natural way to 

implement the proposed scheme.  Here, data is only connected to the “top” BRAM 

and the data circulates down the BRAM delay line.  The need for extra hardware to 

down-sample the data makes this method less attractive than the circular buffer 

technique we describe in the following. 
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Figure 5.7: Time estimation core implementation using chained buffer technique 
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� Circular Buffer Technique 

We can avoid sending data from one BRAM to the next by using more bits for write 

address and treating the BRAMs like a large circular buffer. On the read side, we 

have to make sure that we add or subtract correctly.  The sequence of additions and 

subtractions will be different between the two approaches for each accumulator.  This 

is because the accumulators are associated with each BRAM.  In chained buffer 

approach, BRAM 0, will always add or subtract according to the sequence dictated by 

the first 16 training sequence entries.  BRAM 1 additions and subtractions will be 

determined by training sequence entries 17 through 32, etc. The sequence of training 

bits in the single buffer is determined depending on current location of the “start” of 

the circular buffer; the start changes by one entry each time a new input sample is 

received.  At some point, for example, BRAM 0 will use training entries t-1, t, 0, 1, 

2,….  At another time it will be another sequence of entries. In circular buffer 

technique, we don’t need to chain the BRAMs together; however we do need to 

connect the input data to every BRAM.  As we increase the number of BRAMs, this 

can cause significant routing overhead.  On the other hand the circular buffer 

technique requires that the correlator understands the current starting location of the 

data in the delay line. 

Figure 5.8 shows the block diagram of the circular buffer technique. This technique is 

similar to the chained buffer in terms of write and read operation rates but the 

difference is that data is not transferred from one block to the following block. In fact 
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data is written to the accumulators at the same rate as the read operation and a Time 

Division Multiplexer (TDM) is placed at the output of the accumulators to pick the 

data in round-robin manner as shown in Figure 5.9. 
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Figure 5.8: Time estimation core using the circular buffer technique 

 

The circular buffer technique is similar to chained buffer technique in that only a 

subset of the total correlation coefficient set need be applied to the data in each block 

RAM at any one time.  In this experiment, each BRAM is assigned 8 of the 64 

coefficients.  The difference between the two techniques is that in the circular buffer 

approach, the 8 coefficients change with time, whereas in the chained approach, they 

do not.  Thus in the chained approach, the ROM of each BRAM must only store the 8 
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coefficients that it will use, whereas in the circular buffer case, we have to keep track 

of which coefficients are being used by each BRAM at each time.  And since the 

ROMs are being accessed at the highest rate in the system and each ROM only has a 

single port, this forces us to store 8 copies of the same full set of coefficients. 
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Figure 5.9: Adder tree and TDM implementation of circular buffer 

 

In summary, storing the data in the BRAMs is similar in the two approaches, but in 

the circular buffer approach, determining the coefficients to apply to the data read out 

of the BRAM is more complicated and slightly larger in terms of ROM storage 

resources. The advantage of the circular buffer approach is that it avoids long 

propagation delays in reading and writing data from one buffer to the next, all the 

way down the chain, in a single clock cycle. 
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5.2.3.3 Architecture Optimization Using Circular Buffer 

Technique 

Figure 5.10 shows area and power consumption for the various blocks of the 

cooperative 2x1 MIMO receiver respectively.  These results were obtained through 

synthesis flow described in Section 3.2. We have targeted three FPGA architectures: 

Spartan 3, Virtex 4 and Virtex 5. The goal is to come up with the best platform for 

receiver implementation in terms of area and power consumption.  

In Figure 5.10a, the time and frequency estimator represents a large portion of the 

design and is suitable for optimization; therefore we focused our optimizations which 

were described in Section 3.3 on this case. The SRL architecture consumes a large 

number of LUTs and slices. This is mainly due to the long delay line in the correlator 

function (see Section 3.3.1).  Our novel circular buffer implementation leverages 

BRAM resources for the delay line (see Section 3.3.2) implementation.  Our method 

shows up to 65% savings in slice usage at 8% drop in clock speed compared to the 

SRL implementation for this block.  

Another observation in Figure 5.10a is the larger number of SLICEs in Virtex 5 

compared to other devices even though this architecture offers more inputs per LUTs. 

For instance, consider the number of SLICEs for Virtex 5 in Figure 5.10a under SRL 

technique (26998) as opposed to the similar column for Virtex 4 (20027). This is 

because of the change in structure of the CLBs on FPGA fabric. In Virtex 5 most of 
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the SLICEs do not offer memory option used for SRL while in the other two 

architectures half of the SLICEs do. Figure 5.10b represents lower dynamic power 

consumption for Virtex 5 platform since it has lower core voltage and smaller 

geometry compared to the other two architectures. 

We also wanted to see how modulation affects our design. We applied our circular 

buffer technique to the time and frequency estimator block of the cooperative MIMO 

receiver shown in Figure 5.8. For simplicity, we eliminated the extra logic in two 

channel homodyne-correlator since our optimization technique focuses only on 

correlation function. This included the homodyne block, control logic, complex to 

real/imaginary converter function and vice versa, and input and output logic.  Table 

5.1 shows the implementation result after simplification. This is shown in the first 

row of Table 5.1. We simplified the design more by eliminating one of the channels 

(1x1 cooperative MIMO); the results are shown in the second row. Table 5.1 also 

shows QPSK modulation scheme results.  

In BPSK modulation, the incoming bits are encoded with a   -1 or 1 to represent 0 and 

1, respectively while QPSK encodes two separate bits. The first is encoded with a -1 

or 1, just like BPSK, and the second is encoded with –j or j, and these two codes are 

summed. Thus the set of available symbols is {1, j}, {1, -j}, {-1, j} and {-1, -j}. The 

multiplications of these constants in the QPSK are that they introduce extra 

adders/subtractors to the BPSK hardware. These adders and subtractors are inserted 

between BRAMs and accumulators. 
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(a) 

 

(b) 

Figure 5.10: (a) Resource utilization of the cooperative MIMO receiver for three FPGA 
devices by two techniques ( b) Total dynamic power consumption of the cooperative MIMO 
receiver for three FPGA devices 
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The one channel QPSK correlation is only slightly worse compared to one channel 

BPSK. The training sequence of our correlation core can be reconfigured on the fly.  

The time for reconfiguration depends on the number of accumulators in our design.  

In BPSK, we have 8 Block RAMs that drive 8 accumulators. There is 8x1 ROM per 

each accumulator.  For QPSK, the ROM size is 8x2 since we have to store two bits 

per accumulator.  Each frame takes 8 cycles for reconfiguration using a 128 MHz 

clock and results in a reconfiguration time 8/(128 x 106) = 62.5 ns for both BPSK and 

QPSK. 

 

Table 5.1: Correlation implementation results on Virtex4SX FPGA 

Design Technique FF LUT BRAM SLICE Delay (ns) 

Two Channel BPSK 3730 3177 14 2695 9.59 

One Channel BPSK 2858 2164 14 1930 8.78 

One Channel QPSK 3098 2420 14 2074 9.68 

 

 

 

5.3 Conclusion 

In this chapter we designed and implemented a cooperative MIMO receiver for 

reconfigurable architectures. We discussed the architecture of the overall system, and 
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described a technique to optimize the time and offset frequency estimation block, as it 

consumed a large number of the overall resources. We developed a circular buffer 

technique to implement correlation functions using BRAMs to implement long delay 

lines and optimize the area on FPGA. Our technique provides significant area savings 

with limited increase in delay compared to an SRL implementation.  We described 

how to extend the time and frequency estimation core to handle BPSK and QPSK 

modulation formats.  Our results show that the QPSK implementation is only slightly 

larger than an equivalent BPSK implementation. As a result, our final receiver 

implementation uses memory resources efficiently and is parameterizable.  
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Chapter 6 

DSP Applications in Object 

Detection and Recognition 

 

The rapid evolution of digital image processing, along with the market demand for 

digital cameras, displays, video, etc. in both industrial applications and consumer 

electronics, brings a significant challenge to the designers to develop new 

technologies and devices. Sophisticated algorithms have been incorporated in new 

products both in hardware and software but there are several limitations: pressure to 

reduce the overall system cost, need for several interfaces, low power consumption, 
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and intrinsic complexity of the digital image processing algorithms are the most 

important factors.  

The images that we are used to seeing from video and still cameras are a reproduced 

version of the information that we see with our eyes. The human brain is able to 

process a lot of details such as color, dynamic range, intensity, texture and shape. 

However this is not the case with machine vision systems. These systems are often 

used in video cameras, medical devices, security systems, quality control, consumer 

electronics, portable devices, etc. and are not as clever as the human brain at using the 

information in a raw image. Therefore, performing some image processing tasks and 

extracting information from incoming images is a necessary step. The following is the 

list of most important processes that may be included in any type of image processing 

system: 

� Color processing: Color conversion, determine presence of color or range of 

colors 

� Pixel operations: Operations on single pixels such as shifting, addition, 

multiplication, … 

� Mutli-frame processing: Manipulating pixels’ information in a frame 

including feature calibration, or operations using a reference frame. This may 

require interfacing with external memory since the on-chip memory may not 

be sufficient.  
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� Filtering: Applying an arbitrary function to image blocks or extract an array of 

data from an image 

� Neighbor processing: This process is normally done on multiple pixels to 

produce a single pixel. This may require several lines of data to be stored 

before processing can begin. On-chip memory can be used to make this 

process possible, operations such as convolution are examples of this process 

and which has many applications in object detection, edge detection, corner 

detection, etc.  

In this chapter, we describe three applications of image processing on FPGAs and 

will introduce several architectures to implement them on reconfigurable hardware. 

These applications are face detection, corner detection and object detection.  

 

6.1 Image Processing Applications on 

Reconfigurable Hardware 

FPGAs have proven to be highly effective in implementing computationally intensive 

applications such as image processing. Traditionally, the solution to implementing 

image processing functions is through an application specific standard product 

(ASSP) or a DSP processor. Both of these solutions are still valid, and in some 

specific cases optimal. But their limitations are well-known: ASSPs are inflexible  
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and include non recurring engineering (NRE) cost, powerful DSPs are costly and lack 

performance in most of the cases. FPGAs combine the virtues of both alternatives. As 

image processing algorithms evolve rapidly and time to market becomes a more 

crucial factor, the flexibility of the FPGAs becomes a more desirable feature.  

Exhaustive testing the behavioral model of image processing algorithms is not 

possible using DSP processors or software applications. This is due to the fact that the 

video frames may take a lot of time to process on such platforms. This justifies the 

migration path to reconfigurable hardware and it becomes more evident when it 

comes to real time image processing applications. In addition, intellectual property 

(IP) may require customization as part of the application requirement which is not 

possible with ASSPs. Although there are standards that govern some aspects of image 

processing, it is neither possible nor commercially attractive to attempt to standardize 

image quality due to the dynamic nature of the market.  

 

6.2 Face Detection 

This chapter presents a hardware architecture for a face detection system based on 

AdaBoost algorithm [74] using Haar features [82]. We describe the hardware design 

techniques including image scaling, integral image generation, pipelined processing 

as well as parallel processing multiple classifiers to accelerate the processing speed of 

the face detection system. Also we discuss the optimization of the proposed 

architecture which can be scalable for configurable devices with variable resources. 
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The proposed architecture for face detection has been designed using Verilog HDL 

and implemented in Xilinx Virtex-5 FPGA.  

Face detection in an image sequence has been an active research area in the computer 

vision field in recent years due to its potential applications in monitoring and 

surveillance [68], human computer interfaces [69], smart rooms [70], intelligent 

robots [71], and biomedical image analysis [72]. Face detection is based on 

identifying and locating a human face in images regardless of size, position, and 

condition. Numerous approaches have been proposed for face detection in images. 

Simple features such as color, motion, and texture were used for face detection in 

early researches. However, these methods break down easily because of the 

complexity of the real world. The face detection scheme proposed by Viola and Jones 

[73] is most popular among the face detection approaches based on statistic methods. 

This face detection scheme is a variant of the AdaBoost algorithm [74] which 

achieves rapid and robust face detection. They proposed a face detection framework 

based on the AdaBoost learning algorithm using Haar features. However, the face 

detection requires considerable computation power because many Haar feature 

classifiers check all pixels in the images. Although real-time face detection is possible 

using high performance computers, the resources of the system tend to be 

monopolized by face detection. Therefore, this constitutes a bottleneck to the 

application of face detection in real time. 

Almost all of the available literatures on real-time face detection are theoretical or 

describe a software implementation. Only a few papers have addressed a hardware 
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design and implementation of real-time face detection. Theocharides et al. [75] 

presented the implementation of neural network based face detection in an ASIC to 

accelerate processing speed. However, VLSI technology requires a large amount of 

development time and cost. Also it is difficult to change design. McCready [76] 

designed and implemented face detection for the Transmogrifier-2 configurable 

hardware system. This implementation utilized nine FPGA boards. Sadri et al. [77] 

implemented neural network based face detection on the Virtex-II Pro FPGA. Skin 

color filtering and edge detection are used to reduce the processing time. However, 

some operations are implemented on hardcore PowerPC processor with embedded 

software. Wei et al. [78] presented FPGA implementation for face detection using 

scaling input images and fixed-point expressions. However, the image size is too 

small (120×120 pixels) to be practical and only some parts of classifier cascade are 

actually implemented. A low-cost detection system was implemented using Cyclone 

II FPGA by Yang et al. [79]. The frame rate of this system is 13 fps with low 

detection rate of about 75%. Nair et al. [80] implemented an embedded system for 

human detection on an FPGA. It could process the images at speeds of 2.5 fps with 

about 300 pixels images. Gao et al. [81] presented an approach to use an FPGA to 

accelerate the Haar feature classifier based face detection. They re-trained the Haar 

classifier with 16 classifiers per stage. However, only some of the classifiers are 

implemented in the FPGA. The integral image generation and detected face display 

are processed in a host microprocessor. Also the largest Virtex-5 FPGA was used for 

the implementation because the design size is too large. Hiromoto et al. [82] 
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implemented real-time object detection based on the AdaBoot algorithm. They 

proposed hybrid architecture of a parallel processing module for the former stages 

and a sequential processing module for the subsequent stages in the cascade. Since 

the parallel processing module and the sequential processing module are divided after 

evaluating a processing time with fixed Haar feature data, it should be designed and 

implemented again in order to apply new Haar feature data. Also the experimental 

result and analysis of the implemented system are not discussed.  

In this chapter, we present a hardware architecture design for a real time face 

detection system. We propose hardware design techniques to accelerate the 

processing speed of face detection. The face detection system generates an integral 

image window to perform a Haar feature classification during one clock cycle, and 

then it performs classification operations in parallel using Haar classifiers to detect a 

face in the image sequence. The main contribution of this work is design and 

implementation of a physically feasible hardware system to accelerate the processing 

speed of the operations required for real-time face detection. Therefore, this work has 

resulted in the development of a real-time face detection system employing an FPGA 

implemented system designed by Verilog HDL. Its performance has been measured 

and compared with an equivalent software implementation. 

The face detection algorithm proposed by Viola and Jones is used as the basis of the 

proposed design. The face detection algorithm looks for specific Haar features of a 

human face. When one of these features is found, the algorithm allows the face 

candidate to pass to the next stage of detection. A face candidate is a rectangular 
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section of the original image called a sub-window. Generally these sub-windows have 

a fixed size (typically 24×24 pixels).  This sub-window is often scaled in order to 

obtain a variety of different size faces. The algorithm scans the entire image with this 

window and denotes each respective section a face candidate [73]. 

The algorithm uses an integral image in order to process Haar features of a face 

candidate in constant time. It uses a cascade of stages which is used to eliminate non-

face candidates quickly. Each stage consists of many different Haar features. Each 

feature is classified by a Haar feature classifier. The Haar feature classifiers generate 

an output which can then be provided to the stage comparator. The stage comparator 

sums the outputs of the Haar feature classifiers and compares this value with a stage 

threshold to determine if the stage should be passed.  If all stages are passed the face 

candidate is concluded to be a face.  These terms will be discussed in more detail in 

the following sections.   

 

6.2.1 Integral Image 

The integral image is defined as the summation of the pixel values of the original 

image. The value at any location (x, y) of the integral image is the sum of the image’s 

pixels above and to the left of location (x, y). Figure 6.1 illustrates the computation of 

integral image on a region by summing the pixel values for a position (x, y). 
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(x, y)

1 1 1

1 1 1

1 1 1

1 2 3

2 4 6

3 6 9
 

Figure 6.1: Integral image generation. The shaded region represents the sum of the pixels up 
to position (x, y) of the image for a window size of 3×3 pixels and its integral image 
representation. 

 

 

6.2.2 Haar Features 

Haar features are composed of either two or three rectangles.  Face candidates are 

scanned and searched for Haar features of the current stage. The weight and size of 

each feature and the features themselves are generated using a machine learning 

algorithm from AdaBoost [73][74]. The weights are constants generated by the 

learning algorithm. There are a variety of forms of features as seen below in Figure 

6.2.  

 

 

Figure 6.2: Examples of Haar features. Areas of white and black regions are multiplied by 
their respective weights and then summed in order to get the Haar feature value. 
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Each Haar feature has a value that is calculated by taking the area of each rectangle, 

multiplying each by their respective weights, and then summing the results. The area 

of each rectangle is easily found using the integral image. The coordinates of any 

corner of a rectangle can be used to get the sum of all the pixels above and to the left 

of that location using the integral image. By using each corner of a rectangle, the area 

can be computed quickly as denoted by Figure 6.3. Since L1 is subtracted off twice it 

must be added back to get the correct area of the rectangle. The area of the rectangle 

R, denoted as the rectangle integral, can be computed as follows using the locations of 

the integral image:  

R = L4-L3-L2+L1 (6-1) 

R

L1 L2

L3 L4

 

Figure 6.3: Integral image generation 

6.2.3 Haar Feature Classifier 

A Haar feature classifier uses the rectangle integral to calculate the value of a feature. 

The Haar feature classifier multiplies the weight of each rectangle by its area and the 

results are added together. Several Haar feature classifiers compose a stage. A stage 

comparator sums all the Haar feature classifier results in a stage and compares this 
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summation with a stage threshold. The threshold is also a constant obtained from the 

AdaBoost algorithm.  Each stage does not have a set number of Haar features.  

Depending on the parameters of the training data individual stages can have a varying 

number of Haar features.  For example, Viola and Jones’ data set used 2 features in 

the first stage and 10 in the second. All together they used a total of 38 stages and 

6060 features [73]. Our data set is based on the OpenCV data set which used 22 

stages and 2135 features in total [83][84]. 

 

6.2.4 Viola-Jones Algorithm 

The Viola and Jones face detection algorithm eliminates face candidates quickly 

using a cascade of stages. The cascade eliminates candidates by making stricter 

requirements in each stage with later stages being much more difficult for a candidate 

to pass. Candidates exit the cascade if they pass all stages or fail any stage. A face is 

detected if a candidate passes all stages. This process is shown in Figure 6.4. 

Stage 0 Stage 1 Stage n

Fail Fail Fail

Pass Pass Face
....

Candidate

 

Figure 6.4: Cascade of stages. Candidate must pass all stages in the cascade to be concluded 
as a face. 
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6.2.5 Face Detection System Architecture 

Figure 6.5 shows the overview of the proposed face detection system architecture. It 

consists of seven modules: image interface, frame grabber, image store, image scaler, 

classifier, display, and DVI interface. The image interface and DVI interface are 

implemented using ASIC custom chips with the FPGA board. The others are 

designed using Verilog HDL and implemented in an FPGA in order to perform face 

detection in real-time.  

 

Figure 6.5: Block diagram of proposed face detection system. 

 

The following is a brief description of each module: 
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� Frame Grabber 

In the frame grabber module, the frame grabber controller generates the control 

signals for controlling the A/D converter which converts the analog image signals 

into digital image data, and the sync separator which generates the image sync 

signals in the image interface module. The image sync signal and the color image 

data are transferred from the image interface module. The image cropper crops 

the images based on the sync signals. These image data and sync signals are used 

in all of the modules of the face detection system. 

� Image Store 

The image store module stores the image data arriving from the frame grabber 

module frame by frame. This module transfers the image data to the classifier 

module based on the scale information from the image scaler module. The image 

of a frame is stored in a BRAM of the FPGA. 

� Image Scaler 

The images are scaled down based on a scale factor by the image scaler module. 

The image scaler module generates and transfers the address of the BRAM 

containing a frame image in the image store module to request image data 

according to a scale factor. The image store module transfers a pixel data to the 

classifier module based on the address of BRAM required from the image scaler 

module. 
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� Classifier 

The classifier module performs the classification for the face detection using Haar 

feature data. This module consists of the image line buffer, image window buffer, 

integral image window buffer, feature classifier, stage comparator, and feature 

training data. The face detection is performed by the Haar feature classification 

using an integral image. The integral image generation requires substantial 

computation. A general purpose computer of Von Neumann architecture has to 

access image memory at least width×height times to get the value of each pixel 

when it processes an image with width×height pixels. It may take a long latency 

delay for every frame. In order to reduce memory access and processing time, we 

propose a specific architecture for the integral image generation. This architecture 

stores the necessary pixels for processing each pixel and its neighboring pixels 

together. It consists of the image line buffer, image window buffer, and integral 

image window buffer. Each buffer has its own controller. The image line buffer 

stores some parts of the image and its controller generates the control signals for 

moving and storing the pixel values. The image line buffer uses dual port BRAMs 

where the number of BRAMs is the same as that of the row in the image window 

buffer. Each dual port BRAM can store one line of an image. Thus, the x-

coordinates of the pixels can be used as the address for the dual port BRAM. For 

the incoming pixel where the coordinate is (x, y), the image line buffer controller 

performs operations such as in (1), where n is the image window row size, p(x, y) 
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is the incoming pixel value, and L(x, y) represents each pixel in the image line 

buffer. 

 ���, � − �� = ���, � − (� − 1)� where 1 ≤ � ≤ � − 2            

            ���, � − �� = ���, ��   where � = 0            (6-2) 

 

With these operations, the pixel values in the lines of an image are stored in dual port 

BRAMs. Since each dual port BRAM stores one line of an image, it is possible to get 

one pixel value from every line simultaneously. 

The image window buffer stores pixel values moving from the image line buffer and 

its controller generates control signals for moving and storing the pixel values. Since 

pixels of an image window buffer are stored in registers, it is possible to access all 

pixels in the image window buffer simultaneously to generate the integral image 

window. For the incoming pixel with coordinate (x, y), the image window buffer 

controller performs operation as in (6-2) where n and m are the row and column size 

of the image window buffer, respectively. p(i, j) is the incoming pixel value in the 

image window buffer; p(x, y) is the incoming pixel value; I(i, j) represents each of the 

pixels in the image window buffer; and L(x, y) represents each of the pixels in the 

image line buffer. 

   

 	�
 − �, �� = 	�
 − (� − 1), ��   where 1 ≤ � ≤ � − 1               

 	�
, � − � = ���, � − ( − 1)�    where 1 ≤  ≤ � − 1 

 	�
 − �, � − � = ��
, �� = �(�, �)     where � =  = 0, 

when � +  = � − 1, 1 ≤ � ≤ � − 1, n − 2 ≥  ≥ 0:  

 � = 2�  
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 	�
 − �, � − � = 	�
 − �� − 1�, � − � + 	(
 − (� − 1), � − ( + 1))        (6-3) 

 

The integral image window buffer stores integral pixel values moving from the image 

window buffer and its controller generates control signals for moving and calculating 

the integral pixel values. Since pixels of an integral image window buffer are stored 

in registers, it is possible to access all integral pixels in the integral image window 

buffer simultaneously to perform the Haar feature classification. For incoming pixel 

with coordinate (i, j), the integral image window buffer controller performs operation 

as in (6-3) where n is the row and column size of the integral image window buffer. 

II(s, t) represents each of the integral pixels in the integral image window buffer; and 

I(i, j) represents each of the pixels in the image window buffer. 

		�� − �, � − �� = 		�� − �, � − �� + 	�
 − �, � − �− 	�
 − (2� − 1), � − �,  
where 0 ≤ � ≤ � − 1, 0 ≤ � ≤ � − 1, � − 1 ≤ � ≤ 2� − 2, 0 ≤  ≤ � − 1       (6-4)                                    

 

Figure 6.6 shows all of the actions in the proposed architecture to generate the 

integral image. For every image from the frame grabber module, the integral image 

window buffer is calculated to perform the feature classification using the integral 

image. 

A Haar classifier consists of two or three rectangles and their weight values, feature 

threshold value, and left and right values. Each rectangle presents four points using 

the coordinates (x, y) of most left and up point, width w, and height h as shown in 

Figure 6.7.  
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Figure 6.6: Architecture for generating integral image window 

 

 

 

Figure 6.7: Rectangle calculation of Haar feature classifier 
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The integral pixel value of each rectangle can be calculated using these points from 

the integral image window buffer as shown in Figure 6.8. Since integral pixel values 

in an integral image window buffer are stored in registers, it is possible to access all 

integral pixel values in the integral image window buffer simultaneously to calculate 

the integral image value of the rectangles of the Haar feature classifier. It enables us 

to save the memory access time. 

 

Figure 6.8: Simultaneous access to integral image window in order to calculate integral 
image of Haar feature classifiers 
 

Figure 6.9 shows the architecture of a Haar classifier for face detection. All Haar 

feature data are stored in the BRAMs. Four points of the rectangles of the Haar 

feature classifier are calculated by the method as shown in Figure 6.7. The integral 

image values of Haar classifier are obtained from the integral image window buffer as 

shown in Figure 6.8. Integral image value of each rectangle is multiplied with its 

weight.  
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Figure 6.9: Architecture for performing Haar feature classification 

 

The summation of all integral image values multiplied by their weight is the result of 

one Haar feature classifier. This result is compared with the feature threshold. If the 

result is smaller than the feature threshold, the final resultant value of this Haar 

classifier is the left value. Otherwise, the final resultant value is the right value. This 

final resultant value is accumulated during the same stage. The accumulative value of 

the stage is compared with the stage threshold. If the accumulative value is larger 
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than the stage threshold, it goes to the next stage and so on to decide if this image 

window could pass all stages. The proposed architecture of the Haar classifier is 

implemented based on a pipeline scheme as shown in Figure 6.9. During each clock 

cycle, the integral pixel values of Haar classifier from the integral image window 

buffer and the parameters of Haar classifier from the Haar feature BRAMs are fed to 

calculate the result of classification continuously. The latency for the first Haar 

classifier is five clock cycles. 

 

6.2.6 FPGA Implementation Results 

The proposed architecture for face detection has been designed using Verilog HDL 

and implemented in Xilinx Virtex-5 FPGA. We use the Haar feature training data 

from OpenCV to detect the frontal human faces based on the Viola and Jones 

algorithm [83][84]. This cascade Haar feature training data is trained by frontal faces 

whose sizes are 20x20 pixels, and consists of a total of 22 stages, 2135 Haar 

classifiers, and 4630 Haar features. Table 6.1 shows the number of Haar classifiers in 

each stage. 

 

 

 

Table 6.1: Number of weak classifiers in each stage 
Stage 

# 
# of 

Classifier 
Stage 

# 
# of 

Classifier 
Stage 

# 
# of 

Classifier 
0 3 8 56 16 140 
1 16 9 71 17 160 
2 21 10 80 18 177 
3 39 11 103 19 182 
4 33 12 111 20 211 
5 44 13 102 21 213 
6 50 14 135 

Total 2135 
7 51 15 137 

 



166 

 

 

In the proposed face detection system as shown in Figure 6.5, face detection is 

performed in three major parts. The first part is grabbing and scaling. This part 

consists of the frame grabber, image store, and image scaler modules. These modules 

are for grabbing images and generating scaled images. Sub-windows for the Haar 

classifier are expanded to detect large objects in Viola and Jones object detection 

algorithm. Since the Haar feature classifier consists of simple rectangles, scaling a 

sub-window is not hard. Therefore, this method is widely used for software object 

detection implementation. However, a larger cache memory of the integral image is 

required according to the larger size of a sub-window to achieve fast memory access, 

which is difficult to implement in hardware. A scaling image technique is used in 

hardware instead of the scaling sub-window because it does not need a huge cache 

memory for fast memory access and it is easy to implement in hardware. Since our 

architecture has a fixed integral image window (21×21 pixels), it needs to scale input 

images down to detect large faces. To make scaled images, we use a nearest neighbor 

interpolation algorithm with a factor of 1.2. A pixel value in the scaled images is set 

to the value of the nearest pixel in the original images. This is the simplest 

interpolation algorithm that requires a lower computation cost. The number of the 

scaled images depends on the input image resolution. Our scaler module performs the 

down-scaling of input images until the height of the scaled image is the same as the 

size of the image window (21x21 pixels). The scaler module for 320×240 pixels 
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images has 14 scale factors (1.20~1.213), the scaler module for 640×480 pixels images 

has 18 scale factors (1.20~1.217). 

The second part of classifying is to perform Haar feature classification using the 

integral image. This part consists of a classifier module which has the image line 

buffer, image window buffer, integral image window buffer, feature classifier, stage 

comparator, and feature training data blocks. Since generating integral image of the 

whole scaled image requires substantial computation power and time, we generate the 

integral image of only the current image window. The image line buffer (20 lines), 

image window buffer (21×41 cells), and integral image window buffer (21×21 cells) 

are implemented to generate the integral image of the current window during one 

clock cycle. The pixel data are stored and moved in the image line buffer according to 

the mechanism of the architecture explained in the previous section. The pixel data 

with the same address of the image line buffer are transferred to the image window 

buffer simultaneously. The image window buffer performs pre-calculation to generate 

the integral image widow. The image window buffer has two parts: The first part 

(21x20 cells) calculates the accumulation values of each column of the image window 

buffer. Each column has only one adder. The adder of the most left column calculates 

the summation of first row and second row pixel values in the most left column. The 

adder of the second left column calculates the summation of the first, second, and 

third row pixel values in the second left column. Finally, the adder of the 20th column 

calculates the summation of all pixel values in the 20th column. The pipeline scheme 
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is applied in this part, so the latency of first summation of all pixel values in the 20th 

column is 20 clock cycles. 

The second part (21x22 cells) latches and moves the accumulative pixel values of the 

column to the adjacent column. The accumulated pixel values are used to generate the 

integral image window. The integral image window buffer calculates the integral 

image of the current image window. Each element of the integral image window adds 

the previous integral pixel values to the accumulative pixel values from the image 

window buffer, and subtracts the accumulative pixel values from the leftmost column 

of the image window buffer. Using this mechanism and architecture, we can generate 

the integral image of current window during one clock cycle. The contents of the 

image line buffer, image window buffer, and integral image window buffer are 

updated according to a fail signal from any stage or a pass signal from all stages from 

the stage comparator. Therefore, while the Haar classification is processing, they 

maintain their value corresponding the current window. 

We design and implement both single and triple classifiers. The triple classifier has 

three single classifiers which process in parallel. The integral image window buffer 

can be accessed simultaneously by three single classifiers because the integral image 

window stores the integral pixel values in registers. 

The Haar feature training data are stored in the BRAMs of an FPGA. The BRAMs for 

the Haar feature training data consist of 5 BRAMs: 3 BRAMs for 3 rectangles of 

Haar feature (x, y, width, height, weight), 1 BRAM for the feature threshold, left and 
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right values, and 1 BRAM for the stage threshold value. Although Haar feature 

classifiers are composed of either two or three rectangles, all Haar feature classifiers 

are uniformed and have only 3 rectangles for hardware implementation. If the Haar 

feature classifier has 2 rectangles, the third rectangle has 0 values. These values are 

called according to the current stage and feature number. The classifier module 

calculates the current stage and feature number, and then generates the address of the 

Haar feature data BRAMs to read the Haar feature values. In order to implement 

parallel processing of multiple classifiers, Haar feature data should be accessed 

simultaneously. Since BRAM allows the access to one address, the contents of 

BRAM are divided and stored in several BRAMs to allow multiple accesses of the 

Haar feature data. We divided the contents of each BRAM into 3 BRAMs for the 

triple classifier. The first content of BRAM is for the first classifier, the second 

content is for the second classifier, and the third content is for the third classifier. 

Again, the forth content is for the first classifier, the fifth content is for the second 

classifier, and sixth content is for the third classifier. This routine continues until the 

end of BRAM contents. Therefore, 5 BRAMs are used for each single classifier and a 

total of 15 BRAMs are used for the triple classifier. Since the quantity of the Haar 

feature data is fixed, the size of BRAMs used for the single classifier is the same the 

triple classifier. 

Table 6.2 includes a summary of the device utilization characteristics for our face 

detection systems. There are four face detection systems: single classifier and triple 

classifier for 320×240 (QVGA) resolution images and single classifier and triple 
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classifier for 640×480 (VGA) resolution images. Both single classifier face detection 

systems can be implemented in Virtex-5 LX110 FPGA [85], and both triple classifier 

face detection systems can be implemented in Virtex-5 LX155 FPGA [85].  

 

 

 

 

 

Face detection design involves a large number of addition and subtraction operations 

to generate the integral image window buffer and perform Haar feature classification. 

Hence it leaves us plenty of optimization alternatives. In our design, the classifier 

module performs face detection in real-time. Also it uses almost all system resources 

of the face detection system shown in Table 6.2 and 6.3.  

The classifier module includes two major functional blocks: image window buffer 

and integral image window buffer which include adders and subtractors. In our 

design, we use 13-bit and 17-bit adders for all operations of the image window buffer 

and the integral image window buffer, respectively, and carry for all adders and 

subtractors. However, this implementation can be further optimized in terms of area if 

we replace these adders and subractors with the proper sized adders and subtractors. 

Table 6.2: Device utilization characteristics for the face 
detection system 

Type  of Classifier Slice 
Registers 

Slice 
LUTs BRAMs DSP48Es 

QVGA 

Single 

Classifier 
19,066 64,143 41 7 

Triple Classifier 21,163 79,537 41 7 

VGA 
Single 
Classifier 

19,556 66,851 97 7 

Triple Classifier 21,902 84,232 97 7 
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We consider two following cases:  

Each adder cell in the image window buffer has two operands. One is from the right 

cell and the other is from the upper right cell. The first adder cell accepts two 8-bit 

operands but each other adder cell Ii accepts the output of the previous adder Ii-1 and 

an 8-bit operand from the right cell in the image window buffer. Consequently, we do 

not need a 13-bit adder for all cells since all the numbers to be added are 8-bit wide. 

Table 6.3: Device utilization characteristics for the 
classifier module of the face detection system with 

DSP block usage option 

Modules Slices 
Register 

Slice 
LUTs 

BRA
Ms 

DSP
48Es 

 
DSP 
Option 
 “No” 
 

 

Line  
Buffer 

179 11 10 0 

Window  
Buffer 

10064 12311 0 0 

Integral  
Window  
Buffer 

7524 18038 0 0 

Feature  
Classifier/ 
Stage  
Comparator 

444 18297 0 0 

Feature 
Data 

11 94 11 0 

Total 
Classifier  
Module  

18122 62890 21 0 

DSP 
Option  
“Yes”  

Line  
Buffer 

179 2 10 1 

Window  
Buffer 

10074 11476 0 20 

Integral  
Window  
Buffer 

986 3236 0 886 

Feature  
Classifier/ 
Stage  
Comparator 

463 16283 0 46 

Feature 
Data 

11 94 11 0 

Total 
Classifier  
Module  

13245 45340 21 964 
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In fact we need an 8-bit adder for the first operation, a 9-bit adder for the second 

operation, a 10-bit adder for the third and fourth operation, an 11-bit adder for the 

fifth through eighth operations, etc. This is due to the fact that the maximum number 

to be represented is limited to 8-bit integers. In a Virtex-5 device, each n-bit adder 

consumes n LUTs, so using the above optimization scheme, the image window buffer 

can be modified to use less LUTs. Here, we can implement this module with one 8-bit 

adder, one 9-bit adder, two 10-bit adders, four 11-bit adders, eight 12-bit adders and 

finally four 13-bit adders as opposed to twenty 13-bit adders which results in 31 

LUTs saving. This may sound small but the very same architecture repeats in integral 

image buffer and could result in higher FPGA resource savings. This is explained in 

the following paragraph.  

In the integral image window buffer, the optimization scheme explained in the 

previous paragraph can be incorporated to save more FPGA resources. The integral 

image window buffer is an adder matrix of size 21x21. In its current implementation, 

each adder cell is 17-bits wide. This obviously can be optimized using the scheme 

explained in previous paragraph. Each integral image window buffer adder cell 

implements an addition and a subtraction (IIi = IIi + Ii - Ij). Ii/Ij bit range varies from 

8-bit to 13-bit. These operands are fed to the integral image window buffer from the 

image window buffer. The maximum number to be represented in the image window 

buffer varies from 255 for II(0, 0) which can be represented by 8-bit to 255*21 = 

5355 or by 13-bit for II(0, 20) or II(20, 0). The II(20, 20) should be as large as 

255*21*21 = 112455 which can be represented by 17-bits. We have used 17-bit 
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adders in this implementation for all cells of the integral image window buffer but 

this can also be modified to save FPGA resources as explained previously. Applying 

the above scheme, 31 LUTs can be saved per each row or column which translates to 

a total of 651 LUTs for the whole calculator. 

On the other hand, we can design the adders and subtractors of the classifier module 

with DSP blocks instead of LUTs. This optimization can be scalable for configurable 

devices with variable resources. Virtex-5 LX devices have a lot of logic cells as slice 

registers and LUTs. Virtex-5 SX devices are rich in terms of DSP blocks, hence more 

suitable for implementation of adders and subtractors using DSP blocks. Table 6.3 

shows the device utilization of the classifier module according to the DSP block 

usage option. 

A high frame processing rate and low latency are important for many applications 

that must provide quick decisions based on events in the scene [86]. We measure the 

performance of the proposed architecture for the face detection system. Table 6.4 

shows the performance of the implemented face detection system when it is applied 

to a camera, which produces images consisting of 320×240 pixels at 60 frames per 

second. The system performance depends on the number of faces in the images. The 

single classifier face detection system is capable of processing the images at speeds of 

an average of 15.14 fps. The triple classifier face detection system is capable of 

processing the images at speeds of an average of 26.51 fps. The triple classifier face 

detection system has the performance improvement factor of 1.75 over the single 

classifier. Table 6.5 shows the performance of the implemented face detection system 
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when it is applied to a camera, which produces images consisting of 640×480 pixels 

at 60 frames per second. The single classifier face detection system is capable of 

processing the images at speeds of an average of 4.35 fps. The triple classifier face 

detection system is capable of processing the images at speeds of an average of 6.96 

fps. The triple classifier face detection system has a performance improvement of 1.6 

over the single classifier. This is due to the concurrent operations of the three single 

classifiers in parallel. Although the usage of the system resource increases, the system 

performance increases dramatically. The performance of the software program is 

determined by measuring the computation time required for performing face detection 

on the PC; in this case an Intel Core 2 Extreme CPU (2.80 GHz), 2.98 GB DDR2 

SDRAM (800 MHz), Microsoft Windows XP Professional, and Microsoft Visual 

Studio. All of the software programs are developed using Microsoft Visual C++. The 

algorithm and parameters used in software face detection are exactly the same as the 

one used in hardware face detection. When the face detection system, using the 

software program, is applied to the same conditions as the hardware face detection, it 

is capable of processing images at speeds of an average of 0.71 fps with 320×240 

pixels and 0.37 fps with 640×480 pixels at 60 frames per second. The hardware face 

detection system has a performance improvement factor of up to 37.33 compared to 

the software face detection system with the 320×240 pixel images and up to 18.81 

times compared to the software face detection system with the 640×480 pixel images. 
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6.2.7 Parallelization of Multiple Classifier 

Architecture for Face Detection 

This section presents a parallelized architecture of multiple classifiers for face 

detection based on the Viola and Jones object detection method. This method 

improves the performance of the system architecture by incorporating multiple 

classifiers. We describe the hardware design techniques including image scaling, 

integral image generation, pipelined processing of classifiers, and parallel processing 

Table 6.4: Results of proposed face detection system 
with 320×240 resolution images 

# of 
Faces 

Software 
Classifier 

Hardware 

Single Classifier Triple Classifier 

1 
1,256 ms 
(0.79 fps) 

57.131 ms 
(17.50 fps) 

34.712 ms 
(28.80 fps) 

6 
1,402 ms 
(0.71 fps) 

64.981 ms 
(15.39 fps) 

37.378 ms 
(26.75 fps) 

11 
1,538 ms 
(0.65 fps) 

79.628 ms 
(12.55 fps) 

41.711 ms 
(23.97 fps) 

 

Table 6.5: Results of proposed face detection system 
with 640×480 resolution images 

# of 
Faces 

Software 
Classifier 

Hardware 

Single 
Classifier Triple Classifier 

1 
2,165 ms 
(0.46 fps) 

189.199 ms 
(5.28 fps) 

133.143 ms 
(7.51 fps) 

6 
2,919 ms 
(0.34 fps) 

254.254 ms 
(3.93 fps) 

146.745 ms 
(6.81 fps) 

11 
3,129 ms 
(0.31 fps) 

260.169 ms 
(3.84 fps) 

152.664 ms 
(6.55 fps) 
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of multiple classifiers to accelerate the processing speed of the face detection system. 

Also we discuss the parallelized architecture which can be scalable for configurable 

device with variable resources. We implement the proposed architecture in Verilog 

HDL on a Xilinx Virtex-5 FPGA and show the parallelized architecture of multiple 

classifiers can have 3.3 times performance gain over the architecture of a single 

classifier and an 84 times performance gain over an equivalent software solution. 

The Haar classifier module shown in Figure 6.5 of Section 6.2.3 can be modified by 

using multiple classifiers as shown in Figure 6.10. This is the critical module of the 

whole face detection system. This module consists of the image line buffers, image 

window buffer, integral image window buffer, line buffer controller, and window 

buffer controller to generate the integral image window, classifiers, training data, 

feature counter, stage accumulator, stage comparator, and stage training data to 

perform the classification as shown in Figure 6.10.  

We design and implement scalable multiple classifiers (1, 2, 4, 6, 8 classifiers). These 

classifiers have multiple classifiers which process in parallel. The integral image 

window buffer can be accessed simultaneously by each classifier because the integral 

image window stores the integral pixel values in registers. The training data are stored 

in the BRAMs of an FPGA. The BRAMs for the training data consist of 7 BRAMs: 3 

BRAMs for 3 rectangles of Haar feature (x, y, width, height, weight), 3 BRAMs for 

the threshold, left and right, respectively, and 1 BRAM for the stage threshold. 
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Figure 6.10: Block diagram of proposed face detection system 

 

Although Haar classifiers are composed of either two or three rectangles, all Haar 

classifiers are uniformed as having only 3 rectangles for hardware implementation. If 

the Haar classifier has 2 rectangles, the third rectangle has 0 values. These values are 

called depending on the stage and feature numbers. The classifiers module calculates 

the stage and feature numbers, and then generates the address of the training data 

BRAMs to read the Haar feature values. In order to implement parallel processing of 

multiple classifiers, training data should be accessed simultaneously. Since BRAM 

allows only access to one address, the contents of training data BRAMs are divided 

and stored in several BRAMs to allow multiple accesses of the training data. We 

divided the contents of each BRAM into 1, 2, 4, 6, 8 sets of BRAMs for the 1, 2, 4, 6, 
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8 classifiers, respectively. For example, for 4 classifiers, the first content of training 

data BRAM is for the first classifier, the second content is for the second classifier, 

the third content is for the third classifier, and the forth content is for the fourth 

classifier. Again, the fifth content is for the first classifier, the sixth content is for the 

second classifier, the seventh content is for the third classifier, and the eighth content 

is for the fourth classifier. This routine continues until the end of BRAM contents. 

Therefore, 7 BRAMs are used for each single classifier and a total 28 BRAMs are 

used for the 4 classifiers. Since the quantity of the training data is fixed, the allocated 

resource for training data BRAMs of the multiple classifiers is the same regardless of 

the number of the multiple classifiers. 

Table 6.6 shows a comparison of the device utilization characteristics for the 

parallelized architecture of multiple classifiers for face detection. There are 10 

implementations: 1, 2, 4, 6, 8 classifiers for both 320×240 (QVGA) resolution images 

and 640×480 (VGA) resolution images. The face detection systems of the multiple 

classifiers are designed using Verilog HDL, synthesized using Synplify Pro, and 

implemented in Virtex-5 LX330 FPGA using ISE design suite. 

We measure the performance of the proposed parallelized architecture of multiple 

classifiers for face detection. Since the system performance of face detection depends 

on the number of faces in the images, the implemented face detection systems are 

tested on 5 images, which contain 1, 3, 6, 9, 12 faces, respectively. Table 6.7 shows 

the average performance of the face detection systems which have 1, 2, 4, 6, 8 
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classifiers, respectively, when they are applied to images consisting of both 320×240 

and 640×480 pixels. 

Table 6.6: Utilization characteristics for the face detection system 

320×240 Resolution Images 

Number of 
Classifiers 

Registers LUTs BRAMs DSP48s 

1 17906 32438 40 7 
2 18453 37423 44 10 
4 19397 50765 47 16 
6 20371 62144 50 22 
8 21270 73741 53 28 

640×480 Resolution Images 

Number of 
Classifiers 

Registers LUTs BRAMs DSP48s 

1 18544 33790 96 7 
2 19034 38843 100 10 
4 20013 51050 103 16 
6 20944 63643 106 22 
8 21819 74734 109 28 

 

When applied to the 320×240 resolution images, The 1 classifier face detection 

system is capable of processing the images at speeds of an average of 18.26 fps. The 

2 classifiers face detection system is capable of processing the image at speed of an 

average of 25.64 fps. The 2 classifiers face detection system has a performance 

improvement of 1.4 times over the 1 classifier implementation. The 8 classifiers face 

detection system is capable of processing the image at speed of an average of 61.02 

fps. The 8 classifiers face detection system has a performance improvement of 3.34 

times over the 1 classifier implementation. When applying to 640×480 resolution 

images, The 1 classifier face detection system is capable of processing the images at 

speeds of an average of 5.24 fps. The 2 classifiers face detection system is capable of 
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processing the image at speed of an average of 6.84 fps. The 2 classifiers face 

detection system has a performance improvement of 1.3 times over the 1 classifier 

implementation. The 8 classifiers face detection system is capable of processing the 

image at speed of an average speed of 16.08 fps. The 8 classifiers face detection 

system has a performance improvement of 3.06 times over the 1 classifier 

implementation. This is due to the concurrent operations of multiple classifiers by the 

parallelized architecture for face detection. Although the usage of the system resource 

increases, the system performance increases dramatically. 

The performance of the equivalent software implementation is determined by 

measuring the computation time required for performing face detection on the PC; in 

this case using an Intel Core 2 Quad CPU (2.4 GHz), 8 GB DDR2 SDRAM (800 

MHz), Microsoft Windows Vista Business (64-bit), and Microsoft Visual Studio. All 

of the software programs are developed using Microsoft Visual C++. The algorithm 

and parameters used in software face detection are exactly the same as the one used in 

the hardware face detection. When the face detection system, using the software 

program, is applied to the same conditions as the hardware face detection, it is 

capable of processing the images at speeds of an average speed of 0.72 fps when 

applied to the 320×240 resolution images and 0.43 fps when applied to the 640×480 

resolution images. In order to make a fair comparison, any techniques such as 

detecting skin color or motion, down-sampling images, and decreasing scale factors, 

are not applied to the software implementation. The hardware face detection system 

has a performance improvement of up to 84.75 over the software face detection 
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system with the 320×240 resolution images and up to 37.39 over the software face 

detection system with the 640×480 resolution images.  

 

Figure 6.11: Results of face detection system 
 

Figure 6.11 shows the successful experimental result of the proposed face detection 

system. The white squares present the detected face on the image. 

 

Table 6.7: Performance of proposed face detection system 
Number of 
Classifiers 

320×240 Pixels 
Images 

Improvemen
t 

640×480 Pixels 
Images 

Improvemen
t 

S/W 1 
1,373ms 
(0.72 fps) 

1.00 2,319 ms (0.43 fps) 1.00 

H/W 1 54.735 ms (18.26 fps) 25.36 190.541 ms (5.24 fps) 12.18 
H/W 2 38.997 ms (25.64 fps) 35.61 146.033 ms (6.84 fps) 15.90 

H/W 4 24.405 ms (40.97 fps) 56.90 81.499 ms (12.27 fps) 25.20 

H/W 6 21.053 ms (47.49 fps) 65.95 62.154 ms (16.08 fps) 28.53 
H/W 8 16.387 ms (61.02 fps) 84.75 62.154 ms (16.08 fps) 37.39 
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6.1 Parts Based Classifier Object Detection 

Using Corner  Detection 

The emergence of smart cameras has been fueled by increasingly advanced 

computing platforms that are capable of performing a variety of real-time computer 

vision algorithms. Smart cameras provide the ability to understand their environment.  

Object detection and behavior classification play an important role in making such 

observations.  This chapter presents a high-performance FPGA implementation of a 

corner detection system. Corner detection is an approach used within computer vision 

systems to extract certain kinds of features of an image. It is frequently used in 

motion detection, image matching, tracking, 3D modeling and object recognition. 

Smart cameras are vision systems that can automatically extract and infer events and 

behaviors about their observed environment. This often involves a network of 

cameras, which continuously record vast amounts of data.  Unfortunately, there are 

typically not enough human analysts to observe and convey what is going on globally 

in the camera network [87].  Therefore, there is a substantial need to automate the 

detection and recognition of objects and their behaviors.  This requires sifting through 

considerable amounts of image information, ideally in real-time, to quickly determine 

the objects/behaviors of interest and take the appropriate action.  

Our object detection and classification engine is based on a parts-based object 

representation [88, 89].  This approach employs a sparse representation of objects that 
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are learned offline.  An object’s representation is made of two entities: (1) a set of 

grayscale image windows that are averages of commonly seen image windows 

(regions) centered on corners found on the object, and (2) the (row, col) locations 

(relative to the object center) for each grayscale image windows that was used to 

create the average corner window. This approach was chosen because it is easily 

parallelizable, since the object’s parts are independent of each other, and it provides 

compact representation of the spatial information of object.   

This chapter introduces a parts-based object detection algorithm and an FPGA 

hardware implementation to provide generalized, real-time object detection. The 

implementation is designed using Verilog HDL, synthesized by Xilinx ISE design 

suite [56], and targeted to Virtex-5 LX330 FPGA. This chapter provides a technique 

for training a parts-based object representation for any object commonly seen in the 

smart camera’s point of view and generates the parts-based object detection classifier 

to detect a generalized object. We present the implementation of the parts-based 

object detection classifier on a FPGA that allows for dynamic reconfiguration of new 

parts-based object representation. 

Parts-based object recognition classifiers are becoming more popular in computer 

vision due to their flexible representations of objects whose shape changes. Before 

defining a parts-based representation of an object, it is useful to realize that for 

whatever object one is trying to detect (and thus create a representation for), the 

object will have several appearances due to camera’s different point of view.   
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Creating a parts-based object representation is similar in nature to creating a 

compressed version of all images previously observed and known to contain that 

object. Knowing which images contain the object of interest requires a human in the 

loop.  However, there is no manual annotation required on the image itself.  A parts-

based object representation of this exemplar object compresses the information of all 

the observed images of object “person walking from right to left” into a sparse 

representation, as depicted in Figure 6.12. 

 

Figure 6.12: High-level view of learning a parts-based object representation. Input: all 
known images containing the object; Output: parts-based representation of object 

 

The input to the parts-based object classifier is an incoming video frame (or image) 

and the output is an image of the same size that represents a certainty map of the 

object center.  If the object is not in the image, then the certainty map should be all 

black (or, equivalently, have all of its pixel values set to zero).   If the object is in the 

image, then there should be a relatively high value for the pixels located at the center 

of the object. 
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6.1.1 Training the Parts Based Object Detection 

Classifier 

Training a parts-based object detection classifier means creating the parts-based 

representation for the object at hand.  The parts-based object representation is made 

up of two types of information: (1) object parts’ appearance information and (2) 

object parts’ spatial location.  The appearance information is the set of averaged 

grayscale image windows and the spatial information is the set of (row, col) 

coordinates associated with each averaged grayscale image window. This is 

illustrated in Figure 6.13. Creating a parts-based object representation takes place 

offline, and therefore is not necessary to implement on the hardware.   

 

 

Figure 6.13: Parts’ apearance information (grayscale image windows) & spatial information 
(the (row,col) coordinates associated with each grayscale image window) comprise a parts-
based object representation, creating  a sparse object representation 
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There are two steps in creating a parts-based object representation.  The first step, as 

illustrated in Figure 6.14, is to collect imagery data containing the desired object to 

detect (and thus create a representation for).   

 

Figure 6.14: The first step in creating a parts-based object representation: automatically 
segment the object from the background for each image known to have contained the desired 
object.  The binary image created has pixel value of 1 if the object is located at that pixel 
location. 

 

The second step, as shown in Figure 6.15, is to execute an algorithm which learns the 

parts-based representation, given the ground truth imagery data created during Step 1.  

This step takes as input all of the ground truth imagery containing the object, and 

outputs all of the parts found to compress the various object appearances. 

Part I of Step 2 is corner detection, which converts the color image to grayscale and 

then finds corners on the object only (not on the background of the image). More 

details on the corner detector are described in Section 6.3.3.1.  
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Figure 6.15: The second step in creating a parts-based object reprsentation has three parts: 
Part I: Corner Detection; Part II - Corner window extraction and corner coordinate offset 
(relative to object center) calculations and Part III – Image window clustering and recording 
of window offsets for each cluster, yielding the parts-based representation. 

 

Part II of Step 2 extracts image windows around corner (row,col) coordinates found 

in Step 2, Part I, and calculates the (row,col) offsets from object center (row,col) 

coordinate.  Figure 6.16 describes Step 2, Part II in more detail.   

 

Figure 6.16: Extract windows around corners and calculate the (row,col) offsets by 
subtracting the corner (row,col) coordinate from the object center (row,col) coordinate 
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 Finally, Part III groups all the image windows together, according to a distance 

metric and then averages all windows for each group.  The averaged window, along 

with all the (row,col) offsets associated with window in that group make up a part in 

the parts-based object representation.  Details of Step 2, Part II are provided in Figure 

6.17.  All of the parts yielded from all of the known images containing the object 

comprise a parts-based representation of the object.  

 

 

 

Figure 6.17: Step 2, Part III of  creating a parts-based object representation takes as input all 
of the extracted windows with the windows’ corresponding (row, col) offsets.  This part of 
the training algorithm uses the Sum of Absolute Difference (SAD) distance to cluster the 
image windows into common parts and records the spatial offsets corresponding for each 
cluster.  The output is the parts-based object representation: the average of each cluster and 
the (row,col) offsets corresponding to each cluster. 
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6.1.2 Parts Based Object Detection Classifier 

This section discusses the details of the three modules of the parts-based object 

detection classifier: the corner detection module, correlation module, and certainty 

map module.  A picture depicting the input/output of each module more explicitly is 

shown in Figure 6.18. 

� Corner Detection  Module 

The Corner Detection Module operates similarly to the preliminary part of Step 2, 

except that it detects corners in the whole image frame (since the algorithm does 

not know where the object is).   

 

Figure 6.18: There are three modules in the parts-based object detection classifier: corner 
detection module, correlation module, and certainty map module.  The classifier takes on 
input a video frame image and outputs an image whose pixel values are values of certainty of 
the object center being located at each pixel. 

 

The input to the corner detection module is the current video frame.  The outputs 

from the corner detection module are (1) the “w×w” windows of current image, 
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where each window centers around a detected corner (row, col) pixel, and (2) the 

actual (row, col) index values of the detected corners.  Assume there are c 

detected corners at the current frame.  Since the corner detection module is the 

first module of the algorithm, it includes all preliminary video frame input and 

management.  The preliminary video frame processing includes converting the 

RGB color video frame into a grayscale image and downsizing the grayscale 

image by half scale.   

After the preliminary video frame processing, the Harris corner point detector 

executes [90].  The Harris corner detector begins by computing both the row-

gradient (Equation 6-5) and the col-gradient (Equation 6-6) of each pixel in the 

image, yielding both a row-gradient response image and a col-gradient response 

image.  Additionally, the col-gradient is computed again, but this time on the 

resulting row-gradient response image, thus yielding the row-col-gradient 

response image.  To smooth the gradient responses, all three gradient response 

images are convolved with a Gaussian filter.  Using the resulting smoothed 

gradient image responses and Harris parameter k, a corner response function is 

executed on each pixel of the current image.  If this response is greater than a 

given threshold, then that pixel is labeled as a corner pixel.  

 

� Codeword Correlation Module 

The Correlation Module uses the appearance information of the parts-based object 

representation.  For each extracted window in the image, the module determines if 
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any of the parts’ appearance information looks like the incoming window.  If it 

does, then it passes the extracted window’s center (row,col) coordinate to the 

Certainty Map Module, along with the part number to which it matched. 

 

Figure 6.19: The correlation module takes on input the image windows extracted from the 
corner detction module, along with the spatial (row,col) coordinates of each.  It calculates the 
Sum of Absolute Difference (SAD) between each input extracted window and all of the 
averaged cluster appearance parts (codewords).  If the minimum SAD distance is small 
enough, that extracted window correlated with one of the parts in the parts-based object 
representation.  The module then outputs which part it matched to and the (row,col) 
coordinate of the input extracted window. 

 

Figure 6.19 depicts the correlation module. The inputs to the codeword 

correlation module are: 1) the “w×w” windows of current image, where each 

window centers around a detected corner (row, col) pixel, and 2) the actual (row, 
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col) index values of the detected corners.  Assume there are c detected corners at 

the current frame.  The outputs of the Codeword Correlation Module are: 1) the 

(row, col) pixels of the corners whose corresponding corner window “correlated” 

with one of the parts (codewords) of the parts-based object representation, and 2) 

the index k* of the exact codeword/part that had the highest “correlation” for that 

corner window. Assume there are m detected corners at the current frame.  Note m 

will be less than or equal c. 

 

For each corner window wk, and for each codeword cj, the sum of absolute 

difference (SAD) (also known as city block distance) is computed [91]. If the 

minimum SAD output is less than a given threshold, than the corner window wk is 

said to “match” with at least one of the codewords comprising the parts-based 

object representation.  The index k* of the codeword that matched with corner 

window wk yielding minim SAD difference is outputted, along with the (row, col) 

coordinate of the corner corresponding to wk. 

 

� Certainty Map Module 

Figure 6.20 shows the certainty map module. The inputs to the certainty map 

module are (1) the (row, col) pixels of the corners whose corresponding corner 

window “correlated” with one of the parts (codewords) of the parts-based object 

representation and (2) the index k* of the exact codword/part that had the highest 
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“correlation” for that corner window. Assume there are m detected corners at the 

current frame.   

The output of the certainty map module is a grayscale image of the same size as 

the downsized grayscale video frame.  The (row col) entry of the certainty map is 

equal to the actual number of corner windows that guess whether (row, col) is the 

location of the object center.  This is because for each matched corner (row, col) 

on input, the (row, col) offsets stored corresponding to the k* codeword are added 

to the matched corner index (row, col), yielding the (row, col) index for where the 

object center should be.  This certainty map entry is incremented by one each time 

the offset addition yields that particular entry index. 

 

Figure 6.20: For each extracted window that matched through the correlation module, the 
certainty map module adds the stored (row, col) offset coordinates associated with the 
matched part in order to recover the hypothesized object center (row,col) coordinate.  This 
calculated object center coordinate indexes to a two-dimensional histogram of same size as 
the image,  incrementing that pixel location, or rather, increasing the certatinty of that pixel 
being where the object center is located. 
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6.1.3 Implementation of Parts Based Object 

Detection System 

This section discusses the details of FPGA implementation of the three modules of 

the parts-based object detection classifier: the corner detection module, correlation 

module, and certainty map module.   

 

6.1.3.1 Corner  Detection Module 

Moravec corner detection algorithm [92] is one of the first corner detection 

algorithms proposed.  Moravec's corner detector functions by considering a local 

window in the image, and determining the average changes of image intensity that 

result from shifting the window by a small amount in various directions. A corner can 

be detected in three cases: If the windowed image patch is approximately constant in 

intensity, then all shifts will result in only a small change. If the window straddles an 

edge, then a shift along the edge will result in a small change, but a shift 

perpendicular to the edge will result in a large change. If the windowed patch is a 

corner or isolated point, then all shifts will result in a large change. A corner can thus 

be detected by finding when the minimum change produced by any of the shifts is 

large. The metric to measure this value is the sum of squared differences (SSD). 

Similarity is measured by taking the sum of squared differences between the two 

patches. A lower number indicates more similarity. If the pixel is in a region of 
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uniform intensity, then the nearby patches will look similar. If the pixel is on an edge, 

then nearby patches in a direction perpendicular to the edge will look quite different, 

but nearby patches in a direction parallel to the edge will result only in a small 

change. If the pixel is on a feature with variation in all directions, then none of the 

nearby patches will look similar. The corner strength is defined as the smallest SSD 

between the patch and its neighbors (horizontal, vertical and on the two diagonals).  

Harris and Stephens [90] improved upon Moravec's corner detector by considering 

the differential of the corner score with respect to direction directly, instead of using 

shifted patches. This corner score is often referred to as autocorrelation, since the 

term is used in the paper in which this detector is described. The corner detection 

implementation in this chapter is based on Harris’s method. 

Corner detection detects corners in the whole image frame (since the algorithm does 

not know where the object is. The input to the corner detection module is the current 

video frame.  The outputs from the corner detection module are (1) the “w×w” 

windows of current image, where each window centers around a detected corner 

(row, col) pixel, and (2) the actual (row, col) index values of the detected corners.  

Assume there are c detected corners at the current frame.  Since the corner detection 

module is the first module of the algorithm, it includes all preliminary video frame 

input and management.  The preliminary video frame processing includes converting 

the RGB color video frame into a grayscale image and downsizing the grayscale 

image by half scale.   
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After the preliminary video frame processing, the Harris corner point detector 

executes [4].  The Harris corner detector begins by computing both the row-gradient 

(Equation 6-5) and the col-gradient (Equation 6-6) of each pixel in the image, 

yielding both a row-gradient response image and a col-gradient  response image.  

Additionally, the col-gradient is computed again, but this time on the resulting row-

gradient response image, thus yielding the row-col-gradient response image.  To 

smooth the gradient responses, all three gradient response images are convolved with 

a Gaussian filter.  Using the resulting smoothed gradient image responses and Harris 

parameter k, a corner response function is executed on each pixel of the current 

image.  If this response is greater than a given threshold, then that pixel is labeled as a 

corner pixel.  

 

 

Figure 6.21: Block diagram of proposed corner detection system    
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Figure 6.21 provides an overview of the architecture for corner detection. It consists 

of six modules: frame store, image line buffers, image window buffer, convolution, 

Gaussian filter, and corner response function. These modules are designed using 

Verilog HDL and implemented in an FPGA in order to perform corner detection and 

are capable of performing corner detection in real-time. 

The following is the description of the modules within the corner detection system. 

� Frame store module stores the image data arriving from the camera frame by 

frame. This module transfers the image data to the image line buffers module 

and outputs the image data with the corner information from the corner 

response function module. The image of a frame is stored in block RAMs of 

the FPGA. 

� Image line buffer module stores the image lines arriving from the frame store 

module.  The image line buffer uses dual port BRAMs where the number of 

BRAMs is the same as that of the row in the image window buffer. Each dual 

port BRAM can store one line of an image. Thus, the row-coordinates of the 

pixels can be used as the address for the dual port BRAM. Since each dual 

port BRAM stores one line of an image, it is possible to get one pixel value 

from every line simultaneously. 

� Image window buffer stores pixel values moving from the image line buffer. 

Since pixels of an image window buffer are stored in registers, it is possible to 

access all pixels in the image window buffer simultaneously. The image line 
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buffers and the image window buffer store the necessary data for processing 

each pixel and its neighboring pixels together.  

� The Convolution module calculates the gradients along row-direction and col-

direction (first-order derivative) by Equation (6-5) and Equation (6-6), 

respectively, in order to determine whether a pixel is a corner or not. Then 

using Equation (6-7), summations of certain values in a window are obtained, 

where Drow(row, col) and Dcol(row, col) are gradients along row-direction and 

col-direction at the position (row, col). Irow,col is the pixel value at the position 

(row, col). The window size can be selected as any odd number larger than 3 

arbitrarily. In this implementation, a size of 3×3 is selected without losing 

generality. 
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A Gaussian filter is applied to smooth the gradients and result in a more reliable 

representation. In this implementation, a size of 5×5 is selected for the Gaussian mask 

as shown in Equation (6-8). G(row, col) is the Gaussian mask for smoothing the 

gradients in this implementation. 
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4 16 24 16 4

( , ) / 2566 24 36 24 6

4 16 24 16 4

1 4 6 4 1

G i j

 
 
 
 =
 
 
  

  (6-8) 

 

 

      (6-9) 

 

A Corner response function is used to find the corner on the image from the results of 

the convolution and the Gaussian filter using Equation (6-10) where CRF(i, j) 

represents the corner response function. The parameter k is a scalar, usually small 

(0.04~0.15). The choice of a different value for k may result in favoring gradient 

variation in one or more than one direction. Using the Equation (6-11), if the result of 

the corner response function is greater than the threshold (100~50000); this pixel is 

identified as a corner (C(i, j) = 1), otherwise it is not a corner (C(i, j) = 0). 
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CRF(i, j) = GDx
2(i, j) x GDy

2 – (GDxy(i, j))
2 – k(GDx

2(i, j) + GDy2(i, j))2              (6-10) 

if ( , )CRF i j Threshold> , ( , ) 1C i j = , otherwise ( , ) 0C i j =                         (6-11) 

 

6.1.3.2 Codeword Correlation Module 

Figure 6.22 shows the block diagram of the correlation module. The codewords/parts 

are stored in FPGA block RAMs. Each codeword carries three pieces of information: 

codeword index, the codeword itself as a matrix of 15x15 pixel data, and 9 pairs of 

offset data. Also, each detected corner that is coming as input from the corner 

detection modules has the index as well as a matrix of 15x15 pixel data. The SAD 

value is calculated by adding the absolute difference between the corresponding 

elements of the matrix of pixel data. Since all the calculations should be done within 

one clock cycle, all pixel data should be available at the same time. Therefore, the 

codeword pixel data is stored in different block RAMs. The output of each block 

RAM can be configured as a wide bus that outputs 15 bytes of the data at each clock 

cycle. This means that 15 block RAMs are needed to provide one codeword pixel 

data. The performance can be doubled by doubling the number of block RAMs and 

SAD calculators as shown in Figure 6.22. Each corner needs to be compared against 

500 codewords and minimum SAD value should be selected. A comparator has been 

used to implement this function. At each clock cycle, the minimum of the two SAD 

values is found and the result is saved in a register to be compared against the next 
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two values. A total of 250 cycles are needed to compare one corner against 500 

codeword pixel data.  

corner FIFO
(surrounding window + coordinates)
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codeword storage
BRAMs
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Figure 6.22: FPGA implementation of correlator module. The inputs to this block are the 
detected corner coordinate and the 15x15 surrounding window of pixel data. Codeword pixel 
data are stored in ROMs and two codewords are compared at each cycle cycle. A FIFO has 
been used to synchronize the speed of the incoming pixels and SAD calculation. 

 

The performance of this system can be increased by increasing the number of block 

RAMs and SAD calculators to form a full parallel system but FPGA resources are 

limited and this cannot be achieved even using the largest available FPGA device. On 

the other hand, there is a possibility that a corner is received at each clock cycles. 
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Therefore, a corner FIFO is needed to synchronize the operations. After finding the 

minimum SAD value among 500 codewords, the minimum SAD value should be 

compared against the threshold. A successful comparison passes the index of the 

matched codeword as well as the corner coordinates to the next module which is the 

certainty map module.  

 

6.1.3.3 Certainty Map Module 

Figure 6.23 shows the FPGA implementation of the certainty map in detail. The 

inputs to this module are the index of the matched codeword as well as the 

coordinates of the detected corner. The index of the matched codeword is used as the 

address to the ROM to read the offset values. These offset values (row and column 

offsets) are added to the corner coordinates to locate the certainty map cell. The result 

should be checked to make sure that the addressed cell is properly located. Since the 

coordinate values are signed numbers, this can fall outside the map range. The 

resultant row and column addresses are converted to a one dimensional address since 

the map data is stored in a one dimensional storage element (i.e. block RAM). Also, a 

FIFO is needed to synchronize the operations to extract each cell address because all 

map cell addresses are generated in real time and in parallel. After locating the map 

cell, the located cell value is incremented and the new value is written back to the 

same location. 
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6.1.3.4 FPGA Implementation Results 

Table 6.8 indicates a summary of the device utilization characteristics for our parts 

based object detection system. There are two sets of data. Fine grained synthesis 

results that give the resource utilization in terms of basic FPGA building blocks such 

offset ROM
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certainty map block ram
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+ + +
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Figure 6.23: FPGA implementation of certainty map module. The inputs to this block are 
index of the matched codeword and detected corner coordinates. The output of this module is 
the grayscale certainty map stored in block RAMs. 
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as look up tables (LUTs), flip flops (FFs), block RAMs (BRAMs) and DSP blocks.  

Coarse grained synthesis results give the resource utilization in terms of higher level 

modules such as registers, adders/subtractors, multipliers, and comparators. The 

object detection system is implemented in Virtex-5 LX330T FPGA. We measure the 

performance of the proposed architecture for the object detection. Regarding frames 

per second capability, this object detection system is capable of processing the images 

at speeds of an average of 266 fps when applied to the images consisting of 640x480 

pixels. The parts based object detection system design runs at 82 Mhz (refer to Table 

6.8), so the total frames per second yields 82000000/(640x480) = 266 fps.  

 

Table 6.8: Summary of the device utilization characteristics for the parts based object 
detection system 

 

Design 

FPGA Resources  

Performance (Mhz) 
Fine Grained Synthesis Results Coarse Grained Synthesis Results 

FFs LUTs BRAMs/FIFOs DSPs Registers Adders/Subtractors Comparators Multipliers 

Top Level 1930 2250 96 153 135 1443 45 162 82 

Corner Detection 452 400 14 153 71 67 24 153 176 

Correlation 1221 1337 71 0 5 1348 3 0 72 

Certainty Map 140 243 11 9 27 28 18 9 263 

 

 

 

6.2 Conclusion 

We presented a hardware architecture for face detection based on the AdaBoost 

algorithm using Haar features. In our architecture, the scaling image technique is used 

instead of the scaling sub-window. Also, the integral image window is generated 

instead of the integral image containing whole image during one clock cycle. The 
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Haar classifier is designed using a pipelined scheme, and the triple classifier, with 

three single classifiers processed in parallel, is adopted to accelerate the processing 

speed of the face detection system. Also we discussed the optimization of the 

proposed architecture which can be scalable for configurable devices with variable 

resources. Finally, the proposed architecture is implemented on a Virtex-5 FPGA and 

its performance is measured and compared with an equivalent software 

implementation. We show a performance improvement factor of 35 over the 

equivalent software implementation. We plan to implement more classifiers to 

improve our design. When the proposed face detection system is used in a system 

which requires face detection, only a small percentage of the system resources are 

allocated for face detection. The remainder of the resources can be assigned to 

preprocessing stage or to high level tasks such as recognition and reasoning. We have 

demonstrated that this face detection scheme, combined with other technologies, can 

produce effective and powerful applications.  

We also presented a parallelized architecture of multiple classifiers for face detection 

based on the Viola and Jones object detection method. This method also makes use of 

the AdaBoost algorithm, which identifies a sequence of Haar classifiers that indicate 

the presence of a face. In our architecture, the scaling image technique is used instead 

of the scaling sub-window, and the integral image window is generated per window 

instead of per image during one clock cycle. The Haar classifier is designed using a 

pipelined scheme, and the multiple classifiers which have 1, 2, 4, 6, 8 classifiers 

processed in parallel is adopted to accelerate the processing speed of the face 
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detection system. Also we discuss the parallelized architecture which can be scalable 

for configurable devices with variable resources. We implement the proposed 

architecture in Verilog HDL on a Xilinx Virtex-5 FPGA and show the parallelized 

architecture of multiple classifiers can have a performance gain factor of 3.3 times 

over the architecture of a single classifier and an 84 times performance gain over an 

equivalent software solution. This enables real-time operation (>60 frames/sec on 

QVGA video, >15 frames/sec on VGA video). 

This chapter also introduced a smart camera vision system which allows users to (1) 

create a parts-based object representation of any object they desire that is commonly 

seen in the camera’s field of view, (2) easily reconfigure the embedded architecture to 

load the new parts-based object representation without changing the FPGA 

architecture, and (3) created the FPGA architecture framework of the parts-based 

object detection classifier. 

 



207 

 

 

 

 

 

 

Chapter 7 

Conclusion and Future Work 

 

Reconfigurable hardware bridges the gap between the high performance ASICs and 

capabilities of the DSP processors in the computationally intensive applications such 

as digital signal processing. In addition they offer the flexibility in hardware and 

shorter time to market. In the meanwhile, reconfigurable hardware design flows is a 

challenging task due to the integration of several design tools and specific 

architecture that imposes design challenges to the designers.  
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Designing with reconfigurable hardware for DSP applications is considered to be a 

difficult task mainly due to the lack of a C-based fully automated integrated design 

flow with system level tools such as MATLAB. This has incentivized the researchers 

to come up with efficient design methods that not only considers the architecture of 

the FPGAs but also alleviates the difficulty of the design flow. FPGAs now provide a 

cost effective solution for DSP implementation that can be adopted easily for a broad 

range of applications such image processing, wireless communications, multimedia 

systems, and consumer electronics. 

Cutting edge FPGA manufacturers incorporate DSP features in their devices by 

providing functionalities such as multiplication, accumulation, addition/subtraction, 

that are commonly used in DSP functions. They offer plenty of these resources in 

addition to on-chip memory and consequently increase the throughput of the system 

which is much higher than DSP processors. This thesis introduces methods to utilize 

the FPGA resources intelligently to reduce area or improve performance and it 

presents methods that can be incorporated into next generation FPGAs as well as 

ASICs to reduce leakage power consumption. Also it discusses a few real life 

applications where the presented methods have been applied to the real life systems. 

 

7.1 Research Summary and Conclusion 

We propose a novel technique to implement FIR filters on reconfigurable hardware 

based on add and shift method. Our method is a multiplierless technique that 
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considers the FPGA architecture and it improves the FPGA area significantly while 

maintaining performance. FIR filters are basic building blocks for other DSP 

transforms such as FFT, DCT, etc. therefore the proposed architecture can be 

incorporated in implementing such applications. We validated our implementation 

results on Xilinx Virtex FPGAs and compared our results against competing methods 

such as DA, MAC, and SPIRAL. In case of comparison with DA and MAC methods 

we show better area and comparable performance. In comparison with SPRIAL, we 

show significant performance advantage. We have extended our method to reduce the 

FPGA resource utilization by incorporating mutual contraction metric that estimates 

pre-layout wirelength. We show that incorporating such metric could further reduce 

routing congestion and total wirelength. 

Furthermore, we present several algorithms for data placement for on-chip memories 

that carefully assign the variables into memory entries. These algorithms can be 

incorporated into next generation of FPGAs as well as application specific integrated 

circuits (ASICs) in order to reduce the leakage power consumption. Leakage power 

consumption is a significant factor in total power consumption especially in 

submicron technology.  

The proposed schemes leverage the live and dead time of the memory access intervals 

to decide if the memory entry should be kept in sleep, drowsy, or live mode in order 

to save leakage power. We show through the experimental evaluation that even the 

simple schemes can provide a good amount of benefits. We also provide the optimal 
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algorithm based on min-cost flow that carefully places data into memory entries. We 

have shown the amount of power saving for each technique.   

Finally we present several real life applications that have been implemented 

successfully based on our proposed architectures and methodologies. These 

applications vary from MIMO systems that incorporate the novel implementation of 

the correlation function to image processing applications such as object detection, 

face detection, and corner detection that utilize several architectures presented in this 

thesis. These latter architecture includes correlation function in design of corner 

detection function and constant multiplication in face detection system. 

 

7.2 Future Work 

FPGAs have been introduced as an alternative solution to prototype complex digital 

systems. Reprogrammability, short design cycle, flexibility, and most importantly 

massive parallelism are the most important factors that make FPGAs attractive for of 

computationally intensive applications. However, devising efficient design methods 

still remains as an important task. The following are the possibilities to extend this 

research: 

Most of the DSP functions include are computationally intensive and include MAC 

based operations. This justifies the effort to find efficient solutions that are more 

effective in FPGA implementation. On way to extend this research is to find efficient 

architectures for other DSP functions such as FFT, DCT, etc.  
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In future, we would also like to improve our modified CSE algorithm to make use of 

the limited number of embedded multipliers/DSP blocks available on the FPGA 

devices. So the final solution can be a combination of DSP blocks and shift and add 

network. The idea is to fins the trade-offs of such solutions. Also, the new cost 

function can be embedded into other optimization algorithms such as RAG-n or Hcub 

(embedded in SPIRAL) as future work. These algorithms do optimize the DSP 

algorithms and find optimum adder tree that is equivalent to the multiplier block but 

they do not offer a good performance while our add and shift method offers a good 

performance. A combination of the two might be a good compromise.  

On-chip memories take over 50% of the chip area [43] in modern processors. Standby 

power consumption becomes a significant portion of the total power consumption as 

technology scales down. We proposed several algorithms to reduce the leakage power 

consumption. These algorithms can be incorporated in next generation FPGAs as well 

as application specific integrated circuits (ASICs) to reduce the leakage power. 

Applying these leakage control techniques to on-chip memory saves leakage power 

consumption but at the same time, it causes the controller overhead. There are still 

several issues that need to be studied in depth and they remain as future work. There 

are a few trends that can extend the research on this topic: For instance, selecting the 

best scheme in terms of controller complexity is an important factor. Also, the trade-

offs between controller complexity and power consumption is another issue. An 

interesting trend could be applying these techniques to coarser grained memory 

management scheme.  
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The other path to extend the research presented in this thesis is to look for 

applications that could benefit from the solutions offered in this thesis. There is a 

variety of applications that could be good candidates for this path. Image processing 

is naturally a good platform since it includes complex mathematical operations. We 

have already introduced a few applications and showed that they can leverage the 

architectures that are presented in this thesis. This benefit could be either in terms of 

hardware acceleration or reducing the FPGA area while implemented on 

reconfigurable hardware.  
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