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1 Online Convex Optimization

Convex optimization is a special class of optimization problems, that includes many problems of
interest such as least squares and linear programming problems. Convex optimization problems
are considered especially important because several efficient algorithms exist for solving them; as a
result, many machine learning problems have been modeled as convex optimization.

In a typical convex optimization problem, we are given a convex set K, and a convex function
f , and our goal is to find a x ∈ K that minimizes f(x).

Definition 1 Recall that a convex function f is defined to be a function f such that for all x, y,
and for any 0 ≤ α ≤ 1,

f(αx+ (1− α)y) ≤ αf(x) + (1− α)f(y)

An example of a convex function is f(x) = x2. Moreover, any linear function is always convex.

Definition 2 A convex set K is defined as a set of points in Rd such that for any x and y in K,
and any 0 ≤ α ≤ 1, the point αx+ (1− α)y is also in K.

An example of a convex set in two dimensions is a polygon.
In this class, we study the online convex optimization problem. In online convex optimization,

we are given a convex set K. At every time step t, the algorithm selects a xt ∈ K. Nature then
reveals a convex cost function ft(·) which is defined over K, and the algorithm suffers a loss ft(xt).
The goal of the algorithm is to choose a sequence x1, x2, . . . with time so that the regret in hindsight
to any x ∈ K is low. More formally, the goal of the algorithm is to obtain a low value of the regret
R(T ) after time T , where the regret R(T ) is defined as follows:

R(T ) =

T∑
t=1

ft(xt)− inf
x∗∈K

T∑
t=1

ft(x
∗)

Notice that x∗ in the above equation is the solution to a corresponding offline convex optimization
problem, which minimizes

∑T
t=1 ft(x), over the convex set K.

An example of an online convex optimization problem is online Support Vector Machines (SVM).
Given labeled examples (xi, yi), i = 1, . . . , n, to train a Support Vector Machine, we compute a
classifier w that minimizes the following objective function:

J(w) =
1

n

n∑
i=1

max(0, 1− yiwTxi)

subject to the constraint that ||w|| ≤ C, for some constant C. Here, the function h(w, xt, yt) =
max(0, 1−yiwTxi) is called the Hinge Loss, because a graph of the function looks like a Hinge, with
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an elbow along the hyperplane yiw
Txi = 1. Notice that each of the functions h(w, xt, yt) are convex

in w, and ||w|| ≤ C is a convex set, and hence training a SVM is a convex optimization problem.
In online training of SVM, we set the convex set K to be a sphere of radius C, and the labelled

examples (xt, yt) arrive one at a time. At time t, the algorithm outputs a wt ∈ K; the t-th labelled
example (xt, yt) then arrives, and the algorithm suffers a loss ft(wt) = h(w, xt, yt). The goal of the
algorithm is to have loss as close to the loss of the offline solution as possible; namely, to have a low
value of:

R(T ) =

T∑
t=1

h(wt, xt, yt)− inf
w∗∈K

h(w∗, xt, yt)

Thus online training of SVM is an online convex optimization problem.
Why do we want to train an SVM online? This is because, typically online training takes a lot

less time than offline training! In offline training, a single evaluation of the SVM objective involves
a pass through the entire set of examples; on the other hand, a single step of online training is
typically very fast.

Notice that the online convex optimization problem can be cast as a Decision Theoretic Online
Learning problem, with each x ∈ K as an action. So why not just use Hedge? It turns out that if
we use Hedge, the resulting algorithm tends to involve sampling from a complicated distribution,
and is rather inefficient. As we will see later in this class, we can get very efficient algorithms for
online convex optimization that exploit special properties of convex functions.

Finally, how do we relate the solutions to an online convex optimization problem to the corre-
sponding offline convex optimization? Suppose that we would like to minimize a convex function
f(·). If we feed f to an online convex optimization algorithm T times, and if x1, . . . , xT are the

vectors in K output by this online convex optimization algorithm, then 1
T

∑T
t=1 xt is a near-optimal

solution for the corresponding offline convex optimization problem f(·). More specifically, if the
regret of the online convex optimization algorithm after time T is R(T ), it follows from Jensen’s
Inequality that:

f

(
1

T

T∑
t=1

xt

)
≤ 1

T

T∑
t=1

f(xt) ≤ min
x∗∈K

f(x∗) +
R(T )

T

1.1 Convex Functions and their Properties

We first outline a few properties of convex functions, which will turn out to be useful later. First,
recall again the definition of a convex function.

Definition 3 A function f : Rd → R is said to be convex in a domain D if for any λ ∈ [0, 1], and
any x, y ∈ D,

f(λx+ (1− λ)y) ≤ λf(x) + (1− λ)f(y)

It turns out that convex functions have the following nice properties:

1. If a one-dimensional convex function f : R→ R is differentiable, then, its derivative is always
increasing. Moreover, if f : R→ R is doubly differentiable, then its double derivative is always
positive.

2. If a d-dimensional convex function f : Rd → R is differentiable everywhere, then, for any x
and y,

f(x)− f(y) ≥ ∇f(y)T (x− y)

Moreover, if f is doubly differentiable, then its Hessian is always positive semi-definite.
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The following are some examples of convex functions. It is an exercise to verify that Properties
(1) and (2) above hold for them:

• Let g : Rd → R be the function:
g(x) = xTAx

where A is positive semidefinite. Then g is convex.

• Let g : Rd → R be the function:

g(x) = max(0, 1− zTx)

for a vector z ∈ Rd. Then g is convex.

• Let g : Rd → R be the function:

g(x) = log(1 + e−z
T x)

for a fixed vector z ∈ Rd. Then g is convex.

1.2 The Online Projected Gradient Descent Algorithm

One of the simplest and most intuitive algorithms for Online Convex Optimization is the Online
Projected Gradient Descent algorithm. Before we state this algorithm, we need some definitions and
notation.

We use the Euclidean distance between points x and y. We denote it by ||x− y||.

Definition 4 (Projection) For a set K, the projection PK(x) of x ∈ Rd onto the set K is a point
y ∈ K such that ||x − y|| is minimum. That is, y is the point in K that is closest in Euclidean
distance to x.

Definition 5 (Norm) Given a vector space V over the reals, a norm on V is a function p : V →
[0,∞) which has the following properties:

1. Linearity: For any scalar a, and any vector x, p(ax) = |a|p(x).

2. Triangle Inequality: For any two vectors x and y in V , p(x+ y) ≤ p(x) + p(y).

3. If p(x) = 0, then x is the zero vector.

An example of a norm is the `2 norm, which we denote by || · ||. Given a vector x = (x1, . . . , xd)
in Rd, the `2 norm of x is defined as:

||x|| =

√√√√ d∑
i=1

(xi)2

We note that given two vectors x and y in the Euclidean space, ||x − y|| is the Euclidean distance
between them.

The Online Projected Gradient Descent algorithm is stated in Figure 1. The main idea is to
execute a gradient descent step – essentially, proceed in a direction along which the function ft
decreases. However, a gradient descent step may take us out of the domain K; so we do a projection
step to move back into K.

We can show the following performance guarantees about this algorithm.
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1. Let η = 1√
T

.

2. Choose x1 to be an arbitrary point in K.

3. For all t = 1, 2, . . . , T
xt+1 = PK(xt − η∇ft(xt))

Figure 1: The Online Projected Gradient Descent Algorithm.

Theorem 1 Let
D = max

y∈K
||x1 − y||

and let
G = max

t∈[T ],x∈K
||∇ft(x)||

be the maximum `2 norm of the gradient of any ft in the set K. If ft is convex and differentiable
in K for all t, and if K is bounded, closed and non-empty, then, the regret of the Online Projected
Gradient Descent algorithm after time T is at most:

R(T ) ≤ 1

2
(D2 +G2)

√
T

The proof of Theorem 1 involves three main steps:

1. Linearization

2. Projection

3. Setting the Learning rate optimally

1.2.1 Linearization

In the linearization step, we show that, if we were to replace the functions ft(·) for all t by the linear
functions gt(x) = ∇ft(xt)Tx, then, the regret will not increase. The main proof ideas in this step
involve properties of convex functions.

For any x and t, we define gt : Rd → R as the following linear function:

gt(x) = ∇ft(xt)Tx

That is, gt(x) is a linearization of the function ft.
As ft(·) is convex, for any x ∈ K,

ft(x) ≥ ∇ft(xt)T (x− xt) + ft(xt)

Therefore,
ft(xt)− ft(x∗) ≤ ∇ft(xt)T (xt − x∗) = gt(xt)− gt(x∗)

Summing over all t, we obtain the bound that:

R(T ) =

T∑
t=1

(ft(xt)− ft(x∗)) ≤
∑
t

(gt(xt)− gt(x∗)) (1)
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1.2.2 Projection

In this step, we use results from the Linearization step, as well as properties of the projection PK(·)
to show the following regret bound:

R(T ) ≤ D2

2η
+
Tη

2
G2 (2)

To show this, we define:
yt+1 = xt − η∇ft(xt)

Thus yt+1 is an intermediate point obtained after a gradient descent step on xt, but before the
projection step. Note that xt+1 = PK(yt+1).

By property of projections, we note that:

||xt+1 − x∗||2 = ||PK(yt+1)− x∗||2 ≤ ||yt+1 − x∗||2

Therefore, by definition of yt+1,

||xt+1 − x∗||2 ≤ ||xt − x∗ − η∇ft(xt)||2

≤ ||xt − x∗||2 + η2||∇ft(xt)||2 − 2η(xt − x∗)T∇ft(xt)

Notice that the term (xt − x∗)T∇ft(xt) is actually g(xt)− g(x∗). Therefore, for a specific t, we can
rearrange the previous equation to write:

gt(xt)− gt(x∗) ≤ 1

2η

(
η2||∇ft(xt)||2 + ||xt − x∗||2 − ||xt+1 − x∗||2

)
≤ η

2
G2 +

1

2η

(
||xt − x∗||2 − ||xt+1 − x∗||

)2
Notice that the second step follows from the definition of G. Summing over all t,

T∑
t=1

gt(xt)− gt(x∗) ≤ Tη

2
G2 +

T∑
t=1

1

2η

(
||xt − x∗||2 − ||xt+1 − x∗||2

)
≤ Tη

2
G2 +

1

2η
(||x1 − x∗||2 − ||xT+1 − x∗||2)

≤ Tη

2
G2 +

||x1 − x∗||2

2η

Combining this, along with the definition of D, and Equation 1 from the Linearization step, we get
that:

R(T ) ≤
∑
t

gt(xt)− gt(x∗) ≤
D2

2η
+
Tη

2
G2

1.2.3 Setting the Learning Rate

Now we set the learning rate to get the final bound. We set η = 1√
T

. Combining this with results

of the projection and linearization step, we get:

R(T ) ≤ 1

2
D2
√
T +

1

2
G2
√
T

which proves the theorem.

Exercise 1 This regret bound can be easily improved to R(T ) ≤ GD
√
T by a resetting of η. How?

5



Do we always need ft to be differentiable? It turns out that we don’t. If the functions ft are not
differentiable at some points, then, we can use the subgradients at those points, instead of gradients,
and still obtain very similar same regret bounds.

However, we do need ft to be convex. Otherwise the linearization step fails, and the regret bound
does not hold.

1.3 Background: Strong Convexity, Bregman Divergences, Dual Norms

In this section, we present the Online Primal-Dual Algorithm, which is a generalization of the Online
Projected Gradient Descent algorithm. Before we go into the algorithm, we need some background.

Definition 6 (Strict Convexity) A function f : Rd → R is said to be strictly convex, if, for any
0 ≤ α ≤ 1, and any x, y ∈ Rd,

f(αx+ (1− α)y) < αf(x) + (1− α)f(y)

The difference between convexity and strict convexity is that the inequality is strict. An example of

a strictly convex function is f(x) = log(1 + ez
T x). A linear function is a convex function which is

not strictly convex.

Exercise 2 Is the Hinge Loss strictly convex?

A related definition is strong convexity.

Definition 7 (Strong Convexity) A function f : Rd → R is said to be λ-strongly convex, for a
λ > 0 if, for any 0 ≤ α ≤ 1, and any x, y ∈ Rd,

f(αx+ (1− α)y) ≤ αf(x) + (1− α)f(y)− λ

2
α(1− α)||x− y||2

An example of a λ-strongly convex function is: f(x) = λ
2x

Tx. The function f(x) = log(1 + ez
T x)

is strictly convex but not λ-strongly convex for any λ

Definition 8 (Bregman Divergences) Given a strictly convex, differentiable function R, the
Bregman Divergence BR(x||y) with respect to R is defined as:

BR(x||y) = R(x)−R(y)−∇R(y)T (x− y)

An example of Bregman Divergence is as follows. If we let R(x) = 1
2x

Tx, then,

BR(x||y) =
1

2
||x− y||2

Bregman Divergences have several desirable properties. Two of the properties that we use later are
stated below:

1. For any x, y, BR(x||y) ≥ 0, and BR(x||y) = 0 if and only if x = y. This is a consequence of
the strict convexity of R.

2. Pythagorean Theorem for Bregman Divergences: Let K be a convex body and let z =
argminx∈KD(x||y) for some y, and some Bregman Divergence D. Then, for any x∗ ∈ K,

D(x∗||y) ≥ D(x∗||z) +D(z||y)

Recall the definition of a norm.
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1. Let R(x) be a strongly convex function, and let η be a learning rate to be specified later.

2. Initially, choose y1 such that ∇R(y1) = 0, and pick x1 as:

x1 = argminx∈KBR(x||y1)

3. After time t, choose yt+1 such that:

∇R(yt+1) = ∇R(xt)− η∇ft(xt)

4. Choose xt+1 as follows:
xt+1 = argminx∈KBR(x||yt+1)

Figure 2: The Online Primal-Dual Algorithm.

Definition 9 (Norm) Given a vector space V over the reals, a norm on V is a function p : V →
[0,∞) which has the following properties:

1. Linearity: For any scalar a, and any vector x, p(ax) = |a|p(x).

2. Triangle Inequality: For any two vectors x and y in V , p(x+ y) ≤ p(x) + p(y).

3. If p(x) = 0, then x is the zero vector.

Definition 10 (Dual Norms) Let || · ||A be a norm. Then its dual norm || · ||A∗ is defined as:

||x||A∗ = sup{xT z, ||z||A ≤ 1}

The Generalized Cauchy-Schwartz Inequality relates a norm to its dual. For any norm || · ||A, the
Generalized Cauchy-Schwartz Inequality states that:

xT y ≤ ||x||A · ||y||A∗

where ||y||A∗ is the dual norm of || · ||A.
The dual norm of the `2 norm is the `2 norm. The dual norm of the `1 norm is the `∞ norm.

1.4 The Online Primal-Dual Algorithm

Performance guarantees for the Online Primal-Dual algorithm are provided by Theorem 2.

Theorem 2 Suppose that BR(x, y) ≥ ||x − y||2A, for some norm || · ||A. Let ||∇ft(x)||A∗ ≤ G∗ for
all x ∈ K and t, for the the dual norm || · ||A∗, and suppose that for all x ∈ K, BR(x, x1) ≤ D2. In
addition, if η = D

G∗
√
T

, then, the regret of the primal dual algorithm is at most:

R(T ) ≤ 2DG∗
√
T

The proof of Theorem 2 again follows the same outline as the proof of Theorem 1. There are
three steps:

1. Linearization

2. Projection step
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3. Setting the Learning rate optimally

The first step is identical to that of the analysis of the Online Projected Gradient Descent Algorithm.
The third step is also quite similar, but the second step is somewhat different. In the sequel, we
describe the second step of the proof.

1.4.1 Projection Step

In this case, we cannot use a relation analogous to ||y − x||2 ≥ ||PK(y) − x||2 directly. Instead we
use the following property of Bregman divergences. For any x, y, z,

(x− y)T (∇R(z)−∇R(y)) = BR(x||y)−BR(x||z) +BR(y||z)

This property can be easily verified by algebra.
We observe that from the linearization step, for a fixed t, we can write:

ft(xt)− ft(x∗) ≤ ∇ft(xt)T (xt − x∗)

=
1

η
(∇R(yt+1)−∇R(xt))

T (x∗ − xt)

=
1

η
(BR(x∗||xt)−BR(x∗||yt+1) +BR(xt||yt+1))

≤ 1

η
(BR(x∗||xt)−BR(x∗||xt+1) +BR(xt||yt+1))

Here, the second step follows from the algorithm, the third step follows by applying the previous
inequality on Bregman Divergences, and the final step by using the Pythagorean theorem on Bregman
Divergences.

Now, summing over all t,

T∑
t=1

ft(xt)− ft(x∗) ≤
T∑
t=1

1

η
(BR(x∗||xt)−BR(x∗||xt+1)) +

1

η

T∑
t=1

BR(xt||yt+1)

≤ 1

η
(BR(x∗||x1)−BR(x∗||xT+1)) +

1

η

T∑
t=1

BR(xt||yt+1)

As BR(x||y) ≥ 0, and maxx∈K BR(x||x1) ≤ D2, the first term in the above equation can be bounded
as:

1

η
(BR(x∗||x1)−BR(x∗||xT+1)) ≤ D2

η

Now, for a specific t,

BR(xt||yt+1) +BR(yt+1||xt) = (∇R(xt)−∇R(yt+1))T (xt − yt+1)

= η∇ft(xt)T (xt − yt+1)

≤ η||∇ft(xt)||A∗ · ||xt − yt+1||A
≤ η2(G∗)2 + ||xt − yt+1||2A

The third step uses the Generalized Cauchy-Schwartz Inequality, and the fourth step uses the fact
that ab ≤ (a2 + b2). Now,

BR(xt||yt+1) ≤ η2(G∗)2 + ||xt − yt+1||2A −BR(yt+1||xt) ≤ η2(G∗)2

as BR(x||y) ≥ ||x− y||2A by assumption. Combining, we get that:

T∑
t=1

ft(xt)− ft(x∗) ≤ D2

η
+ Tη(G∗)2
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1.4.2 Setting the Learning Rate

Now, we can set the learning rate as: η = D
G∗
√
T

. The theorem follows by plugging this in.

1.4.3 Examples

We now show that two commonly used online learning algorithms are actually different forms of the
Online Primal-Dual Algorithm.

First, we show that we can cast the Online Projected Gradient Descent Algorithm in the Online
Primal-Dual framework. For this, we set R(x) = 1

2 ||x||
2, so that BR(x||y) = 1

2 ||x− y||
2. Moreover,

the A norm is the Euclidean distance, and its dual norm is also the Euclidean distance. Plugging this
in into Algorithm 2 and Theorem 2 gives exactly the Online Projected Gradient Descent Algorithm
and its analysis.

Second, we show that the DTOL setting can be expressed as an online convex optimization
problem, and Hedge can be expressed as an online primal-dual algorithm. We set: (a) K as the unit
simplex, so that each x ∈ K is a distribution over the actions and (b) ft as a linear function, with

ft(x) = (`1,t, . . . , `n,t)x

To apply the Online Primal-Dual algorithm here, we set

R(x) =

d∑
i=1

xi log xi − xi

Then, note that ∇R(x) = [log x1, . . . , log xd], and

BR(x||y) =
∑
i

xi ln
xi
yi

+ yi − xi

which is the KL-Divergence between x and y over the simplex. By the Pinsker Inequality,

BR(x||y) ≥ 2||x− y||21

Here, we use || · ||1, the `1 norm as the primal norm. Note that its dual norm is the infinity norm.
As each loss `i,t is at most 1, G∗ = 1. We can start with x1 = (1/n, . . . , 1/n), where n is the

number of actions, as ∇R([1, 1, . . . , 1]) = 0. Moreover, in this case,

BR(x||x1) ≤ lnn = D2

for all x ∈ K. Therefore, applying Theorem 2 recovers the bound R(T ) ≤ O(
√
T lnn).

It can also be shown that the optimization algorithm now reduces to Hedge.
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