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Abstract

One of the key approaches to save samples when learning a policy for a reinforce-
ment learning problem is to use knowledge from an approximate model such as
its simulator. However, does knowledge transfer from approximate models always
help to learn a better policy? Despite numerous empirical studies of transfer
reinforcement learning, an answer to this question is still elusive. In this paper,
we provide a strong negative result, showing that even the full knowledge of an
approximate model may not help reduce the number of samples for learning an
accurate policy of the true model. We construct an example of reinforcement
learning models and show that the complexity with or without knowledge transfer
has the same order. On the bright side, effective knowledge transferring is still
possible under additional assumptions. In particular, we demonstrate that knowing
the (linear) bases of the true model significantly reduces the number of samples for
learning an accurate policy.

1 Introduction

Reinforcement learning (RL) is the framework of learning to control an unknown system through trial
and error. Recently, RL achieves phenomenal empirical successes, e.g, AlphaGo defeated the best
human player in Go, and OpenAI used RL to precisely and robustly control a robotic arm. The RL
framework is general enough such that it can capture a broad spectrum of topics, including health care,
traffic control, and experimental design. However, successful applications of RL in these domains
are still rare. The major obstacle that prevents RL being widely used is its high sample complexity:
both the AlphaGo and OpenAI arm took nearly a thousand years of human-equivalent experiences to
achieve good performances.

One way to reduce the number of training samples is to mimic how human beings learn – borrow
knowledge from previous experiences. In robotics research, a robot may need to accomplish different
tasks at different time. Instead of learning every task from scratch, a more ideal situation is that the
robot can utilize the similarities between the underlying models of these tasks and adapt them to
future new jobs quickly. Another example is that RL agents are often trained in simulators and then
applied to real-world. It is still desirable to have their performance improved after seeing samples
collected from the real-world. One might hope that agents from simulators (approximate models) can
adapt to the real world (true model) faster than knowing nothing. Both examples lead to a natural
question:
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If models are similar, can we achieve fast adaptation through knowledge transfer-
ring?

This paper focuses on answering the above question. Suppose the true unknown model is a Markov
Decision Process (MDP)M and the RL agent is provided with an approximate modelM0 with

dist(M0,M) ≤ β,

where dist(·, ·) is a statistic distance and β is a small scalar. We would like to study the sample
complexity of learning a policy π for M such that its error1 is at most ε with ε � β (i.e., the
high-precision regime). For a fixed ε, a common wisdom would suggest that betterM0 (e.g. smaller
β) can help reduce the sample complexity.

The most natural choice of dist(·, ·) is the total-variation (TV) distance between the transition kernels
ofM0 andM. It is well-known that an optimal policy forM0 has an error at most OM(β) inM,
where OM hides the constants determined by the model. In this paper we show, however, to obtain
an ε-optimal policy, the number of samples is of the form,

ΩM(ε−2)

when ε� β. Note that the sample complexity is independent of β. In particular, the complexity does
not improve as β becomes smaller (as long as ε� β). It renders the knowledge from a TV-distance
ball ofM useless when pursing a high-precision control without further structural information of the
model. In order to show the lower bound, we leverage techniques for proving hardness in the bandit
literature and reinforcement learning to carefully show that the approximate model does not provide
critical information that matters for high-precision control of the true model. Therefore, learning
high-precision policy does not benefit from the approximate model.

To complement the lower bound, we further investigate the possible structural information of a model
that provably helps knowledge transferring.We show that if the unknown model is in the convex hull
of a set of K known base models, we are able to obtain a high-precision control with a number of
samples significantly fewer than that of learning from scratch. Specifically, the number of samples is
proportional to

O(poly(K))

rather than the much larger |S|, the number of states in the model.

2 Conclusion

In this paper, we show that transfer learning from a TV-distance neighbourhood cannot reduce the
sample complexity of learning a high precision policy of an MDP, unless extra structural information
is provided. We study the case where the new unknown model can be represented as a convex
combination of a finite set of base models. In this setting, transfer learning achieves significantly
lower sample complexity compared with learning from scratch.

1The error of a policy is the difference between the values of the policy and the optimal policy.
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