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Abstract

We study the two-armed bandit problem with subGaussian rewards. The explore-
then-commit (ETC) strategy, which consists of an exploration phase followed by
an exploitation phase, is one of the most widely used algorithms in a variety of
online decision applications. Nevertheless, it has been shown in [GLK16] that ETC
is suboptimal in the asymptotic sense as the horizon grows, and thus, is worse than
fully sequential strategies such as Upper Confidence Bound (UCB).
In this paper, we argue that a variant of ETC algorithm can actually achieve the
asymptotically optimal regret bounds for multi-armed bandit problems as UCB-type
algorithms do. Specifically, we propose a double explore-then-commit (DETC)
algorithm that has two exploration and exploitation phases. We prove that DETC
achieves the asymptotically optimal regret bound as the time horizon goes to
infinity. To our knowledge, DETC is the first non-fully-sequential algorithm that
achieves such asymptotic optimality. In addition, we extend DETC to batched
bandit problems, where (i) the exploration process is split into a small number of
batches and (ii) the round complexity is of central interest. We prove that a batched
version of DETC can achieve the asymptotic optimality with only constant round
complexity. This is the first batched bandit algorithm that can attain asymptotic
optimality in terms of both regret and round complexity.

1 Introduction

We study how to conduct efficient exploration in the two-armed bandits problem. Our analysis
focuses on a simple sequential decision problem played on T time steps. The decision maker chooses
an arm At ∈ {1, 2} at time t and observes a reward rt from a 1-subGaussian distribution with mean
value µAt

, where µ1, µ2 ∈ R are unknown. The performance of any strategy for the bandit problem
is measured by its expected cumulative regret at time T , i.e., Rµ(T ), which is defined as

Rµ(T ) = T max{µ1, µ2} − Eµ[
∑T
t=1 rt]. (1)

For the two-armed bandit problem, [LR85, KR95] showed that the regret of any strategy could not be
smaller than 2 log T/∆ when T approaches infinity, i.e.,

lim infT→∞Rµ(T )/ log T ≥ 2/∆, (2)
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where ∆ = |µ1 − µ2| is the suboptimal gap between the mean rewards of the two arms. When ∆ is a
known parameter, the asymptotic lower bound [GLK16] can be improved to

lim infT→∞Rµ(T )/ log T ≥ 1/(2∆). (3)

We denote limT→∞Rµ(T )/ log T as the asymptotic regret rate. A strategy with an asymptotic regret
rate no large than 2/∆ for unknown gap or 1/(2∆) for known gap is called asymptotically optimal.

The most natural approach for solving the above bandit problem is to first pull two arms alternately
for a fixed number of times (referred to as the exploration stage), and then pull the arm with the
larger average reward repeatedly (referred to as the exploitation stage). The length of the exploration
stage can also be a data-dependent stopping time. Such strategies fall into the class of approaches
named explore-then-commit (ETC) [PRCS16, GLK16], which are simple and widely implemented in
various online applications, such as clinical trials, crowdsourcing and marketing [AAAK17, PRCS16,
GHRZ19]. In addition, ETC-type strategies have been widely used in more complicated problems
such as the batched bandit problem [PRCS16, AAAK17, GHRZ19, JJX+19]. In the batched model,
one is allowed to adaptively draw samples and adjust sampling strategy in rounds. In each round, one
can query any number of arms, but the outcomes are only revealed at end of the round. The goal in
batched models is to minimize the regret as well as the number of rounds simultaneously. Regarding
the regret analysis, [GK16] suggested that carefully-tuned variants of such two-phrase strategies
might be near-optimal. Yet [GLK16] later proved that such strategies are actually suboptimal in the
sense that they cannot achieve the asymptotic optimal lower bounds as shown in (2) or (3).

In the current literature of multi-armed bandits algorithms, all existing asymptotically optimal
strategies (such as UCB [GC11], Thompson Sampling [AG17], Bayes UCB [Kau16]) are fully-
sequential, which means they need to adjust the strategy adaptively based on the outcome at each step.
However, this can be rather time consuming or even infeasible in real applications such as clinic trials,
where it is impossible to measure the outcome (i.e., reward) for each patient before the treatment
proceeds. In contrast, ETC-type strategies only consist of distinct exploration and exploitation stages,
where outcomes are only needed at the stage switching time. Thus, a natural and open question is:

Can non-fully-sequential strategies such as ETC achieve the asymptotic optimal regret?

In this paper, we answer the above question affirmatively by proposing a double explore-then-commit
(DETC) algorithm that consists of two exploration and two exploitation stages, which directly
improves the ETC-type algorithms proposed in [GLK16]. The key idea of DETC is that after the
first explore-then-commit phase, with high probability, we will commit the best arm whose average
reward concentrates on its mean. In the second explore-then-commit phase, since one arm’s mean
reward is already well estimated, we only need to explore the other arm. In this way, the sampling
error in the final exploitation stage only comes from the other arm. In contrast, in single ETC-type
algorithms, the sampling error comes from both arms, which incurs suboptimal regret. Compared
with UCB-type algorithms, our result suggests that it is not necessary to use the outcome at each time
step to achieve the asymptotic optimality.

Main Contributions. We first study the case when the suboptimal gap ∆ = |µ1 − µ2| is known.
In this case, we prove that our proposed DETC algorithm achieves the asymptotically optimal
regret rate 1/(2∆), the instance-dependent optimal regret O(log(T∆2)/∆) and the minimax optimal
regret O(

√
T ). This result significantly improves the 4/∆ asymptotic regret rate of ETC with fixed

length and the 1/∆ asymptotic regret rate of SPRT-ETC with data-dependent stopping time for the
exploration stage proposed in [GLK16]. For the case ∆ is unknown, we prove that the DETC strategy
achieves the asymptotically optimal regret rate 2/∆, the instance-dependent regret O(log(T∆2)/∆)

and the minimax optimal regret O(
√
T ). This again improves the 4/∆ asymptotic regret rate of

the BAI-ETC algorithm proposed in [GLK16]. In both cases, this is the first time that the regrets
of ETC-type algorithms have been proved to match the asymptotic lower bounds and therefore are
asymptotically optimal. Moreover, [GLK16] proved that the 1/∆ asymptotic regret rate for the
known gap case and the 4/∆ asymptotic regret rate for the unknown gap case are not improvable
in ‘single’ explore-then-commit algorithms, which justifies the essence of the double exploration
technique in DETC in order to achieve the asymptotic regret.
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