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In many domains, from clinical trials to autonomous driving to human-robot interaction, a reinforce-
ment learning (RL) agent seeks to optimize its behavior while interacting with a human. While many
RL algorithms assume the existence of a numerical reward signal, in settings involving humans, it is
often unclear how to define a reward signal that accurately reflects intended system performance. For
instance, in autonomous driving [4] and robotics [3, 12], users have been shown to have difficulty
with both specifying numerical reward functions and providing demonstrations of desired behavior.
Moreover, misspecified reward functions can result in “reward hacking” [2], in which the algorithm
finds loopholes in the reward structure, such that undesirable behaviors achieve high rewards. In
such situations, while handcrafted numerical reward signals can be problematic, the user’s qualitative
feedback may more reliably measure her intentions.

There are several challenges to learning from human feedback. To handle the unreliability of human-
specified numerical feedback, we consider learning from the user’s pairwise preferences. When
learning only from preferences, however, each pair of trials yields only a single bit of information.
Thus, we consider a Bayesian model-based approach to learn the utilities governing the preferences
in a sample-efficient manner. Furthermore, we seek to minimize regret—that is, the difference in the
total utilities accumulated by the algorithm and by the optimal policy—with respect to the number of
experiments or trials. To this end, we consider supplementing the preference data by additionally
querying the user for suggestions, or coactive feedback [9].

In this work, we present the DUELING POSTERIOR SAMPLING (DPS) framework for learning
interactively from preference feedback. DPS (Algorithm 1) utilizes posterior sampling, also known as
Thompson sampling [11], a Bayesian model-based approach to balancing exploration and exploitation.
DPS is inspired by the Self-Sparring algorithm of Sui et al. (2017) [10], which iterates between
updating a model posterior of the user’s utility function and sampling from this model to inform action
selection. We extend Self-Sparring by adapting it from the bandit setting to the preference-based
RL setting, combining preference and coactive feedback in the bandit setting, and considering more
flexible Bayesian user utility models in both the bandit and RL settings. The DPS framework is
applicable to both the bandit and RL settings (note that the bandit problem is the special case of the
RL setting with length-1 episodes), and we will discuss progress in both of these cases.

In the bandit setting, we deploy DPS in experiments with the Atalante robotic exoskeleton—an
assistive device for the mobility-impaired, developed by Wandercraft—to learn personalized walking
gaits that maximize users’ comfort. In this domain, the input space consists of the exoskeleton’s gait
parameters: in particular, we optimize over the step length, step width, and step duration of the gaits.
The user is queried for pairwise preferences between consecutive gait trials and is also asked to give
suggestions, for example, “I would like a longer step length.” We will present the experimental results,
in which DPS identified personalized user-preferred walking gaits for three healthy participants.

In addition, we consider DPS in the episodic RL setting, in which the RL agent executes a pair
of trajectories and the user provides a (noisy) pairwise preference between them, indicating which



Algorithm 1 DUELING POSTERIOR SAMPLING

Initialize dataset to D = ∅
Initialize prior over environment models, P (M)
for all t = 1, 2, . . . do

Draw environment samples Mt1, . . . ,Mtn ∼ P (M |D)
Policy πti = argmax

π
E[reward(π)|Mti], i ∈ {1, . . . , n}

Observe xti by executing policy πti, i ∈ {1, . . . , n}

Receive (some) preferences xti � xtj , i, j,∈ {1, . . . , n}, i 6= j
Receive (some) preferences xti �≺xτj , i, j,∈ {1, . . . , n}, τ < t

Receive (some) coactive feedback x′ti � xti, i ∈ {1, . . . , n}

Append new data to D
Update environment model posterior P (M |D)

of the two trajectories has a higher utility to the user. In particular, we address two challenges that
arise in the preference-based RL setting: 1) the algorithm must solve a credit assignment problem
to determine which of the encountered states and actions are responsible for the trajectory-level
preferences, and 2) it remains an open challenge to design formal frameworks for theoretical analysis
of preference-based RL. While the preference-based bandit setting has seen significant theoretical
progress (e.g., [13, 5, 14, 7, 10]), the preference-based RL setting is more complex, as feedback is
received over entire trajectories of environment interaction, rather than at the state/action level.

Our approach uses preference-based posterior sampling to tackle the preference-based RL problem in
the Bayesian regime, efficiently learning models of both the environment’s state transition dynamics
and reward function. In contrast to previous work on posterior sampling in RL, which focuses on
learning from absolute rewards [1, 6], we show how to extend posterior sampling to both elicit and
learn from trajectory-level preference feedback.

To elicit preference feedback, in every episode of learning, DPS draws two independent samples from
its posterior over the environment (i.e., its reward and dynamics models) to generate two policies. To
learn from preference feedback, DPS internally maintains a Bayesian state/action reward model that
explains the preferences. Learning from trajectory-level preferences is in general a very challenging
problem, as information about the rewards is sparse (often just one bit), is only relative to the pair
of trajectories being compared, and does not explicitly include information about actions within the
trajectories. We propose and evaluate credit assignment models based upon Gaussian processes,
Bayesian linear regression, and Bayesian logistic regression, and demonstrate that DPS delivers
competitive performance in simulation environments such as the Mountain Car problem.

We developed DPS concurrently with an analysis framework for characterizing regret convergence
within the episodic preference-based learning setting. This analysis is quite different from that
for Self-Sparring [10], due to the need to incorporate trajectory-level preference learning and state
transition dynamics. Our approach is inspired by the information-theoretic analysis of posterior
sampling in Russo and Van Roy (2016) [8]. We prove a Bayesian asymptotic no-regret rate for
DPS under the Bayesian linear regression credit assignment model; to our knowledge, this is the
first preference-based RL approach with a theoretical guarantee. DPS also performs well in our
simulations, making it both a theoretically-justified and practically-promising algorithm.

There are many directions for future work. Assumptions governing the user’s preferences, for
instance requiring an underlying utility model, could be relaxed, while our theoretical analysis could
be extended toward additional credit assignment approaches. We expect that DPS would perform
well with any asymptotically-consistent reward model that sufficiently captures users’ preference
behavior, and hope to develop models that are tractable with larger state and action spaces. For
instance, incorporating kernelized input spaces could further improve sample efficiency. Finally,
it would be interesting to study how additional types of qualitative human-guided feedback could
be combined with preferences to improve sample efficiency; for instance, the concept of coactive
feedback could be extended from the bandit to the RL setting.
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