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I. ABSTRACT

Living neural networks in the brain confer organisms with
the capability of performing multiple cognitive tasks. However,
these networks have a limited ability to functionally compensate
for large loss of neurons. Biomedically, there is great interest
in understanding how cognition declines with neural damage [1]
and also in deciphering strategies for repairing neural circuits to
regain cognitive function. In this work, we attempt to understand
the computational and mathematical principles that impact the
ability of neural networks to tolerate damage and be repaired. We
conceptualize the processes of damage and replacement of nodes in
a neural network in terms of its underlying stochastic dynamics on
the weights-loss landscape [2].

One of the proposed strategies for experimentally repairing
damaged neural circuits involves transplanting embryonic neurons,
that eventually mature and integrate into the pre-exisiting neural
circuit ([3], [4], [5], [6]). However, the major concern with this
strategy is whether the “replaced” neural circuit enhances functional
performance and in addition, whether it retains its perceptual
stability. We define perceptual stability as the networks’ ability to
generate coherent representations of tasks that can be further utilized
by other regions of the brain.

We study the mathematical principles governing damage, replacement
of nodes and propose optimal repair strategies for two classes of
artificial neural networks, namely multi-layer perceptrons (MLPs)
and convolutional neural networks (CNNs). We train these networks
to execute simple cognitive tasks like image classification on the
MNIST and CIFAR-10 datasets respectively.

We study the resilience of artificial neural networks to neuronal
losses by deleting a set of nodes from the network, and report
that artificial networks are highly resilient to node damage. The
damaged network, having more than 50% of its nodes removed,
continues to perform its task of image classification at an accuracy
>90% without any re-training. However, these networks are highly
susceptible to node replacement. A mere replacement of 5% of its
nodes causes the network to perform its task of image classification
at an accuracy ∼60% without any re-training. To understand this
anomaly, we visualized learnt features in perturbed networks and
discovered that networks with damaged nodes retain their learnt
features, while networks that are replaced with “new” nodes have an
altered set of learnt features, subsequently decreasing the functional
performance of the network. We also learn that damaging nodes
in the lower layers of a network do not disrupt the functional
performance of the network as much as damaging nodes in the
higher layers. However, this is flipped when we consider node
replacement, as the functional performance of the network is highly
disrupted when nodes in the lower layers of the network are replaced.

These results highlight that mere replacement of damaged nodes
by “embryonic” nodes within pre-existing neural circuits is not

sufficient to recover functional performance. Instead, we need to
re-train these hybrid networks. We observe that networks rapidly
recover only when the entire network is equally plastic while being
re-trained on a task, while the recovery period is very long (if, ever)
for networks that have nodes with varying degrees of plasticity
(embryonic nodes have higher plasticity than the undamaged nodes
in the pre-existing neural circuit). The recovery phase of these
hybrid networks are visualized by tracking its path on an underlying
weights-loss landscape. This analysis highlights that networks with
equally plastic nodes usually reach large basins with high functional
performance, while networks with variable degrees of plasticity
often get trapped in local minimas that have sub-optimal performance.

We also mathematically formalize the robustness of neural
networks to damage and replacement of its nodes by relating it to
the geometry of its weights-loss landscape. We define damage and
replacement of nodes in the network as operators for dynamically
traversing this landscape while the learning algorithm as a means for
mapping the local topology of this landscape (sharpness/flatness of
the surrounding landscape). This framework enables us to classify
the repair-potential of neural networks based on the geometric
features of their weights-loss landscape, and allows us to answer
questions concerning recovery probabilities and recovery time for
malfunctioning neural networks of a defined architecture.

As the brain houses an array of neural networks, ranging from
hierarchical networks used to process vision [8], to recurrent neural
nets for storing memory in the hippocampus, our work shows that
we can decipher optimal strategies for introducing new neurons
to compensate functionality for a range of malfunctioning neural
networks.
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