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1 Introduction

Human-in-the-loop learning algorithms have shown significant promise in improving robotic assistive
devices to maximize utility to the user. In particular, interactive preference-based methods have been
used to learn optimal device parameters by allowing users to try different parameter combinations and
give feedback on which they prefer [1], [2]. Across settings that rely on subjective human feedback,
pairwise preferences are a more reliable measure of system performance than absolute numerical
scores [3].

Existing preference-based learning methods have only explored low-dimensional domains due to
computational limitations; for example, previous work optimizes over only two dimensions [2].
However, robotic systems often have many tunable parameters. Our algorithm, LINESPAR, enables
optimization over many more parameters by taking advantage of low-dimensional structure in the
high-dimensional search space. It performs Bayesian optimization in high dimensions by iteratively
exploring one-dimensional subspaces rather than the entire space of possible parameters at once. This
technique also decreases the number of iterations necessary for the algorithm to converge, which is
valuable in human trials where the preference data is expensive and difficult to obtain.

The LINESPAR algorithm enables faster convergence to user-preferred parameters using only pairwise
preference feedback. More importantly, it allows optimization over higher-dimensional spaces, which
is not feasible for existing preference-based algorithms. We empirically verify its performance in both
simulation and human trials. To the best of our knowledge, this is the first work on high-dimensional
preference-based Bayesian optimization.

2 LINESPAR Algorithm

LINESPAR uses pairwise comparisons to determine the preferred actions (parameter combinations).
It maintains a Bayesian preference relation function over the available actions, which is modeled with
Gaussian processes [4]. This preference relation distribution is learned using a Thompson Sampling
approach to Bayesian optimization [5], which consists of a) sampling preference functions from the
posterior, b) executing the actions that maximize each function c) observing pairwise preferences
among the executed actions, and d) updating the posterior using preference feedback. By maintaining
this distribution over only a subset of all possible actions, the algorithm enables preference learning
in high dimensions.

Let A ⊂ Rd be the set of possible actions. In each iteration of the algorithm, we consider the set
of sampled actions V ⊂ A. We assume each action xi has a latent, underlying utility to the user,
f(xi). Throughout the learning process, LINESPAR keeps a feedback dataset D = {xk1

� xk2
| k =

1, . . . , N} consisting of preferences, where xk1
� xk2

indicates that the user prefers action xk1
∈ V

to action xk2
∈ V . We use preference data D to update the posterior probability of f , P (f |D),

which can be estimated via the Laplace approximation as a multivariate Gaussian distribution (µ,Σ);
see [4] for details.

Preprint. Under review.



Figure 1. Convergence to higher values.
Mean ± SE of the sampled actions’ objective
values using Hartmann-3 and Hartmann-6 func-
tions. The actions sampled by LINESPAR con-
verge to higher objective values at a faster rate
than the baseline [2]. It is intractable to run the
baseline with 6 dimensions.

Figure 2. Robustness to noisy preferences.
Mean ± SE of the sampled actions’ objective
values for LINESPAR on Hartmann-6 with vary-
ing amounts of noisy (inconsistent) preferences.
c is a parameter quantifying noise. Higher perfor-
mance correlates with less noise (lower c). The
algorithm is robust to noise to a certain degree.

Each action xi ∈ Rd is d-dimensional. Previous work discretizes each of the d parameters into
m bins to define A as a finite set of actions with cardinality A = |A| = md. Larger m enables
finer-grained search at higher computational cost. This is intractable for higher d since computing the
posterior involves inverting Σ ∈ RA×A.

Drawing inspiration from existing methods for dimensionality reduction [6], LINESPAR overcomes
this intractability by dividing the problem into lower-dimensional subproblems. It iteratively considers
one-dimensional subspaces (i.e. lines) to learn a global optimum. In each iteration, points along a
new random line L are selected, with the line determined by a uniformly random direction τ and the
action p that maximizes the posterior mean. Including p in the subspace encourages exploration of
higher-utility areas. Then, the prior P (f) is calculated over V = {P ∪ L} with cardinality V = |V|,
where P is the set of actions sampled in previous iterations. Preference feedback is obtained among
the actions sampled from V and is added to D. The posterior is updated accordingly.

Critically, this approach shrinks the covariance matrix of the preference relation distribution Σ from
size A × A to V × V . With a constant number of actions sampled at every iteration, V increases
linearly with the number of iterations. The algorithm’s complexity is constant with respect to d, rather
than exponential, and the algorithm is tractable for larger d, as verified empirically.

3 Empirical Evaluation

We validated the performance of LINESPAR on standard synthetic benchmarks (Hartmann-3 and
Hartmann-6 functions, 3- and 6-dimensional respectively) and in the cartpole environment of OpenAI
Gym [7]. Preference feedback is obtained by querying the objective function at xk1 and xk1 . The
true objective values f are invisible to the algorithm, which only sees D. The values of the actions
sampled by the algorithm converge at a faster rate and achieve higher objective values (Figure 1).
We also modified the objective function to evaluate the algorithm’s robustness to noise since human
preference feedback can be inconsistent (Figure 2). These results suggest that the LINESPAR approach
enables optimization in higher dimensions and improves the algorithm’s speed and accuracy.

We also evaluated LINESPAR in human trials with a lower-body exoskeleton. Exoskeletons are placed
around existing limbs and help those with mobility impairments regain their ability to walk; the gait
parameters preferred by different exoskeleton users vary significantly [8]. Knowledge about gait
preferences is limited due to the high cost of clinical trials, a barrier which this algorithm helps to
lower by improving learning efficiency.

4 Future Directions

The algorithm has applications to a variety of robotic assistive devices. Our approach can be combined
with other types of human guidance, such as coactive feedback [9], to further improve learning and
optimize large sets of parameters. Also, deriving regret bounds for this algorithm is an interesting
open question.
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