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Abstract: Reinforcement learning (RL) has become a central post-training tool for improving the reasoning abilities of large

language models (LLMs). In these systems, the rollout, the trajectory sampled from a prompt to termination, including

intermediate reasoning steps and optional tool or environment interactions, determines the data that the optimizer ultimately

learns from, yet rollout design is often treated as an implementation detail and underreported. This survey provides an

optimizer-agnostic view of rollout strategies for RL-based post-training of reasoning LLMs. We formalize rollout pipelines with

unified notation and introduce Generate–Filter–Control–Replay (GFCR), a lifecycle taxonomy that decomposes rollout pipelines

into four modular and composable stages: Generate proposes candidate trajectories and topologies; Filter constructs

intermediate signals via verifiers, judges, or critics; Control allocates compute and makes continuation/branching/stopping

decisions under budgets; and Replay retains and reuses artifacts across rollouts without weight updates, including self-

evolving curricula that autonomously generate new training tasks and data. We complement GFCR with a criterion taxonomy
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of reliability, coverage, and cost sensitivity that characterizes the trade-offs rollout designs must navigate. Using this

framework, we synthesize methods spanning RL with verifiable rewards, process supervision, judge-based gating, guided and

tree/segment rollouts, adaptive compute allocation, early-exit and partial rollouts, systems-level throughput optimization, and

replay/recomposition for self-improvement. We ground the framework with case studies in math, code/SQL, multimodal

reasoning, tool-using agents, and agentic skill benchmarks that evaluate skill induction, reuse, and cross-task transfer. Finally,

we provide a practitioner-oriented diagnostic index that maps common rollout pathologies to GFCR modules and mitigation

levers, alongside open challenges for building reproducible, compute-efficient, and trustworthy rollout pipelines.
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

  

Are the claims made in the submission supported by accurate, convincing and clear evidence?: Yes

Explain your answer above:

All three reviewers agree that the claims are supported. The survey's central claims are organizational rather than

empirical: it argues that rollout design is an underreported but consequential component of RL-based post-training,

and it supports this through broad and current literature coverage, a unified notation (Section 3.2), the GFCR

decomposition, and domain case studies. The reviewers found the framing timely and correct, the notation useful,

and the coverage unusually comprehensive. Concerns raised during the review, such as the placement of multi-

module methods, the overlap between Sections 5.6 and 6.2, and the qualitative nature of the trade-off tables, were

adequately addressed in the author responses, and the corresponding clarifications are requested as minor revisions

below.

Would at least some individuals in TMLR's audience be interested in knowing the findings of this paper?: Yes

Explain your answer above:
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Add:

Reinforcement learning is now central to post-training of reasoning LLMs, and rollout generation constitutes the

dominant cost and the primary determinant of learning-signal quality in these pipelines. This is the first survey to

center rollout strategies as the unit of analysis. Researchers and practitioners working on LLM post-training, RLVR,

agentic RL, and training systems will find the GFCR vocabulary, the criterion taxonomy, and the practitioner-oriented

diagnostic index directly useful. All three reviewers confirmed the interest of the topic to the TMLR audience.

Recommendation: Accept with minor revision

Additional Comments:

The review process took longer than expected due to reviewer replacements, and I apologize to the authors for the

delay. Happily, it has come to a positive conclusion: all three reviewers lean toward acceptance. The authors should

incorporate the following revisions into the camera-ready version, and are also encouraged to add relevant

references that have appeared since the original submission:

1. Clarify in Section 3.1 that GFCR is a functional decomposition of rollout operations rather than a mutually

exclusive partition of papers, and state the canonical-placement rule: each method receives one full description

under the module of its principal rollout contribution, with short cross-references for its other operations

(Reviewer gTa6, C1).

2. Add a compact method-to-module map after Table 1 showing how representative multi-module systems (e.g.,

TreeRL, XRPO, DAPO) compose across G/F/C/R. In the accompanying discussion, provide notation-based GFCR

signatures for representative systems, identifying the rollout set, the signal or supervision, the Control decision

and budget, and any Replay state, so that the shared notation of Section 3 is actively used in the comparative

analysis (Reviewer gTa6, C1 and C4; Reviewer 9qNW, C2).

3. In Tables 4 and 6, distinguish empirically supported trade-offs from mechanism-level design motivations, and

connect the empirical entries to their supporting sources. Add the promised synthesis after Section 3.3

summarizing representative within-study ablations, including each comparison's experimental setting and main

caveats, so that concrete effect sizes are reported where comparable evidence exists (Reviewer gTa6, C2;

Reviewer 9qNW, C1).

4. Make the functional distinction between Section 5.6 (measuring learning value) and Section 6.2 (allocating rollout

compute) explicit at the start of each section, retain each method's full description in only one of the two, and

replace the duplicated descriptions of VCRL, VADE, and SEED-GRPO with short cross-references (Reviewer gTa6,

C3).

5. Add the scope clarification at the end of Section 3.1 acknowledging that GFCR is an organizing lens rather than a

provably sufficient or uniquely optimal taxonomy, and situate it relative to the complementary organizations of

prior surveys (Reviewer gTa6, C5).

6. Add a brief roadmap at the end of the Introduction pointing readers to the summary figures and tables (Reviewer

9qNW, C3).
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Review by Reviewer gTa6 03 Aug 2026, 09:21 (modified: 03 Aug 2026, 09:21) Everyone
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 



Summary Of Contributions:

The paper surveys rollout strategies for RL post-training of reasoning LLMs, arguing that rollout design, i.e., how

trajectories are proposed, scored, budgeted, and reused, is an underreported determinant of both training cost and

learning-signal quality, and that treating it as an implementation detail confounds optimizer-vs-pipeline attribution.

Its central contribution is GFCR, an optimizer-agnostic decomposition of rollout pipelines into four composable

modules (Generate, Filter, Control, Replay), supported by unified notation (§3.2) and a complementary criterion

taxonomy of reliability, coverage/informativeness, and cost sensitivity (§3.3). The framework is instantiated module by

module (§§4–7), grounded in domain case studies framed as "rollout interfaces" (§8), and closed with a

troubleshooting index mapping failure modes to modules (Table 8) and open problems (§9). Coverage is broad and

unusually current.
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Add:

Are the claims made in the submission supported by accurate, convincing and clear evidence?: Yes

Explain your answer above:

The review of this topic is timely, correct framing.

The proposed unified notation is useful.

Would at least some individuals in TMLR's audience be interested in knowing the findings of this paper?: Yes

Explain your answer above:

Yes. RL is critical for the post-training of LLMs and rollout is the main part of RLVR.

Requested Changes:

1. The paper calls the modules "modular and composable" yet "frequently interleaved." Several methods span three

modules (XRPO in G/F/C; DAPO in G/F/R; VCRL/VADE/SEED-GRPO in both §5.6 and §6.2; TreeRL in G/F/C). Without a

canonical-placement rule, GFCR risks reading as overlapping bins rather than a partition.

2. Most modules enumerate and paraphrase methods but offer little cross-cutting synthesis, no head-to-head

comparison on shared benchmarks, no sense of effect sizes. The trade-offs in Tables 4/6 are stated qualitatively

without evidence; the sharpest claims are supported by pointers rather than synthesized findings.

3. Section 5.6 (learning-value signals) and Section 6.2 (prompt/task selection) describe largely the same methods

from two angles, so the reader meets VCRL, VADE, and SEED-GRPO twice with overlapping description.

4. After Section 3, method descriptions revert to verbal and are rarely re-expressed in the shared notation,

therefore, the notations are just proposed and not fully utilised for the analysis.

5. Finally, you proposed GFCR, which is largely asserted, rather than derived. Why this framework is sufficient and

optimal? is there any other framework that may work?

Broader Impact Concerns:

No concerns of the ethical implications.
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Official Comment by Authors

Official Comment

by Authors ( Rohan Surana (/profile?id=~Rohan_Surana1), Gagan Mundada (/profile?
id=~Gagan_Mundada1), Xunyi Jiang (/profile?id=~Xunyi_Jiang2), Chuhan Wang (/profile?
id=~Chuhan_Wang3), +18 more (/group/edit?id=TMLR/Paper7709/Authors))

13 Aug 2026, 17:57 Everyone
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

 

Comment:

Thank you for taking the time to read our survey and for the detailed feedback. We appreciate your

recognition that the rollout-centered framing is timely, the unified notation is useful, and the literature

coverage is broad and current. Your comments raise useful questions about how multi-module methods

are represented, how evidence is synthesized, and how the notation supports the later analysis. We

address each concern below.

C1:

Thank you for giving us the opportunity to clarify this. GFCR is a functional decomposition of rollout

operations, not a partition of papers into mutually exclusive categories. A complete method can therefore

involve several modules. For example, TreeRL [1] combines on-policy tree generation, intermediate

supervision, and uncertainty-guided branching. These correspond to Generate, Filter, and Control

operations within one system. We will add this clarification in Section 3.1 and place a compact method-to-

module map after Table 1 to show multi-module composition at a glance. For navigation, we will give each

method one full description under the module containing its principal rollout contribution, as framed by

the source paper, and use short cross-references for the other operations it uses. This keeps the role of

each operation explicit while retaining the composable structure of complete pipelines.

≡
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Add:

C2:

Tables 4 and 6 are intended as qualitative design summaries, not as universal effect estimates. The

surveyed papers use different models, training data, optimizers, verifiers, rollout budgets, and evaluation

metrics, so their reported scores cannot be treated as a controlled head-to-head comparison. We will

clearly distinguish empirically supported trade-offs in Tables 4 and 6 from mechanism-level design

motivations and connect the empirical entries to their supporting sources.We will also add a concise

synthesis after the criterion taxonomy in Section 3.3, summarizing representative within-study ablations

together with each comparison's experimental setting and main caveat. This will provide concrete effect

sizes where comparable evidence exists while preserving the distinctions between experimental settings.

C3:

The two sections serve different functions. Section 5.6 asks how learning value is measured from generated

rollouts, using signals such as reward variance, semantic entropy, uncertainty, or novelty. Section 6.2 asks

which prompts and tasks should receive rollout compute. Some methods are relevant to both discussions

because their learning-value signals inform prompt or task selection. We will make this distinction explicit

at the beginning of Sections 5.6 and 6.2, retain each method’s full description in the section corresponding

to its principal contribution, and use short cross-references where needed.

C4:

The shared notation is used in the module-level problem formulations, but its connection to individual

methods can be made more explicit. Section 3 defines rollout groups, Filter signals and supervision, rollout

costs and budgets, and Replay state. Sections 4 through 7 extend and reuse these objects in their module-

level formulations, while the individual method summaries are primarily verbal. To bridge these levels, the

discussion accompanying the method-to-module map after Table 1 will give representative systems

compact notation-based GFCR signatures. Each signature will identify the proposal or rollout set, the signal

or supervision, the Control decision and budget, and any Replay state. This makes the shared notation part

of the comparative analysis while keeping the method summaries readable.

C5:

To our knowledge, this is the first survey centered specifically on rollout strategies for RL-based LLM post-

training. GFCR is the organizing lens we use to connect four recurring functions in the surveyed pipelines:

producing trajectories, constructing signals, allocating rollout compute, and retaining information for

reuse. This rationale is presented in Section 3.1 and Figure 2 on pages 4 and 5 of the submitted paper. We

do not present GFCR as a proof of sufficiency or as the uniquely optimal taxonomy. As discussed in Section

2 on pages 3 and 4, prior surveys provide complementary organizations centered on feedback and

alignment [2], RL methods and objectives [3], or reasoning-focused RL [4]. We will add this scope

clarification at the end of Section 3.1.

References

[1] Hou, Zhenyu, et al. “TreeRL: LLM Reinforcement Learning with On-Policy Tree Search.” ACL, 2025.
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Review by Reviewer 9qNW 03 May 2026, 10:58 (modified: 03 Aug 2026, 09:21) Everyone

Revisions (/revisions?id=zAqNulDIQ9)

Add:

 



Summary Of Contributions:

This paper studies rollout strategies in reinforcement learning for post-training large language models. The paper

identifies that rollout design, or the generation of training data, can critically determine both performance and

computational cost. It introduces the Generate–Filter–Control–Replay (GFCR) framework, which divides rollout design

into four stages: generating candidate trajectories, filtering them into training signals, controlling compute allocation

and decisions, and replaying past experiences without weight updates.

The paper also proposes a taxonomy including reliability, coverage/informativeness, and cost sensitivity to evaluate

trade-offs in rollout design. It includes many previous methods such as verifiable RL, process supervision, tree-based

rollouts, adaptive sampling, and replay-based self-improvement using this framework. Through case studies on

several different domains, the paper demonstrates how rollout choices affect learning results. Finally, it provides a

diagnostic toolkit for common rollout failures and outlines open challenges in evaluation, efficiency, and

reproducibility.

Are the claims made in the submission supported by accurate, convincing and clear evidence?: Yes

Explain your answer above:

Yes. The paper provides clear and detailed support through literature review, taxonomy design, and several case

studies across different domains. The GFCR framework is well motivated and well applied. Some high-level claims rely

on conceptual arguments, and quantitative validation could further strengthen the support.

Would at least some individuals in TMLR's audience be interested in knowing the findings of this paper?: Yes

Explain your answer above:

Yes. Researchers in LLM post-training and RL should find the unified framework and taxonomy interesting.

Requested Changes:

1. It would be helpful to provide some controlled empirical analysis comparing different rollout design choices to

support claims about their impact.

2. It would be interesting to include a discussion of real systems and their GFCR modules for easier practical

understanding.

3. It would be clearer to add summary tables or diagrams for readability.

Broader Impact Concerns:

I do not have any concerns about the ethical implications of the work.

Official Comment

Official Comment by Authors

Official Comment

by Authors ( Rohan Surana (/profile?id=~Rohan_Surana1), Gagan Mundada (/profile?
id=~Gagan_Mundada1), Xunyi Jiang (/profile?id=~Xunyi_Jiang2), Chuhan Wang (/profile?
id=~Chuhan_Wang3), +18 more (/group/edit?id=TMLR/Paper7709/Authors))

13 Aug 2026, 18:09 Everyone

−

＝ Edit   



 

Comment:

Thank you for taking the time to read our survey and for the constructive suggestions. We appreciate your

assessment that GFCR is well motivated, the literature review and case studies support the paper's main

claims, and the framework should be useful to researchers working on LLM post-training and

reinforcement learning. We address the three requested changes below.

C1:

We appreciate the motivation behind this request. The surveyed papers use different models, data,

optimizers, verifiers, rollout budgets, and evaluation metrics, so their reported scores cannot be treated as

a controlled comparison. Reimplementing these methods in a common experimental stack would be a

separate empirical study and is outside the scope of this survey.

≡
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Add:

C2:

We agree that a system-level view would improve practical understanding. Figure 2 already provides a

generic end-to-end view of GFCR, while the module-specific sections discuss representative methods. To

make the composition of complete systems explicit, we will add a compact method-to-GFCR matrix after

Table 1 that maps a small set of representative systems to the GFCR modules they use.

C3:

We appreciate this suggestion. The submission already contains seven figures and eight tables that

summarize the rollout lifecycle, the GFCR framework and taxonomy, the shared notation and criteria, the

four individual modules, domains and benchmarks, and the failure-mode index. To improve navigation, we

will add a brief roadmap at the end of the Introduction that points readers to these summaries. The

method-to-GFCR matrix described in C2 will provide the requested additional system-level summary.

Official Comment

Review of Paper7709 by Reviewer HR5L

Review by Reviewer HR5L 05 Apr 2026, 06:07 (modified: 03 Aug 2026, 09:21) Everyone

Revisions (/revisions?id=cRoZP3tiPy)

 



Summary Of Contributions:

This paper is the first comprehensive survey that centers rollout strategies—the way large language models (LLMs)

sample reasoning trajectories during reinforcement learning (RL) post-training—as a core research topic.

Strengths:

1. It introduces the GFCR (Generate–Filter–Control–Replay) framework, a unified, optimizer-agnostic taxonomy that

breaks down rollout pipelines into four modular, composable stages. This gives researchers and engineers a

shared language to design, compare, and debug rollout systems.

2. It defines a criterion taxonomy (reliability, coverage & informativeness, cost sensitivity) to evaluate tradeoffs in

rollout design, making it easier to judge whether a design is trustworthy, exploratory, and compute-efficient.

3. It systematically synthesizes a huge body of recent work—including group/tree rollouts, process supervision,

adaptive compute, replay, and self-improvement—under the GFCR structure.

4. It grounds the framework in real-world domain case studies: math, code/SQL, multimodal reasoning, tool-using

agents, and skill-transfer agents.

5. It provides a practitioner-focused diagnostic index that maps common rollout failures (e.g., spurious signals,

vanishing gradients, compute waste) to GFCR modules and fixes.

6. It clearly identifies open challenges, such as verifier/judge calibration, compute accounting, safe self-evolution,

and better reporting standards.

Weaknesses:

1. The paper is a survey and framework; it does not provide new theoretical proofs or empirical results of its own.

Are the claims made in the submission supported by accurate, convincing and clear evidence?: Yes

Explain your answer above:

It's a survey and does not provide theoretical claims.

Would at least some individuals in TMLR's audience be interested in knowing the findings of this paper?: Yes

Explain your answer above:

LLM communities would be interested in a survey of rollout strategies.

Requested Changes:

None

Broader Impact Concerns:

No
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Official Comment
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id=~Gagan_Mundada1), Xunyi Jiang (/profile?id=~Xunyi_Jiang2), Chuhan Wang (/profile?
id=~Chuhan_Wang3), +18 more (/group/edit?id=TMLR/Paper7709/Authors))

21 Aug 2026, 00:21 Everyone

Add:

−

＝ Edit   



 

Comment:

We thank the reviewer for taking the time. We appreciate the positive assessment of the GFCR framework,

criterion taxonomy, literature coverage, domain case studies, and diagnostic index. We agree with the

reviewer’s observation that the paper does not present new theoretical claims. As a survey, its contribution

instead lies in systematically synthesizing the literature on rollout strategies and providing a shared

framework for understanding how trajectories are generated, filtered, controlled, and reused.
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Dear Action Editor, We are writing to follow up on the status of our submission, as it has now been almost

three months since it entered the review process.

As of today, we have received two reviews, and we wanted to ask whether the paper is still waiting for an

additional review or whether the process can move forward based on the reviews currently available. Since

the status has remained unchanged for some time, we would be grateful for any update on where the

submission currently stands. In particular, it would be helpful to know whether the discussion phase is

expected to begin soon or if there are still pending steps before that can happen. Any estimate of the

expected timeline for the next stage would also be greatly appreciated.

Thank you very much for your time and for managing the review process. We understand that coordinating

reviews can take time, and we appreciate your efforts.
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Official Comment

≡

≡

9/24/26, 11:24 AM Generate, Filter, Control, Replay: A Comprehensive Survey of Rollout Strategies for LLM Reinforcement Learning | OpenRev…

https://openreview.net/forum?id=aB848FutiR 8/10

https://openreview.net/profile?id=~Rohan_Surana1
https://openreview.net/profile?id=~Rohan_Surana1
https://openreview.net/profile?id=~Gagan_Mundada1
https://openreview.net/profile?id=~Gagan_Mundada1
https://openreview.net/profile?id=~Gagan_Mundada1
https://openreview.net/profile?id=~Xunyi_Jiang2
https://openreview.net/profile?id=~Xunyi_Jiang2
https://openreview.net/profile?id=~Chuhan_Wang3
https://openreview.net/profile?id=~Chuhan_Wang3
https://openreview.net/profile?id=~Chuhan_Wang3
https://openreview.net/group/edit?id=TMLR/Paper7709/Authors
https://openreview.net/group/edit?id=TMLR/Paper7709/Authors
https://openreview.net/group/edit?id=TMLR/Paper7709/Authors
https://openreview.net/group/edit?id=TMLR/Paper7709/Authors
https://openreview.net/profile?id=~Xinrun_Wang1
https://openreview.net/profile?id=~Xinrun_Wang1
https://openreview.net/revisions?id=2O9YTPc7KT
https://openreview.net/revisions?id=2O9YTPc7KT
https://openreview.net/profile?id=~Rohan_Surana1
https://openreview.net/profile?id=~Rohan_Surana1
https://openreview.net/profile?id=~Gagan_Mundada1
https://openreview.net/profile?id=~Gagan_Mundada1
https://openreview.net/profile?id=~Gagan_Mundada1
https://openreview.net/profile?id=~Xunyi_Jiang2
https://openreview.net/profile?id=~Xunyi_Jiang2
https://openreview.net/profile?id=~Chuhan_Wang3
https://openreview.net/profile?id=~Chuhan_Wang3
https://openreview.net/profile?id=~Chuhan_Wang3
https://openreview.net/group/edit?id=TMLR/Paper7709/Authors
https://openreview.net/group/edit?id=TMLR/Paper7709/Authors
https://openreview.net/group/edit?id=TMLR/Paper7709/Authors
https://openreview.net/group/edit?id=TMLR/Paper7709/Authors


 Replying to Request for Update on Status

Official Comment by Action Editor fBnS

Official Comment by Action Editor fBnS ( Xinrun Wang (/profile?id=~Xinrun_Wang1))

01 Jun 2026, 00:07 Editors In Chief, Action Editors, Authors

Add:

−

＝ 



 

Comment:

Yes. We are still waiting for the third review. I have already remind the reviewer to submit the review ASAP.

Sorry for the long waiting, as we replace the assigned reviewers twice during the reviewing process.

Best,

AE
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Dear AE,

I hope you are doing well. We wanted to kindly follow up regarding our submission and check whether

there have been any updates from the third reviewer since the last communication.

We understand the review process can take time, and we appreciate your efforts in coordinating

everything. Any update on the expected timeline for the next steps would be greatly appreciated.

Best regards, 

Authors
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Dear Authors,

We replace with the new third reviewer and wait for his/her review. Thanks for your patience.
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