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Abstract:

LLM agents increasingly rely on reusable skills for multi-step reasoning, tool use, and decision making. Yet most existing

approaches represent a skill as a prompt, module, or direction in representation space. This view can be insufficient for

agentic settings: (1) the behaviour induced by a skill can depend on the current context, and (2) composing two skills can yield

order-dependent rollouts. We formalise a skill realization as a local map from continuous intervention coordinates to a

readout representation. Its differential defines the context-dependent controllable distribution, and the residence-space norm

induces a metric on this distribution. Skill objectives then define local vector fields on these controllable directions. Their

\emph{Lie bracket} captures the order-dependent component of skill composition, revealing behaviour that cannot be

represented by a single context-independent direction. Our central measurement is a finite-difference skill commutator, which

estimates the non-commutative component of two-skill composition from paired ordered rollouts. Unlike standard Lie-bracket

estimation, the relevant vector fields are induced by skill objectives and observable ordered rollouts rather than given

analytically. We therefore reconstruct the commutator from paired ordered rollouts, preserving the direction of the order-

dependent change in representation space. We instantiate the framework on frozen LLM agents using activation-based and

prefix-based skill realizations. Same-skill activation and prefix Jacobians are more aligned than cross-skill pairings (Cohen’s

), but they assign different control costs; separately, the measured two-skill interaction predicts ordered-

composition gaps (Spearman ). High-commutator skill pairs also yield non-saturating reachability signals,

with positive spectral-entropy gains and principal-angle novelty, while synthetic bracketed systems validate the finite-

difference estimator. Together, these results show that skills form context-dependent geometric objects whose compositions

leave measurable vector-valued non-commutative residuals.
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Paper Decision

Decision by Program Chairs 24 Sept 2026, 04:28 (modified: 24 Sept 2026, 09:29)

Program Chairs, Authors Revisions (/revisions?id=6xvctaZHsY)



 

Decision: Accept (poster)

Metareview:

All three reviews contain substantive and useful feedback. Even where a comment is not listed below as decision-

critical, it should not be understood as being dismissed. The authors are requested to respond to all substantive

questions and concerns raised in the reviews.

For prioritization, I classify the problems as follows:

Reviewer DToE. The main decision-relevant concern is the validity of the H2 and H3 empirical claims. For H2, the

commutator norm and the rollout-order objective gap are constructed from the same two ordered rollouts. The

current correlation therefore does not yet demonstrate an independent one-shot screening statistic. Please either

validate the commutator against a genuinely independent behavioral target or substantially narrow this claim. For

H3, the reviewer observes that the baseline protocols P1-P3 are constructed through minimum-norm lifts into the

local Jacobian image, whereas P4 is the protocol that can produce off-image displacement. The reported 10^7-10^8

horizontality-residual separation may therefore be partly induced by the protocol construction rather than

constituting a clean negative control. Please clarify this point and provide magnitude- and step-matched controls. The

same review also requests stronger empirical support for the assumed local smoothness regime and an explanation

or correction of the apparent Table 6 point-estimate/confidence-interval inconsistency. Finally, the paper should

either evaluate genuinely agentic skills or consistently frame the current experiments as a local-geometry study

rather than an agentic evaluation.

Reviewer YM2F. H3 currently establishes representation-space novelty and reachability proxies, not improved task

behavior; the reported exact-match success at T=16 is zero. Please add task-level validation, or consistently narrow

the claim to expansion of a local representation-space reachability proxy and surface this limitation prominently in

the main paper. In addition, the paper does not quantitatively establish that the local first-order metric and

pseudoinverse lift remain informative for the finite interventions used in practice. Please report conditioning or

singular-value diagnostics, intervention and lift norms, Jacobian drift or relinearization measurements, and direct

approximation-error measurements. The limited model and architecture coverage and the substantial Jacobian-

estimation cost further weaken practical significance, but they are secondary to the missing task grounding and local-

to-finite validation.
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Reviewer FnUM. This review is overall favorable and explicitly states that the theoretical contribution stands; it should

therefore not be represented as identifying a standalone fatal flaw. Its main decision-relevant concern is external

validity: the experiments cover only two small Qwen-family checkpoints and a narrow mathematical skill panel. If

broad claims are retained, validation on a larger or non-Qwen checkpoint and on more diverse skills is needed;

otherwise, the generalization claims should be narrowed. Please also report the sensitivity of the H2 correlations to

the choice of n across the pilot grid and clarify the relationship between the proposed commutator and established

activation-steering properties such as transferability.

The paper offers a novel synthesis of geometric control and frozen-LLM steering, and the theoretical framework is

promising. However, on the current record, the central H2 screening claim is not independently validated, H3 lacks

both a clearly matched control and task-level evidence, and the connection between the local first-order quantities

and the finite interventions used in practice is not quantitatively established. These problems affect the paper’s main

empirical conclusions and require additional clarification, stronger controls, new validation, or a substantial

narrowing of the claims. The limited scale and domain reinforce these concerns but are not, by themselves, decisive.

On the basis of the current submission and reviews, my recommendation is Reject. This should be understood as a

rebuttal-sensitive assessment, not as a conclusion that the core idea is fundamentally unsound. A rebuttal that

convincingly resolves the dependence between the H2 predictor and target, clarifies or corrects the construction and

interpretation of the H3 controls, quantitatively addresses the local-to-finite intervention gap, and appropriately

narrows claims that are not supported by task-level evidence could materially change my assessment. f the decision-

critical concerns are resolved to the satisfaction of the reviewers and this is reflected in upward score revisions, I

would consider acceptance a reasonable outcome. Absent such resolution, I would retain the Reject

recommendation.

Final Justification:

Following the rebuttal and subsequent reviewer discussions, the final consensus is to accept the paper. The authors

provided compelling responses and clarifications that successfully resolved the reviewers' initial concerns.

Consequently, the reviewers now positively support the paper's acceptance.

Citation Checker by Program Chairs

Citation Checker by Program Chairs 04 Aug 2026, 11:35 (modified: 04 Sept 2026, 22:21)

Program Chairs, Senior Area Chairs, Area Chairs, Authors Revisions (/revisions?id=LwSfwg64Zm)



 

Comment:

Automatically flagged references

Here we list the references that were automatically flagged by our checker. Note that our checker may miss many

hallucinated references, and some of the listed references may have been flagged erroneously. It is therefore

crucial that you check them manually, following the guidance above. We rely on the Area Chairs to decide

whether these constitute violations of responsible authorship.

For papers falling into either of the following categories, we expect your default recommendation to be a rejection on

the grounds of irresponsible authorship. This is strong presumption rather than a strict rule; as the Area Chair, you

retain discretion, and may recommend otherwise where the specific circumstances of a paper warrant it:

1. The paper contains at least two hallucinated references according to the criteria described below the report.

2. The paper contains one hallucinated reference and there is some additional evidence of AI slop.

If a paper has only one problematic reference, but no additional concerns about the quality of the paper or its

presentation, please simply alert the authors in your meta-review.

Please complete the form “Hallucinated References Investigation” to communicate the results of your investigation

prior to completing your meta reviews.

Citation Checker Report

Reference Check Summary
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0/46 problematic references.

Hallucinated/problematic reference criteria

These are adopted from ICLR and ICML 2026 hallucinated reference guidance:

If you are unable to find any document or publication with a title anywhere near the one provided in the

reference, it should be considered hallucinated. Minor differences in title should not be considered evidence of a

hallucinated reference.

If the reference's authors are only slightly incorrect, e.g., a few subtle misspellings, missing a few authors, or

wrong authorship order, we do not consider this to imply a hallucinated reference, but please let the submission's

authors know in your meta-review that they should fix this issue.

If the author list has additional issues, e.g., added authors that are not actually authors of that publication or

missing a large fraction of authors, then the reference should be considered hallucinated.

If the reference's venue is a real venue but is incorrect for that reference, we do not consider this to imply a

hallucinated reference, but please tell the submission's authors in your meta-review, these include wrong journal

name, arXiv ID, etc.

If there is no evidence that the reference's venue exists, the reference should be considered hallucinated.

Finally, we note that there are many generic references that refer to existing artifacts (e.g. "GPT-4o, OpenAI et al.

2024") but do not refer to any real document. These are fine.

Even with the above guidelines in mind, there will likely be some borderline cases. Please bring those up with

your SAC if you need additional guidance.

Author AC Confidential Comment by Authors

Author AC Confidential Comment

by Authors ( Junda Wu (/profile?id=~Junda_Wu1), Yifan Wang (/profile?id=~Yifan_Wang108), Zihan Huang
(/profile?id=~Zihan_Huang1), Xunyi Jiang (/profile?id=~Xunyi_Jiang2), +5 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission35210/Authors))

04 Aug 2026, 00:42 (modified: 04 Aug 2026, 01:19)

Program Chairs, Senior Area Chairs, Area Chairs, Authors Revisions (/revisions?id=AVwjexYL5t)





 

Comment:

Dear AC,

Thank you for coordinating the review and for setting out a clear and concrete path for strengthening the paper, and

thank you to the reviewers for their careful and constructive feedback. We write with a brief update as the discussion

period draws to a close: following the priorities in the meta-review, we addressed each of its highlighted items in our

reviewer-specific responses, summarized in our earlier comment (https://openreview.net/forum?

id=y5GTIdP1fS&noteId=aJYg2gE7fx).

Reviewer YM2F stated that our response materially addressed several of their main concerns, specifically recognizing

the strengthened local-faithfulness evidence, likelihood-level behavioral validation, and appropriately narrowed H3

claim. Reviewer FnUM also acknowledged the additional experiments and indicated that they would consider them in

their final assessment. The meta-review requested independent H2 validation, matched H3 controls, local-to-finite

diagnostics, task-level grounding, and broader scale and skill coverage. We added exactly these: independent H2

targets on disjoint context pools, a magnitude- and step-matched H3 control, quantitative local-faithfulness and

conditioning analyses, corrected Table 6 confidence intervals, a gold-likelihood strength sweep, and evaluations

across 0.5B–7B models and mixed math and non-math skills. We would be grateful if these additional analyses could

be taken into account in the final decision.

Thank you again for your guidance, and for the thoughtful evaluation you and the reviewers have brought to the

paper throughout the process.

Best regards,

The Authors
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Author AC Confidential Comment by Authors

Author AC Confidential Comment

by Authors ( Junda Wu (/profile?id=~Junda_Wu1), Yifan Wang (/profile?id=~Yifan_Wang108), Zihan Huang
(/profile?id=~Zihan_Huang1), Xunyi Jiang (/profile?id=~Xunyi_Jiang2), +5 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission35210/Authors))

02 Aug 2026, 14:10 Program Chairs, Senior Area Chairs, Area Chairs, Authors



 

Comment:

Dear AC,

Thank you very much for your time and for coordinating the review process.

We noticed that Reviewer DToE indicated a confidence level of 2 and has not interacted during the rebuttal period. We

have carefully prepared our rebuttal to address the questions raised in the review and provide additional clarification.

If appropriate, we would greatly appreciate it if the reviewer could revisit our rebuttal before the discussion period

concludes, as we hope it may help clarify any remaining questions.

We sincerely appreciate the time and effort that both the reviewers and the AC have devoted to evaluating our work.

Thank you very much for your consideration.

Official Review of Submission35210 by Reviewer DToE

Official Review by Reviewer DToE 26 Jun 2026, 02:13 (modified: 24 Sept 2026, 10:21)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer DToE

Revisions (/revisions?id=hOoJWV2KbN)







Summary:

This paper proposes a local-geometry framework for skills in frozen LLMs. The paper proposes a genuinely fresh

appraoch for a representation-space control diagnosis: treat a skill realization as a residence-to-readout map, read off

a controllable distribution from its Jacobian, and measure composition non-commutativity via a finite-difference Lie

bracket. The work is well written, the cross-referencing between theory and experiment is disciplined. The

experiments are conducted with two Qwen based models (1.5 and 3B).

Contribution Type: Theory: The main contribution is via theoretical analyses and proofs.

Strengths And Weaknesses:

About the originality: for me the idea seems fresh: it imports geometric-control into the frozen-LLM steering setting,

and the twist of reconstructing the bracket from observed rollouts rather than analytic vector fields. The used tools

are known and references. It's more about the novel synthesis.

On Clarity, the writing is strong part of this work. The construction is well-motivated, Figure 1 traces the

measurement chain, the related-work positioning is thorough, and intuition usually precedes formalism. The clarity

weakness is scoping. The paper is promising more than it delivers. The agent framing ("tool use," "decision making,"

an (r,a,o) history) over-promises relative to a panel of six static arithmetic operators with zero task success at T=16.

Honest up-front scoping (more like: "this is a local-geometry abstraction", "not an agentic evaluation").

Sills: multi_digit_multiplication, gcd, binary_search, fraction_addition, solve_system_two_equations,

check_divisibility_rules are single-shot computational competencies, not the reusable multi-step agent skills (tool-use

routines) the introduction advertises. The three "semantic axes" (arith/algo/logic) are post-hoc labels; the paper even

says "nothing in the theory depends on arithmetic semantics", which concedes the panel is illustrative, not agentic.

Pick skills that exercise the (r,a,o) loop, or drop teh agent narration.

In Sec.6 - H2 and H3 are not clear in the design. See my questions, which also impact the Quality. Overall, Quality is

based on the right assumptions and proposed theory. If the measurement is proposed, it should be presented in an

clear way for the reader. For me H3 (and a bit H2) needs improvement from the paper reader perspective.

Quality: 3: good

Clarity: 3: good

Significance: 3: good
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Originality: 3: good

Questions:

1. smoothness assumption - everything used in the methods need C^2. "falsifiable via step-size instability" — is

reasonable in principle but is only probed by a 3-point η pilot showing a decreasing residual ratio. Can we provide

the reader more evaluation that this asamption is correct for Quen based experiments?

2. Is H2 ill formed (near circurality?): So S^rol is by construction, approximately a scalar linear functional of the same

vector whose norm is C_ij. A Spearman of ~0.9 across pairs is then largely guaranteed across pairs. Can you

explain this better? Isn't that we would like to have something not derived from J (independent target) to

measure that? Therwise we form a near-circural check and cannot claim "one-shot screening statistic".

3. About H3: Is it right constructed? P1, P2, P3 all construct their step using the minimum-norm lift. Anything of the

form J·(something) is by definition inside Im(J). So when you then measure "how much sticks out of Im(J)," the

answer is essentially zero (~1e-8, machine rounding error). It can't be otherwise. P4 is the only protocol whose

step is not passed through that lift, so naturally some of it pokes outside Im(J). Is that correct?

4. Internal inconsistency in Table 6 confidence intervals: For qwen3.5-2b, the reported ∆ρ_S vs. CCA point estimates

lie outside their own stated 95% paired-bootstrap CI. Can you double check the results/table?

Limitations:

Partially. The authors are rather explicit about several limitations (projected transport gives no gain; zero task success

at T=16; locality rather than global controllability). Thre are still few things:

1. the near-identity relationship between the H2 predictor and its target should be stated, not left for the reader to

derive;

2. the H3 residual comparison is not magnitude/step-matched, which should be acknowledged as a confound

rather than presented as a clean negative control Adding these would strengthen the paper.

Rating: 4: Borderline accept: Technically solid paper where reasons to accept outweigh reasons to reject, e.g., limited

evaluation. Please use sparingly.

Confidence: 2: You are willing to defend your assessment, but it is quite likely that you did not understand the

central parts of the submission or that you are unfamiliar with some pieces of related work. Math/other details were

not carefully checked.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

No major formatting issues are noted.

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

The rebuttal did the hard things. They fully fixed the confidence-interval error I flagged, added real independent

evidence for the two claims I doubted, and honestly walked back the inflated "10⁸×" number once it was clear it came

from the setup, not a finding, a good self-correction under pressure. It's not higher because two gaps remain: the

independent H2 check is weak on the math model, and they still haven't run the one head-to-head comparison that

would prove the bracket is what does the work.

For the camera-ready I expect the fixes and new results moved into the paper itself (not left in the rebuttal only), the

toned-down framing carried into the abstract and conclusion, the weak math-model result shown plainly, and either

the missing comparison added or an explicit note that the claim isn't established.

Rebuttal by Authors

Rebuttal

by Authors ( Junda Wu (/profile?id=~Junda_Wu1), Yifan Wang (/profile?id=~Yifan_Wang108), Zihan
Huang (/profile?id=~Zihan_Huang1), Xunyi Jiang (/profile?id=~Xunyi_Jiang2), +5 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission35210/Authors))

28 Jul 2026, 02:32 (modified: 28 Jul 2026, 07:40)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

Revisions (/revisions?id=EtPi4Mfh87)

−

＝


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



Rebuttal:

≡
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We thank the reviewer for the careful reading. We address the scope weakness first and then the four

questions; for the two that turn on a target independent of the geometry defining the invariants (Q2, Q3),

we give the design and report each result.

[W-scoping] The agent framing over-promises relative to six static arithmetic operators; the

semantic axes are post-hoc.

The local, illustrative scope is already stated in the submission; we make it prominent and tighten the

agentic phrasing around six static operators to that scope. The panel is declared illustrative — the three

semantic axes are "illustrative 'task-modal' coordinates; nothing in Sections 4, 5 and 8 depends on

arithmetic semantics" (L763–764) — so we relabel the axes as an a-priori design grouping used only to

define within- and cross-axis pairs. H3 is scoped as local rather than global: reachability is "only a local

interpretive lens, not a global controllability claim" (L54–56) and "not a proof of full bracket generation or

global controllability" (L587–590, L192–194). The entropy expansion is already scoped as "a controllability

proxy rather than a task score" (L794–796). We make the local-geometry / representation-control framing

prominent and consistent in the abstract and introduction and tighten the agentic-capability language in

the experimental claims; adding genuinely agentic (r,a,o)-looping skills is a larger undertaking that we note

as the main alternative.

[Q2 / Limitation-1] H2 near-circularity: S^rol  is approximately a linear functional of the same vector

whose norm is C_ij , so ρ≈0.9 is largely built in; an independent target is needed.

S^rol  is a linear functional of the order residual r , while C_ij  is its norm (a residence-weighted

magnitude); the two are not interchangeable. S^rol ≈ ∇J̃·r  depends on the residual's direction and

vanishes when r ⊥ ∇J̃ , whereas the norm C_ij  does not. So a large C_ij  does not guarantee a large

S^rol ; the reported ρ_S ≈ 0.9 is not built in by construction but an empirical finding that the order residual

is aligned with the objective — a property that can fail, in which case C_ij  stays large while S^rol → 0 .

The near-identity itself we state explicitly (Limitation-1): because both are read from the same two rollouts,

the same-sample correlation alone is not an independent screen. That is exactly why we add targets not

derived from J̃ , on disjoint context pools — the estimator itself is separately validated on synthetic closed-

form brackets (O(η): median error 0.15→0.007). Over 3 designs × 2 seeds × 3 strengths, the independent

targets — computed on disjoint context pools and not derived from J̃  — for the low-dimensional (k=8)

commutator, where it is most precisely resolved:

Independent target (15 pairs, s=0.15) qwen3.5-2b qwen2.5-math-1.5b

direction agreement (M4; chance 0.5) 0.66–0.73 0.65–0.77

C ↔ gold-gap ρ_S, low-dim k=8 (seed 42 / 123) +0.42 / +0.72 +0.09 / +0.20

(1) The commutator's predicted order-direction agrees with the finite-strength behavioral order-direction

(an independent gold-NLL sign) above chance in every cell of both models — a model-independent

direction screen. (2) On the low-dimensional commutator, C  correlates positively with the independent

gold-likelihood gap in both models, corroborated on qwen3.5-2b by the decoupled cross-pool test (fit C

on P₁ → gap on disjoint P₂: +0.34/+0.25) and a held-out split (+0.39/+0.70).

[Q3 / Limitation-2] H3 construction: P1–P3 use the minimum-norm lift, so any J·(·)  is inside Im(J)

and ρ_hor ≈ 1e-8  is definitional; only P4 bypasses the lift.

The minimum-norm lift does put any J·(·)  inside Im(J) , so ρ_hor ≈ 1e-8  there is definitional; we

present it only as a construction and consistency check on the in-image protocols and the projector — a

confound, not a negative control (Limitation-2). We therefore build a properly matched off-image control:

the bracket (P4) and a random off-image step (P5) carry equal off-image residual (ρ_hor ≈ 5e-5 each) versus

the in-image protocols (ρ_hor ≈ 3e-8), so P4 genuinely leaves the image (by ~10³×) and P5 is a fair

magnitude-matched comparison. Relative to the in-image control, bracket activation expands the

reachable basis on both channels, and the order effect has a graded task-level correlate:
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Off-image residual ρ_hor  — the bracket (P4) leaves Im(J) ; the in-image lift (P2) does not:

ρ_hor in-image P2 bracket P4

qwen3.5-2b 3.7e-8 4.8e-5

qwen2.5-math-1.5b 2.8e-8 5.3e-5

Reachable-basis expansion — bracket P4 vs in-image P2 (absolute values):

metric model in-image P2 bracket P4 Δ (P4−P2)

spectral entropy qwen3.5-2b 0.54 1.69 +1.15

spectral entropy qwen2.5-math-1.5b 0.68 1.88 +1.20

principal-angle novelty qwen3.5-2b 0.17 0.68 +0.51

principal-angle novelty qwen2.5-math-1.5b 0.20 0.76 +0.56

Δ > 0 for both the high- and low-commutator representative pairs. Separately, the task-level gold-NLL order

gap is monotone in steering strength across all 32 series, reaching ≈2e-3 (qwen3.5-2b) / ≈1e-3 (qwen2.5-

math-1.5b) per token at full strength.

We scope the claim to what the in-image control supports: the bracket leaves the image and expands the

reachable basis relative to the in-image control on both entropy and novelty, with a graded task-level

order correlate — a representation-space reachability proxy, not a bracket-direction-specific controllability

claim.

[Q1] Smoothness / C² is used throughout but only probed by a 3-point η pilot.

Two step sizes should be kept separate: the intervention step η  (which we sweep) sets the composition

size, while the finite-difference Jacobian probe radius ε=5e-3  (fixed) estimates J_t  by central

differences. The η-sweep therefore certifies the finite-step approximation — R(δφ)→0  as η shrinks — not

convergence of the estimator in ε  (a separate ε -halving check). For constant rank the informative checks

are not spectral shape but the smallest retained singular value away from 0 and a stable active subspace:

over the n=60 battery below, σ_min ≈ 0.9 vs σ_max ≈ 2.1 (κ≈2, realized lift ‖J_t^† u‖  bounded) and θ_D ≈

0.01 rad.

We do not defend C² as a global property; the submission frames it as a local modelling assumption

"falsifiable through step-size instability" (L515–522, Assumption 1), and we measure it directly over a

denser η∈[0.005,0.10] sweep on both checkpoints:

Diagnostic value (GP / math)

condition number κ(J), n=60 2.18 [2.05, 2.32] / 1.85 [1.82, 1.88] (well-conditioned)

linearization error R(δφ), η=0.02→0.10 0.0043→0.0050 / 0.0049→0.0046 (≈0.4–0.5%)

subspace rotation θ_D (rad) ≈0.010 / ≈0.009 (≈0.6°, flat in η)

The linearization error is ≈0.4–0.5% with negligible subspace rotation, so the local chart is an adequate,

falsifiable approximation in the operational regime; a C² failure would appear as step-size instability, which

we do not observe. The conditioning is stable across scale:

0.5B→7B scale sweep — conditioning stays flat across a 14× parameter range:

Checkpoint κ(J_t)

Qwen2.5-0.5B 1.79

Qwen2.5-Math-1.5B 1.85
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Checkpoint κ(J_t)

Qwen2.5-3B 2.18

Qwen2.5-7B 1.83

κ(J_t) ∈ [1.79, 2.18] — ≈1.2× spread across the 14× range.

[Q4] Internal inconsistency in Table 6: point estimates lie outside their own 95% CIs.

The cause is the interval method: Table 6 reported the plug-in difference ρ_S(predictor, gap) − ρ_S(baseline,

gap) of two dependent rank correlations alongside a percentile bootstrap of that difference, which is biased

on these tied predictors and so need not contain the plug-in point. We recompute with methods

appropriate for dependent correlations — the Williams test and a Zou 95% CI — over the held-out histories

(Spearman ρ against the readout gap; n=146 for qwen3.5-2b, n=449 for qwen2.5-math-1.5b). The individual

correlations are cleanly separated — both distortion-bound predictors track the gap, both baselines do not:

ρ_S vs readout gap predicted-bound δ^rel CCA cosine

qwen3.5-2b +0.31…+0.34 +0.40…+0.43 −0.14…−0.16 −0.10…−0.11

qwen2.5-math-1.5b +0.39…+0.40 +0.37…+0.39 +0.05 −0.38…−0.39

All four predictor×baseline differences are significant; every Zou 95% CI excludes zero and contains its

point estimate (resolving the inconsistency):

Δρ_S [Zou 95%

CI]; Williams p pred-bound vs CCA

pred-bound vs

cosine δ^rel vs CCA δ^rel vs cosine

qwen3.5-2b +0.45–0.50

[+0.21,+0.72]; p<4e-

4

+0.41–0.44

[+0.16,+0.68]; p<2e-3

+0.54–0.59

[+0.31,+0.80]; p<2e-

5

+0.50–0.53

[+0.26,+0.75]; p<6e-5

qwen2.5-math-

1.5b

+0.34–0.35

[+0.21,+0.48]; p<5e-

7

+0.76–0.78

[+0.62,+0.91]; p<1e-

21

+0.32–0.34

[+0.19,+0.47]; p<2e-

6

+0.75–0.78

[+0.61,+0.90]; p<1e-

21

The values are stable across all η ∈ {0.05, 0.1, 0.2}. The revised Table 6 reports this held-out computation

with dependent-correlation intervals, superseding the submitted values; the H1 conclusion — the

distortion-bound predictors track the readout gap while CCA and cosine do not — is unchanged.

We are grateful for the precision of Q2–Q3: they identify exactly the tests that separate an independent

geometric predictor from a re-description of the residual.

Official Review of Submission35210 by Reviewer FnUM

Official Review by Reviewer FnUM 25 Jun 2026, 10:24 (modified: 24 Sept 2026, 10:21)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer FnUM

Revisions (/revisions?id=nnP3zcbaxr)







Summary:

The paper talks about representing and composing skills in LLM agents. It formalizes each skill realization as a

residence to readout map and defines a context-dependent distribution through the Jacobian of the readout map.

They study the skill composition through the Lie bracket of vector fields. There are 3 claims that are tested: 1)

implementation distortion predicts matched objective gaps, 2) that a finite-difference commutator can predict rollout

order sensitivity, 3) that bracket activated rollouts can expand beyond first-order spans. The experiments are

conducted on 2 decoder only models with 6 skills providing the statistical evidence.

Contribution Type: General: Most submissions will fall into this type.
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Strengths And Weaknesses:

Strengths
The sub-riemannian framing of skill realization is novel. I think representation of a skill as a local map (instead of

a fixed vector) with a residence induced metric is great for analysis. The way it is connected to geometric theory

(Lie brackets, Chow-Rashevsky) is logical.

Empirical evidence on 1-3B models back the claims. Finite-difference commutator achieves spearman of .9 and

.88 on two models.

The residence induced predictor is shown to outperform CCA and cosine baselines

authors are honest about the limitations and have also clearly stated that full Lie-flag span is not testable on

these models.

The forward pass commutator screening is a practical tool for users and provides a cheap way to determine

which skill pairs cannot be freely reordered.

Weaknesses
The most important point is that the study is limited to 1.5-3B models. Not sure how the findings would

generalize to larger models.

All the skills used are structured mathematical reasoning tasks. This is a narrow domain and I am not sure if the

geometric structure would be as clean for skills drawn from different and diverse domain (e.g. creative writing

etc.).

No discussion on the prior related work activation steering. Esp, would be interesting to know if commutator

norm is correlated with properties like transferability of steering vectors etc.

Overall, I think the paper has strong points and would benefit by extending the empirical evaluations on bigger

models and diverse domains. Nevertheless, the the theoretical contribution stands.

Quality: 3: good

Clarity: 4: excellent

Significance: 3: good

Originality: 4: excellent

Questions:

cross-model contrast is interesting. smaller KL but larger commutator norms. Do you have a hypothesis for a

mechanistic origin of this?

what is the sensitivity of H2 spearman correlations to the choice of n across full pilot grid?

would these hypotheses generalize on bigger models and more diverse domains?

Limitations:

yes

Rating: 4: Borderline accept: Technically solid paper where reasons to accept outweigh reasons to reject, e.g., limited

evaluation. Please use sparingly.

Confidence: 3: You are fairly confident in your assessment. It is possible that you did not understand some parts of

the submission or that you are unfamiliar with some pieces of related work. Math/other details were not carefully

checked.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

Table 2 appears on page 15 btw. (feels a bit weird to keep going up and down).

why not call r'esidence space' as 'parameter space'? wouldn't this be a better name?

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

Thank you authors for the detailed explanation. I would have also loved to see the experiments on high end models

(like ~70B). However, I believe there is value in the proposal and am willing to keep the 'borderline accept' score ( I

have also taken into consideration the rebuttals and discussions on other reviewers).
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Rebuttal by Authors

Rebuttal

by Authors ( Junda Wu (/profile?id=~Junda_Wu1), Yifan Wang (/profile?id=~Yifan_Wang108), Zihan
Huang (/profile?id=~Zihan_Huang1), Xunyi Jiang (/profile?id=~Xunyi_Jiang2), +5 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission35210/Authors))

28 Jul 2026, 02:36 (modified: 28 Jul 2026, 07:40)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

Revisions (/revisions?id=RiT0MCuWzl)

−

＝









Rebuttal:

We thank the reviewer for the assessment and for noting that the theoretical contribution stands. We

respond to each weakness and question below; results are stated inline.

[W1 / Q3] Findings limited to 1.5–3B models; generalization to larger models unclear.

We ran a Qwen 0.5B→7B scale sweep alongside the 1.5B/3B core, and the local geometry's conditioning is

stable across scale:

0.5B→7B scale sweep — conditioning stays flat across a 14× parameter range:

Checkpoint κ(J_t)

Qwen2.5-0.5B 1.79

Qwen2.5-Math-1.5B 1.85

Qwen2.5-3B 2.18

Qwen2.5-7B 1.83

κ(J_t) ∈ [1.79, 2.18] — only ≈1.2× spread across the 14× range (R(δφ) ≈ 0.4–0.5%, θ_D ≈ 0.01 rad on the two

core checkpoints), so the first-order local approximation stays faithful across scale. We narrow

generalization claims to the tested regime.

[W2 / Q3] All skills are structured mathematical reasoning; is the geometry as clean for diverse

domains?

The framework is semantics-agnostic by construction — "nothing in Sections 4, 5 and 8 depends on

arithmetic semantics" (L763–764) — so extending to a non-math family is a matter of measurement, not

redefinition. On a mixed math + symbolic panel (non-math skills: reverse-string, sort-three-numbers), the

non-math skills carry commutators of comparable magnitude to the math skills:

mean C by group qwen3.5-2b qwen2.5-math-1.5b

math ↔ math 0.098 0.043

math ↔ non-math 0.091 0.061

non-math ↔ non-math 0.081 0.035

The non-commutative structure is of similar scale across the three groups — including the purely non-math

pair (reverse-string ↔ sort) — so it is not specific to arithmetic. A finer within-/cross-axis separation on a

larger, more diverse panel — and extension to more diffuse objectives such as open-ended writing — is

future work; we frame the method as a diagnostic that reveals when structure is present rather than

asserting it is always present.

[W3] No discussion of prior activation-steering work; is the commutator norm correlated with

steering-vector transferability?

≡
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We add a discussion paragraph situating the work in the activation-steering / representation-engineering

literature and will cite it. The directions we compose are activation-steering vectors: the linear

representation hypothesis and the finding that behaviours are controllable along low-dimensional

activation directions motivate the residence subspace, and the literature on steering-vector effectiveness,

brittleness, and cross-context / cross-model transfer is the natural setting for the commutator — C_ij

measures how strongly two such directions interact order-dependently, so a high-commutator pair

composes less stably than a low-commutator one, of which order-dependent transferability is a natural

qualitative consequence. We add these references and present C  as a geometric summary of that

interaction.

[Q1] Cross-model contrast: the math-specialised model shows smaller KL but larger commutator

norms. Mechanistic origin?

A testable hypothesis consistent with Table 4 is that specialization flattens the intra-skill objective landscape

(smaller L_J , smaller KL between steered and base policy) while sharpening the inter-skill interaction

geometry (larger ‖C‖_F ), so a specialised model separates skills through more distinct, less-commuting

local subspaces.

Quantity qwen3.5-2b (GP) qwen2.5-math-1.5b (math) Source

L_J (panel mean) — intra-skill objective 0.0249 0.0130 (ratio 0.52) Table 1

‖C‖_F — inter-skill commutator 9.88e-3 13.48e-3 Fig 3

H2 ρ_S(C, order sensitivity) 0.918 0.889 §6.2

ARI (axis recovery) 0.4444 0.4444 §6.2

The math model has smaller L_J  and larger ‖C‖_F , exactly the pattern the hypothesis predicts; it is

directly testable by regressing ‖C‖  against a specialization measure across the scale-sweep checkpoints.

[Q2] Sensitivity of the H2 Spearman correlations to the choice of n.

The near-identity correlation ρ_S(C, S^rol) is computed over the panel's n = 15 skill-pairs — the complete

set of pairs from the six skills (§6.2, η=0.10) — giving ρ_S = 0.918 (qwen3.5-2b) / 0.889 (qwen2.5-math-1.5b).

We probe its dependence on n directly by recomputing the Spearman over every subset of the 15 pairs

(exhaustive, not sampled):

ρ_S(C, S^rol), median [5th–95th pct]

over all pair-subsets

n=15

(full) n=14 n=12 n=10 n=8

qwen3.5-2b 0.918 0.921 [0.90,

0.93]

0.909 [0.87,

0.96]

0.903 [0.83,

0.96]

0.905 [0.76,

0.98]

qwen2.5-math-1.5b 0.889 0.886 [0.86,

0.93]

0.888 [0.80,

0.95]

0.891 [0.75,

0.99]

0.881 [0.67,

1.00]

The correlation is essentially flat in n: leave-one-out (n=14) barely moves it (no single pair drives it), the

subset median stays ≈0.90 (qwen3.5-2b) / ≈0.89 (math) down to n=8, and ρ_S remains positive in ≥99.9% of

all subsets even at n=6. A pairs-bootstrap 95% CI at the reported n=15 is [0.71, 0.99] (qwen3.5-2b) / [0.59,

1.00] (qwen2.5-math-1.5b). The 15 pairs are the complete panel, so exceeding n=15 would require a larger

skill set, which we note as future work.

Table 2 placement (page 15); "residence space" vs "parameter space".

We move the notation table (Table 2) near its first use. We use "residence space" rather than "parameter

space" because the model parameters Θ  are frozen and ϕ  is a coordinate in the space where the

intervention resides (an activation-edit subspace or a prefix tensor), so "parameter space" would collide

with Θ ; we add a one-line clarification at first use and are open to "intervention space".
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Cross-cutting. Three further results: the local-to-finite analysis is confirmed (R≈0.4–0.5%, θ_D≈0.01 rad,

κ≈2, stable across 0.5B→7B); the H2 commutator predicts an independent behavioral order effect on

disjoint context pools — the cross-scale order-direction agreement is above chance in both models (0.66–

0.73 / 0.65–0.77) and the low-dimensional commutator tracks the gold-likelihood gap in both models; and

H3's strength-swept task-level study shows the composition order has a graded gold-likelihood correlate

that scales with steering strength, with the reachable-basis expansion scoped to the in-image comparison

(a representation-space reachability proxy).

Official Comment by Reviewer FnUM

Official Comment by Reviewer FnUM 02 Aug 2026, 02:26

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

−

＝





Comment:

Thank you for the additional experiments and results. I will go through them and consider them

in my final assessment.

Official Review of Submission35210 by Reviewer YM2F

Official Review by Reviewer YM2F 25 Jun 2026, 01:23 (modified: 24 Sept 2026, 10:21)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer YM2F

Revisions (/revisions?id=gJKRS6SSv1)







Summary:

This paper proposes a local geometric framework for analyzing frozen LLM agent skills. The authors represent a skill

realization as a local map from a continuous residence-space intervention to a readout representation. The image of

the Jacobian defines the controllable directions under the current context, while the residence-space norm induces a

metric on those controllable directions. Based on this formulation, the paper introduces implementation distortion to

compare whether mechanisms such as activation steering and prefix tuning share the same locally reachable

directions and control costs. It also introduces a finite-difference skill commutator, which estimates the non-

commutative component of skill composition from readout differences between paired ordered rollouts  and

. The paper uses bracket activation as a local interpretive tool for reachability, rather than making a claim of

global controllability.

The experiments evaluate three hypotheses on two frozen decoder-only checkpoints, six skills, and 15 unordered skill

pairs: H1 tests whether implementation distortion predicts matched-objective gaps; H2 tests whether the

commutator norm predicts rollout order sensitivity; and H3 tests whether high-commutator pairs produce a larger

representation-space reachability proxy.

Contribution Type: General: Most submissions will fall into this type.

Strengths And Weaknesses:

The main strength of the paper is its novel problem formulation. Much prior work reduces a skill to a prompt, a

module, or a single representation direction. This paper instead emphasizes that the effect of a skill depends on the

current history, and that composing two skills can be order-dependent. Therefore, using a residence-to-readout map,

a Jacobian image, and a pullback metric to characterize which directions are controllable in the current context and at

what cost is more appropriate than relying on single-vector similarity. This perspective is valuable for understanding

the local behavior of activation steering, prefix tuning, and agent skill composition.

Second, the evidence for H1 and H2 is relatively strong. In H1, the residence-induced predictor  outperforms the

CCA-distance and cosine baselines across both checkpoints and all three step sizes: it improves over CCA by at least

 and over cosine by at least , with paired-bootstrap intervals above 0 in every cell. In H2,

the single-step finite-difference commutator is also strongly correlated with rollout-level order sensitivity, with global

Spearman correlations of  and  on the two models, and cross-axis pairs are clearly larger than within-axis

pairs. These results suggest that the commutator is not merely formal decoration, but captures a real rollout order

effect.

A → B

B → A

δrelη

ΔρS ≥ +0.33 ΔρS ≥ +0.65

0.918 0.889

≡
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Third, the paper does not place all representation residuals under a single norm. Instead, it distinguishes the

controllable component from the off-distribution component. This is conceptually appropriate, because the pullback

metric should only be interpreted on the Jacobian image. The H3 analysis, which uses proxies such as horizontality

residual, spectral entropy, and principal-angle novelty, is also more informative than simply reporting rollout

embedding distances.

However, I think the current submission is still clearly below the NeurIPS acceptance bar. The main issue is limited

practical significance. The paper claims that bracket activation expands reachability, but the empirical contribution of

H3 remains at the level of geometric proxies and lacks task-level validation. Its practical meaning and relevance to

agent skills are therefore limited. At present, the paper shows that new or more dispersed directions appear in

representation space, not that the agent's task ability actually improves. For a paper about agent skills, this is an

important gap.

Second, there is an interpretive gap between the local metric in the theory and the finite interventions used in

practice. In Section 4, the metric  induced by  is essentially a first-order local control cost near the current context,

realization, and base point . It can only explain the marginal cost of producing a readout displacement under

sufficiently small residence-space perturbations. In practice, however, prompt/prefix or activation interventions are

often not infinitesimal. Once the system moves from  to , the new local Jacobian  will generally differ

from the original , so the reachable distribution and induced metric should also be recomputed. Thus, the old 

cannot directly explain the true control cost of finite interventions. Similarly, although the horizontal lift  is the

minimum-norm solution, it is not guaranteed to be small. If  is ill-conditioned or the target direction corresponds to

a small singular value, even a small-looking readout displacement  may require a large residence perturbation,

which breaks the local linear approximation. The paper currently lacks quantitative control of this local approximation

error, such as relinearization along the intervention path, reporting Jacobian drift, or giving a remainder bound.

Therefore, implementation distortion and residence-induced cost are better interpreted as small-step local

diagnostics, and should not be overstated as global costs or stable control efficiencies for actual skill interventions.

Third, the experimental scale and external validity are limited. The paper covers only two checkpoints in the 1.5B-3B

range, both from a similar model ecosystem, and the skill panel is restricted to six mathematical, algorithmic, and

logical skills. Since the paper does not provide a quantitative discussion of experimental cost, such as FLOPs or the

full algorithmic pipeline, my view is that it is reasonable to expect evaluation on larger models and broader skill

combinations.

Fourth, reproducibility is acceptable but not ideal. The paper provides many appendix details, pseudocode, and per-

cell tables, but code and data were not released at submission time. The authors state that the base models are open-

source and that details and hyperparameters are provided in the appendix. This is acceptable at review time, but for a

complex measurement framework, the lack of code weakens confidence in independent reproducibility.

Quality: 3: good

Clarity: 2: not good

Significance: 2: not good

Originality: 3: good

Questions:

1. Can you add task-level validation?

H3 currently relies mainly on spectral entropy, horizontality residual, and principal-angle novelty. Please add at

least one task-level metric to show that bracket activation does more than produce new representation

directions, and can actually improve agent behavior.

2. Can you add cross-architecture or larger-checkpoint validation?

The current two models are both in the 1.5B-3B range. An additional non-Qwen-family checkpoint, or a reduced-

panel experiment on a larger model, would substantially improve external validity.

3. Please provide a clearer computation-cost analysis.

The paper states that each history and each readout layer require 32 central-difference forward passes. Please

report wall-clock time, GPU memory, the total number of forward passes for each H1/H2/H3 experiment, and

discuss whether JVP or randomized SVD approximations preserve ranking quality.

gt Jt
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4. Please narrow and clarify the claim of H3.

I suggest stating in the abstract, introduction, and conclusion that the "representation-space reachability proxy

expands," rather than using language that could be read as "agent skill capability expands." If the rebuttal does

not provide task-level evidence, I would ask the authors to weaken the relevant claims.

Limitations:

The authors discuss limitations: Section 7 identifies cross-architecture coverage and task-grounded benchmarks as

future work, and Appendix A lists modeling assumptions and failure modes. This is useful.

However, the limitations are still not sufficiently complete. The authors should discuss three points more directly.

First, H3 is not a task-success result. Second, the cost of Jacobian estimation may limit the method's practicality for

large models and real agent pipelines. Third, if the assumptions of local smoothness, constant rank, and a valid

readout chart fail in real rollouts, the consequences for the conclusions should be made explicit. In particular, the fact

that exact-match success is 0 should appear earlier in the main text, rather than mainly in the appendix.

Rating: 4: Borderline accept: Technically solid paper where reasons to accept outweigh reasons to reject, e.g., limited

evaluation. Please use sparingly.

Confidence: 3: You are fairly confident in your assessment. It is possible that you did not understand some parts of

the submission or that you are unfamiliar with some pieces of related work. Math/other details were not carefully

checked.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

No

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

Thank you for the detailed rebuttal and the additional experiments. The response materially addresses several of my

main concerns. In particular, the reported linearization error of approximately  and subspace rotation of

approximately  rad provide useful quantitative support for the fidelity of the single-step local approximation in

the tested regime. The gold-NLL strength sweep also shows that the order effect reaches the output-probability level

rather than remaining solely a hidden-representation phenomenon. I also appreciate the explicit narrowing of H3 to a

representation-space and likelihood-level proxy rather than an accuracy or capability-improvement claim.

Some reservations remain. The several-fold metric drift indicates that, even when the controllable subspace is stable,

the residence-induced cost metric  may not remain stable along a finite intervention path; it should therefore be

interpreted strictly as a local diagnostic, potentially requiring re-estimation. In addition, the absolute gold-NLL order

gap establishes behavioral order sensitivity, but it does not demonstrate task improvement and is not yet directly

linked to the P4 reachability proxy through a matched comparison or correlation analysis. Finally, whether

JVP/randomized-SVD approximations preserve the relevant rankings remains unvalidated.

On balance, however, the rebuttal improves my assessment of the paper. Given the strengthened local-faithfulness

evidence, the likelihood-level behavioral correlate, and the appropriately narrowed H3 claim, I will raise my rating

from 3 (Borderline Reject) to 4 (Borderline Accept). I will set my confidence to 3, reflecting moderate confidence:

the response is substantive, but several new results are available only in the rebuttal and the remaining issues above

still limit how strongly I can interpret the empirical claims.
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We thank the reviewer for the detailed review. Several concerns turn on how the paper's scope and

significance are read, so we clarify the scope first (grounded in the submission) and then address each

point.

On scope

This is an analytical contribution: it makes the previously informal phenomenon of order-dependent skill

composition mathematically precise, defines invariants that measure it on frozen models, and tests

whether those invariants have real correlates; it is not a method for improving task accuracy and makes no

inference-efficiency proposal. The submission frames it so throughout: reachability is "only a local

interpretive lens, not a global controllability claim" (L54–56); the entropy expansion is "a controllability

proxy rather than a task score" (L794–796); the skill panel is deliberately semantics-free (L763–764). Two

consequences follow. A task metric is a validation of the thesis — whether the geometric order-effect has

behavioral consequences — rather than a utility target, and we provide it in W1/Q1. And the analysis cost is

a one-time measurement instrument, not a component of an agent's loop, while the deployable artifact

(the forward-pass commutator screen, §7) is cheap.

[W2 / Q2] Faithfulness of the first-order local metric, and validation across checkpoints. We measure

the local approximation directly over the held-out pool across η∈[0.005,0.10]:

Diagnostic (GP / math) η=0.02 η=0.05 η=0.10

linearization error R(δφ) 0.0044 / 0.0049 0.0043 / 0.0045 0.0050 / 0.0046

subspace rotation θ_D (rad) 0.010 / 0.009 0.010 / 0.009 0.010 / 0.009

metric drift ‖G−G_mid‖/‖G‖ 2.7 / 4.9 2.3 / 1.6 3.5 / 3.7

The first-order model is accurate (R≈0.4–0.5%, subspace rotation θ_D≈0.01 rad; over n=60 held-out histories

the Jacobian is well-conditioned, κ(J_t) = 2.18 [95% CI 2.05, 2.32] / 1.85 [1.82, 1.88]); the pullback metric g_t

drifts several-fold, but this reflects a change of singular-value scale, not of the controllable subspace: θ_D

is the rotation of Im(J_t)  (the projector), which stays ≈0.01 rad, whereas g_t = (J_tJ_t^⊤)^†  depends

on the singular-value scale — a stable subspace with rescaled singular values yields exactly this pattern

(small θ_D , several-fold metric drift). The chart's validity rests on the subspace, so we read g_t  and

implementation distortion as small-step local cost diagnostics. Conditioning is captured by κ(J_t) =

σ_max/σ_min^+ : at κ≈2  the smallest retained singular value is within 2× of the largest, so no direction is

near-singular and the realized lift ‖J_t^† u‖  stays bounded — addressing the small-singular-value / large-

lift case. ρ_hor = ‖(I−Π_D)u‖  instead measures the off-image part of a requested displacement (a

construction check), not conditioning. The same diagnostics hold across a 0.5B→7B checkpoint sweep:

0.5B→7B scale sweep — conditioning stays flat across a 14× parameter range:

Checkpoint κ(J_t)

Qwen2.5-0.5B 1.79

Qwen2.5-Math-1.5B 1.85

Qwen2.5-3B 2.18

Qwen2.5-7B 1.83

κ(J_t) ∈ [1.79, 2.18] — only ≈1.2× spread across the 14× range; the full R/θ_D battery (measured on the two

core checkpoints) gives R(δφ) ≈ 0.4–0.5% and θ_D ≈ 0.01 rad. A non-Qwen architecture is a natural

extension, and we narrow generalization claims to the tested regime.

[W1 / Q1] Task-level validation of H3. We validate the order effect behaviorally with a strength sweep (s =

‖inject‖/‖residual‖ ∈ {0.05, 0.15, 0.4, 1.0}) over 4 skill-pair conditions × 2 difficulties × 2 seeds × 2 models.

The composition order produces a graded gold-likelihood gap |NLL(A→B) − NLL(B→A)| that increases
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monotonically with steering strength in all 32 pair×difficulty×seed×model series (median [min, max]

over the 8 pair×difficulty cells):

gold-NLL order gap, per

token s=0.05 s=0.15 s=0.4 s=1.0

qwen3.5-2b 3.3e-5 [7e-6, 1e-

4]

1.2e-4 [4e-5, 4e-

4]

4.5e-4 [9e-5, 9e-

4]

2.2e-3 [1.1e-3, 3.5e-

3]

qwen2.5-math-1.5b 3.7e-5 [9e-6, 8e-

5]

1.2e-4 [2e-5, 2e-

4]

3.8e-4 [5e-5, 7e-

4]

9.4e-4 [1e-4, 2.8e-3]

Four observations, each holding across both seeds and both models:

Dose–response. The gap is strictly increasing in strength in 32/32 series and rises ×17–101 across the

sweep in every pair-condition — a lawful monotone relationship, not a sporadic effect.

Model-agnostic and reproducible. The same monotone scaling appears in both a general and a

math-specialized model, and per-cell gaps agree within ≈1.3× across the two seeds.

A distinct higher-order channel. The order-dependent gap is a small, well-separated share of the

composition — ≈0.1% of the total steering shift at full strength in both models — that nonetheless

grows with the intervention, the signature expected of the second-order commutator term (whose

first-order, order-independent part carries the bulk of the shift).

Below the greedy-accuracy threshold. It is a likelihood-level signal that does not flip greedy top-1

answers — precisely why an accuracy-only probe misses order effects and a geometric/likelihood lens

is needed; we therefore state H3 as a representation-space / likelihood proxy, not an accuracy claim.

Separately, the bracket direction expands the reachable basis vs the in-image control (Δ spectral entropy

+1.15 / +1.20, Δ principal-angle novelty +0.51 / +0.56; all > 0); we scope this to the in-image comparison — a

representation-space reachability proxy, not a direction-specific claim.

[W3 / Q3] Cost. First the scope: this is an analytical / measurement contribution, so the figures below are a

one-time offline analysis cost — they are not paid at inference time, and the framework proposes no

inference-time component. With that clear (and scale addressed in W2/Q2 above), we separate the offline

characterization from the deployable screen:

qwen3.5-2b qwen2.5-math-1.5b

forward passes (H1 / H2 / H3) 147k / 276k / 13k 147k / 276k / 13k

wall-clock (Jacobian / commutator-cell / 16-step rollout) 1.3s / 10.2s / 65s 1.0s / 7.1s / 50s

peak GPU memory (float32) 12.4 GB 6.2 GB

The expensive part is the offline Jacobian characterization; the deployable forward-pass screen is

O(k²·d_model)  on top of one forward pass (App. 8.1). A JVP plus randomized-SVD path would reduce the

offline cost, and a ranking-preservation check is future work, as the frozen steering path injects under

no_grad.

[W4] Reproducibility. We will release the full experimental and synthetic-calibration harness —

measurement protocols, per-cell configurations, and run logs — for independent reproduction.

[Q4] Narrow/clarify H3. H3 is stated as a representation-space reachability proxy; the task-level evidence

in W1/Q1 tests whether the proxy has a behavioral correlate.

[Limitations] We state up front that H3 is a representation-space proxy with its task-level correlate

reported in W1/Q1; that the Jacobian characterization cost is offline and not a deployment cost; and that if

local smoothness, constant rank, or a valid chart fail, the signatures are step-size instability, projector

saturation, and metric spectral instability, which the W2/Q2 diagnostics monitor.
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OpenReview (/about) is a long-term project to advance science through improved peer review

with legal nonprofit status. We gratefully acknowledge the support of the OpenReview

Sponsors (/sponsors). © 2026 OpenReview

On significance

We ask that significance be weighed as scientific insight: the paper makes a real, previously informal

phenomenon precise and measurable, shows that the invariants track rollout-level structure, and (W2/Q2)

that the underlying local model is a quantitatively faithful description of the finite interventions across

scale.

Official Comment by Reviewer YM2F

Official Comment by Reviewer YM2F 02 Aug 2026, 06:19

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors
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
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Comment:

Thank you for the detailed rebuttal and the additional experiments. The response materially

addresses several of my main concerns. In particular, the reported linearization error of

approximately  and subspace rotation of approximately  rad provide useful quantitative

support for the fidelity of the single-step local approximation in the tested regime. The gold-NLL

strength sweep also shows that the order effect reaches the output-probability level rather than

remaining solely a hidden-representation phenomenon. I also appreciate the explicit narrowing

of H3 to a representation-space and likelihood-level proxy rather than an accuracy or capability-

improvement claim.

Some reservations remain. The several-fold metric drift indicates that, even when the

controllable subspace is stable, the residence-induced cost metric  may not remain stable

along a finite intervention path; it should therefore be interpreted strictly as a local diagnostic,

potentially requiring re-estimation. In addition, the absolute gold-NLL order gap establishes

behavioral order sensitivity, but it does not demonstrate task improvement and is not yet directly

linked to the P4 reachability proxy through a matched comparison or correlation analysis. Finally,

whether JVP/randomized-SVD approximations preserve the relevant rankings remains

unvalidated.

On balance, however, the rebuttal improves my assessment of the paper. Given the strengthened

local-faithfulness evidence, the likelihood-level behavioral correlate, and the appropriately

narrowed H3 claim, I will raise my rating from 3 (Borderline Reject) to 4 (Borderline Accept). I

will set my confidence to 3, reflecting moderate confidence: the response is substantive, but

several new results are available only in the rebuttal and the remaining issues above still limit

how strongly I can interpret the empirical claims.
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