9/25/26,11:10 AM AMPS: Adaptive Modality Preference Steering via Functional Entropy | OpenReview

OpenReview.net(/)

<~ Go to NeurIPS 2026 Conference homepage (/group?id=NeurIPS.cc/2026/Conference)

3 Versions v

AMPS: Adaptive Modality [ oper
Preference Steering via Functional """
Entropy

Zihan Huang (/profile?id=~Zihan_Huang1), Xintong Li (/profile?id=~Xintong_Li2),
Rohan Surana (/profile?id=~Rohan_Suranal), Tong Yu (/profile?id=~Tong_Yu3),
Rui Wang (/profile?id=~Rui_Wang25),

Julian McAuley (/profile?id=~Julian_McAuley1),

Jingbo Shang (/profile?id=~Jingbo_Shang?2), Junda Wu (/profile?id=~Junda_Wu1)
®

B Published: 24 Sept 2026, Last Modified: 24 Sept 2026 @iy NeurIPS 2026 poster
@ Conference, Senior Area Chairs, Area Chairs, Reviewers, Authors

iﬁ Revisions (/revisions?id=sebyXeDUnB) M BibTex

(© CCBY-NC 4.0 (https://creativecommons.org/licenses/by-nc/4.0/)

Abstract:

Multimodal Large Language Models (MLLMs) often exhibit significant modality preference, which is a tendency to favor one
modality over another. Depending on the input, they may over-rely on linguistic priors relative to visual evidence, or
conversely over-attend to visually salient cues over textual facts. Prior work has applied a uniform steering intensity to adjust
the modality preference of MLLMs. However, strong steering can impair standard inference and increase error rates, whereas
weak steering is often ineffective. Since steering sensitivity varies substantially across instances, a single global strength is
difficult to calibrate. To address this, we introduce an instance-aware diagnostic metric Modality Contribution Ratio (MCR) that
quantifies each modality’s information contribution and reveals sample-specific susceptibility to steering. Building on this
signal, we propose a scaling strategy and a learnable module for instance-aware control of modality preference. Experiments
show that AMPS outperforms conventional steering on MC? by improving preference control with lower generation collapse,
and improves MLLM performance on general multimodal QA dataset such as MM-Vet v2.
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Paper Decision
Decision by Program Chairs g 24 Sept 2026, 04:27 (modified: 24 Sept 2026, 09:29)
® Program Chairs, Authors il Revisions (/revisions?id=19fupHstUr)

Decision: Accept (poster)

Metareview:

The paper proposes AMPS, an instance-aware modality-preference steering framework for MLLMs. It introduces
MCS/MCR as a perturbation-based measure of answer-level modality reliance and uses this signal to adapt steering
intensity. The problem is important, and the experiments show improved aggregate preference control with fewer
generation failures.

The rebuttal addressed most concerns about the theoretical interpretation, scaling rule, baseline definitions, Monte
Carlo stability, and evaluation protocol. The authors also provided matched-backbone results, clarified that MCR
measures answer-level reliance rather than intermediate causal contribution, and identified and corrected a term-
order typo in the steering equation.

Some limitations remain. In particular, MCR is not directly validated against per-instance optimal steering intensity,
and the MC? controller is fitted and evaluated on the same diagnostic corpus. The MC? results should therefore be
interpreted as an in-corpus comparison rather than evidence of generalization to unseen samples, although the MM-
Vet v2 results provide some transfer evidence. These limitations weaken the scope of the claims but do not invalidate
the main empirical contribution.

Final Justification:

The rebuttal resolved most methodological and presentation concerns, while the remaining issues primarily limit the
interpretation and generalization scope of MCR. Given the consistent aggregate improvements and transfer evidence,
I recommend Accept.

Citation Checker by Program Chairs
Citation Checker by Program Chairs & 04 Aug 2026, 11:33 (modified: 04 Sept 2026, 22:20)
® Program Chairs, Senior Area Chairs, Area Chairs, Authors K Revisions (/revisions?id=tyW6IBBWv))

Comment:
Automatically flagged references

Here we list the references that were automatically flagged by our checker. Note that our checker may miss many
hallucinated references, and some of the listed references may have been flagged erroneously. It is therefore
crucial that you check them manually, following the guidance above. We rely on the Area Chairs to decide
whether these constitute violations of responsible authorship.
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For papers falling into either of the following categories, we expect your default recommendation to be a rejection on
the grounds of irresponsible authorship. This is strong presumption rather than a strict rule; as the Area Chair, you
retain discretion, and may recommend otherwise where the specific circumstances of a paper warrant it:

1. The paper contains at least two hallucinated references according to the criteria described below the report.
2. The paper contains one hallucinated reference and there is some additional evidence of Al slop.

If a paper has only one problematic reference, but no additional concerns about the quality of the paper or its
presentation, please simply alert the authors in your meta-review.

Please complete the form “Hallucinated References Investigation” to communicate the results of your investigation
prior to completing your meta reviews.

Citation Checker Report
Reference Check Summary

0/54 problematic references.

Hallucinated/problematic reference criteria
These are adopted from ICLR and ICML 2026 hallucinated reference guidance:

e If you are unable to find any document or publication with a title anywhere near the one provided in the
reference, it should be considered hallucinated. Minor differences in title should not be considered evidence of a
hallucinated reference.

o If the reference's authors are only slightly incorrect, e.g., a few subtle misspellings, missing a few authors, or
wrong authorship order, we do not consider this to imply a hallucinated reference, but please let the submission's
authors know in your meta-review that they should fix this issue.

e If the author list has additional issues, e.g., added authors that are not actually authors of that publication or
missing a large fraction of authors, then the reference should be considered hallucinated.

¢ If the reference's venue is a real venue but is incorrect for that reference, we do not consider this to imply a
hallucinated reference, but please tell the submission's authors in your meta-review, these include wrong journal
name, arXiv ID, etc.

e Ifthere is no evidence that the reference's venue exists, the reference should be considered hallucinated.

¢ Finally, we note that there are many generic references that refer to existing artifacts (e.g. "GPT-40, OpenAl et al.
2024") but do not refer to any real document. These are fine.

¢ Even with the above guidelines in mind, there will likely be some borderline cases. Please bring those up with
your SAC if you need additional guidance.

Official Review of Submission31159 by Reviewer hqvB

Official Review by Reviewer hqvB @& 20 Jul 2026, 22:35 (modified: 24 Sept 2026, 10:16)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer hqvB
Bl Revisions (/revisions?id=0POD4HmMWfm)

Summary:

The paper studies modality preference steering in MLLMs, arguing that uniform steering strength can either fail to
shift robust samples or destabilize sensitive ones. It proposes MCS/MCR, a modality-contribution diagnostic derived
from perturbation-based functional Fisher information, and AMPS, a learned instance-aware steering module that
predicts scaled steering vectors from hidden states. Experiments on MC? and MM-Vet v2 report improved modality
preference control and modest general QA transfer.

Contribution Type: General: Most submissions will fall into this type.
Strengths And Weaknesses:
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Strengths

¢ The failure mode is concrete and practically important. Figure 2 shows that one fixed intensity can leave robust
inputs unchanged while causing sensitive inputs to produce empty, repetitive, or nonsensical outputs.

e MCRis an interesting diagnostic attempt to quantify relative modality reliance using modality-specific KV
perturbations.

 Evaluation spans four model configurations, eight MC? task categories, and both steering directions. The
strongest gains occur in the difficult text-to-visual direction; Table 2 reports substantial improvements over L2S
for the 7B Qwen setting.

Weaknesses

e MCRis not directly validated as a predictor of safe/effective steering strength. Figures 5-6 show prompt-
conditioned averages, not correlation with per-sample optimal intensity or collapse threshold; Figure 2c uses 100
examples without calibration. Moreover, Eq. 10 treats deviation from task-average MCR as preference severity,
whereas the motivation requires intervention tolerance; these are not equivalent.

e MCS s an upper bound and ratios of modality-wise upper bounds need not equal true contribution ratios. The
Gaussian log-Sobolev constant omits variance, CE arguments differ between Eq. 5 and Algorithm 1, and the
gradient domain is ambiguous. Scores are not normalized for text/vision token count or perturbation dimension.

¢ Baselines/ablations are insufficient. L2S is already input-dependent, yet there is no norm-matched L2S, dynamic-
scaling baseline, per-task tuned intensity, oracle selector, or study of N, noise scale, layer, anchor, and CE versus
KL.

 MM-Vet v2 target construction and grading are unclear, and transfer is tested on one benchmark.

Quality: 2: not good
Clarity: 3: good
Significance: 3: good
Originality: 3: good
Questions:

e Report Pearson/Spearman correlation between MCR and (a) per-instance optimal intensity, (b) first-collapse
intensity, and (c) achievable preference shift. Calibration or AUROC for collapse would directly test the diagnostic
claim.

 Give the exact log-Sobolev derivation for variance o? justify CE rather than KL/JS; state the CE argument order
and gradient domain; and explain normalization for different modality token counts and perturbation energy. A
KL ablation would help.

¢ Compare with norm-matched L2S, per-task tuned fixed q, a directly predicted scalar controller, a relevant
dynamic-scaling method, and oracle per-instance a. This would isolate whether MCR adds information beyond
vector norm.

Limitations:
yes

Rating: 4: Borderline accept: Technically solid paper where reasons to accept outweigh reasons to reject, e.g., limited
evaluation. Please use sparingly.

Confidence: 3:You are fairly confident in your assessment. It is possible that you did not understand some parts of
the submission or that you are unfamiliar with some pieces of related work. Math/other details were not carefully
checked.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

Several notation defects should be corrected: the denominator index in Eq. 8, inconsistent y definitions, changing
anchor symbols, malformed brackets in Eqg. 1, and multiple typographical errors.

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

I have read the author's rebuttal to other reviews carefully, and most of my concerns have been resolved. Given the
paper's scope and experiments, I will raise my scores.

https://openreview.net/forum?id=sebyXeDUnB#discussion 4/23



9/25/26,11:10 AM AMPS: Adaptive Modality Preference Steering via Functional Entropy | OpenReview

Official Comment by Authors

Official Comment

by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1), Junda Wu
(/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission31159/Authors))

& 03 Aug 2026, 11:52

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer hqvB

Comment:

Dear reviewer, we have provided detailed, point-by-point responses and updates. We sincerely hope our
revisions have addressed your concerns. If any remaining questions exist, we would be more than happy to
clarify further and hope you might consider re-evaluating the score based on our responses, thanks!

Part1

Official Comment

by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1), Junda Wu
(/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission31159/Authors))

& 30 Jul 2026, 11:31

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer hqvB
Comment:

Dear Reviewer hqvB
1. MCR vs. Steering Tolerance Validation

We would like to clarify that existing theory and our controlled study in Figure 2 jointly support using MCR
to adjust instance-aware steering strength.

Two clarifications may help, on what MCR measures and on what we use it for. MCR quantifies a model
behavior: how strongly the current answer relies on one modality's evidence relative to the other, under the
modality-preference setting of MC? [1]. It estimates that reliance in the functional-entropy / Fisher
framework of Gat et al. [2], where a modality's contribution is quantified by the sensitivity of an output
functional to perturbations of that modality (see our reply to W2 for the bound and implementation
details). What this weakness asks about is a separate link: whether such a reliance signal is informative for
choosing steering strength. Our evidence for that link is Figure 2.

Figure 2 shows the association between MCR and the steering strength a sample needs. Samples whose
MCR is more biased toward one modality typically require stronger steering to achieve the desired
preference shift. From the Figure 2 curves, the rise in failure rate as steering intensity increases is similar
across MCR groups; the main difference is how much intensity samples need for a successful preference
shift. MCR therefore identifies samples that do not require strong steering, so that we can lower their per-
sample intensity and thereby reduce their risk of steer-induced failure. We do not claim that every
individual sample can be successfully steered. For some instances, intensity is not the binding factor at all:
they never reach the target preference at any strength, and generation collapses before a shift occurs. On
Figures 5-6, we would clarify what they are intended to establish. They are prompt-conditioned reliance
diagnostics: visual MCR rises under image-preference prompts and falls under text-preference prompts,
which shows that MCR does track the modality preference actually expressed by the model, and is
therefore a valid signal to condition on. The aggregate effectiveness of MCR-based scaling is then shown
separately, by Tables 2-3 and Figure 7: relative to fixed-strength steering, the adaptive rule improves
preference control while reducing collapse.

As for calibration, the 100 examples are randomly sampled instances with visual- vs. text-leaning
preferences, which are then partitioned into two sets by high vs. low MCR. The goal is a controlled
comparison of how groups defined by MCR behave as steering strength varies, not to fit or calibrate a
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predictive threshold.

The design of Eq. 10 is motivated by the same Figure 2 observation that many samples already succeed at
moderate strength, so further increasing intensity is unnecessary and mainly adds generation noise or
disruption. Using deviation from the task-average MCR as a proxy for how strongly to intervene lets us
down-scale steering on less severe cases, which is precisely how we operationalize better intervention
tolerance in practice. We will state this motivation more explicitly in the revision.

Part2

Official Comment
by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1),
Junda Wu (/profile?id=~Junda_Wu?1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more
(/group/edit?id=NeurlIPS.cc/2026/Conference/Submission31159/Authors))
& 30 Jul 2026, 11:32
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
hqvB
Comment:

2. Theory to Practice

We would like to clarify the status of the bound, the implementation details already present in
the paper, and how scale differences across modalities are handled.

MCS follows the functional-entropy / log-Sobolev framework of Gat et al. [2], in which modality
contribution is quantified by an upper bound in terms of functional Fisher information. The same
functional-information view treats gradient/Fisher sensitivity of an output functional as a
contribution measure for interpretation [8], and is used to diagnose which modalities a model
actually perceives and uses [9]. Identifying a modality's contribution with the sensitivity of the
output to perturbations of that modality is also current practice for MLLMs: per-modality
influence on the generated token is estimated from gradient sensitivity [10] or from
perturbation-based effects [11], and then used to rebalance modality reliance. We extend this
construction to MLLMs by defining the sensitivity function on next-token predictive distributions
under modality-specific KV-cache perturbations (Eqgs. 4-8; Algorithm 1), while preserving the
same bound structure. Eq. 4 / Eq. 6 still upper-bounds modality-specific functional entropy by
Fisher information, so the extension does not invalidate the bound.

We agree that a ratio of modality-wise upper bounds need not equal the true contribution ratio,
and we do not claim that MCS recovers an exact absolute contribution value. What AMPS
requires is weaker. We use the Monte Carlo Fisher proxy (MCS) and its within-sample
normalization (MCR, Eq. 8) as a relative diagnostic across modalities for the same instance, i.e.,
which modality the predictive distribution depends on more strongly, and multiplicative
constants shared by both modalities cancel in the ratio. Eq. 10 consumes only the deviation of
this ratio from a task-level anchor, so an ordering-preserving relative signal is sufficient to set
steering intensity; an exactly calibrated absolute score is not needed. Prior modality-utilization
diagnostics are used in the same way, as relative reliance signals rather than exact
decompositions of the output [9], including perturbation-based estimates of per-modality effects
that are used to modulate how much a model relies on each modality [11].

We do not omit modality-wise scale or variance in the probe. As stated around 1.92-97 and
illustrated in Figure 3 / Algorithm 1, the Gaussian measure for modality m uses a modality-
specific variance afn, noise € ~ /\/(0, ant), and Appendix A.2 further notes that perturbation
magnitudes are calibrated to each modality’s typical activation scale, precisely to account for
scale and variance differences between text and vision representations. Eq. 5 and Algorithm 1
are consistent. Algorithm 1 (line 7) implements Eq. 5 by computing the cross-entropy

L < CE(P;, P;) between the clean next-token distribution P, and the distribution P, after

modality-m KV perturbation. The gradient domain is also specified in the paper. MCS uses the
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Vv, LI3/L
(Algorithm 1, line 8; Egs. 6-7), restricted to the modality-m token index set R[m] in the KV
segments, not gradients with respect to model parameters 6.

squared gradient norm of this CE with respect to the perturbed KV cache,

Scores are not left unnormalized across modalities with mismatched representation scales.
Figure 3 and the procedure around |.144 use separate U2T and a%, so that noise is injected at a
scale matched to each modality’s hidden KV representations. MCS further divides the gradient
energy by the CE loss L (Algorithm 1, line 8), and MCR re-normalizes contribution across
modalities within the same sample (Eq. 8). Together these steps address the concern that raw
text/vision token scales or perturbation magnitudes would otherwise dominate the comparison.

A Replying to Part2
Part3

Official Comment
by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1),
Junda Wu (/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more
(/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors))
&3 30 Jul 2026, 11:33
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
hqvB
Comment:

3. Baselines

We would like to note that L2S already predicts input-dependent steering vectors. AMPS's
additional contribution is explicit MCR-conditioned intensity control for modality-preference
steering, improving preference shift while reducing collapse, rather than a claim of superiority
over every adaptive controller in the broader steering literature.

As discussed in our baseline rationale (Appendix), many recent adaptive or dynamic-scaling
controllers are designed for different objectives (for example, safety enforcement or
hallucination mitigation) [4, 5, 6]. Transferring them into the MC? modality-preference setting [1]
requires non-trivial redesign of targets, prompts, and success criteria, and would not yield a fair
comparison. We therefore compare against the controllers that are directly applicable in this
diagnostic setting, namely preference prompting, static steering, and L2S [3], the most relevant
input-dependent steering method that transfers cleanly to modality-preference control.

Our component ablation keeps the same L2S-style backbone and training recipe while removing
only the MCR-guided scaling module. The L2S-only variant already shifts preference, but
dropping MCR scaling weakens steering in most cases (Tables 2-3; Figure 7b). Beyond this static
comparison, Figure 7a directly compares AMPS with conventional L2S under a shared global
intensity sweep of accuracy and failure versus steering strength. Two patterns matter for the
isolation question. First, simply amplifying L2S does not recover AMPS. As the common intensity
knob increases, conventional L2S's preference accuracy still lags AMPS over a wide operating
range, so the gap is not closed by turning up a non-MCR-scaled controller (the behavior
expected if AMPS were only a uniformly stronger intervention). Second, stronger uniform-
magnitude steer raises collapse without matching AMPS’s gains. In the same sweep, L2S's failure
or degenerate-generation rate rises sharply at high intensity, while AMPS maintains stronger
preference shifts with less collapse. This matches the paper’s reading of Figure 7a that AMPS
achieves stronger shifts over a wider intensity range and mitigates collapse that uniform-
magnitude steering often induces on sensitive inputs.

Figure 7a is an aggregate intensity sweep. The sample-level reason stronger L2S underperforms
is given by Figure 2. Excessively strong steer harms samples broadly, while more MCR-balanced
samples can often complete the desired preference shift at milder intensity. Applying a larger
global strength to those already-controllable samples mainly adds collapse risk and does not
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yield AMPS-level preference control. MCR-conditioned scaling (Egs. 10-12) is precisely the
mechanism that down-scales steer when a large push is unnecessary, something a plain L2S
vector (input-dependent in direction, but without MCR intensity control) does not provide.
Hyperparameter choices for MCS/MCR, N, perturbation scale, layer, and task anchor, follow
established practice and are analyzed in Appendix A.2. We will point to the Figure 7a-Figure 2
connection more explicitly in the revision. Under the current protocol, the L2S ablation plus the
Figure 7a intensity dynamics can isolate the contribution of MCR-conditioned scaling beyond
having an input-dependent vector.

A Replying to Part3
Part4

Official Comment

by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1),
Junda Wu (/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more
(/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors))

& 30Jul 2026, 11:34

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
hqvB

Comment:

4. MM-Vet v2 Protocol Clarity

In addition to MC? [1], MM-Vet v2 [7] is a conventional open-ended multimodal question-
answering benchmark for integrated vision-language capabilities. We do not construct special
modality-conflict targets for this experiment. Questions and images follow the official MM-Vet v2
evaluation set, and we keep the backbone frozen while applying the same AMPS pipeline as in
the main experiments (RQ4, §5.4). The benchmark covers recognition, language generation, OCR,
spatial reasoning, knowledge, image-text sequence understanding, and math, that is, a broad
suite of standard multimodal QA skills rather than a preference-steering diagnostic set.

We follow the official MM-Vet / MM-Vet v2 evaluation protocol. Models produce open-ended
answers that are scored by the GPT-4 few-shot grader provided with the benchmark, soft scores
in [0, 1] against reference answers, and we report per-skill and overall percentages as in Table 4.
We will add a short subsection in the revision spelling out the data split, inference settings, and
exact grading configuration (evaluator model / official script) so the protocol is fully reproducible
from the paper text alone.

RQ4 is precisely a transfer check. After training AMPS for modality-preference control on MC?, we
evaluate whether the same module helps (and does not harm) ordinary multimodal QA. Table 4
shows aggregate gains on MM-Vet v2 for Qwen2.5-VL 3B and 7B 26.4 — 27.6; 30.3 — 33.2,
with improvements across multiple skills, which is evidence that AMPS transfers beyond conflict-
only settings. Moreover, MC? [1] is curated from real-world image-text distributions (TDIUC and
MS-COCO) and spans eight diverse task types (for example, sentiment, counting, activity
recognition), as shown around line 204 in the paper. Together with MM-Vet v2's multi-capability
QA evaluation, this supports that our conclusions are not tied to a single narrow data slice.

Notation / Formatting Fixes

We will carefully correct Eq. 1/ Eq. 8 indexing, unify v and anchor-symbol definitions across text
and figures, and proofread the manuscript end-to-end.
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[2] Gat, Itai, et al. “Removing bias in multi-modal classifiers: Regularization by maximizing
functional entropies.” NeurIPS, 2020.
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Official Review by Reviewer SenC & 02 Jul 2026, 20:35 (modified: 24 Sept 2026, 10:16)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer SenC
B Revisions (/revisions?id=fvuCqDSuvE)

Summary:

It proposes a diagnostic metric called Modal Contribution Rate (MCR), which is derived from a modality-specific
functional entropy formula and estimated by perturbing the modality-related key-value cache representation. Based
on MCR, the authors develop Adaptive Modality Preference Guidance, an instance-aware guidance framework that
dynamically adjusts the guidance strength based on the estimated modality contribution of each sample.

Contribution Type: General: Most submissions will fall into this type.
Strengths And Weaknesses:
1. Strong Motivation: Transitioning from global to instance-level steering elegantly addresses the stability-efficiency
trade-off inherent to activation steering.
2. Theoretical Grounding: Utilizing functional entropy and log-Sobolev inequalities provides a solid mathematical
foundation for calculating modality contributions.
3. Practical Efficiency: The 4.3x overhead is confined to offline training, while online inference latency remains
negligible

Quality: 3: good
Clarity: 3: good
Significance: 3: good
Originality: 2: not good
Questions:
1. How does AMPS handle individual, unbatched inference inputs when a task-level average anchor cannot be pre-
computed
2. The Math score drops for the 3B model. What intrinsic aspect of modality steering disrupts mathematical
reasoning performance?

https://openreview.net/forum?id=sebyXeDUnB#discussion 9/23


https://openreview.net/revisions?id=fvuCqDSuvE
https://openreview.net/revisions?id=fvuCqDSuvE

9/25/26,11:10 AM AMPS: Adaptive Modality Preference Steering via Functional Entropy | OpenReview

3. Since MCR calculation utilizes Monte Carlo sampling with injected Gaussian noise, what is the variance or
confidence interval of your results across multiple seeds?

Limitations:
1. Rebalancing modality reliance benefits overall scores but triggers performance drops in specific structured
reasoning skills.
2. Equation 10 relies on an task-wide average anchor ratio

Rating: 3: Borderline reject: Technically solid paper where reasons to reject, e.g., limited evaluation, outweigh
reasons to accept, e.g., good evaluation. Please use sparingly.

Confidence: 3: You are fairly confident in your assessment. It is possible that you did not understand some parts of
the submission or that you are unfamiliar with some pieces of related work. Math/other details were not carefully
checked.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

Thanks to the author for the rebuttal; some of my concerns have been resolved.

Code Of Conduct Acknowledgement: Yes
Responsible Reviewing Acknowledgement: Yes
Final Justification:

Thx for reply. This partially solved my concern

=

Official Comment by Authors

=] Official Comment
by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1), Junda Wu
(/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission31159/Authors))
& 03 Aug 2026, 11:53

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer SenC

Comment:

Dear reviewer, we have provided detailed, point-by-point responses and updates. We sincerely hope our
revisions have addressed your concerns. If any remaining questions exist, we would be more than happy to
clarify further and hope you might consider re-evaluating the score based on our responses, thanks!

-
=| Part1
=] Official Comment
by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1), Junda Wu
(/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission31159/Authors))
&3 30 Jul 2026, 11:40
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer SenC
Comment:

Dear Reviewer SenC
1. Inference Without Online Task-Average Anchor

We would like to clarify that Eq. 10's task-average anchor is used only when constructing supervision
offline. Online inference does not recompute MCR or a live task-level statistic. The steering vector is
produced directly by the trained L2S-style module. During offline collection, the L2S module learns the
MCR- and task-conditioned scaling behavior present in the training data. At test time we apply Eq. 14,
RO =p0 4 o. g@*(h(l)), following the standard L2S setup [1]. For an individual, unbatched input, only
that sample’s hidden state is required. There is no batch, no online MCR, and no pre-computed task-
average anchor. Appendix A.2.4 states this explicitly. MCS/MCR is an offline training-time cost. Inference
uses only the 2-layer MLP with negligible overhead.

https://openreview.net/forum?id=sebyXeDUnB#discussion 10/23
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If one were instead restricted to a single accessible sample when building supervision, there are two
practical options. One is to apply a pretrained L2S / AMPS module that already encodes intensity patterns
from other data. The other is to retrieve or construct a small set of similar samples (for example, nearest
neighbors from public data or lightly generate some similar examples) and estimate an anchor from that
local set. A setting with only one sample and no retrieval or augmentation path is rare in real applications,
where some related data or a pretrained controller is typically available.

2. 3B Math Drop Under Modality Rebalancing

On MM-Vet v2 (Table 4), AMPS raises the overall score for Qwen2.5-VL-3B 26.4 — 27.6 while Math drops
11.8 — 8.8. The same pipeline on the 7B model improves Math 9.7 — 13.2. This pattern suggests the
drop is not an inevitable destruction of mathematical reasoning by steering with AMPS, but more likely a
capacity-dependent side effect of changing modality reliance.

One plausible explanation, which would require finer-grained interpretability analysis beyond our current
scope to confirm, is that smaller MLLMs have weaker multimodal perception and reasoning ability. For
Math items that require reading visual symbols (for example, formulas in the image), steering toward vision
may expose insufficient multimodal extraction or reasoning, hurting Math even when other skills improve,
whereas the stronger 7B model can better use the rebalanced visual evidence.

We consider such a mechanistic audit valuable but outside the primary scope of this paper. Our main
contributions are (i) an instance-level modality-contribution diagnostic (MCS/MCR) for MLLMs, and (ii) a
sample-wise steering-scaling mechanism that achieves preference shifts at more moderate intensities
while reducing steer-induced generation failures.

3. MCR / Result Stability Across Seeds

We measure Monte Carlo stability on Qwen2.5-VL-7B with the paper’s MCS recipe. On a random MC? subset
of K = 100 samples, for each NV € 1, 3, 5,10, 20 we recompute visual MCR with R = 5 independent
noise seeds, and compare each setting to a high-sample reference N = 20. Mean seed-std is the average
over samples of the std across the 5 seeds (a variance proxy for the reviewer’s question).

N mean seed-std : Astd/AN Pearsonvs N = 20 Spearmanvs N = 20 mean |A|vs N = 20

1 0.266 — 0.565 0.538 0.149
3 0.219 -0.024 0.721 0.722 0.099
5 0.189 -0.015 0.713 0.691 0.107
10 0.161 -0.006 0.803 0.773 0.086
20 0.131 -0.003 1.000 1.000 0.000

Here Astd/AN is the finite-difference reduction in mean seed-std per extra Monte Carlo draw over the
preceding interval. Seed-std falls roughly as a + b/\/ﬁ matching standard Monte Carlo variance scaling,
so marginal stability gains diminish as N grows while compute grows linearly. We choose N = 3 as a
reasonable cost-quality tradeoff. The largest early gain is from N = 1 to N = 3 Spearman 0.54 — 0.72;
mean |A| 0.15 — 0.10; strongest per-draw std reduction. Agreement with the N = 20 reference
improves overall thereafter, with only a small non-monotonic dip at N = 5. Absolute discrepancy stays
moderate on the [0, 1] MCR scale. Because Eq. 10 -y depends on relative deviation from the task-average 7,
this noise level remains compatible with using MCR as a relative severity signal rather than a high-precision
absolute score. We will add this table in Appendix.
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Official Comment by Authors

Official Comment

by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1),
Junda Wu (/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more
(/group/edit?id=NeurlIPS.cc/2026/Conference/Submission31159/Authors))
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& 30 Jul 2026, 11:40
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
SenC

Comment:

References:

[11 Parekh, Jayneel, et al. “Learning to steer: Input-dependent steering for multimodal LLMs.”
arXiv:2508.12815, 2025.

Official Review of Submission31159 by Reviewer dyku

Official Review by Reviewer dyku @ 27 Jun 2026, 01:45 (modified: 24 Sept 2026, 10:16)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer dyku
Bl Revisions (/revisions?id=TcIPgzhD5K)

Summary:

The paper introduces AMPS (Adaptive Modality Preference Steering), a framework for controlling modality
preferences in Multimodal Large Language Models (MLLMs). As cited by authors, MLLMs are affected by modality
bias, either visual or textual over the other, which can lead to inconsistent reasoning and degraded performance,
especially when input has conflicting image and text. Prior work has applied a uniform steering intensity to adjust the
modality preference of MLLMs - strong steering can impair standard inference and increase error rates whereas weak
steering is often ineffective. The paper also discuss and benchmark against SOTA adaptive steering method - learn-to-
steer (L2S).

The authors presents a diagnostic metric - Modality Contribution Ratio (MCR), which measures the relative
information contribution of each modality (text or visual) in a given input. This is derived from a functional entropy
analysis of the model's modality-specific activations, measuring how sensitive the output distribution is to small
perturbations in visual or textual tokens. The MCR provides a per-sample diagnosis, revealing how much a particular
input relies on one modality over the other. Based on this signal, AMPS proposes a learnable, instance-aware steering
module that dynamically scales the steering intensity, applying stronger steering only when necessary and reducing it
for inputs that are more robust.

The experiments on the Modality Context Conflict (MCA2) dataset demonstrate that AMPS outperforms existing
methods including static prompt engineering and in some cases prior adaptive steering approaches by providing
more effective modality control with lower generation collapse. Additionally, AMPS shows positive transfer to general
multimodal QA, improving performance on MM-Vet v2 benchmark.

Contribution Type: General: Most submissions will fall into this type.
Strengths And Weaknesses:

Strengths

¢ The paper studies a practical and an important problem of modality preference in Multimodal Large Language
Models (MLLMs), which impacts the reliability and consistency of model outputs. It also presents a motivating
controlled study showing that stronger steering can improve success up to a point but then causes errors or
collapse.

¢ The proposed metric, Modality Contribution Ratio (MCR), is conceptually appealing and provides an effective way
to measure modality-specific contributions in MLLMs.

¢ AMPS presents a new learn-to-steer method by adding an input-dependent scaling mechanism rather than
applying a fixed steering on all inputs. This is a reasonable design choice given the paper’s observation that
overly strong uniform steering can cause generation instability.

e The paper reports consistent aggregate improvements over the base models and L2S baseline on MC2 dataset
across both visual and text steering settings. It also provides preliminary evidence that the improvements
transfer to general multimodal QA tasks. These results suggest that the method is promising.

https://openreview.net/forum?id=sebyXeDUnB#discussion 12/23
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Weakness

» Experimental validity is hard to assess because there is no information about the samples used to train the 2-
layer MLP and how they overlap with MC2 dataset. If these samples are from benchmark dataset, the paper
doesn't discuss train-test split to effective evaluate steering accuracy.

e The paper lacks clarity. In Table 1, the benchmark numbers for Qwen2.5VL-7B-AMPS with text preference model
is not consistently higher as claimed in the paper. Positional and Color attribute scores are higher on Qwen2.5VL-
7B model. In addition, Equation 10 and Figure 4 appear inconsistent in defining the scaling factor y.

e While paper shares mathematical equations and analysis, it is unclear if MCR is indicative of steering sensitivity or
generation failures. For eg - In Figure 5, QwenVL-7B has an MCS ratio of 0.53 and 0.44 on Counting task with
Image and Text preference prompt respectively. However, in Table 1, when the same model is evaluated on
Counting task with conventional steering and preference modification methods, it scores higher on text
preference.

¢ The model naming is not consistent in the paper. Table 1 appears to compare Qwen2VL-7B against Qwen2.5VL-
7B-AMPS in the vision setting, while the text setting labels the base as Qwen2.5VL-7B. If that is not a typo, the
comparison is not controlled.

Quality: 3: good
Clarity: 2: not good
Significance: 3: good
Originality: 3: good
Questions:
1. Can the authors share more details on 2-layer MLP training. How is the training dataset prepared and if it
overlaps with the MCA2 eval dataset. If yes, what was the train-test split?
2.1t is unclear whether MCR is indicative of steering sensitivity or generation failures. For eg - In Figure 5, QwenVL-
7B has an MCS ratio of 0.53 and 0.44 on Counting task with Image and Text preference prompt respectively.
However, in Table 1, when the same model is evaluated on Counting task with conventional steering and
preference modification methods, it scores higher on text preference. Can the authors clarify?
3. Table 1 appears to compare Qwen2VL-7B against Qwen2.5VL-7B-AMPS in the vision setting, while the text setting
labels the base as Qwen2.5VL-7B. Is this a typo?

Limitations:
yes, the authors have discussed some limitations.

Rating: 3: Borderline reject: Technically solid paper where reasons to reject, e.g., limited evaluation, outweigh
reasons to accept, e.g., good evaluation. Please use sparingly.

Confidence: 4:You are confident in your assessment, but not absolutely certain. It is unlikely, but not impossible,
that you did not understand some parts of the submission or that you are unfamiliar with some pieces of related
work.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

No.

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

Thank you to the authors for providing further clarification. The revised explanation addresses some of my concerns;
however, I still see a few gaps, as outlined below, and therefore I am keeping my score unchanged:

e The steering model is fitted using the same individual MCA2 samples on which steering performance is
subsequently measured. Although ground-truth answers are not used for fitting, the evaluation samples can still
influence the learned controller through their hidden states and derived steering targets. Therefore, the MCA2
results should be interpreted as an in-corpus comparison of steering methods rather than how well the learned
controller generalizes to unseen samples.

¢ While the aggregate improvements are clear, the paper does not discuss the relatively large attribute-level gaps
between conventional steering and AMPS, particularly for Color and Object. It would be useful to analyze why
AMPS underperforms on these attributes, or at least acknowledge these cases as limitations and discuss them as

https://openreview.net/forum?id=sebyXeDUnB#discussion 13/23
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directions for future work.

¢ The clarification that MCS/MCR measures modality reliance rather than generation accuracy is helpful. However,
the relationship between this diagnostic and downstream steering performance remains unclear. For example, a
lower visual MCS/MCR under a text-preference prompt indicates reduced reliance on the visual modality, but it is
not clear how this should translate into higher text-preference accuracy on the benchmark. Overall, the paper
should clarify how MCS/MCR relates to actual steering performance, rather than only showing that it changes
with preference prompts.

Official Comment by Authors

Official Comment

by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1), Junda Wu
(/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission31159/Authors))

B 03 Aug 2026, 11:54

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer dyku

Comment:

Dear reviewer, we have provided detailed, point-by-point responses and updates. We sincerely hope our
revisions have addressed your concerns. If any remaining questions exist, we would be more than happy to
clarify further and hope you might consider re-evaluating the score based on our responses, thanks!

Part1

Official Comment

by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1), Junda Wu
(/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission31159/Authors))

& 30 Jul 2026, 11:42

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer dyku
Comment:

Dear Reviewer dyku
1. Steering-Module Training Data and Split

Our protocol follows MC?s original intended usage [1], with matched data access across all compared
methods. MC? [1] is a purpose-built modality-preference / modality-bias benchmark under controlled
image-text conflict. It releases a single evaluation corpus and does not provide an official train/test split.
The original MC? work uses this full corpus to diagnose modality preference and to assess preference-
steering interventions. We adopt the same usage. The entire MC? set is the diagnostic testbed for
measuring modality bias and steering efficacy, not a supervised QA dataset with a held-out answer-
prediction split.

Prompt baselines, static steering, L2S, and AMPS are all run on the same MC? corpus with the same frozen
backbones. For learnable controllers (L2S / AMPS), offline vector collection and module fitting also use this
same diagnostic set, with identical collection recipes. AMPS differs only by MCR-conditioned target scaling
(Eq. 12). Thus no method obtains privileged access to extra samples, and relative gains cannot be
attributed to unequal data.

Importantly, what we evaluate on MC? is preference following under steering, not answer-supervised
prediction. The MLP is never trained on GT answers; following L2S [2], it only reconstructs preference-
prompt contrastive steering vectors from hidden states (Egs. 11-13), and the base MLLM stays frozen. As
an additional check outside this diagnostic corpus, RQ4 further evaluates the same AMPS module on MM-
Vet v2.
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2. Table 1 Claims and 7y Notation Consistency

The reviewer is right that AMPS is not uniformly best on every attribute. In this text-preference setting
AMPS improves the Total 63.6 — 76.2 and is higher on six of the eight attributes, with Positional and Color
the two exceptions. What is consistent across the paper is the aggregate gain: in the matched same-
backbone comparisons of Tables 2-3, AMPS raises the Total over L2S on all four backbones in both steering
directions, and toward Visual it is also higher on 31 of the 32 backbone-by-attribute cells. In the revision we
will tighten the claim to what the results support, namely aggregate / Total preference-control gains, and
note the attribute-level exceptions explicitly.

The 7y issue is a figure typo, not an inconsistency in the method. The definition used in the paper and in our

Ty—Ty
77

experiments is Eq. 10 in the main text, y = 3 - . Figure 4 incorrectly draws an extraneous constant “

14" in the y pathway. We will correct Figure 4 in the revision so that it matches Eq. 10. No experimental
results change.

3. MCR as Diagnostic vs. Generation Failure

To clarify this, we need to separate what MCR measures from how it reduces steering failures. Empirically,
MCR tracks modality-preference shifts. Figure 6 compares visual MCR under image and text preference
prompts and shows a clear aggregate change. Image-preference prompts raise visual MCR, while text-
preference prompts lower it, so MCS/MCR responds to induced modality preference. This measurement is
also grounded in prior work: MCS/MCR follows the modality-preference diagnostic setting of Zhang et al.
[1] and is a perturbation-based score in the functional-entropy / Fisher framework of Gat et al. [3], where a
modality's contribution is quantified by the sensitivity of the output to perturbations of that modality.
Recent MLLM work identifies per-modality reliance in the same way, estimating each modality's influence
on the generated token from gradient sensitivity [4] or perturbation-based effects [5].

However, we do not claim that MCR directly indicates generation accuracy or failure. The Counting example
mixes two quantities that should not be compared cell-wise. Figure 5 is a prompt-conditioned reliance
diagnostic, whereas Table 1 reports end-task preference-following success after conventional interventions.
That accuracy is shaped by additional factors beyond modality reliance, such as steering success,
generation noise, task difficulty, and steering intensity. A gap is therefore expected, and a lower visual MCR
under a text-preference prompt does not contradict a higher text-preference Counting score in Table 1.
MCR in AMPS is designed to flag samples that do not need large intensity, so we can down-scale steer and
reduce unnecessary high-intensity failures. We can make this distinction explicit in the revision.

(-]
=| Part2
=]

Official Comment

by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1),
Junda Wu (/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more
(/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors))

& 30 Jul 2026, 11:43

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
dyku

Comment:

4. Model Naming Consistency (Qwen2 vs Qwen2.5)
Visual preference block
Row Act. Attr. Color Count. Obj. Pos. Sent. Sport Total

Qwen2.5VL-7B (steering) 46.8 49.6 744 36.8 84.0 49.2 30.8 74.8 55.8

Qwen2.5VL-7B-AMPS 67.6 68.0 85.6 66.8 88.8 71.2 52.8 83.2 73.0

https://openreview.net/forum?id=sebyXeDUnB#discussion 15/23


https://openreview.net/profile?id=~Rui_Wang25
https://openreview.net/profile?id=~Rui_Wang25
https://openreview.net/profile?id=~Zihan_Huang1
https://openreview.net/profile?id=~Zihan_Huang1
https://openreview.net/profile?id=~Junda_Wu1
https://openreview.net/profile?id=~Junda_Wu1
https://openreview.net/profile?id=~Rohan_Surana1
https://openreview.net/profile?id=~Rohan_Surana1
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors

9/25/26,11:10 AM AMPS: Adaptive Modality Preference Steering via Functional Entropy | OpenReview
Text preference block

Row Act. Attr. Color Count. Obj. Pos. Sent. Sport Total
Qwen2.5VL-7B (steering) 69.6 67.6 844 50.8 828 57.6 548 41.2 63.6

Qwen2.5VL-7B-AMPS 83.2 80.8 68.0 77.6 50.8 82.0 96.8 70.4 76.2

The Table 1 is inherited MC?s original reporting protocol [1]. In Zhang et al. [1], preference-
steering results are reported under a fixed per-direction backbone protocol: vision-direction
steering on Qwen2VL-7B and text-direction steering on Qwen2.5VL-7B. Our Table 1 reused that
same setting and the benchmark’s reported baseline figures for a direct comparison, and then
added AMPS on top, so the mixed naming came from the benchmark rather than a typo.

To remove the mismatch, we reran the vision-direction steering baseline on Qwen2.5VL-7B, so
that both directions now use Qwen2.5VL-7B as the backbone, matching AMPS. The conclusion is
unchanged: on the vision direction the steering baseline reaches 55.8 Total and AMPS 73.0, and
on the text direction 63.6 versus 76.2, so AMPS still gives a large gain over conventional steering
on the same backbone in both directions. We will replace the Qwen2VL-7B row with this
Qwen2.5VL-7B result in the revision.

For fully matched same-backbone comparisons of AMPS vs. L2S / static steering, please also see
Tables 2-3. The remaining Table 1 rows are still being rerun on Qwen2.5-VL, and in the revision
we will report the whole table on Qwen2.5-VL so that the naming is uniform and cannot be
misread.
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® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer 1c8a
Kl Revisions (/revisions?id=kGoFh2xFzo)

Summary:

This paper proposes Adaptive Modality Preference Steering (AMPS), a framework for steering multimodal large
language models (MLLMs) toward visual or textual preferences while maintaining inference stability. The authors first
introduce Modality Contribution Score (MCS) and Modality Contribution Ratio (MCR), derived from modality-specific
functional entropy under perturbations, to quantify modality reliance. Based on MCR, the paper proposes an
instance-aware scaling strategy that adaptively adjusts steering strength according to the estimated modality
contrinution of each sample. Finally, they train a lightweight learnable steering module to predict adaptive steering
vectors during inference. Experiments on MC2 and MM-Vet v2 demonstrate improved modality preference control
and reduced generation collapse compared with baselines.
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Contribution Type: General: Most submissions will fall into this type.
Strengths And Weaknesses:

Strength

1. The paper studies an important problem in MLLMs, which is modality preference, especially under conflicting
visual and textual evidence.

2. The idea that using an adaptive steering vector for each instance, instead of a fixed one to avoid generation
collapse is interesting.

Weakness

1. MCR appears to measure modality sensitivity rather than modality contribution. The proposed
perturbation-based formulation quantifies how sensitive model outputs are to modality perturbations. However,
higher sensitivity does not necessarily imply stronger contribution to reasoning, making the interpretation of
MCR less rigorous and potentially weakening the motivation behind the proposed adaptive steering.

2. Figure 2(c) provides limited evidence for the central hypothesis. The trends between high-MCR and low-MCR
samples appear qualitatively similar, making it difficult to conclude that MCR reliably predicts steering sensitivity.
Moreover, the paper provides limited analysis of Figure 2(c), which weakens the empirical support for the
proposed MCR-based adaptive scaling.

3. The adaptive scaling rule in Eq. (10) is counterintuitive and insufficiently justified. The paper assumes that
larger deviations from the average visual MCR require stronger steering, as shown in Eq. (10). However, samples
with higher visual reliance may intuitively require weaker visual steering to avoid generation collapse, making the
scaling strategy appear somewhat counterintuitive.

4. Several experimental details are unclear. The definitions of baselines in Table 1, particularly the distinction
between “MLLM-only” and “Qwen2VL-7B/Qwen2.5VL-7B", are not clearly explained, which makes the comparisons
difficult to interpret.

Quality: 2: not good
Clarity: 3: good
Significance: 3: good
Originality: 3: good
Questions:

1. MCR is interpreted as modality contribution throughout the paper. However, the proposed perturbation-based
formulation appears to measure sensitivity rather than causal contribution. Can the authors provide stronger
theoretical justification or empirical evidence supporting this interpretation?

2. Figure 2(c) is used to support the stability-efficiency trade-off, but the trends between high- and low-MCR groups
appear visually similar. Can the authors provide detailed analysis for this?

3. Eq. (10) assumes that larger deviations from the average visual MCR require stronger steering, which is
counterintuitive. What is the theoretical rationale for this scaling rule?

4. Please clarify the exact definitions of the baselines in Table 1, especially the distinction between “MLLM-only” and
“Qwen2VL-7B/Qwen2.5VL-7B".

5. There appears to be a typo error in line 179: the equation uses 7, as the anchor visual ratio, while the text in line
179 defines ., as the anchor visual ratio.

Limitations:
MCR appears to measure modality sensitivity rather than modality contribution. The authors did not discuss this
limitation in the paper.

Rating: 3: Borderline reject: Technically solid paper where reasons to reject, e.g., limited evaluation, outweigh
reasons to accept, e.g., good evaluation. Please use sparingly.

Confidence: 3: You are fairly confident in your assessment. It is possible that you did not understand some parts of
the submission or that you are unfamiliar with some pieces of related work. Math/other details were not carefully
checked.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

None.
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Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

The rebuttal solves my concerns about the Eq10 and baselines. But the concern about the Figure 2(c) remains.

=
=| Part1 &
=] Official Comment

by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1), Junda Wu
(/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission31159/Authors))

& 30 Jul 2026, 11:44
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer 1c8a

Comment:

Dear Reviewer 1c8a
1. Contribution vs. Sensitivity (Interpreting MCR)

We thank the reviewer for this point, and we think the gap is mainly in how “contribution” is scoped in our
paper. We use “modality contribution” to describe a model behavior, modality preference or bias, namely
how strongly the model’s answer relies on one modality’s evidence relative to the other. This is the quantity
MC? [2] is built to expose, and an existing MC? sample makes it concrete. The dataset gives us a photograph
of a zebra eating, the question “What is the zebra doing?”, and a short text context that MC? has annotated
as conflicting with the image, here saying the zebra is drinking. The model has to answer the question with
both sources in front of it, and because the dataset records the answer each source supports, eating for
the image and drinking for the text, what the model answers tells us which source it followed. Nothing here
is produced by us: the image, the question, the conflicting text, and the answer labels are all part of MC% A
text-leaning model answers drinking, and its MCS is larger on the text side, because perturbing the text
side of the KV cache moves its answer distribution more than perturbing the image side does. The
perturbation acts on hidden representations of these fixed inputs and never alters the image or the text
itself. Steering then adds a visual-preference direction to the hidden states, which shifts which of the two
sources the model follows, and the answer becomes eating. Contribution in our usage is thus reliance at
the level of the produced answer, and it is what steering changes. We agree with the reviewer that this is
not the same as a modality’s contribution to intermediate reasoning, and we do not claim the latter.
Answer-level reliance is also the quantity that preference steering has to act on, so it is the right target for
our diagnostic.

Under this definition, a sensitivity-based score is a standard and theoretically justified way to estimate
contribution. MCS/MCR follows the functional-entropy / log-Sobolev framework of Gat et al. [1], where
modality contribution is quantified by an upper bound in terms of functional Fisher information, which is
explicitly the sensitivity of an output functional to modality-wise perturbations. The same functional-
information view is used to measure feature contribution in model interpretation [3], and to diagnose
which modalities a model actually perceives and uses [4]. We extend this construction to MLLMs by
defining the sensitivity function on the next-token predictive distribution under modality-specific KV-cache
perturbations (Egs. 4-8; Algorithm 1), preserving the same bound structure.

Concretely, for modality m we perturb only that modality’s KV segments and measure how much the
predictive answer distribution changes, via CE(p@(- | z),;po(- | zm)) and the associated gradient energy
with respect to the perturbed KV (Egs. 5-7). If perturbing modality m moves the predictive distribution over
answers substantially, the model’s current answer depends strongly on that modality. Sensitivity measured
this way is therefore not an alternative to answer-level reliance, it is how we operationalize the
measurement of it, which is also the operational notion of contribution used in Gat et al. [1, 3]. The same
identification is standard in recent MLLM work: per-modality influence on the generated token is estimated
from gradient sensitivity [5] or from perturbation-based effects [6] and then used to rebalance modality
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reliance, sensitivity to perturbations of a modality is taken as evidence that the model is properly grounded
in it [7], and metrics named for sensitivity are defined directly as measures of reliance or dependence [8].
MCR then reports the relative vision vs. text share for the same sample.

We also note that AMPS consumes only the relative comparison between the two modalities on the same
instance, not an absolute contribution value: within-sample normalization (Eq. 8) cancels constants shared
by both modalities, and Eq. 10 uses only the deviation of this ratio from a task-level anchor. Empirically,
Figure 6 shows that visual MCR shifts consistently under image- and text-preference prompts, in the
expected direction. In the revision we will state this scoping explicitly where MCR is introduced, and add it
to the limitations, so that MCR is not read as a claim about intermediate reasoning.

Part2

Official Comment

by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1),
Junda Wu (/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more
(/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors))

B 30Jul 2026, 11:45

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
1c8a

Comment:

2. Figure 2 c Analysis

We would like to clarify that the figure already carries the two observations that motivate our
scaling rule, and we will state them more explicitly. Panel c plots visual-to-text steering under
increasing intensity with samples stratified by MCR (caption, “Visual-to-text steering with samples
classified by MCR"). It provides two complementary signals, not a claim that high and low MCR
curves must look globally dissimilar in every metric.

First, failure rises with steering strength, largely across MCR groups. As intensity increases,
generation failures climb for the stratified sets. This indicates that excessively strong steering
harms samples broadly, rather than that MCR itself is a direct predictor of collapse. The paper
used Figure 2c for this point in 84.2, noting that steering uniformly with sufficient intensity can
impair normal inference and lead to generation failure. Relatedly, 83 / Figure 2a document the
same strength-stability trade-off under uniform steering.

Second, preference-shift success relates to MCR. The useful MCR signal in 2c is not different
failure slopes, but that more MCR-balanced samples can often achieve the desired preference
shift at smaller intensity, before entering the high-failure regime. By contrast, more biased
samples typically need a larger intensity to shift preference, and that larger intensity is exactly
where generation failures become more frequent. This sample-wise gap in required intensity is
what motivates instance-aware control in 83 and AMPS in 84.

To further clarify, we added a random-split control on the same pool. If the similarity of the two
curves meant that MCR carries no stratification signal, then partitioning the same samples at
random should separate them just as well. It does not. We re-partitioned the same 100-sample
pool 50/50 at random and re-ran the identical sweep (text-to-visual steering, visual response %;
generation failure dominates for s > 30, so s = 10-25 is the informative range).

Visual response (%) s=10 s=15 s=20 s=25 s=30
MCR split — low visual MCR 34 46 48 48 4
MCR split — high visual MCR 38 48 54 34 2
Random split — group A 32 48 52 26 4

Random split — group B 34 46 48 34 4
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The two random halves are near-indistinguishable in shape: both peak at s=20 and both lose
most of the shift by s=25. Under MCR stratification the two groups instead differ in where their
effective intensity lies. The low-MCR group is already near its maximum at s=15 and holds it
through s=25, whereas the high-MCR group has a single narrow optimum at s=20 and falls
from 54 to 34 by s=25. The quantity Eq. 10 depends on, the intensity at which a sample attains
and retains its preference shift, therefore separates under MCR and does not separate under a
random partition of the same samples. This is the concrete sense in which panel c supports the
central hypothesis, and it is not visible in the failure slopes that the two groups do share.

Putting the two observations together, because strong steer is broadly damaging, but successful
preference transfer is attainable at lower intensity for MCR-balanced cases, we should down-
scale steering when a large intensity is unnecessary. That is the design rationale for the MCR-
conditioned scaling in Egs. 10-12 and AMPS. Downstream, removing this scaling weakens
preference control (Tables 2-3 / Figure 7b). Complementarily, Figure 7a shows that under a
shared intensity sweep, conventional L2S cannot close the gap to AMPS by simply increasing
strength. Its failure rate rises while preference accuracy still lags, consistent with over-steering
samples that Figure 2 indicates can succeed at milder intensity.

We will add more discussion around Figure 2c to spell out this two-part reading and the resulting
logical link to adaptive scaling, add the random-split control above as the accompanying null
comparison, and make clear that the panel should not be read as “qualitatively similar curves
imply no MCR signal”.

~ Replying to Part2
part3

Official Comment

by Authors (® Rui Wang (/profile?id=~Rui_Wang25), Zihan Huang (/profile?id=~Zihan_Huang1),
Junda Wu (/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Rohan_Surana1), +4 more
(/group/edit?id=NeurlIPS.cc/2026/Conference/Submission31159/Authors))

B 30Jul 2026, 11:46

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
1c8a

Comment:

3. What AMPS Steers: Model Behavior, Not Input Evidence

This is a helpful comment, and we believe the apparent counterintuitiveness comes from a
difference in what the intervention is assumed to act on. We should have made this scope
explicit in the paper.

The reviewer’s intuition holds for an intervention applied to the visual evidence itself, for example
attenuating, masking, or editing the image input. In that channel, a model that relies heavily on
vision responds strongly to a small change in the visual input, so a milder manipulation suffices
to move its answer. AMPS does not act on the input. It adds a preference direction to hidden
states and shifts the model’s latent modality preference, i.e., which modality the model chooses
to follow, under the MC? preference-control setting [2]. In this channel, a high visual MCR means
the model's answer behavior is strongly committed to the visual evidence, so flipping that
behavior toward text requires overcoming a larger existing bias, hence a larger steer. The two
readings are therefore not in conflict: intervening on the input scales with how sensitively the
output responds to that modality’s evidence, whereas intervening on the representation scales
with how far the current preference sits from the target preference. MCR is used as a proxy for
the latter, which is what governs preference-shift difficulty in our setting.

The two observations in Figure 2 then support the specific form of Eq. 10. First, the failure rate
rises mainly with steering intensity and behaves similarly across MCR groups, so generation
collapse is driven by how hard we steer rather than by an MCR-specific fragility of high-visual-
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reliance samples. Down-scaling high-MCR samples would thus not be an effective way to control
collapse. Second, the intensity needed for a successful preference shift does depend on MCR:
more modality-balanced samples often shift at milder strength, before entering the high-failure
regime, while more imbalanced samples need larger intensity to shift at all. Together these imply
that intensity should be allocated per instance, and that the samples to steer less are those that
can already shift at mild strength.

Eqg. 10 implements exactly this. Deviation from the task-average visual MCR serves as a proxy for
preference-shift difficulty, so more imbalanced samples receive a larger scale and more balanced
samples a smaller one. It is not a fragility score, and reducing steer-induced failures is a
consequence of not over-steering easy-to-shift samples rather than the targeting criterion itself.
We will state this intervention scope and the Figure 2 reasoning explicitly where Eq. 10 is
introduced in the revision.

4. Table 1 Baseline Definitions

Table 1 follows the evaluation setting and baseline taxonomy of the MC? benchmark [2].
Concretely, MLLM-only is the frozen backbone with no preference intervention (MC%s “MLLM" /
zero-shot direct response). InstDesign / CoT / Few-shot are MC*s prompt-based preference-
modification baselines. The Qwen-named rows without AMPS are the MC?reported steered
results on the backbone used by the benchmark for that preference direction—not a second
unsteered base, and not a different experimental recipe of ours. -AMPS means our method,
added on top of this MC? comparison setting. Thus “MLLM-only” vs. the Qwen-named rows is the
same contrast as MC?s unsteered MLLM vs. their steered method. The two backbone names
come from MC?s per-direction protocol; to avoid this confusion we reran the vision-direction
steering baseline on Qwen2.5VL-7B (with AMPS still improving over it, 55.8 - 73.0 Total), and in
the revision we will report the whole table on Qwen2.5-VL and make these baseline definitions
explicit in the caption and row labels.

Visual preference block
Row Act. Attr. Color Count. Obj. Pos. Sent. Sport Total

Qwen2.5VL-7B (steering) 46.8 49.6 74.4 36.8 84.0 49.2 30.8 74.8 55.8

Qwen2.5VL-7B-AMPS 67.6 68.0 856 66.8 88.8 71.2 528 832 73.0
Text preference block
Row Act. Attr. Color Count. Obj. Pos. Sent. Sport Total

Qwen2.5VL-7B (steering) 69.6 67.6 84.4 50.8 82.8 576 548 41.2 63.6

Qwen2.5VL-7B-AMPS 83.2 80.8 68.0 77.6 50.8 82.0 96.8 704 76.2
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AMPS: Adaptive Modality Preference Steering via Functional Entropy | OpenReview
5. Anchor Symbol Typo (Line 179)
We will unify the anchor visual-ratio symbol in equation and surrounding text in the revision.
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Comment:

Thank you for the responses. However, I still find an inconsistency between the explanation of "3.

What AMPS Steers: Model Behavior, Not Input Evidence" and Egs. (10)-(12). The rebuttal argues
that a sample with high visual MCR requires a stronger steer to overcome its visual preference
and shift the model toward text. This intuition supports scaling a text-directed steering vector
more strongly as (r_v) increases. However, Eq. (12) defines the target steering vector as

rO[I, T, P,] — hO[I, T, P;], which appears to be a vision-directed steering vector. Combined
with Eq. (10), a higher visual MCR therefore produces a stronger vision-directed vector, rather
than a stronger text-directed vector as described in the rebuttal. Please clarify how Egs. (10)-(12)
are applied for the two steering directions—for example, whether the prompt order is reversed
or the sign of the vector/scaling coefficient is changed for visual-to-text steering.

Atlgol{’lécp(a)?ne_c? %ewﬁ%igﬁ Pgr%%ent by Reviewer 1c8a Contact (/contact)
tte#(gfgpeaﬁqm\gﬁw.ﬁst@ﬁms Hosting a Venue (/group?

sta rtegf/fflgggggrrﬁ%ﬁtsked—questions) id=OpenReview.net/Support)

byZpuineis @ Rpoksu ¢iprofilezid=-Rui_Wang25), Ziaamiusfig s (pégatkeetia)_HReivaity Policy

Junda Wu (/profile?id=~Junda_Wu1), Rohan Surana (/profile?id=~Roha % + ore
(/group/edit?id=NeurIPS.cc/2026/Conference/Submission311 59/Auth§¢s ygﬁﬁﬂva”tm
EAIB eguezd/venaes) Donate (/donate)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
1c8a

https://openreview.net/forum?id=sebyXeDUnB#discussion

22/23


https://openreview.net/profile?id=~Rui_Wang25
https://openreview.net/profile?id=~Rui_Wang25
https://openreview.net/profile?id=~Zihan_Huang1
https://openreview.net/profile?id=~Zihan_Huang1
https://openreview.net/profile?id=~Junda_Wu1
https://openreview.net/profile?id=~Junda_Wu1
https://openreview.net/profile?id=~Rohan_Surana1
https://openreview.net/profile?id=~Rohan_Surana1
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission31159/Authors
https://openreview.net/about
https://openreview.net/about
https://openreview.net/contact
https://openreview.net/contact
https://docs.openreview.net/getting-started/frequently-asked-questions
https://docs.openreview.net/getting-started/frequently-asked-questions
https://docs.openreview.net/getting-started/frequently-asked-questions
https://openreview.net/group?id=OpenReview.net/Support
https://openreview.net/group?id=OpenReview.net/Support
https://openreview.net/group?id=OpenReview.net/Support
https://openreview.net/sponsors
https://openreview.net/sponsors
https://openreview.net/legal/terms
https://openreview.net/legal/terms
https://openreview.net/legal/privacy
https://openreview.net/legal/privacy
https://openreview.net/venues
https://openreview.net/venues
https://openreview.net/donate
https://openreview.net/donate

9/25/26, 11:10 AM

AMPS: Adaptive Modality Preference Steering via Functional Entropy | OpenReview
Comment:

‘ k! MansuR é?fr%iﬁﬂﬁff%8‘8%%‘-‘6?&éék%%c.‘%l’il‘sr&%gﬂ/%Rﬁ%%%dtBFr%réﬁé{ieer%ot
a miYH eI NRERHRTR St b Al Jral ! X@fﬁ%‘%"#&%ﬂ?tﬁ%‘e‘* PLERIEL GRS QRERREHSY. (12)
should be text minus visu%ﬁ"%% M(%I%%%\ée(s)g%?r%eﬁ/éeevysteer toward text, as
described in our earlier response. Across the two steering directions, the pair order in Eq. (11)
and the MCR entering Eq. (10) flip together, so «y always measures how far the current preference

sits from the target.

In the revision we will correct the term order and restate Egs. (10)-(12) in a generic biased-
modality / target-modality notation to eliminate ambiguity, updating Figure 4 at the same time.
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