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TL;DR: We train an offline memory consolidator that periodically rewrites a language agent's accumulated experience into a
compact, transferable bank, matching or beating strong baselines with an order-of-magnitude smaller memory footprint.
Abstract:

Language agents increasingly operate over streams of related tasks, yet existing memory systems struggle to convert
accumulated experience into reusable knowledge. Retrieval-augmented and structured memory methods record per-session
observations effectively, but often couple acquisition and consolidation into a single online process, leaving the agent without
a global view across sessions to discover recurring patterns, abstract shared procedures, or prune redundant entries. Inspired
by complementary learning systems theory, we propose Auto-Dreamer, a learned offline consolidator for language-agent
memory. Auto-Dreamer decouples fast per-session memory acquisition from slow cross-session consolidation. Given a region
of a typed memory bank, the consolidator performs bounded tool-use to search memory, inspect candidate entries, and trace
them back to raw source trajectories, synthesizing provenance-grounded replacement memories that supersede the original
region. We train Auto-Dreamer via GRPO, using end-to-end agent performance as the reward signal to learn how to
consolidate memories acquired through fast online experience. Trained on ScienceWorld trajectories alone, Auto-Dreamer
transfers without retraining to held-out ALFWorld and WebArena, improves task success over fixed, RL-trained, and prompted
memory baselines in both continual-memory deployment and fixed-bank consolidation, and does so with an active memory
bank an order of magnitude smaller than competitive baselines.
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® Program Chairs, Authors k% Revisions (/revisions?id=yVv4NA83DN)

Decision: Accept (poster)

Metareview:

Thank you for submitting your work to NeurIPS 2026. The reviewers appreciated the well designed counterfactual
reward for compact memory generation and the strong zero shot transfer results from ScienceWorld to ALFWorld and
WebArena. The two timescale framing was also seen as a very clean formulation.

However, the reviewers raised several valid concerns that are currently keeping the scores in the borderline reject
territory. Please focus your rebuttal on the following prioritized points.

1/ True computational cost. Please address reviewer ZA4s and reviewer AeN1's concerns regarding the hidden
compute cost of the 14B offline consolidator. The efficiency claims currently rely on active bank token savings, but you
need to provide a complete cost ledger comparing the consolidation time compute against the retrieval tokens saved.

2/ Statistical significance and baseline matching. Please address reviewer AeN1's observation that the improvements
on ALFWorld and WebArena appear to fall within the confidence intervals of the strongest baselines, and provide
standard deviations for the main results. Additionally, address reviewer ZA4s's concern that comparisons with strong
baselines like UMEM and Mem-a conflate the method with the backbone scale, and provide backbone matched
baselines.

3/ Isolating the performance gains. Please address reviewer CEuG's request for an ablation that separates the effects
of the multi trajectory input from the multi step tool use. This will help clarify which specific design choice actually
drives the performance gain.

4/ Clarifying novelty and missing related work. Please address concerns from reviewer ZA4s and reviewer CEuG that
the novelty claims regarding the two timescale formulation are overstated, as prior works like LightMem and
AutoManual already use this structure. Please update your claims accordingly and engage with the missing related
work pointed out by reviewer AeN1, such as ACE, JEF-Hinter, and AutoGuide. It would also be helpful to address
reviewer CEuG's suggestion to justify the RL trained approach by comparing it to prompting based methods like
AutoManual.

For the rebuttal, you do not need to train the consolidator on new domains from scratch, but please focus entirely on
clarifying the costs, statistical significance, and running the targeted ablations on your existing setup.

If the true computational costs and the statistical significance of the baseline comparisons can be successfully
addressed, that would be an important consideration as we discuss the paper.

Final Justification:
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I have carefully reviewed the authors' rebuttal and the extensive subsequent discussions with the reviewers. The
Program Chairs flagged this submission for an override review, likely due to its initial negative trajectory, butI am
pleased to report that the authors provided an exceptionally thorough and convincing rebuttal that successfully
flipped the entire consensus. All three reviewers raised their scores to the acceptance range (4, 5, 4).

Specifically, the authors resolved the core issues identified in the initial meta-review as follows:

* True computational cost: The authors provided a comprehensive per-episode FLOPs ledger comparing all baselines.

They successfully demonstrated that, even when accounting for every pass of the 14B consolidator, Auto-Dreamer has
the lowest end-to-end compute cost because its higher-quality memory significantly shortens task rollouts. Reviewers
ZA4s and AeN1 confirmed this resolved their efficiency concerns.

« Statistical significance and baseline matching: The authors evaluated the method across 5 shared task orderings,
providing standard deviations and proving that their improvements over the strongest baselines are statistically
significant (p < 0.05). Furthermore, they clarified that their UMEM baseline was already backbone-matched at
Qwen3-14B and retrained in-domain, quelling concerns about unfair scale comparisons.

+ Isolating the performance gains: The authors ran the requested 2 X 2 ablation to separate multi-trajectory evidence
from multi-step tool-use. This ablation revealed a strong interaction effect (+4.8 points), proving that cross-trajectory
evidence enables abstraction, while tool-use is necessary to fit that evidence into the context budget. Reviewer CEuG
was highly satisfied with this analysis.

+ Clarifying novelty and missing related work: The authors appropriately narrowed their novelty claim, removing the
assertion that the two-timescale structure itself is novel, and instead properly framing their contribution around the
learned, multi-step tool-using consolidator with counterfactual credit assignment. They also added ACE and
AutoManual as prompted baselines, proving that prompting alone is insufficient (and sometimes harmful) for long-
horizon memory compaction.

Given the exhaustive empirical evidence provided in the rebuttal and the unanimous agreement among the reviewers
that their concerns were fully addressed, overruling the initial negative trajectory is strongly justified. The paper
presents a highly effective, compute-efficient, and rigorously evaluated framework for LLM agent memory
consolidation.

Citation Checker by Program Chairs
Citation Checker by Program Chairs @ 04 Aug 2026, 11:25 (modified: 04 Sept 2026, 22:19)
® Program Chairs, Senior Area Chairs, Area Chairs, Authors [l Revisions (/revisions?id=CeVy9jjTXT)

Comment:
Automatically flagged references

Here we list the references that were automatically flagged by our checker. Note that our checker may miss many
hallucinated references, and some of the listed references may have been flagged erroneously. It is therefore
crucial that you check them manually, following the guidance above. We rely on the Area Chairs to decide
whether these constitute violations of responsible authorship.

For papers falling into either of the following categories, we expect your default recommendation to be a rejection on
the grounds of irresponsible authorship. This is strong presumption rather than a strict rule; as the Area Chair, you
retain discretion, and may recommend otherwise where the specific circumstances of a paper warrant it:

1. The paper contains at least two hallucinated references according to the criteria described below the report.
2. The paper contains one hallucinated reference and there is some additional evidence of Al slop.

If a paper has only one problematic reference, but no additional concerns about the quality of the paper or its
presentation, please simply alert the authors in your meta-review.

Please complete the form “Hallucinated References Investigation” to communicate the results of your investigation
prior to completing your meta reviews.
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Citation Checker Report
Reference Check Summary

0/43 problematic references.

Hallucinated/problematic reference criteria
These are adopted from ICLR and ICML 2026 hallucinated reference guidance:

e Ifyou are unable to find any document or publication with a title anywhere near the one provided in the
reference, it should be considered hallucinated. Minor differences in title should not be considered evidence of a
hallucinated reference.

¢ If the reference's authors are only slightly incorrect, e.g., a few subtle misspellings, missing a few authors, or
wrong authorship order, we do not consider this to imply a hallucinated reference, but please let the submission's
authors know in your meta-review that they should fix this issue.

¢ If the author list has additional issues, e.g., added authors that are not actually authors of that publication or
missing a large fraction of authors, then the reference should be considered hallucinated.

e Ifthe reference's venue is a real venue but is incorrect for that reference, we do not consider this to imply a
hallucinated reference, but please tell the submission's authors in your meta-review, these include wrong journal
name, arXiv ID, etc.

» If there is no evidence that the reference's venue exists, the reference should be considered hallucinated.

¢ Finally, we note that there are many generic references that refer to existing artifacts (e.g. "GPT-40, OpenAl et al.
2024") but do not refer to any real document. These are fine.

e Even with the above guidelines in mind, there will likely be some borderline cases. Please bring those up with
your SAC if you need additional guidance.

Official Review of Submission29081 by Reviewer ZA4s

Official Review by Reviewer ZA4s { 25 Jun 2026, 21:45 (modified: 24 Sept 2026, 10:13)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZA4s
K Revisions (/revisions?id=ca1hx3CiL9)

Summary:

This paper proposes Auto-Dreamer, a two-timescale memory system for LLM agents. A frozen, prompted writer
appends typed entries to a bank after each session; a learned offline consolidator periodically rewrites a working
region of the bank. Consolidation is framed as region rewriting. The consolidator runs a bounded tool-use rollout and
the region Ris replaced by the synthesized set S. It is trained with GRPO using a reward that combines downstream
task return from a frozen agent with a counterfactual utility term estimated by random memory masking, which
rewards load-bearing entries and suppresses redundant ones. For the experiments, it is trained on ScienceWorld
trajectories only, and evaluated without retraining on ScienceWorld, ALFWorld, and WebArena, in continual-
deployment and fixed-bank regimes, against ten baselines across seven families. As a result, Auto-Dreamer achieves
best or tied task success in all three domains, an active bank roughly an order of magnitude smaller than competitive
baselines, and cross-domain/cross-writer-backbone transfer. Ablations isolate the consolidation operator and the
counterfactual term; two detailed case studies show the mechanism qualitatively.

Contribution Type: General: Most submissions will fall into this type.

Strengths And Weaknesses:

Strengths: The two-timescale framing is clean, and casting consolidation as a single region-rewriting operation is a
tidy formulation. The counterfactual-dropout reward is sensible, and the Figure 2c/2d ablation is a cleanest causal
result. With the term the bank self-prunes while score holds; without it, it grows monotonically. Baseline coverage is
broad and the reproducibility hygiene is great. The two case studies are valuable, they show why compactness arises
and dissociate it from usefulness by recovering negative avoid-distractor lessons that success-only induction misses.

Weaknesses:
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1. The novelty is limited.Offline/periodic consolidation is not new where LightMem is explicitly two-timescale, Memp
revises procedures, MemO runs ADD/UPDATE/DELETE, and ReasoningBank/Expel already abstract across
trajectories. The actual delta is narrow, learning the consolidation operator via region-rewriting + a
counterfactual reward. That's a worthwhile increment, but the paper frames it as a categorical shift that
overstates the gap.

2. The efficiency story is partly self-defeating. The headline is a 10x smaller active bank, i.e. fewer retrieval tokens,
but that saving is bought with a dedicated 14B consolidator invoked every k sessions, whose offline forward
passes are more expensive than the retrieval tokens saved. The paper doesn't account for this, there's no
consolidation-time compute, no comparison against a small/prompted consolidator, and no like-for-like cost
ledger.

3. The strongest competitors are also the least controlled. UMEM and Mem-a are the strongest competitors on
WebArena, which happens to be the one domain where Auto-Dreamer's lead is thinnest; and they runon a
different size model than the 14B consolidator, so the comparison conflates method with backbone scale.
Relatedly, the task agent itself changes across domains, which the paper frames as a transfer strength but which
also means WebArena outcomes are partly attributable to the proprietary agent's quality rather than to the
consolidator.

Quality: 3: good
Clarity: 3: good
Significance: 3: good
Originality: 3: good
Questions:

1. Could you please report consolidation-time compute alongside retrieval-token savings, and compare against the
small or prompted consolidator? Does the net compute still favor Auto-Dreamer once the 14B offline passes are
counted?

2. Could you provide backbone-matched strong baselines on the held-out domains?

Limitations:
yes

Rating: 4: Borderline accept: Technically solid paper where reasons to accept outweigh reasons to reject, e.g., limited
evaluation. Please use sparingly.

Confidence: 4:You are confident in your assessment, but not absolutely certain. It is unlikely, but not impossible,
that you did not understand some parts of the submission or that you are unfamiliar with some pieces of related
work.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

No anonymity or page-limit violations were otherwise observed.

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

My concern about computational cost on W2/Q1 is solved by the well-covered table, and I accept the clarification of
the UMEM baseline. I'm raising up the score from 3 to 4 now.

=
=| Following up before the discussion period closes
Official Comment

by Authors (® Yining Zhao (/profile?id=~Yining_Zhao2), Haofei Yu (/profile?id=~Haofei_Yu1), Yu Wang
(/profile?id=~Yu_Wang24), Ge Liu (/profile?id=~Ge_Liu2), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission29081/Authors))

B 02 Aug 2026, 23:40 (modified: 02 Aug 2026, 23:42)
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZA4s
Kl Revisions (/revisions?id=PcN1TOmguWw)

Comment:

Dear Reviewer ZA4s,

https://openreview.net/forum?id=SR1n2zkaBO#discussion 5/19


https://openreview.net/profile?id=~Yining_Zhao2
https://openreview.net/profile?id=~Yining_Zhao2
https://openreview.net/profile?id=~Haofei_Yu1
https://openreview.net/profile?id=~Haofei_Yu1
https://openreview.net/profile?id=~Yu_Wang24
https://openreview.net/profile?id=~Yu_Wang24
https://openreview.net/profile?id=~Ge_Liu2
https://openreview.net/profile?id=~Ge_Liu2
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission29081/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission29081/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission29081/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission29081/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission29081/Authors
https://openreview.net/revisions?id=PcN1T0mguW
https://openreview.net/revisions?id=PcN1T0mguW

9/25/26, 11:07 AM Auto-Dreamer: Learning Offline Memory Consolidation for Language Agents | OpenReview

With the discussion period closing tomorrow, we wanted to check in once more. If any point would benefit
from further clarification or analysis, we can still run it today.

If instead you feel the concerns have been resolved, we would be grateful if you could update the score to
reflect that. Either way, thank you for the review and it materially improved the paper.

Official Comment by Authors

Official Comment

by Authors (® Yining Zhao (/profile?id=~Yining_Zhao2), Haofei Yu (/profile?id=~Haofei_Yu1), Yu Wang
(/profile?id=~Yu_Wang24), Ge Liu (/profile?id=~Ge_Liu2), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission29081/Authors))

&m 01 Aug 2026, 14:49 (modified: 01 Aug 2026, 14:52)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZA4s
Kl Revisions (/revisions?id=bZvrQMEV29)

Comment:
Dear Reviewer ZA4s,

As the discussion period nears its end, we wanted to follow up and check whether our rebuttal has
addressed your concerns. We are grateful for the care that went into your review and several of the
additions below came directly out of your questions.

Briefly: on Q1, we now report a complete per-episode compute ledger over all evaluated baselines, in which
Auto-Dreamer has the lowest end-to-end compute in both domains once every consolidator pass is
counted. On Q2, our UMEM baseline is already backbone-matched at Qwen3-14B and retrained in-domain
rather than used off the shelf; we have added WebArena results at that scale. We have also clarified the
positioning relative to prior two-timescale and learned-memory work, including where each of them breaks
down under long-horizon deployment.

We would be glad to run any further analysis that would be helpful. If you feel your concerns have been
resolved, we would greatly appreciate it if you could reconsider the score.

Thank you again for the thorough and detailed review.

Rebuttal by Authors

Rebuttal

by Authors (® Yining Zhao (/profile?id=~Yining_Zhao2), Haofei Yu (/profile?id=~Haofei_Yu1), Yu Wang
(/profile?id=~Yu_Wang24), Ge Liu (/profile?id=~Ge_Liu2), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission29081/Authors))

B 28 Jul 2026, 04:32 (modified: 28 Jul 2026, 07:22)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

K} Revisions (/revisions?id=zTchrsD5xu)
Rebuttal:

Positioning Relative to Prior Work (W1)

We thank the reviewer for this careful reading. We agree the two-timescale organization has precedents
and will revise the wording accordingly, and that Memp revises procedures, MemO supports CRUD, and
ReasoningBank and Expel abstract across trajectories; we do not claim any of these individual
capabilities as novel. We accept the reviewer's characterization of the delta — learning the consolidation
operator via region rewriting plus a counterfactual reward, and will revise the framing to match.

What we would add is why this delta has consequences rather than being one more variant. Our
contribution is a train-offline, deploy-online framework for learned slow consolidation that stays
effective and memory-bounded under long-horizon continual deployment. Below we identify where
existing approaches break down, and how region rewriting and its credit assignment jointly address it.
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Existing two-timescale methods are not deployable over long horizons, and they fail in two opposite
directions. LightMem accumulates without retiring: its bank reaches 130k tokens on ALFWorld and 272k
on ScienceWorld, and in a matched single-category run grows to 265 active entries while Auto-Dreamer
stabilizes at 14 at equal task success, at over 12x our wall-clock. AutoManual and ACE, which we
implemented under our LLM setup, fail the other way: they compress aggressively (324 and 2,318 tokens
on ALFWorld) but neither beats the unconsolidated writer-only bank, and on ScienceWorld both fall below
the no-memory agent. Compaction and utility are not obtained together by prompting alone.

Region rewriting addresses the first failure by making retirement structural rather than a decision.
Each consolidation maps a region to a replacement set and retires the original, so information survives
only if re-synthesized. Under CRUD semantics entries persist unless explicitly deleted, and bounding
growth requires many correct deletion decisions taken with local evidence. The bounded rewrite is also self-
contained and directly evaluable, so the action optimized offline is the action executed online.

Counterfactual masking addresses the second failure by making the surviving entries load-bearing
rather than merely few. It masks a fraction of entries from each replacement set and measures the
performance drop: masking a load-bearing entry hurts, a redundant one does not because the duplicate
remains, and a harmful one helps and receives negative credit. Without this term the bank grows
monotonically during training; with it, bank size rises and then falls, at no measurable cost in task success
(Fig. 3c,d).

This is also why training a memory policy is not by itself sufficient. UMEM and Mem-a optimize a write
or update policy against downstream feedback, but neither objective is a function of bank size: a single
CRUD action produces a single entry, so redundancy among entries cannot be expressed within it. Our
counterfactual term is computed within a replacement set, which is what makes per-entry redundancy
detectable — and that is only possible once the action produces a set rather than an edit. On ALFWorld,
where UMEM is trained in-domain at matched backbone (Qwen3-14B) and Auto-Dreamer is zero-shot,
UMEM reaches 58.4 SR with a 62,947-token bank and Mem-a 57.4 with 125,635, against our 60.2 and
10,954.

Table A contrasts Auto-Dreamer with the two closest lines of prior work.

Table A
Offline-
Region trained
Multi- rewriting Counterfactual consolidator
Separate step with credit within - frozen
slow tool- Downstream structural rewritten continual
Category Method consolidation use task reward retirement region deployment
Prompted LightMem v X X X X X
two-
timescale
AutoManual v X X X X X
Learned UMEM X X v X X X
memory
management
Mem-a X X v X X X
Learned slow Auto- v v v v v v

consolidation Dreamer

We will incorporate Table A and the revised contribution statement into the related work section.
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Computational Cost (W2, Q1)
We agree this belongs in the paper and now report a complete ledger.

First, on bank size. Our retrieval uses top-k=3 under a token cap, so a smaller bank does not reduce per-
step context tokens. Bank size is therefore not a cost claim but a quality claim, and is precisely what we
train for: the counterfactual-dropout reward keeps entries whose removal changes behavior and drops
those whose removal does not, so the three retrieved slots carry three distinct load-bearing facts rather
than three paraphrases of one. We will restate it in the abstract as a retrieval-precision property.

All figures are FLOPs per episode (2:N-T), amortized over the full stream.

Table B: Compute ledger. x is total relative to Auto-Dreamer.

Method Sci memory Sci total x ALF memory ALF total x

Auto-Dreamer 2.68e13 1.81e14 1.00 1.39e14 1.29e15 1.00
Mem-a 1.98e13 1.93e14 1.06 1.07e14 1.31e15 1.02
No memory 0 1.97e14 1.09 0 2.33e15 1.81
UMEM 1.93e13 2.11e14 1.17 1.18e14 1.43e15 1.11
Memp 8.90e13 2.27e14 1.25 2.84e14 2.66e15 2.06
Reflexion 4.68e13 2.40e14 1.32 2.53e14 1.94e15 1.51
Prompt-only 2.34e13 2.47e14 1.37 1.11e14 1.8%15 1.47
AWM 9.27e13 2.75e14 1.52 5.21e14 2.72e15 2.11
ReasoningBank 1.36e14 3.10e14 1.71 5.71e14  2.97e15 2.30
ExpelL 1.51e14 3.55e14 1.96 4.67e14 2.57e15 1.99
MemO 6.53e14 8.18e14 4.51 2.29e15 4.63e15 3.59
LightMem 9.55e14 1.15e15 6.35 4.34e14 2.82e15 2.19

1. Counting every 14B pass, Auto-Dreamer remains the cheapest method in both domains,
dominating all ten baselines on the success-compute plane including no-memory. Two reasons: (a) our
memory-side cost is 2.68e13 on ScienceWorld against 9.55e14 for LightMem, which is also two-timescale
with a consolidator, and 6.53e14 for MemO; (b) better memory ends episodes sooner. Against UMEM on
ALFWorld we spend 2.1e13 more on memory and 1.6e14 less on rollout, a 9.8% net reduction, while
success differs by only 1.8 points — at a 50-step cap that explains at most 2-3%, the rest coming from
shorter episodes.

Of that, the consolidator accounts for 0.97e13 on ScienceWorld and 0.35e14 on ALFWorld: 36% and 25% of
memory-side, and 5.4% and 2.7% of end-to-end compute per episode. A single event costs 9.7e13 and
2.8e14, at k=10 and k=8. The rest is the per-session writer, which every baseline in Table B also pays.

2. A cheaper consolidator does not buy cheaper end-to-end compute — it costs more. The prompt-only
variant (identical backbone, scaffold, and rollout budget; no RL) is 0.87%/0.80x our memory-side cost but
1.37%/1.47% our total, because weaker memory lengthens rollouts by 45%/55%. Training the consolidator
pays for itself in compute, not only in task success; the gain comes from training rather than from
spending the forward passes.

3. Memory-side compute is a small share of the pipeline: 14.8% on ScienceWorld, 10.8% on ALFWorld,
under 5% on WebArena. Apart from a few unusually expensive baselines, memory operations sit an order
of magnitude below task-agent compute on longer horizons, so the consolidator's absolute cost is not the
binding constraint; small gains in task success dominate the ledger.
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Baseline Control (W3, Q2)

We thank the reviewer for pressing on this, and we would like to clarify three points.

1. On backbone scale. UMEM in our experiments is Qwen3-14B, identical in scale to our consolidator and
larger than the 1B/4B Mem-Optimizer in the original paper. We also retrained it on ScienceWorld and
ALFWorld trajectories rather than using the released MMLU-trained checkpoint, so it is not evaluated out of
distribution. It is thus a scale-matched baseline that we deliberately strengthened, and on ALFWorld it is
trained in-domain while Auto-Dreamer is zero-shot from ScienceWorld.

2. 0n Mem-a. We used the released 4B checkpoint. Retraining both RL baselines at 14B exceeded our
compute budget, so we concentrated it on UMEM, which targets the same online bank-evolving setting and
is the stronger of the two on both domains; Mem-a optimizes short-term memory from input streams and
is the less direct comparison. Its numbers should be read as a lower bound. We will report each baseline's
parameter count in the main table so method and scale can be separated.

3. On the task agent varying across domains. This is a fair point and we will make the setup explicit.
Within each domain the task agent is identical across all methods, so it cannot account for any difference
between Auto-Dreamer and a baseline; it affects only comparability of absolute numbers across domains.
We will no longer present cross-domain agent variation as evidence of transfer.

We also note that UMEM and Mem-a were omitted from the WebArena column (Table 1, footnote t). We
have since run UMEM there at Qwen3-14B, across five task orderings shared with Auto-Dreamer.

Table C: WebArena, five task orderings (mean + SD)
Method Backbone SR (%)

Auto-Dreamer Qwen3-14B 52.14 + 1.35

UMEM Qwen3-14B 47.86 £ 1.35

Paired over orderings the margin is +4.27 points (95% CI [0.92, 7.63], t(4)=3.54, p=0.024). At matched
backbone UMEM does not lead on WebArena, so the Table 1 comparison is not confounded by scale.

We thank the reviewer again — the cost ledger and backbone clarification came directly out of these
questions. If anything here is unclear, or if further questions arise, please do not hesitate to ask, we are
happy to run further analyses during the discussion period.

Official Review of Submission29081 by Reviewer AeN1

Official Review by Reviewer AeN1 g 25 Jun 2026, 21:31 (modified: 24 Sept 2026, 10:13)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer AeN'
B Revisions (/revisions?id=mNJaVWx68q)

Summary:

Auto-Dreamer is designed to tackle the memory consolidation challenge in LLM agents. The authors propose a
learned offline consolidator that synthesize memory replacements. The consolidator is trained via GRPO using
downstream task reward plus a counterfactual dropout reward that penalizes redundancy, trained only on
ScienceWorld, and evaluated zero-shot on ALFWorld and WebArena.

Contribution Type: General: Most submissions will fall into this type.

Strengths And Weaknesses:

The problem of memory consolidation and formalizing it as region rewriting is well-motivated. Showing that training
AutoDreamer on ScienceWorld only can generalize to ALFWorld and Webarena without futher updates could be
interesting. The idea of using counterfactual reward looks like effective avoiding the memory bank to grow
monotonically. Experiment section is also extensive Including ten baselines and ablation studies isolating the
contribution of each component.
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My only concerns are as follows:

e The main table dose not include any notion of standard deviation or CIs. However, from Table 21, the ALFWorld
and WebArena improvements (which are important to prove generalization) both seems to fall within CI of the
strongest baseline. Therefore, I would the claim is not fully supported.

e Total training costs and inference cost per-consolidation are not reported in the main text which makes it difficult
to understand the feasibility of the approach.

¢ Related work section is missing some relevant work including [1, 2, 3] especially ACE which uses a curator to
consolidate memory items.

[1] Agentic Context Engineering: Evolving Contexts for Self-Improving Language Models
[2]1JEF-Hinter: Leveraging Offline Knowledge for Improving Web Agents Adaptation
[3] AutoGuide: Automated Generation and Selection of Context-Aware Guidelines for Large Language Model Agents

Quality: 3: good
Clarity: 3: good
Significance: 3: good
Originality: 2: not good
Questions:
¢ Have you analyzed the sensitivity of the approach on region selection method? For example, what happens if the
region selection was limited to only recent retrieved regions?
e How AutoDream compares to RL-trained writers in terms of wall-clock and compute cost?

Limitations:
yes

Rating: 5: Accept: Technically solid paper, with high potential value on at least one sub-area of Al or moderate-to-
high impact on more than one area of Al, with good-to-excellent evaluation, resources, reproducibility, and no
unaddressed ethical considerations.

Confidence: 3:You are fairly confident in your assessment. It is possible that you did not understand some parts of
the submission or that you are unfamiliar with some pieces of related work. Math/other details were not carefully
checked.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

None

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

My initial assessment were based on three gaps: no variance estimations on held-out domains, no cost analysis, and
some missing related work. The rebuttal addressed all three. Significance tests across five task orderings support the
generalization claim, the new FLOP analysis shows Auto-Dreamer is cheapest end-to-end, and the added JEF-
Hinter/ACE/AutoManual baselines close the citation gap.

I also weighed Reviewer ZA4s's novelty objection. The authors conceded this rather than rebutting it which is fair. I
believe their evaluation is solid showing significant savings in cost and memory bank sizes with cross-domain
generalization.

=
E Following up before the discussion period closes

Official Comment

by Authors (® Yining Zhao (/profile?id=~Yining_Zhao2), Haofei Yu (/profile?id=~Haofei_Yu1), Yu Wang
(/profile?id=~Yu_Wang24), Ge Liu (/profile?id=~Ge_Liu2), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission29081/Authors))

B 02 Aug 2026, 23:44
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer AeN'1

Comment:
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Dear Reviewer AeNT1,

With the discussion period closing tomorrow, we wanted to check in once more. If any point would benefit
from further clarification or analysis, we can still run it today.

If instead you feel the concerns have been resolved, we would be grateful if you could update the score to
reflect that. Either way, thank you for the review and it materially improved the paper.

=
=| Official Comment by Authors
=] Official Comment
by Authors (® Yining Zhao (/profile?id=~Yining_Zhao2), Haofei Yu (/profile?id=~Haofei_Yu1), Yu Wang
(/profile?id=~Yu_Wang24), Ge Liu (/profile?id=~Ge_Liu2), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission29081/Authors))
& 01 Aug 2026, 14:51
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer AeN'1
Comment:

Dear Reviewer AeNT1,

As the discussion period nears its end, we wanted to follow up and check whether our rebuttal has
addressed your concerns. We very much appreciate the constructive points you raised, each of which led to
an addition we think strengthens the paper.

In summary: we added run-to-run standard deviations and paired significance tests on both held-out
domains, where the improvement over the strongest baseline is significant; we report one-time training
cost and per-consolidation inference cost, together with a comparison against RL-trained writers in both
FLOPs and wall-clock; we reported the region-selection sensitivity you asked about; and we included ACE as
an additional baseline and will cite all three papers in the related work.

We would be glad to run any further analysis that would be helpful. If you feel your concerns have been
resolved, we would greatly appreciate it if you could reconsider the score.

Thank you again for the thoughtful review.

E Rebuttal by Authors
=] Rebuttal
by Authors (® Yining Zhao (/profile?id=~Yining_Zhao2), Haofei Yu (/profile?id=~Haofei_Yu1), Yu Wang
(/profile?id=~Yu_Wang24), Ge Liu (/profile?id=~Ge_Liu2), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission29081/Authors))
& 28 Jul 2026, 04:31 (modified: 28 Jul 2026, 07:22)
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors
Kl Revisions (/revisions?id=5zIftj2xmO)
Rebuttal:

Standard Deviations and Confidence Intervals (W1)

We thank the reviewer for this observation, which we agree is the most important gap in the main table.
We want to clarify that Table 21 reports bootstrap CIs obtained by resampling tasks. This is a different
criterion from the run-to-run variance more commonly reported in this literature: it characterizes
generalization to newly drawn tasks rather than stability on the benchmark itself. On ALFWorld, for
instance, resampling treats the 274 tasks as a draw from a larger pool, whereas they are the complete
valid_seen + valid_unseen split. At this N the intervals are correspondingly wide.

We agree that variance estimates are important and now report the standard quantity as well. We reran
Auto-Dreamer and the two strongest baselines in each held-out domain over five task orderings on the
fixed evaluation sets. Ordering is the dominant source of run-to-run variation in continual deployment,
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since the bank's trajectory depends on the sequence in which experience accumulates; all methods share
the same five orderings, so differences are paired.

Table D: ALFWorld, five task orderings (mean * SD)
Method SR (%)

Auto-Dreamer 61.53+1.33

UMEM (Qwen3-14B) 59.42 +1.42

Mem-a (4B) 57.37+£0.48

Table E: WebArena, five task orderings (mean x SD)

Method SR (%)
Auto-Dreamer 52.14+1.35
AWM 49.57 £ 1.05

UMEM (Qwen3-14B) 47.86 + 1.35
Table F: Paired differences over shared orderings

Domain Comparison A (pp) 95% CI t4) p

ALFWorld Auto-Dreamer - UMEM  +2.12 [1.74, 2.50] 15.50 0.0001
ALFWorld Auto-Dreamer - Mem-a +4.16 [1.95,6.37] 5.23 0.006
WebArena Auto-Dreamer - AWM +2.56 [1.26,3.86] 5.48 0.005

WebArena Auto-Dreamer - UMEM +4.27 [0.92,7.63] 3.54 0.024
Differences are computed per ordering and then averaged; because methods respond similarly to a given
ordering, the paired SE is well below the marginal SDs in Tables D and E.

All four paired margins are significant under Holm correction. We are extending this to the remaining
baselines and will include the full table in the camera-ready.

Training Cost and Per-Consolidation Inference Cost (W2, Q2)

We thank the reviewer for this point, which we agree belongs in the paper, and we will add a dedicated cost
section to the main text. We answer W2 and Q2 together, since both concern how our cost compares to RL-
trained memory writers.

Training cost

Training the consolidator took approximately 14 hours on 8xH100 plus 14 hours on 8xA100, including the
frozen task-agent rollouts used for reward evaluation. It is trained once, on ScienceWorld trajectories only,
and deployed unchanged on all three domains. For a like-for-like comparison we report our retrained
Qwen3-14B UMEM under the same hardware and harness.

Table G: One-time training cost (GPU-hours, H100 + A100)

Method Trained on GPU-hours
Auto-Dreamer ScienceWorld only 224
UMEM ScienceWorld 256
UMEM ALFWorld 208
UMEM total 464
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Auto-Dreamer is cheaper than UMEM even on a single domain. More importantly, the relevant quantity is
the total budget rather than the per-run cost: Auto-Dreamer is trained once and transfers to held-out
ALFWorld and WebArena without further updates. Figures are approximate.

Inference cost
We now report a full per-episode compute ledger (FLOPs, 2:N-T) covering all ten baselines.

Table H: Compute per episode (FLOPs). Memory-side and total; x is total relative to Auto-Dreamer.

Method Sci memory Sci total x ALF memory ALF total x

Auto-Dreamer 2.68e13 1.81e14 1.00 1.39e14 1.29e15 1.00
Mem-a 1.98e13 1.93e14 1.06 1.07e14 1.31e15 1.02
No memory 0 1.97e14 1.09 0 2.33e15 1.81
UMEM 1.93e13 2.11e14 1.17 1.18e14 1.43e15 1.11
Memp 8.90e13 2.27e14 1.25 2.84e14 2.66e15 2.06
Reflexion 4.68e13 2.40e14 1.32 2.53e14  1.94e15 1.51
Prompt-only consolidator 2.34e13 2.47e14 1.37 1.11e14 1.89e15 1.47
AWM 9.27e13 2.75e14 1.52 5.21e14 2.72e15 2.11
ReasoningBank 1.36e14 3.10e14 1.71 5.71e14 2.97e15 2.30
ExpelL 1.51e14 3.55e14 1.96 4.67e14 2.57e15 1.99
MemO 6.53e14 8.18e14 4.51 2.29e15 4.63e15 3.59
LightMem 9.55e14 1.15e15 6.35 4.34e14 2.82e15 2.19

Rows are ordered by ScienceWorld total. Counting every 14B consolidator pass, Auto-Dreamer has the
lowest end-to-end compute of any method in both domains, dominating all ten baselines on the success-
compute plane including the no-memory agent.

Cost per consolidation

Table I decomposes our memory-side cost into the per-session writer and the periodic consolidator.

Table I: Decomposition of memory-side compute (FLOPs)

Share of
Writer (per Consolidator Consolidator Memory Share of end-to-
Domain session) (per session) (per event) total memory end
ScienceWorld 1.71e13 0.97e13 9.7e13 2.68e13 36% 5.4%
(k=10)
ALFWorld (k=8) 1.04e14 0.35e14 2.8e14 1.3%14 25% 2.7%

Per-event figures are per-session x k; shares are relative to memory-side and end-to-end compute in Table
H. The consolidator accounts for a minority of memory-side compute and for 5.4% and 2.7% of end-
to-end compute per episode. The remainder is the per-session writer, which every baseline in Table H also

pays.
Comparison with RL-trained writers (Q2)

Compute. We are more expensive on the memory side than UMEM and Mem-a (2.68e13 vs 1.93e13 and
1.98e13 on ScienceWorld; 1.39e14 vs 1.18e14 and 1.07e14 on ALFWorld) but cheaper end-to-end (1.11-
1.17x), because better memory shortens rollouts.

https://openreview.net/forum?id=SR1n2zkaBO#discussion 13/19



9/25/26, 11:07 AM Auto-Dreamer: Learning Offline Memory Consolidation for Language Agents | OpenReview

Wall-clock. Consolidation does add time: it is a long tool-use rollout. That cost is recovered on the other
side — shorter episodes mean less task-agent decoding. End-to-end wall-clock over the full stream is
comparable to UMEM's (9.8 vs 10.2 hours on ScienceWorld). We are ahead on FLOPs and roughly even on
wall-clock. Wall-clock is measured under our shared evaluation configuration (4xGH200 serving all
endpoints).

Region Selection Sensitivity (Q1)
We thank the reviewer for the suggestion and ran this ablation on ScienceWorld.

Table J: Region selection, ScienceWorld

Region definition SR (%) Final active bank (tokens)
Fresh writes U recently retrieved (ours) 41.1 6,947
Recently retrieved only 354 18,275

Both success and compactness degrade, and the two follow from the same omission on different
timescales.

1. Raw entries act before they are reviewed. The writer is append-only: it does not search the bank or
correct earlier entries (84.1), so a new entry may be overspecific or contradictory. Under retrieval-only
selection it can be retrieved and acted on before it is ever consolidated.

2. Never-retrieved entries are never compacted. An entry that is written but never retrieved never enters
a working region, so it can never be consolidated away, yet those are precisely the redundant entries the
counterfactual-dropout reward is meant to suppress. The bank grows monotonically to 2.6x our size.

Including fresh writes lets the consolidator correct entries before they take effect and prune those that
never will. We will add this ablation to the revision.

Missing Related Work (W3)

We thank the reviewer for these pointers and will cite all three in the revised related work. ACE is the closest
to our setting, so we also implemented it as an additional baseline, together with AutoManual, which R-
CEuG raised for the same reason.

Table K: Prompted consolidation baselines (SR % / final active bank in tokens)
Method ALFWorld ScienceWorld

Writer-only 48.0/50,735 29.6/61,679

LightMem 31.2/130,001 28.1/272,074

AutoManual 48.5/324 26.2 /408

ACE 449/2,318 26.7 /2,637

Auto-Dreamer 60.2/10,954 41.1/6,947

None of the three improves meaningfully over the writer-only bank, and on ScienceWorld all three fall
below the no-memory agent (28.7 SR, Table 1). We will add AutoManual and ACE to the baseline table and
discuss them alongside JEF-Hinter and AutoGuide in the revised related work.

We thank the reviewer for these constructive points, all of which we were able to address with additional

experiments. If anything in this response is unclear, or if further questions arise, please do not hesitate to
ask, we are happy to run additional analyses during the discussion period.
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Official Review of Submission29081 by Reviewer CEuG

Official Review by Reviewer CEuG & 23 Jun 2026, 03:12 (modified: 24 Sept 2026, 10:13)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer CEuG
Bl Revisions (/revisions?id=8BJMz65k]z)

Summary:

This paper proposes Auto-Dreamer, a memory system for language agents that pairs a frozen per-episode memory
writer with a learned offline memory consolidator. The consolidator is trained via GRPO to rewrite parts of memory
through multi-step tool-use, using downstream task return plus a counterfactual utility reward that suppresses
redundant memory entries. Trained only on ScienceWorld, Auto-Dreamer's memory consolidator outperforms RL-
trained and frozen LLM prompting-based memory consolidator baselines on ALFWorld, ScienceWorld, and WebArena,
while maintaining a smaller memory bank.

Contribution Type: General: Most submissions will fall into this type.
Strengths And Weaknesses:

Strengths

¢ S1. Well-designed reward for compact memory generation. The counterfactual utility reward is a clean
mechanism for retaining informative and compact memory entries.

e S2. Strong and efficient results across benchmarks. It shows consistently high success rates across three
planning benchmarks (ALFWorld, ScienceWorld, WebArena), with substantially better token efficiency than
competitive baselines.

Weakness

¢ W1. The novelty claim for the two-timescale formulation should be narrowed. The frequent memory writer +
periodic consolidator paradigm appears to be already established by LightMem and AutoManual [Chen et al.
NeurlIPS 2024] (AutoManual also instantiates a frequent memory writer plus a consolidator: the consolidator
consolidates the memory whenever the number of memory entries exceeds a fixed number). The contribution
claim in L68 currently could be read as if this work is the first to propose the two-timescale formulation; in my
opinion, what remains novel relative to those prior works is the learned, multi-step tool-using consolidator rather
than the two-timescale separation itself.

e W2. Stronger evidence is needed to justify the additional cost of RL-trained memory consolidation. To
motivate the use of RL-based memory consolidation, the paper should more convincingly establish that
prompting alone is insufficient. Currently, the evidence relies solely on LightMem, the only method in the "Two-
timescale prompted" category, whose original paper was not evaluated on planning benchmarks such as
ALFWorld. Additional prompting-based memory consolidation methods (e.g., AutoManual) under the same LLM
setup would provide a stronger support for the necessity of RL-trained memory consolidation.

e W3. The source of the performance gain is not isolated. It seems that Auto-Dreamer changes two things at
once relative to prior RL-based memory consolidation works: (a) single v.s. multi-trajectory evidence, and (b)
single LLM call v.s. multi-step tool-use for memory consolidation. An ablation separating these two axes (e.g.,
multi-trajectory input with a single LLM call, or single-trajectory input with multi-step tool-use) would help clarify
which design choice actually drives the performance gain.

Chen, et al. "Automanual: Constructing instruction manuals by Ilm agents via interactive environmental learning."
NeurIPS 2024.

Quality: 3: good

Clarity: 3: good

Significance: 3: good

Originality: 2: not good

Questions:

See weaknesses. If these concerns are addressed in the rebuttal, I would be glad to raise my score.

Limitations:
yes
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Rating: 4: Borderline accept: Technically solid paper where reasons to accept outweigh reasons to reject, e.g., limited
evaluation. Please use sparingly.

Confidence: 3:You are fairly confident in your assessment. It is possible that you did not understand some parts of
the submission or that you are unfamiliar with some pieces of related work. Math/other details were not carefully
checked.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

Code Of Conduct Acknowledgement: Yes
Responsible Reviewing Acknowledgement: Yes
Final Justification:

Resolved

¢ W1 (novelty framing). The two-timescale claim was narrowed and the genuine novelty is now stated accurately:
the learned, multi-step tool-using consolidator and the credit-assignment mechanism that trains it.

e W2 (insufficiency of prompting-based memory consolidation). AutoManual and ACE were implemented under a
matched setup, and neither improves meaningfully over the writer-only memory bank.

¢ W3 (ablattion studies). The request ablation studies were conducted, separating source of performance gain of
multi-trajectory evidence and multi-step tool-use, for memory consolidation.

Weight

I weight two things heavily: honest framing of novelty/contribution, and thorough experimental evaluation. W1
concerned the former, and the authors' narrowed claim resolves it. W2 and W3 concerned the latter, and both were
answered with new experiments: added prompting-only consolidation baselines, and the separating the two design
axes of the authors' method.

For the revision

Please carry through the narrowed novelty framing, the strengthened related work, and the additional ablations.

-]
E Rebuttal by Authors

Rebuttal

by Authors (® Yining Zhao (/profile?id=~Yining_Zhao2), Haofei Yu (/profile?id=~Haofei_Yu1), Yu Wang
(/profile?id=~Yu_Wang24), Ge Liu (/profile?id=~Ge_Liu2), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission29081/Authors))

B 28 Jul 2026, 04:31 (modified: 28 Jul 2026, 07:22)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

K% Revisions (/revisions?id=fGPIlao0ai)
Rebuttal:
Narrowing the Two-Timescale Novelty Claim (W1)

We thank the reviewer for this precise reading. We agree, and we will revise L68 accordingly. The frequent-
writer plus periodic-consolidator paradigm is established by LightMem and AutoManual, and we do not
claim the two-timescale separation itself as novel. We also adopt the reviewer's characterization of where
the contribution lies: the learned, multi-step tool-using consolidator, together with the credit-assignment
mechanism that trains it.

Concretely, our contribution is a train-offline, deploy-online framework for learned slow consolidation
that remains effective and memory-bounded under long-horizon continual agent deployment.
Region rewriting provides a bounded replacement action that retires the original region rather than
accumulating entry-level edits, and counterfactual masking assigns memory-level downstream credit
within each consolidation output, retaining load-bearing information and removing redundant or harmful
entries (Fig. 2D).

https://openreview.net/forum?id=SR1n2zkaBO#discussion 16/19


https://openreview.net/profile?id=~Yining_Zhao2
https://openreview.net/profile?id=~Yining_Zhao2
https://openreview.net/profile?id=~Haofei_Yu1
https://openreview.net/profile?id=~Haofei_Yu1
https://openreview.net/profile?id=~Yu_Wang24
https://openreview.net/profile?id=~Yu_Wang24
https://openreview.net/profile?id=~Ge_Liu2
https://openreview.net/profile?id=~Ge_Liu2
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission29081/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission29081/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission29081/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission29081/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission29081/Authors
https://openreview.net/revisions?id=fGPlIao0ai
https://openreview.net/revisions?id=fGPlIao0ai

9/25/26, 11:07 AM Auto-Dreamer: Learning Offline Memory Consolidation for Language Agents | OpenReview

Existing two-timescale methods have not demonstrated efficient long-horizon online deployment.
Under our matched continual protocol on the ScienceWorld lifespan-compare category, LightMem grows
monotonically to 265 active memories while Auto-Dreamer stabilizes at 14 at equal task success; across the
full domain LightMem consumes 35.6x our memory-side compute and over 12x our wall-clock. This
indicates that learned consolidation is what keeps continual memory compact and operationally scalable in
online deployment.

For clarity, Table L contrasts Auto-Dreamer with the two closest lines of prior work: prompted two-timescale
consolidation and learned online memory management.

Table L: Contrast with the two closest lines of prior work

Region
Multi- rewriting
step with Counterfactual
Separate slow tool- Downstream structural credit within
Category Method consolidation use task reward retirement rewritten region
Prompted LightMem v X X X X
two-timescale
AutoManual % X X X X
Learned UMEM X X v X X
memory
management
Mem-a X X v X X
Learned slow Auto- v v v v v

consolidation Dreamer

We will incorporate Table L and the revised contribution statement into the related work section.

Evidence That Prompting Alone Is Insufficient (W2)

We thank the reviewer for pressing on this. We agree the evidence should not rest on LightMem alone. We
implemented AutoManual under our LLM setup, along with ACE, which R-AeN1 raised for the same reason.

Table M: Prompted consolidation baselines (SR % / final active bank in tokens)

Method ALFWorld ScienceWorld
No memory 30.8/0 28.7/0
Writer-only 48.0/50,735 29.6/61,679
LightMem 31.2/130,001 28.1/272,074
AutoManual 48.5/324 26.2 /408
ACE 449/2,318 26.7 /2,637

Auto-Dreamer 60.2/10,954 41.1/6,947

All three prompted consolidators are matched to our backbone, writer, retriever, task agent, and token
budget; only the consolidation mechanism differs. None improves meaningfully over the writer-only bank,
and on ScienceWorld all three fall below the no-memory agent. They also span three orders of magnitude
in compression, from 324 tokens to 130k, with the same outcome at both extremes: the difficulty is not
how aggressively memory is compacted but whether the retained content is load-bearing. That is
what the counterfactual-dropout reward optimizes and what prompting does not supply.
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Isolating the Source of the Gain (W3)

We thank the reviewer for identifying this confound. We agree the two axes should be separated, and we
ran the full 2x2 on ScienceWorld.

Table N: Multi-trajectory evidence x multi-step tool-use

Evidence Consolidation SR (%) Final active bank (tokens)
Single-trajectory Single LLM call 29.1 99,869
Single-trajectory Multi-step tool-use 30.2 89,168
Multi-trajectory  Single LLM call 35.2 12,156
Multi-trajectory Multi-step tool-use (ours) 41.1 6,947

The two axes interact rather than contribute independently. Multi-step tool-use is worth +1.1 points
under single-trajectory evidence but +5.9 under multi-trajectory evidence, an interaction of +4.8 points. This
follows from the prompt budget: our consolidator runs under a 3,072-token prompt limit, so a multi-
trajectory region together with its provenance-linked source trajectories does not fit into a single call and
must be truncated. Tool-use is what makes that evidence accessible at all.

The bank sizes show the same coupling more sharply. Both single-trajectory variants end with banks larger
than the unconsolidated writer-only bank (61,679 tokens): with only one trajectory in a region there is
nothing to merge across, so rewriting does not compress. Compaction comes almost entirely from cross-
trajectory evidence (99,869 - 12,156), with tool-use nearly halving it again (12,156 — 6,947).

Neither choice alone drives the gain. Cross-trajectory evidence creates the opportunity to abstract and
deduplicate; multi-step tool-use is what makes that evidence usable within the context budget.

We thank the reviewer for these three concrete suggestions; each led to an experiment or a clarification
that we think strengthens the paper. If anything in this response is unclear, or if further questions arise,
please do not hesitate to ask, we are happy to run additional analyses during the discussion period.

Official Comment by Reviewer CEuG
Official Comment by Reviewer CEUG g 29 Jul 2026, 22:44
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors
Comment:

I thank the authors for the thorough rebuttal. All three of my concerns were addressed, and I am
raising my rating from 3 (Borderline reject) to 4 (Borderline accept).

For the revision, please carry through the clear novelty framing, the strengthened related work,
and the additional ablation studies.

One minor question: on ScienceWorld, both AutoManual and ACE fall below the no-memory
agent. Could you provide simple analysis why prompted consolidation ends up harmful in this
domain rather than merely unhelpful? This would strengthen the logic that prompting alone is
insufficient. (qualitative analysis is also okay)

A Replying to Official Comment by Reviewer CEuG

Official Comment by Authors

Official Comment

by Authors (® Yining Zhao (/profile?id=~Yining_Zhao2), Haofei Yu (/profile?id=~Haofei_Yu1), Yu
Wang (/profile?id=~Yu_Wang24), Ge Liu (/profile?id=~Ge_Liu2), +4 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission29081/Authors))
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& 30 Jul 2026, 14:00
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

Comment:
We thank the reviewer for the thoughtful follow-up and for raising the rating.

Our qualitative analysis suggests that prompted consolidation can become actively harmful
because it may preserve plausible-looking but misleading content without a downstream signal
that identifies its actual effect on task performance. AutoManual and ACE rely on prompt-based
reflection to infer from trajectory text which experiences should be retained, revised, or

Abmgve(dpmtheej@wl(}’mtgjmmts can be unreliable when failures ar€ eigictr(Ye@kbadggnostic.

For example, AutoManual generalized a successful trajectory containing the intermediate action

FAQ (httf?éc/Jsd@ﬁh%%?MSX isee\ﬁldn%{&ﬁgm_ual; on a later task reqpih@&%ﬂ%&e}‘?{buf%é@ BQHRZ
startgeldfre g et YmRs kedhHRss|fES his action and terminated ARMP&RREMIGW BE{HdRgOt)

ANYEBHE s pER e UIated generic and near-quplipale U RIS APRMRST I PRRAELY Policy

comparing animal lifespans, while failing to provide the discriminative(i/rpé%rar‘rll/atiﬁ\r}gceﬁded to
select the correct animal. In these cases, injected memory does not merely adgirrelevant
conAdkiVenuesideeothes)yise useful model priors or induces a confidembtiedddectatajon.

This helps explain the difference from Auto-Dreamer. Prompted methods infer memory utility
foeenthey rwfHedb farnioé terecterias roferets ddtanbeceac tethraugimiengpiroyadatieatiayiew
behwitbriegrarm eitpvabit-etatuta N arateid] s ackndpdga dhes upisd ofpbapenReviening
redundant or harmful detaRNEMSHEPONSRESIBH#RZESHPETREYIYEful for future decisions. At
deployment, it applies these learned behaviors to newly collected trajectories, rather than relying
on prompt-based reflection alone.

We hope this analysis clarifies why prompted consolidation underperforms on ScienceWorld. We
would be happy to address any further questions or provide additional analysis if helpful.
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