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Abstract:

Interactive streaming music generation promises the use of generative models for live performance and co-creation that is

impossible with offline models. However, SOTA models exist in the discrete-AR regime, requiring industrial levels of compute

for both training and inference. In this work, we investigate whether audio diffusion models, with their wide support in the

open-source community but non-streaming bidirectional nature, can be repurposed efficiently into interactive models

accessible on consumer hardware. By taking a critical look at the modern pipeline for block-wise outpainting diffusion, we

identify critical inefficiencies during inference that result in strictly worse computational efficiency than their discrete-AR

counterparts. We propose Live Music Diffusion Models (LMDMs), a simple modification of the generative diffusion process

that recovers, and then outperforms, the inference complexity of the discrete Live Music Models (LMMs) through block-wise

KV Caching. Unlike LMMs, LMDMs further enable stable post-training alignment through our novel ARC-Forcing paradigm,

reducing error accumulation without any explicit RL or reward models. We demonstrate the application of LMDMs in a

number of creative domains, including text-conditioned generation, sketch-based music synthesis, and jamming. We finally

show how LMDMs can be used as a generative instrument in a real artist-AI collaboration, utilizing LMDMs as a “generative

delay” to transform musicians’ improvisation live for variable timbral effects while running locally on a consumer gaming

laptop.
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Decision: Accept (poster)

Metareview:

This paper adapts offline audio diffusion models into streaming interactive music generators via routing/attention-

mask changes that make clean-context representations KV-cacheable (per-step and, in block-causal variant, across

time), plus ARC-Forcing, an RL-free adversarial rollout post-training to curb autoregressive drift. Demonstrated on

text-conditioned generation, accompaniment, sketching, and live musician jamming on a consumer laptop.

Strengths

Timely, well-motivated problem. Real-time deployment on consumer hardware. Routing/caching design simple and

technically sensible. Fixes a concrete inefficiency in block-wise diffusion outpainting. Broad scope with candid

limitations. Clear and readable writing.

Weaknesses

ARC-Forcing is not ablated: only full-pipeline vs. none. The components (self-forcing, adversarial training,

discriminator warm-start, contrastive loss) are never isolated. Block-causal variant's theoretical speedup is not really

seen in wall-clock. Could you profile this? Heavy reliance on automatic metrics and no blind listening study. CLAP

results mixed. Why does it seem to follow prompts less while live? Three-musician study is qualitative but lacks a

research method. The literature review misses decades of interactive-music-systems / musical-agents literature.
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Automatically flagged references

Here we list the references that were automatically flagged by our checker. Note that our checker may miss many

hallucinated references, and some of the listed references may have been flagged erroneously. It is therefore

crucial that you check them manually, following the guidance above. We rely on the Area Chairs to decide

whether these constitute violations of responsible authorship.

For papers falling into either of the following categories, we expect your default recommendation to be a rejection on

the grounds of irresponsible authorship. This is strong presumption rather than a strict rule; as the Area Chair, you

retain discretion, and may recommend otherwise where the specific circumstances of a paper warrant it:

1. The paper contains at least two hallucinated references according to the criteria described below the report.

2. The paper contains one hallucinated reference and there is some additional evidence of AI slop.

If a paper has only one problematic reference, but no additional concerns about the quality of the paper or its

presentation, please simply alert the authors in your meta-review.

Please complete the form “Hallucinated References Investigation” to communicate the results of your investigation

prior to completing your meta reviews.

Citation Checker Report

Reference Check Summary

0/65 problematic references.

Hallucinated/problematic reference criteria

These are adopted from ICLR and ICML 2026 hallucinated reference guidance:

If you are unable to find any document or publication with a title anywhere near the one provided in the

reference, it should be considered hallucinated. Minor differences in title should not be considered evidence of a

hallucinated reference.

If the reference's authors are only slightly incorrect, e.g., a few subtle misspellings, missing a few authors, or

wrong authorship order, we do not consider this to imply a hallucinated reference, but please let the submission's

authors know in your meta-review that they should fix this issue.

If the author list has additional issues, e.g., added authors that are not actually authors of that publication or

missing a large fraction of authors, then the reference should be considered hallucinated.

If the reference's venue is a real venue but is incorrect for that reference, we do not consider this to imply a

hallucinated reference, but please tell the submission's authors in your meta-review, these include wrong journal

name, arXiv ID, etc.

If there is no evidence that the reference's venue exists, the reference should be considered hallucinated.

Finally, we note that there are many generic references that refer to existing artifacts (e.g. "GPT-4o, OpenAI et al.

2024") but do not refer to any real document. These are fine.

Even with the above guidelines in mind, there will likely be some borderline cases. Please bring those up with

your SAC if you need additional guidance.
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Thank you again for your time and valuable feedback! We believe that the reviewers' feedback has substantially

strengthened the paper, with two of three reviewers recommending acceptance. Below, we highlight the key new

additions and believe we have addressed all concerns to the best of our ability:

ARC-Forcing Ablation: Raised by H5Bx and 94y1, we isolated every component of ARC-Forcing (rollout, contrastive

loss, discriminator warm start, and a Self-Forcing-style objective) at a matched 8-step setup, with the full LMDM

ED+AF performing the best (FD-OpenL3 35.88, KL-PaSST 0.74, CLAP 0.29).

Practical Block-Causal Latency that matches Theoretical Efficiency: Raised by H5Bx, 94y1 and the AC, profiling

revealed inference was kernel-launch-bound and surfaced a benchmarking bug. Moving to a static in-place KV cache

with CUDA Graphs brought 8-step latency to 37.2ms (Enc-Dec) and 30ms (Block-Causal), making BC faster in practice.

Blind Listening Study: Requested by 94y1, we ran a pairwise comparison listening study against SAO, MusicGen-

Large, and MagentaRT on quality, prompt adherence, and temporal coherence, with n=19 participants. Results

showed that LMDM was statistically indistinguishable from the non-streaming baselines; only MagentaRT (roughly

100x more data) was significantly preferred on quality.

Live Prompt Degradation Explained and Comparison with LMM Transitions: Raised by H5Bx, q17Y and the AC, we

traced the live degradation to a caption-to-tag distribution shift (CLAP 0.2952 for full captions vs. 0.2330 for genre

words), verified the ONNX pipeline matches the PyTorch reference, and show a prompt-adaptation step substantially

restores adherence. This adaptation strategy also enabled us to expand our prompt-transition comparison to match

the LMM setup, showing that across prompt styles LMDMs still show the ability to transition prompts, and that

adapting the prompt input to the model's trained distribution significantly improves performance.

Scope Clarifications: We clarified the intended scope of our baselines (open, streaming, consumer-deployable

instrumental systems) and will avoid overgeneralizing; softened our text-adherence claims; reframed the musician

study as preliminary situated observations with a documented interview procedure; and situated the generative delay

within the interactive-music-systems and musical-agents literature.

Overall, reviewers q17Y and 94y1 engaged substantively and maintained positive recommendations, with 94y1 noting

our additions meaningfully strengthened the paper. Though Reviewer H5Bx could not respond during the discussion

period, we believe we addressed each of their concerns. We sincerely thank the Reviewers and AC again, and hope

they take all additions into consideration in making the final decision.

Official Review of Submission19318 by Reviewer H5Bx

Official Review by Reviewer H5Bx 26 Jun 2026, 18:49 (modified: 24 Sept 2026, 09:59)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer H5Bx

Revisions (/revisions?id=CGcdXxuoPA)




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Summary:

The paper introduces Live Music Diffusion Models (LMDMs), a framework for adapting open-source audio diffusion

models to interactive streaming music generation. The key idea is to separate clean context and noisy target frames

through routing and modified attention masks, enabling KV caching across diffusion steps and, in the block-causal

variant, across time. The paper also proposes ARC-Forcing, an RL-free adversarial post-training approach intended to

mitigate error accumulation during autoregressive rollouts. The system is evaluated on text-conditioned generation,

accompaniment, sketch-based synthesis, and qualitative interactions with musicians.

Contribution Type: General: Most submissions will fall into this type.

Strengths And Weaknesses:

Strengths The paper tackles an important and timely problem: bringing interactive music generation to consumer

hardware. The proposed modifications are conceptually simple and the overall paper is clearly written. The authors

demonstrate a broad range of applications and show that the approach can be deployed in a real-time system rather

than only in offline experiments. The long-horizon evaluations suggest that ARC-Forcing helps mitigate

autoregressive degradation, and the paper contains several interesting ideas that may be useful beyond music

generation. Weaknesses (1) The empirical validation of ARC-Forcing is limited. ARC-Forcing is one of the central

contributions of the paper, yet it combines several components, including self-forcing, adversarial training,

discriminator initialization, and auxiliary contrastive losses. The results suggest that it effectively mitigates
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autoregressive degradation. However, the empirical study only compares models with and without the complete ARC-

Forcing pipeline. Since the approach builds on Self-Forcing and ARC, it is difficult to assess the relative importance of

the proposed combination or how it compares to alternative rollout-training strategies. (2) The practical benefits of

the Block-Causal architecture are not convincingly demonstrated. While the Block-Causal variant has stronger

theoretical complexity guarantees than Enc-Dec (Section 3.1), Table 1 reports it is slightly slower in wall-clock time,

which the authors attribute to a non-optimised implementation. Without timing breakdowns or profiling, it is difficult

to assess whether the theoretical advantage translates into meaningful practical benefit for live performance. (3)

Comparisons with prior work are somewhat incomplete. The authors substitute SDD caption pairs for Team et al.'s

short genre/instrument tags in the prompt-transition evaluation, citing a conditioning distribution mismatch — a

reasonable choice, but one that makes direct quantitative comparison with LMMs difficult. Reporting results on both

prompt styles, or mapping the original tags to caption equivalents, would strengthen the empirical case. (4) Evidence

supporting the interactive and collaborative claims is preliminary. The live interaction study consists of only three

musicians and is entirely qualitative. As presented, this section is better characterised as a proof-of-concept rather

than rigorous evidence of collaborative effectiveness. These results are insufficient to support broader claims

regarding human-AI interaction or usability. (5) Some discrepancies between offline evaluations and real deployment

remain unexplained. The paper reports that prompt-following degraded during live use and often regressed toward

generic EDM-like outputs, despite this behaviour not appearing in offline evaluations. Understanding the source of

this discrepancy is important, as it raises concerns about whether the current metrics adequately capture behaviour

in realistic deployment settings. Overall, the ideas in the paper are interesting and the presentation is generally

strong. However, several central claims are not yet fully supported by the experimental evidence. In particular, the lack

of ablations for ARC-Forcing, the absence of convincing practical gains for the Block-Causal architecture, and the

limited evidence supporting the collaborative aspects of the system leave the current empirical validation insufficient

for acceptance.

Quality: 3: good

Clarity: 3: good

Significance: 3: good

Originality: 3: good

Questions:

1. Can the authors provide ablations that test the contributions of self-forcing, adversarial training, discriminator

warm-starting, and the contrastive objective within ARC-Forcing?

2. What implementation bottlenecks prevent the Block-Causal model from achieving practical speedups? Timing

profiles or latency breakdowns would help clarify this.

3. Can the authors provide comparisons using the original prompt-transition setup from Team et al. (2025)? I

understand that the distribution mismatch concern is acknowledged and think it is reasonable, but it is unclear

why results on both prompt styles could not be reported alongside each other.

4. The paper reports severe prompt-following degradation during live deployment. Can the authors verify whether

this is caused by the ONNX export pipeline, or provide additional analysis explaining the discrepancy between

offline and live performance?

5. Which claims are intended to be supported by the three-participant musician study? The authors should clarify

whether this section should be interpreted primarily as a qualitative demonstration rather than a broader

evaluation of collaborative interaction.

Limitations:

Yes. The authors discuss several limitations candidly, including failures observed during live deployment. One

additional limitation that should be emphasised is that the musician study contains only three participants and

therefore provides qualitative evidence rather than statistically meaningful conclusions.

Rating: 3: Borderline reject: Technically solid paper where reasons to reject, e.g., limited evaluation, outweigh

reasons to accept, e.g., good evaluation. Please use sparingly.

Confidence: 3: You are fairly confident in your assessment. It is possible that you did not understand some parts of

the submission or that you are unfamiliar with some pieces of related work. Math/other details were not carefully

checked.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

N/A
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Rebuttal:

We thank the reviewer for their detailed review, which highlighted multiple areas of improvement that we

have been able to complete during this rebuttal period. Below we discuss each concern in detail:

Empirical Ablation of ARC-Forcing

To further validate ARC-Forcing, we ran the following comparisons, all at the same 8-step setup:

Non post-trained few-step: base LMDM ED at 8 steps.

No discriminator warm start: discriminator initialized from the base flow-matching checkpoint (SAO-

Small). This quickly collapses, with the generator loss climbs steadily to ~20x that of ARC-Forcing (figure

will be added to revised version).

ARC only: single block of outputs, no rollout training (roughly the setup of [1,2]).

Self-Forcing: since Self-Forcing [3] is less about a specific loss than about pairing distribution-level

losses with cache-enabled gradient-tracked rollouts, given our resources we focused on the paper's

GAN setup, including R1/R2 penalties on top of a relativistic loss.

No contrastive: discriminator contrastive auxiliary loss removed, similar to [1].

model FD-OpenL3 ↓ KL-PaSST ↓ CLAP ↑

ARC Only (no rollout) 103.89 0.7660 0.1683

No Contrastive Loss 66.65 1.0197 0.2670

No Discriminator Warm Start 283.37 3.6661 -0.1159

Self-Forcing 148.91 1.3043 0.1967

LMDM ED 116.66 1.4962 0.1480

--- --- --- ---

LMDM ED (50) 61.06 1.1447 0.2046

LMDM ED+AF 35.88 0.74 0.29

Three findings stand out: (1) removing the warm start causes severe degradation, as noted in the paper; (2)

adding the R1/R2 penalties in Self-Forcing hurt performance, worse than no rollout training at all; (3)

removing the contrastive loss hurt quality but barely touched CLAP, suggesting it may regularize the

discriminator more than directly enforcing text following.

Block-Causal Latency Breakdowns and Improvements

We thank the reviewer for this request, as it let us improve the system and confirm that Block-Causal

LMDMs can indeed be faster than Encoder-Decoder LMDMs. First, we found a bug in our original

benchmarking that underestimated latency; the corrected baselines are 236, 43.7, 276, and 51.4 ms for ED

(50-step+CFG), ED+AF (8-step), BC (50-step+CFG), and BC+AF (8-step), which we will update in the paper.

≡
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Investigating why BC was practically slower despite its theoretical advantage, we found that with our small

model (340M) and short sequences, BC was launch-bound, with kernel-launch overhead dominating actual

GPU compute. This was hidden in the ED case, whose larger first-step compute per block (recomputing the

full context to cache it, versus one block for BC) masked launch latency. We critically then updated our

implementation to a static, fixed-address KV cache that is updated in-place. This enabled the use of CUDA

Graphs (previously blocked by our mutable cache), bringing 8-step latency to 37.2ms for Enc-Dec and

30ms for Block-Causal. BC is thus faster in practice, though realizing this at our model/sequence scale

requires a more optimized cache.

Live Music Model Prompt Transition Comparison

We thank the reviewer for recognizing the distributional mismatch concerns we had, and have added

additional analysis in how prompt transitions work under various prompting styles. To enable comparison

with LMMs' short tag-like prompts, we found it straightforward to map tags to captions automatically (via

an LLM such as Claude Opus 4.8) or by hand, e.g. tag: "Afrobeat" → short: "An afrobeat music track." →
verbose: "An energetic afrobeat groove driven by interlocking percussion, funky basslines, bright horn

stabs, and hypnotic guitar riffs..."

We then asked how LMDMs transition under different prompt distributions, measuring adherence both

relative to the direct input and relative to the mapped tags (capturing whether captions adapted from tags,

and thus more in-distribution, improve adherence to the base tags). Below is the average prompt similarity

across 5 windows per A→B transition (crossover at 30s), for five input × evaluation distribution

combinations. Tags are from LMM's Appendix G:

Input Tag x Evaluation Tag (i.e. exactly LMM setup)

t(s) sim→A (preA) sim→B (postB)

10 0.0796 -0.0165

20 0.0478 -0.0240

30 0.0196 0.0362

40 -0.0164 0.0440

50 -0.0302 0.0358

Input Short x Evaluation Tag (i.e. LMM setup under prompt adaptation)

t(s) sim→A (preA) sim→B (postB)

10 0.0937 -0.0210

20 0.0812 -0.0350

30 0.0316 0.0584

40 -0.0244 0.0671

50 -0.0401 0.0619

Input Verbose x Evaluation Tag (i.e. LMM setup under prompt adaptation)

t(s) sim→A (preA) sim→B (postB)

10 0.1411 -0.0314

20 0.1059 -0.0348

30 0.0581 0.0975

40 -0.0211 0.1389

50 -0.0308 0.1223
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Input Short x Evaluation Short

t(s) sim→A (preA) sim→B (postB)

10 0.3128 0.1836

20 0.2849 0.1731

30 0.2439 0.2787

40 0.1805 0.2798

50 0.1657 0.2685

Input Verbose x Evaluation Verbose (i.e. our original setup, but using LMM Appendix G-derived captions)

t(s) sim→A (preA) sim→B (postB)

10 0.3147 0.0794

20 0.2728 0.0685

30 0.1987 0.2664

40 0.0692 0.2998

50 0.0595 0.2746

Notably, prompt transitions work in all setups. Greater semantic distance from the caption distribution

lowers overall CLAP similarity but preserves the A→B transition in relative change. Direct tags give flatly

lower adherence, and our prompt adaptation substantially improves it, confirming the core issue is the

caption-to-tag distribution shift.

Live Deployment Prompt Degradation

We thank the reviewer for flagging this limitation and have investigated it more. Saliently, we were not

using a valid prompt adaptation method (as newly described in the above question) to transition between

short tag-like prompts to the longer captions used in training. When our subjects thus used these short

tag-like prompts, text adherence severely collapsed to an EDM like texture. We demonstrate this empirically

by showing CLAP degradation when using short genre-based prompts for our text-only model. We also

verified an equivalent CLAP score when using the real-time ONNX pipeline for SDD’s prompts. Since then,

we’ve noticed enhanced prompt following when using the sketch based models with better prompts. See

the tables below

metric PyTorch reference ONNX rollout Δ

FD-OpenL3 ↓ 34.62 35.46 +2.4%

KL-PaSST ↓ 0.4576 0.4561 -0.3%

CLAP ↑ 0.2949 0.3209 +8.8%

conditioning CLAP

full caption 0.2952

genre words only 0.2330

no prompt (floor) 0.1115

Musician Study Claims

We recognize the reviewer’s point and can agree the general statistical power of our musician study is

somewhat limited. To be concrete about what the current section is and its goals: it is a preliminary set of

usage observations intended to give the reader an early, situated signal of how the instantiation of LMDM

as a generative delay behaves in live use, rather than a conclusive study. Participants were asked to surface
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the successes and challenges they encountered while interacting with LMDM; we document the specific

moments they identified, with video, on our (anonymized) project page: https://lmdm-

anon.github.io/lmdm-anon-submission/ (https://lmdm-anon.github.io/lmdm-anon-submission/). In the

final version we will (i) soften the claims attached to these observations, (ii) add an explicit description of

our interview procedure, and (iii) add a rigorous study as clearly-scoped future work.

[1] Novack, Zachary, et al. "Fast text-to-audio generation with adversarial post-training." 2025 IEEE

Workshop on Applications of Signal Processing to Audio and Acoustics (WASPAA). IEEE, 2025.

[2] Novack, Zachary, et al. "FlashFoley: Fast Interactive Sketch2Audio Generation." NeurIPS 2025 AI for

Music Workshop.

[3] Huang, Xun, et al. "Self forcing: Bridging the train-test gap in autoregressive video diffusion." Advances

in Neural Information Processing Systems 38 (2026): 167283-167308.

Request for Response to Rebuttal

Official Comment

by Authors ( Hugo Flores García (/profile?id=~Hugo_Flores_García1), Nithya Shikarpur
(/profile?id=~Nithya_Shikarpur1), Haven Kim (/profile?id=~Haven_Kim1), Stephen Brade
(/profile?id=~Stephen_Brade1), +5 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission19318/Authors))

02 Aug 2026, 11:35

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

−

＝







Comment:

We would like to thank the reviewer again for their targeted comments on ARC-Forcing ablations,

detailed comparison with the LMM prompt transition setup, implementation concerns, live

prompt degradation, and concerns on the study, which we have addressed above. As the rebuttal

period draws to a close in a day, we would appreciate the reviewer's feedback on whether the

above revisions sufficiently address the raised concerns. Thank you again for taking the time to

craft your review!

Official Review of Submission19318 by Reviewer q17Y

Official Review by Reviewer q17Y 25 Jun 2026, 15:06 (modified: 24 Sept 2026, 10:00)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer q17Y

Revisions (/revisions?id=c2ZOlOrERC)







Summary:

The authors propose a new architecture for text-to-musical-audio generation based on diffusion models with

transformers (DiTs). Both diffusion models and DiTs are known to be computational heavy, especially in audio

generation applications, and this paper addressed that specific challenge as an original contribution. The architecture

differs from the previous DiTs by introducing two novel methods: Encoder-Decoder LMDM, Block-Causal inference,

and incorporating a third method, Adversarial Relativistic Contrastive forcing from the literature. The authors assess

multiple combinations of those three methods on quantitative metrics for audio such as frechet distance over

OpenL3 embeddings, CLAP, and KL divergence over PaSST etc. mainly on the prompt conditioned outputs without the

live input. The authors further run a user study with human participants who were professional musicians.

Contribution Type: Use-inspired: The main contribution is in framing or designing approaches to meet the needs of

a specific real-world application. (This often involves, e.g., engaging with domain experts.)

Strengths And Weaknesses:

Strengths:

The authors managed to run a DiT based architecture in realtime, which is one of the main contributions of this

paper.

≡
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Two following approaches are novel architectural approaches in lowering the computational complexity at

inference. The first, referred to as Encoder-Decoder LMDMs, is a novel way of decoupling the decoding of past

context from the decoding of the generated output. The second is referred to as block-causal, which introduces

temporality to the KV-caching. This is a valuable contribution in this research thread.

The authors provide both quantitative evaluation and a qualitative study with human participants (musicians).

Weaknesses:

While the audio examples are only a few specific cases, I am not convinced that the prompt transition is working

in a continuous manner. The examples often showcase a sudden switch from one prompt to another. This could

be indicating that the learned representation is rather discrete than continuous. I couldn't find a proof in the

paper to convince the opposite.

The paper is missing a vast literature on digital musical instruments, interactive music systems, and musical

agents. This main drawback in missing lineages further developed into two major issues in this paper: 1-) The

qualitative study lacks a research method, and run as session of informal comments. Qualitative studies with

human participants have a vast variety, and the most simple approach in this case would be a list of questions

that prepared with specific research intentions, and a further formal thematic analysis on the answers to those

questions from the participants. 2-) The authors position the musical agent as a "generative delay", and yet in the

literature of musical agents, such systems are not new, and there is more than two decades of similar systems,

none of which were referred to as "generative delay". The lack of mention to that literature is an indication that

the authors have not considered the work that has been published in that literature for more than two decades.

While the algorithmic approach may be novel and new in its engineering aspects, this is an interactive music

system for musical performance, and that literature matters in this context. The issue in the literature goes

deeper, and appearing also in the survey paper that this paper is basing the "music agent" on (Kim et al. 2026).

That previous survey paper states that all previous surveys on musical agents have only focused "offline systems",

which is false, and the paper further proposes a framework in which music studies or sound studies have no

depth in literature integration. Briefly that, the naive conceptualization of the system as "generative delay" has a

lineage on a survey paper, which inaccurately represented the literature and dismissed many advancements in

music research.

It is not clear the musical novelty in using a diffusion architecture in a musical agent for call-and-response

setting. The given examples with musicians showcase rather a musical in-variety in the machine's musical

responses to the performers. There has been many systems with previous approaches that provided much richer

responses in same musical setting while requiring much less computation and training.

Quality: 3: good

Clarity: 3: good

Significance: 2: not good

Originality: 3: good

Questions:

Are there any proofs on the quality of the learned representation? That is, what does the latent space look like

given the prompts?

Why should we consider the diffusion approach as an interesting alternative in a live call-and-response musical

setting with a realtime musical agent?

What was the research method of the qualitative study with human performers? Was there a list of questions?

How was the themes mentioned in the paper concluded?

Limitations:

The approach is interesting and the realtime inference achievement is valuable. I am not convinced on the musicality

of the system. Much earlier systems in similar music settings have achieved far more interesting musical varieties in

almost same conditions, ie a human-machine call-and-response with a performer. I am additionally not convinced

that the prompt transitions are interpolations. In the examples, they sound rather separated than integrated

smoothly towards each other.

Rating: 4: Borderline accept: Technically solid paper where reasons to accept outweigh reasons to reject, e.g., limited

evaluation. Please use sparingly.

Confidence: 5: You are absolutely certain about your assessment. You are very familiar with the related work and

checked the math/other details carefully.
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Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

Figure 1: Spectrograms could be larger. Figure 2: Spectrograms could be larger while the G_Theta could be smaller. It

is a bit hard to read the legends and axis titles in Figure 3.

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Rebuttal by Authors

Rebuttal

by Authors ( Hugo Flores García (/profile?id=~Hugo_Flores_García1), Nithya Shikarpur (/profile?
id=~Nithya_Shikarpur1), Haven Kim (/profile?id=~Haven_Kim1), Stephen Brade (/profile?
id=~Stephen_Brade1), +5 more (/group/edit?id=NeurIPS.cc/2026/Conference/Submission19318/Authors))

27 Jul 2026, 23:44 (modified: 28 Jul 2026, 06:46)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

Revisions (/revisions?id=jmhaudzgWz)

−

＝









Rebuttal:

We thank the reviewer for taking the time to leave their detailed review, and are glad to see the

recommendation of acceptance. Below we address some of the concerns brought up:

Concerns on Learned Representation

We wish to clarify what we believe are some misunderstandings here. In particular, we want to contrast

LMDMs with the popular representation-based method RAVE [1], as LMDMs have no explicit “learned

representation”. RAVEs are a purely VAE-based streaming model, where the ability for the model to perform

style transfer (by being trained on one distribution and encoding and then decoding a different audio

distribution in real time) is dependent on how well the RAVE disentangles stylistic content from rhythmic

and melodic features in its learned latent space. LMDMs, in contrast, already operate within a pretrained

generalist VAE (in our case, the SAO VAE) trained on a wide audio distribution, and are trained to generate

VAE latents within that representation guided by text prompts. As such, there is no “representation” learned

here within the LMDM to be continuous or discrete. If the reviewer has specific ideas in mind to extract a

representation from the model, we will gladly try them to our capacity during this rebuttal period. We also

agree that the prompt transitions from our LMDMs can sometimes be sudden, which we surmise is due to

the use of frame dropout and CFG++ to overcome the strong self-conditioning of the model’s past audio

context, and will highlight this fact more in the final draft.

On the user study

The reviewer is right that the work would be enriched by a larger study with semi-structured interviews and

formal thematic analysis, and we will flag this as future work. To be clear about what the current section is:

it is a preliminary set of usage observations intended to give the reader an early, situated signal of how the

instantiation of LMDM as a generative delay behaves in live use rather than a conclusive study. Participants

were asked to surface the successes and challenges they encountered while interacting with LMDM; we

document the specific moments they identified, with video, on our (anonymized) project page:

https://lmdm-anon.github.io/lmdm-anon-submission/ (https://lmdm-anon.github.io/lmdm-anon-

submission/). In the final version we will (i) soften the claims attached to these observations, (ii) add an

explicit description of our interview procedure, and (iii) add a rigorous study as clearly-scoped future work.

On situating the work in the interactive-music-systems literature

We thank the reviewer for highlighting this, and we want to clarify that we have no intention of dismissing

prior music research. We agree this literature matters and that our submission under-cited it. We will add a

related-work discussion placing LMDM explicitly within the tradition of interactive music systems and

musical agents [2, 3], and we want to stress that our framing does not depend on the survey's

characterization of prior work: LMDM's positioning as a real-time interactive system rests on this primary

literature, which we now engage directly, and we are glad to revisit the survey citation's scope in that light.

≡

9/25/26, 11:05 AM Live Music Diffusion Models: Efficient Fine-Tuning and Post-Training of Interactive Diffusion Music Generators | OpenReview

https://openreview.net/forum?id=URFsYfMwTM#discussion 11/23

https://openreview.net/profile?id=~Hugo_Flores_Garc%C3%ADa1
https://openreview.net/profile?id=~Hugo_Flores_Garc%C3%ADa1
https://openreview.net/profile?id=~Nithya_Shikarpur1
https://openreview.net/profile?id=~Nithya_Shikarpur1
https://openreview.net/profile?id=~Nithya_Shikarpur1
https://openreview.net/profile?id=~Haven_Kim1
https://openreview.net/profile?id=~Haven_Kim1
https://openreview.net/profile?id=~Stephen_Brade1
https://openreview.net/profile?id=~Stephen_Brade1
https://openreview.net/profile?id=~Stephen_Brade1
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission19318/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission19318/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission19318/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission19318/Authors
https://openreview.net/revisions?id=jmhaudzgWz
https://openreview.net/revisions?id=jmhaudzgWz
https://lmdm-anon.github.io/lmdm-anon-submission/
https://lmdm-anon.github.io/lmdm-anon-submission/
https://lmdm-anon.github.io/lmdm-anon-submission/


Concretely, we will situate the generative delay against the concatenative and corpus-based lineage that

realizes closely related interactions, including:

Spire Muse [4], whose mirroring mode is a direct precedent for the buffer-and-respond behavior we

call a generative delay;

MASOM [5] and MACAT / MACataRT [6], real-time corpus-based agents using self-organizing maps,

factor-oracle temporal models, and audio mosaicing;

the OMax / SoMax2 family [7], which resequences segments of a corpus matched to the musician's

recent input;

and earlier call-and-response agents such as the Continuator [8] and Voyager [9].

We welcome any further pointers the reviewer considers essential and will incorporate them.

On musical novelty

We would like to address the concern about novelty directly. The systems we mentioned above and others

have real strengths that a generative model does not automatically inherit: fidelity to a chosen corpus

audio, low training cost, and a tight, traceable relationship between what a musician records and what the

agent plays back. Our aim is to explore a different region of the same design space, and the generative

delay offers a few affordances that follow from that difference:

1. It is promptable. Users can explore timbres and musical styles through natural language, without first

curating or recording a corpus. This is a strictly different entry point to interaction.

2. It is amenable to the inference and post-training strategies native to diffusion models, as we

demonstrate with ARC-Forcing. These are techniques specific to the diffusion setting, and we see them

as opening a distinct line of development rather than displacing existing approaches.

It’s true our approach is more compute-intensive at training time than some other approaches, and we do

not claim otherwise. The goal is different: our contributions let a class of diffusion models run at interactive

latency on commercial hardware, which brings diffusion-based music generation to musicians who cannot

access industry-grade GPUs.

Finally, we would emphasize that the generative delay is one concrete deployment we trained and

performed with musicians, not the whole of the contribution. As the reviewer notes in the Strengths, the

core technical advances are running a DiT-based generator in real time, the encoder-decoder LMDM

formulation that decouples context decoding from output decoding, and block-causal KV-caching. The

generative delay demonstrates that these methods can reach live-performance use; the methods

themselves are also a novel contribution, which can foreseeably enable other live use cases as outlined in

our design space section.

[1] Antoine Caillon and Philippe Esling. RAVE: A variational autoencoder for fast and high-quality neural

audio synthesis. arXiv preprint arXiv:2111.05011, 2021.

[2] Robert Rowe. Interactive Music Systems: Machine Listening and Composing. MIT Press, Cambridge, MA,

1993.

[3] Kıvanç Tatar and Philippe Pasquier. Musical agents: A typology and state of the art towards musical

metacreation. Journal of New Music Research, 48(1):56–105, 2019.

[4] Notto J. W. Thelle and Philippe Pasquier. Spire Muse: A virtual musical partner for creative brainstorming.

In Proceedings of the International Conference on New Interfaces for Musical Expression (NIME), 2021.

[5] Kıvanç Tatar and Philippe Pasquier. MASOM: A musical agent architecture based on self-organizing

maps, affective computing, and variable Markov models. In Proceedings of the 5th International Workshop

on Musical Metacreation (MUME), 2017.

[6] Keon Ju M. Lee and Philippe Pasquier. Musical agent systems: MACAT and MACataRT. In Proceedings of

the Creativity and Generative AI Workshop, NeurIPS, 2024. arXiv:2502.00023.

[7] Gérard Assayag, Georges Bloch, Marc Chemillier, Arshia Cont, and Shlomo Dubnov. OMax brothers: A

dynamic topology of agents for improvisation learning. In Proceedings of the 1st ACM Workshop on Audio

and Music Computing Multimedia (AMCMM), pages 125–132, 2006.
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[8] François Pachet. The continuator: Musical interaction with style. Journal of New Music Research,

32(3):333–341, 2003.

[9] George E. Lewis. Too many notes: Computers, complexity and culture in Voyager. Leonardo Music

Journal, 10:33–39, 2000.

Official Comment by Reviewer q17Y

Official Comment by Reviewer q17Y 31 Jul 2026, 08:08

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

−

＝





Comment:

Thank you for carefully responding to the comments and questions in my review.

Concerns on Learned Representation

My understanding from the authors' reply is that the underlying VAE is pretrained and the

authors consider the learned audio representation in that as "out of scope" in their study.

However, the musical outcome, in my observation, is the same that the full system, or the

interactive music system with all its components, does not at the level of state-of-the-art

approaches for timbre transitions in systems focusing on live audio outputs. My suspicion is that

the issue of rather limited musical variety in the system's outputs in example videos, lies within

the diffusion approach. However, if the authors think that this is due to the pretrained VAE rather

than other aspects of the approach, perhaps testing different pretrained VAEs is one way to test

that.

On the user study

Whether it is a smaller scope or a larger study, the study still needs a clear research

methodology. I don't think my concerns are answered on that regard. That is, within the current

scope, what was the specific research method used? What questions have been asked to the

participants? How were the participants invited? How were their responses analyzed for the

conclusions reported in this paper?

On situating the work in the interactive-music-systems literature

The list of references added by authors are good additions and it would also help to clarify how

does this system pushes that state-of-the-art further? What is novel, ie both in terms of the

machine learning approach but also its musical results.

On musical novelty

1- Sure. It would be also great to cover this aspect in the user study, or perhaps in a future user

study. Does prompting really interesting/valuable/useful/different for musicians, or not? We do

not know that yet. 2- In this specific musical setting, I am still not convinced that diffusion

approach is more fitting than other approaches given the training computational load and the

limited musicality of the system exemplified in the user study.

I would like thank the authors for their carefully prepared and detailed response. While I have

received more information, some of my questions and concerns are still valid; and thus, I think

the current rating is reasonable.

 Replying to Official Comment by Reviewer q17Y

Rebuttal Response Comment 1

Official Comment

by Authors ( Hugo Flores García (/profile?id=~Hugo_Flores_García1), Nithya Shikarpur
(/profile?id=~Nithya_Shikarpur1), Haven Kim (/profile?id=~Haven_Kim1), Stephen Brade
(/profile?id=~Stephen_Brade1), +5 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission19318/Authors))

−

＝ 



≡

≡
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31 Jul 2026, 17:36

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors





Comment:

We thank the reviewer for continuing this discussion and providing their honest and insightful

feedback, which has helped us sharpen both our claims and the final version.

On the user study methodology

We apologize that our methodology was unclear, and detail it here. Three musicians were

recruited by email from a university fellowship program supporting highly accomplished

performers. Two took part in a structured session: 10 minutes of demonstration, 50 minutes of

hands-on interaction, and a 10 minute semi-structured interview. The third had extensive

experience with the system in the lead-up to a performance and was interviewed only. Interviews

were organized around the successes and the challenges participants encountered while playing

with LMDM. Sessions were audio and video recorded and the interviews transcribed. From the

transcripts we located the moments participants themselves identified as compelling or

problematic and isolated the corresponding video segments, which are the observations we

report and the clips on our project page.

We will make explicit that this is not a formal qualitative study with no coding scheme or

thematic analysis, and do not claim generalizability. We will describe it as a preliminary

observational account of first use (which we intended to be a step improvement from the pure

listening-study qualitative procedure that is common in music generation works at core ML

venues), soften the associated claims, state the method above, and scope a properly powered

study with formal thematic analysis as future work.

On musical novelty and the role of prompting

We would point to recent empirical work that bears directly on our design. Choi et al. [1] found

prompting in generative music to be valuable, with expert evaluators rating prompt-based

outputs favorably across all groups, but also found that language alone cannot carry musical

intent. Ronchini et al. [2] report the same tension, with musicians valuing text-to-music systems

creatively while naming prompt ambiguity and limited controllability as the principal obstacles.

This is the configuration LMDM implements. We do not claim prompting alone is musically

sufficient, and our system is not prompt-only: in the generative delay and sketch settings the

musician's live playing supplies precisely the temporal and gestural specificity these studies find

language cannot, while the prompt supplies semantic reach without requiring a curated corpus,

a pairing also pursued offline by Sketch2Sound [3]. What distinguishes our contribution is that

this combination runs at performance latency on a consumer laptop, making it available during

playing rather than between takes. We note that the studies above examine asynchronous studio

composition; the live, instrument-coupled case is one our system makes possible to study at all.

On learned representation, timbre, and musical variety

We take the observation seriously but do not believe the VAE is the bottleneck, as the SAO VAE

can generally reconstruct audio perceptually faithfully. We identified two causes during this

rebuttal. First, the caption-to-tag distribution shift reported to Reviewer H5Bx: participants used

short tag-like prompts against a model trained on verbose captions, and adherence collapsed

toward a generic EDM texture (CLAP 0.2952 for full captions against 0.2330 for genre words).

Second, strong self-conditioning on past audio context, mitigated but not eliminated by frame

dropout and CFG++. Neither is inherent to diffusion. Swapping the VAE would require pretraining

a fresh base diffusion model that LMDM inherits in the new latent space, which is not feasible in

the discussion period.

On what the work advances
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On the machine learning side: running a pretrained DiT generator at interactive latency with

stable outputs at all, via the encoder-decoder LMDM formulation, block-causal KV caching (now

30ms per block), and ARC-Forcing, with each component now ablated in this rebuttal. On the

musical side: no corpus curation or pre-recording is required; styles and timbres are reachable

through language rather than gathered material; the system answers a single instrument with a

full arrangement rather than resequencing the input; and it runs on a consumer laptop.

 Replying to Rebuttal Response Comment 1

Rebuttal Response Comment 2

Official Comment

by Authors ( Hugo Flores García (/profile?id=~Hugo_Flores_García1), Nithya Shikarpur
(/profile?id=~Nithya_Shikarpur1), Haven Kim (/profile?id=~Haven_Kim1), Stephen Brade
(/profile?id=~Stephen_Brade1), +5 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission19318/Authors))

31 Jul 2026, 17:36

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

−

＝ 







Comment:

On diffusion versus other approaches

We claim less than we may have conveyed. We do not argue diffusion suits this setting better

than corpus-based methods, whose strengths we will acknowledge more in the updated draft.

We argue that repurposing diffusion-based music models for real-time generation at interactive

latency on consumer hardware was previously out of reach and now is not. Training cost is borne

once by us; a musician needs only the laptop. As the reviewer notes in the Strengths, these

contributions are not specific to the generative delay and apply to other live uses.

We wish to thank the reviewer again, as they have helped situate our work in the wider body of

interactive music literature that extends beyond core ML conferences. We hope you will consider

these further details provided in evaluating your final score.

[1] Youjin Choi, JaeYoung Moon, JinYoung Yoo, and Jin-Hyuk Hong. Understanding the potentials

and limitations of prompt-based music generative AI. In Proceedings of the 2025 CHI Conference on

Human Factors in Computing Systems, pages 1–15, 2025.

[2] Francesca Ronchini, Luca Comanducci, Gabriele Perego, and Fabio Antonacci. PAGURI: A user

experience study of creative interaction with text-to-music models. arXiv:2407.04333, 2024.

[3] Hugo Flores García, Oriol Nieto, Justin Salamon, Bryan Pardo, and Prem Seetharaman.

Sketch2Sound: Controllable audio generation via time-varying signals and sonic imitations. In

ICASSP 2025.

Official Review of Submission19318 by Reviewer 94y1

Official Review by Reviewer 94y1 24 Jun 2026, 02:41 (modified: 24 Sept 2026, 10:00)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer 94y1

Revisions (/revisions?id=S762Ee1hdV)







Summary:

This paper proposes Live Music Diffusion Models, a framework for adapting offline audio diffusion/flow-matching

models into streaming interactive music generators. The core architectural idea is to separate clean context and noisy

target blocks through routing and attention masks, so that clean-context representations can be cached across

diffusion steps, and in the block-causal variant also across time. The paper further proposes ARC-Forcing, which

≡
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combines ideas from ARC-style adversarial post-training and Self-Forcing to supervise multi-block rollouts without

reinforcement learning or an explicit reward model. The system is evaluated on text-conditioned generation, prompt

transitions, accompaniment generation, sketch-conditioned generation, and a small musician interaction study.

Contribution Type: Use-inspired: The main contribution is in framing or designing approaches to meet the needs of

a specific real-world application. (This often involves, e.g., engaging with domain experts.)

Strengths And Weaknesses:

Strengths

The paper addresses an important and timely application: interactive music generation for live performance and

co-creation. The focus on latency, streaming, controllability, and consumer-hardware deployment is well

motivated.

The routing and masking design is simple and technically sensible. The authors identify a concrete inefficiency in

standard block-wise diffusion outpainting and show how to make clean-context representations cacheable. This

is a useful engineering contribution even though KV caching itself is standard.

The paper is broad in scope. It evaluates LMDMs not only for text-conditioned music generation, but also for

prompt transitions, accompaniment, sketch control, and live interaction with musicians.

ARC-Forcing is a plausible adaptation of recent adversarial and rollout-based post-training ideas to streaming

music diffusion. The over-time metrics suggest that it helps mitigate autoregressive drift and reduces the

number of sampling steps.

The writing is mostly clear, and the paper is careful enough to position the work as repurposing diffusion models

for the streaming setting rather than claiming that diffusion models are universally superior to AR models.

Weaknesses

The novelty of ARC-Forcing relative to prior ARC post-training and Self-Forcing is discussed, but not fully isolated

experimentally. The paper would be stronger with ablations against plain ARC-style adversarial post-training,

Self-Forcing-only, no discriminator warm-start, and reduced-step sampling without ARC-Forcing. The main

algorithmic novelty is somewhat incremental. KV caching is a standard inference technique; the contribution is

the routing/masking modification that makes caching applicable to block-wise diffusion outpainting. This is

useful, but the paper should better isolate which gains come from routing, masking, noise-wise caching,

temporal caching, and ARC-Forcing.

The evaluation relies heavily on automatic audio metrics. FD, KL, CLAP, CoCoLA, and sketch-control metrics are

useful, but they do not fully establish perceived musical quality, prompt adherence, or live usability. A controlled

blind listening study against the main baselines would substantially strengthen the paper.

The baseline set is reasonable for the stated interactive streaming scope, since it includes Magenta RealTime,

Stable Audio Open, and MusicGen-Large. However, the paper should more clearly discuss the boundary of this

comparison: some recent AR/LM-based music systems are cited but not compared, presumably because they are

not live/streaming or not consumer-deployable. This should be made explicit to avoid overgeneralizing the

conclusions.

The text-conditioning results are mixed. LMDMs show very strong latency and competitive FD/KL, but CLAP scores

are not uniformly better than the baselines. The paper should be more cautious in claiming competitive text

adherence, or explain why CLAP underestimates prompt following in this setting.

Quality: 3: good

Clarity: 3: good

Significance: 3: good

Originality: 3: good

Questions:

1. Can the authors compare ARC-Forcing against plain ARC-style post-training, Self-Forcing-only, no discriminator

warm-start, and few-step sampling without adversarial rollout training? This would clarify which component is

responsible for reduced drift and faster sampling.

2. Can the authors provide ablations separating routing, attention masking, noise-wise KV caching, temporal KV

caching, and block-causal masking? Reporting both theoretical complexity and actual wall-clock/memory

measurements would make the contribution clearer.
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3. Can the authors add a blind listening study comparing LMDMs with Magenta RealTime, Stable Audio Open, and

MusicGen-Large on audio quality, prompt adherence, temporal coherence, and musical usefulness?

4. Please clarify which recent AR/LM-based music systems are in scope for comparison and which are excluded

because they are not streaming, not interactive, not publicly available, or not feasible on consumer hardware.

5. Please specify the exact consumer laptop setup and report end-to-end latency, jitter, steady-state real-time factor,

memory use, and dropout/failure rate. Also clarify what will be released: code, checkpoints, demo system,

evaluation scripts, prompts, generated samples, and data-preparation instructions.

My score would increase if the rebuttal provides convincing ARC-Forcing/caching ablations, clearer real-time

deployment metrics, and a concrete release plan. It would decrease if the main claims remain based mostly on

automatic metrics and theoretical complexity without stronger empirical isolation.

Limitations:

yes

Rating: 4: Borderline accept: Technically solid paper where reasons to accept outweigh reasons to reject, e.g., limited

evaluation. Please use sparingly.

Confidence: 3: You are fairly confident in your assessment. It is possible that you did not understand some parts of

the submission or that you are unfamiliar with some pieces of related work. Math/other details were not carefully

checked.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

No major formatting concerns.

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

After considering the complete rebuttal, I retain my score of 4. The added ARC-Forcing ablations, efficiency profiling,

listening study, deployment statistics, and release plan substantially strengthen the technical and empirical support.

Remaining limitations mainly concern evaluation: the listening study is relatively small and underpowered, while the

three-musician study remains preliminary evidence rather than a rigorous evaluation of collaboration or usability.

These broader claims should therefore be appropriately scoped.

Rebuttal by Authors

Rebuttal

by Authors ( Hugo Flores García (/profile?id=~Hugo_Flores_García1), Nithya Shikarpur (/profile?
id=~Nithya_Shikarpur1), Haven Kim (/profile?id=~Haven_Kim1), Stephen Brade (/profile?
id=~Stephen_Brade1), +5 more (/group/edit?id=NeurIPS.cc/2026/Conference/Submission19318/Authors))

28 Jul 2026, 00:30 (modified: 28 Jul 2026, 06:46)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

Revisions (/revisions?id=iTN703f9Aw)

−

＝









Rebuttal:

The authors thank the reviewer for their detailed review and are glad to see the recommendation of

acceptance. We address some of the raised comments below:

Empirical Ablation of ARC-Forcing

Given the overlap of this question with Reviewer H5Bx’s question on ARC-Forcing ablations, we direct the

reviewer to our rebuttal there for a full breakdown. Below, we re-display our findings from our ablation

study, showing that our setup (ARC-Forcing) is indeed the most performant and that changing any part of it

(loss formulation, use of rollouts, discriminator warm start) reduces quality.

model FD-OpenL3 ↓ KL-PaSST ↓ CLAP ↑

ARC Only (no rollout) 103.89 0.7660 0.1683

No Contrastive Loss 66.65 1.0197 0.2670

≡
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model FD-OpenL3 ↓ KL-PaSST ↓ CLAP ↑

No Discriminator Warm Start 283.37 3.6661 -0.1159

Self-Forcing 148.91 1.3043 0.1967

LMDM ED 116.66 1.4962 0.1480

--- --- --- ---

LMDM ED (50) 61.06 1.1447 0.2046

LMDM ED+AF 35.88 0.74 0.29

Efficiency Ablations for LMDM Components

We thank the reviewer for raising this point. For this analysis we use the updated inference implementation

from our reply to Reviewer H5Bx (static in-place KV cache + CUDA graphs), giving 37.2ms for Enc-Dec and

30ms for Block-Causal. Note that considering the requested list of factors to ablate, two components can't

be separated cleanly: routing and attention masking must be applied together (either alone changes the

context representation as a function of noise level and breaks caching), and temporal caching requires

block-causal masking (which is only used at train time in the initial finetuning phase). We therefore ablate

three setups: baseline bidirectional outpainting ( ), Enc-Dec ( ), and Block-Causal

( ), all as a function of the number of context blocks (latency in ms, peak memory in MB,

batch size 1, no CFG):

context blocks Bidir. latency Bidir. mem Enc-Dec latency Enc-Dec mem BC latency BC mem

2 35.19 1910 37.61 2034 30.15 2034

4 37.62 1911 37.21 2044 30.06 2043

8 40.06 1912 37.33 2064 31.16 2062

12 41.75 1915 36.52 2093 31.16 2090

The baseline has lower memory but latency that grows with context length; both LMDM variants trade a

small cache overhead for latency that stays flat. While Enc-Dec is roughly at parity with the baseline at our

main context length (4 blocks), the decisive benefit of caching appears during ARC-Forcing:

ARC-Forcing rolls out  blocks from , but propagates gradients only on the final step of each block. With

caching, the cache is built without tracking gradients (as in Self-Forcing [3]), so we retain only 1 block's

activations per block. The baseline can't separate context encoding from block generation, so gradient

tracking keeps the entire context window's plus current block's activations in the graph. For a -block

context and per-block activation cost , a -block rollout costs  per batch-item for LMDMs versus

 for baseline outpainting; this footprint scales with both rollout and context length,

making rollout post-training prohibitively expensive without caching. We will make this point explicit in the

revision.

Listening Study Results

We ran a listening study with 19 confirmed participants comparing LMDM, SAO, MusicGen Large, and

Magenta RT. Participants evaluated 15 second clips for audio quality, prompt adherence, and temporal

coherence. (If the reviewer can clarify a desirable question for "musical usefulness", we can reopen the

study to evaluate it.) On each trial, participants heard two generations for the same prompt and rated them

against each other on a 7-point comparison scale, from "much better" through "about the same" to "much

better" for the other clip. For each measure we first ran a Kruskal–Wallis omnibus test over per-participant

mean comparison ratings, confirmed by Friedman's test for matched samples, and then performed post-

hoc pairwise comparisons using Wilcoxon signed-rank tests with Bonferroni correction (α = 0.05/6).

O((E + D)K) O(E + DK)
O(Es−o:s + DK)

B Gϕ

W

C B O(BC)

O(B(W + 1)C)
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Overall, the results are aligned with the automated metrics. LMDM performs comparably to non-streaming

models like SAO and MusicGen with no significant difference found between these models on all criteria.

MagentaRT performs significantly better on Audio Quality and Prompt Adherence, which is expected given

its wider training distribution and larger model size. No model stands out wrt to temporal adherence, as

the interrater agreement has higher variance. Rather, raters agreed less: 25.9% of temporal-coherence

ratings were "about the same", against 11.0% for prompt adherence, with comparable between-rater

variance — leaving the corrected tests underpowered despite effects of the same magnitude.

1. Win counts per model Ties count as half a win.

Audio quality

Comparison Wins Ties Mean rating p Result

LMDM vs Magenta RealTime 8–24 6 -0.87 0.0031 significant

LMDM vs MusicGen Large 15–15 8 +0.21 0.5682 n.s.

LMDM vs Stable Audio Open 14–16 8 -0.18 0.6458 n.s.

Magenta RealTime vs MusicGen Large 20–6 12 +0.79 0.0048 significant

Magenta RealTime vs Stable Audio Open 22–8 8 +0.55 0.0622 n.s.

MusicGen Large vs Stable Audio Open 16–14 8 +0.08 0.8632 n.s.

Prompt adherence

Comparison Wins Ties Mean rating p Result

LMDM vs Magenta RealTime 11–20 7 -0.53 0.1031 n.s.

LMDM vs MusicGen Large 18–17 3 +0.16 0.7029 n.s.

LMDM vs Stable Audio Open 20–16 2 +0.18 0.6769 n.s.

Magenta RealTime vs MusicGen Large 26–10 2 +1.03 0.0039 significant

Magenta RealTime vs Stable Audio Open 23–9 6 +0.87 0.0035 significant

MusicGen Large vs Stable Audio Open 22–11 5 +0.63 0.0592 n.s.

Temporal coherence

Comparison Wins Ties Mean rating p Result

LMDM vs Magenta RealTime 8–17 13 -0.50 0.0904 n.s.

LMDM vs MusicGen Large 14–13 11 +0.13 0.7318 n.s.

LMDM vs Stable Audio Open 16–14 8 -0.00 0.9426 n.s.

Magenta RealTime vs MusicGen Large 25–8 5 +0.89 0.0161 n.s.

Magenta RealTime vs Stable Audio Open 20–8 10 +0.68 0.0417 n.s.

MusicGen Large vs Stable Audio Open 17–9 12 +0.50 0.0671 n.s.

Clarifying Scope of AR Music Comparisons

We agree with the reviewer that we could be more explicit with the choice of comparisons and our

intended scope. At the time of writing, we chose Magenta-RT as our main baseline (given its place as the

leading real time interactive music generator model trained on 100x more data), as well as MusicGen-Large

(an AR system that is theoretically streamable on consumer hardware at higher latency) and SAO (a

diffusion model deployable on consumer hardware but non-streamable). All three are also exclusively on

instrumental music (our focus) rather than lyrics-based song generation, and the latter two are standard

comparison points for instrumental music generation research. The majority of other systems are excluded
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from comparison because they are some combination of: Lyrics-based song generators rather than purely

instrumental music Fully closed source (Suno, Udio, Seed-Music) Non-streaming (DiffRhythm, Ace-Step,

Ace-Step 1.5) Theoretically partially streaming (i.e. AR) but not at interactive rates on consumer hardware

(DiffRhythm 2, LeVo, Songbloom, YuE)

We will make this point clear in the updated version of our paper and state our claims within the realm of

instrumental systems that are open, streaming, and consumer-deployable interactive.

Claims on Text Adherence

We agree with the reviewers point, and will adjust the verbiage in the revised text to not overclaim LMDMs

context adherence, which is more mixed.

Inference Time Profiling Below are the laptop specifications and inference time stats.

Hardware: NVIDIA GeForce RTX 4090 Laptop GPU, 16376 MiB VRAM, driver 580.159.03. ONNX Runtime

CUDA EP, fp32. The interface and inference pipeline is built using JUCE. τ_θ refers to the total inference time

for one block of audio.

Sketch / self-forced / 8 pingpong steps

block size 10 latents = 0.464 s

sampling steps 8

DiT batch size for CFG over text and controls 3

DiT batch-items per block 24

generations measured 710 (330 s audio)

inference τ_θ mean 367 ms

τ_θ median 361.7 ms

τ_θ std dev 10.7 ms

τ_θ min / max 349.0 / 399.2 ms

τ_θ p95 / p99 384.6 / 391.4 ms

end-to-end Δ = B + τ_θ 0.83 s

RTF mean / p99 0.790 / 0.843

dropout rate (τ_θ > B) 0/707 (0.00%)

peak host RSS 1929 MB

peak GPU VRAM 6010 MB

Breakdown of τ_θ:

stage Sketch / self-forced<br>8 steps

sketch-control extraction (RMS/CQT) 99.4 ± 7.5 ms

DiT sampling 198.9 ± 3.2 ms

VAE decode 48.3 ± 1.3 ms

Official Comment by Reviewer 94y1

Official Comment by Reviewer 94y1 30 Jul 2026, 01:12

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

−

＝





Comment:

≡
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Thank you for the substantial additional experiments. The ARC-Forcing ablations,

latency/memory profiling, listening study, and deployment statistics meaningfully strengthen the

paper. However, I do not think all concerns have been fully resolved:

The efficiency analysis remains only partially isolated. The improved Block-Causal result

appears after correcting a benchmarking bug and introducing a static cache/CUDA Graph

implementation. This materially changes a central result and requires a clearly documented,

reproducible, and fair comparison. At the main four-block setting, Enc-Dec remains roughly

at parity with bidirectional outpainting.

The listening study is valuable, but non-significant differences should not be interpreted as

evidence that the systems are equivalent, particularly when the authors acknowledge that

the tests are underpowered. Important design details and the requested evaluation of

musical usefulness also remain missing.

The requested release plan—covering code, checkpoints, demo system, evaluation scripts,

prompts, samples, and data preparation—was not addressed. Deployment profiling is also

limited to one configuration.

I also agree with Reviewer H5Bx and the meta-review that the three-musician study remains

preliminary evidence rather than a rigorous evaluation of collaboration or usability. Reviewer

q17Y’s concerns regarding the research method, interactive-music literature, and musical

continuity are acknowledged mainly through reframing and promised revisions rather than new

supporting evidence.

Overall, the rebuttal resolves several technical questions but does not fully support the broader

empirical and interactive claims. I therefore retain my score of 4 rather than increasing it.

 Replying to Official Comment by Reviewer 94y1

Rebuttal Response Comment 1

Official Comment

by Authors ( Hugo Flores García (/profile?id=~Hugo_Flores_García1), Nithya Shikarpur
(/profile?id=~Nithya_Shikarpur1), Haven Kim (/profile?id=~Haven_Kim1), Stephen Brade
(/profile?id=~Stephen_Brade1), +5 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission19318/Authors))

31 Jul 2026, 22:10

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

−

＝ 







Comment:

We thank the reviewer for taking the time to respond and recognize how our multiple new

results strengthen the paper.

Release Plan

We apologize for not including this as requested earlier. Upon acceptance we will release, under

a permissive open-source license:

All code for LMDMs, including both training and inference for text, sketch, and

accompaniment models, as well as data preprocessing and evaluation code.

The corresponding checkpoints for all main models evaluated in the paper.

The real-time JUCE/ONNX application and the ONNX export scripts used to deploy it on

consumer hardware.

Further prompts and samples for all experiments, an extension of our current anonymous

website which includes these.

Concerns on Efficiency Analysis

We would like to note that the inclusion of the improved KV cache mechanism (which improves

latency in all settings, not just block-causal) does not materially change the central result of our

paper: that one can effectively transform offline diffusion models into stable autoregressive

≡
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interactive music generation systems. This result purely improves the latency measurements of

our system (which were already much faster than the baseline) and clear up the implementation

issue we flagged initially in our draft. Additionally, nothing about the static cache and CUDA

graph implementation changes anything about the output of the model, as we confirmed results

were bit-identical before and after this speedup.

Regarding fair comparison, the optimization is applied equally to all variants. We apply CUDA

Graphs and the static in-place cache identically to the bidirectional baseline (which only uses the

CUDA graph given its inability to cache), Enc-Dec, and Block-Causal.

Regarding documentation and reproducibility, we describe the setup used for the latency

analysis here (and will release the code as well). The comparison is apples-to-apples, at matched

shapes (4 context blocks of 48 each), batch size 1, no CFG. All comparisons use the 8 step ping-

pong sampler. After a prefilling stage to simulate steady state performance (most important for

block-causal given that it needs a dedicated temporal prefill), we perform 10 warmup iterations

through the whole DiT generation process and VAE decoding for 1 block, and then measure the

average full latency across 50 separate runs. Each model setup is run in a separate python

process in serial to avoid any contamination in the CUDA graphs. All experiments were run on

the same RTX 6000 Pro Blackwell GPU.

Regarding the parity of the baseline bidirectional model with the encoder-decoder at 4 blocks,

we’d like to provide further analysis that this is also partly because bidirectional latency scales with

the number of inference steps. In particular, we recreate the experiment from before but with 50

sampling steps rather than 8, and observe the following:

context blocks Bidir. lat Bidir. mem Enc-Dec lat Enc-Dec mem BC lat BC mem

2 150.59 1911 131.53 2035 126.81 2034

4 157.72 1912 132.49 2044 128.37 2044

8 168.57 1914 136.17 2064 129.72 2062

12 196.84 1917 137.60 2093 129.89 2090

In this case, the Encoder-Decoder LMDM dominates the baseline as the constant cost of re-

encoding past context adds up more when taking more steps. While we generally focus on the 8

step accelerated case for LMDMs, if one ever wanted to extend LMDMs to higher step sampling

(if such a procedure led to commensurate gains in performance as a test-time scaling axis), the

bidirectional baseline would progressively suffer here.

We’d also like to reiterate that it is the post-training memory argument that motivates Encoder-

Decoder LMDMs more so than the inference efficiency alone. Bidirectional models scale the

memory footprint much faster than Enc-Dec LMDMs as a function of rollout depth, which makes

them impractical to ever post-train at long rollouts. We will make all of this analysis explicitly

clear in the updated draft, and emphasize this post-training argument as the key use of noise-

wise KV caching.

Regarding profiling additional deployment configurations, we note that all versions of LMDMs

share the same underlying structure and therefore present a similar latency profile. Notably, the

text-only LMDMs have the exact same deployment profile as the sketch ones, with the exception

of avoiding the sketch encoding latency. If there are specific configurations the reviewer is

particular concerned about, we are happy to provide more information.
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Comment:

Concerns on Listening Study

Regarding claims of equivalence, we would like to clarify that we by no means are interpreting

lack of significant difference as a signal of equivalence. In our initial rebuttal we only seek to

characterize the results, and comment that the performance between LMDM and MusicGen/SAO

are comparable enough that we cannot conclude any significant difference statistically. In our

updated draft, we will make sure to be explicit in our claims of lack of significance.

Regarding “musical usefulness”, as we noted in our initial rebuttal this axis was omitted as we are

unsure what the reviewer means by this term; we are happy to reopen the study if the reviewer

can point us concretely to how such a question would be framed, as this axis does not commonly

exist in most generative music listening studies (which generally assess some combination of

audio fidelity, musicality, and prompt adherence among other features).

Regarding design details, while we described the study design in our initial rebuttal (if key

characterizations are missing we will be happy to provide more information), we provide more

details here in terms of participant recruitment and statistics. All 19 participants were recruited

via an open call through an internal research institution forum. At the beginning of the study, we

asked users to report their years of formal musical training (i.e. instrument, composition, etc.)

and their audio setup for the study, with the following statistics:

Years of formal musical training Participants %

10 or more years 8 42.1

4–9 years 3 15.8

1–3 years 3 15.8

None 5 26.3

Response Count

In-ear headphones 9

Over-ear headphones 9

Speakers 1

We want to thank the reviewer again for their feedback, as the breadth of experiments raised has

allowed us to significantly improve the paper, and we hope that the reviewer will consider these

improvements in their final recommendation.
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