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Abstract:

Differentiable structure learning transforms DAG discovery from a combinatorial search into a continuous optimization problem, enabling gradient-based

recovery of causal structures. In many applications, researchers possess partial-order priors over the variables (e.g., from biological signaling cascades or

temporal ordering), which substantially narrow the space of plausible causal graphs. Existing approaches integrate such priors by decomposing the prior order

graph into a collection of paths and evaluating prior-aware acyclicity constraints path by path; this is correct but its constraint-evaluation cost scales linearly with

the number of induced maximal paths, a bottleneck for multi-chain priors. We propose PACO, Partial-order-Augmented Continuous Optimization, which encodes

the same partial-order compatibility through a single masked-reachability matrix, that masks the matrix exponential of the learned graph by the strict transitive

closure of the prior. The constraint and its Frechet-adjoint gradient are computed in a single  block matrix exponential whose dominant cost is independent

of the number of induced prior paths. We prove that PACO has the same exact zero-level feasible set as the path-decomposition formulation. Across synthetic and

real-data experiments under matched priors and dataset seeds, PACO matches path-decomposition on structural recovery and substantially reduces wall-clock

cost in multi-chain prior settings.
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Summary:

The paper proposes PACO, a method for incorporating partial-order priors into differentiable causal discovery. Existing partial-order methods decompose

a prior order graph into many maximal paths and impose one acyclicity-type constraint per path, which can be computationally expensive when the

number of induced paths is large. PACO instead uses a single masked reachability penalty. The paper proves that combining this penalty with the

standard NOTEARS acyclicity constraint characterizes the same feasible set as path-decomposition methods. Computationally, PACO evaluates the
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constraint and gradient using a Frechet derivative of the matrix exponential through a single  block matrix exponential. The main empirical claim

is that PACO achieves structural recovery comparable to PPO/path-decomposition baselines while being faster when the prior induces many maximal

paths. Experiments are conducted with NOTEARS, DAGMA, and NOTEARS-MLP backbones on synthetic graphs up to , plus a Sachs case study.

Contribution Type: General: Most submissions will fall into this type.

Strengths And Weaknesses:

Strengths:

1. The paper is generally well written and easy to follow. The motivation is clearly presented, and the distinction between path-decomposition

constraints and the proposed masked-reachability formulation is explained well.

2. The method is also technically clear. The authors give a simple constraint, establish its exact feasible-set interpretation, and provide an

implementable gradient computation based on the Frechet derivative of the matrix exponential.

3. The proposed method substantially reduces runtime when the number of induced prior paths is large while retaining comparable structural recovery

results.

Weaknesses:

1. The novelty of the paper appears somewhat limited. The main idea of using a reachability-based partial-order penalty is closely related to a

formulation already discussed in prior work. The present paper’s main contribution is rather an efficient implementation of this constraint using

matrix-exponential reachability and Frechet-adjoint gradients. This is technically useful, but the conceptual advance over existing partial-order

regularization methods should be stated more modestly.

2. The empirical evaluation largely relies on settings where the NOTEARS-style squared-loss objective is expected to be informative for recovering the

true ordering. However, if variables are standardized or if the equal-noise-variance structure is not present, the squared-loss objective may no longer

prefer the true causal ordering. It would be helpful to evaluate how PACO behaves in such less favorable settings and to compare it against methods

with stronger identifiability mechanisms such as NOTIME [1].

3. The scalability evaluation is also somewhat limited. The largest synthetic graphs have , while the method relies on matrix-exponential and

Frechet-derivative computations. Although PACO removes the dependence on the number of decomposed prior paths, the dominant matrix-function

cost remains cubic in the number of variables. It is therefore unclear whether the method remains computationally attractive for . Additional

runtime and memory results at larger dimensions would strengthen the computational claims.

4. The method seems to have limited runtime improvements for a small number of paths. I wonder how we can interpret the number of paths in

practice. Can it be linked to the sparsity of the graphs? Is it more likely to have small or large values for practical problems?

[1] Berrevoets, J., Raymaekers, J., van der Schaar, M., Verdonck, T., & Yao, R. Differentiable Causal Structure Learning with Identifiability by NOTIME.

AISTATS 2025.

Quality: 3: good

Clarity: 3: good

Significance: 2: not good

Originality: 2: not good

Questions:

See Weaknesses.

Limitations:

yes

Rating: 4: Borderline accept: Technically solid paper where reasons to accept outweigh reasons to reject, e.g., limited evaluation. Please use sparingly.

Confidence: 4: You are confident in your assessment, but not absolutely certain. It is unlikely, but not impossible, that you did not understand some

parts of the submission or that you are unfamiliar with some pieces of related work.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

NA

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

Although the novelty of the paper may be incremental, I would like to raise my score to 4 for the detailed additional experiments, which have addressed

most of my concerns.
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Rebuttal:

We appreciate the reviewer's feedback.

Response to Q1: novelty of the paper
We note that a reverse-reachability constraint was written down in prior work but explicitly dismissed there as computationally impractical;

PACO's contribution is precisely to make this dismissed formulation tractable, via a single Fréchet-adjoint evaluation whose dominant cost is

independent of . The paper credits this lineage explicitly: Section 3.1 introduces our penalty as inspired by Equation 8b of [1], and the

related work section discusses Ban et al. (2025) [2], which targets path existence and uses the truncated polynomial form only as an initializer.

|O+|
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The key point, however, is that Ban et al. [1] judged this formulation impractical to pursue directly (their Remark 2, citing one gradient term per

pair in ) and developed path decomposition instead. PACO makes this route practical through a scalable matrix-exponential formulation and

proves that its zero set exactly matches the feasible set characterized by path decomposition. That other authors who also arrived at this

formulation judged it impractical and chose not to pursue it is, we believe, itself evidence that such a realization is not trivial. Concretely, PACO

differs from prior work in three technical respects.

(i) Correctness is not automatic. Without a feasible-set equivalence result, one faces a choice between path decomposition, which is correct

but expensive, and computationally efficient single-constraint alternatives whose correctness is not guaranteed. What was missing was a

principled bridge between computational compression and exactness. The natural single-constraint alternative, folding the prior into one

acyclicity check, is incorrect: it rejects valid DAGs on incomparable pairs, as Ban et al. [1]'s own Example 3 shows. Theorem 1 establishes that

the masked penalty combined with  characterizes exactly the path-decomposition feasible set.

(ii) The efficiency follows from the matrix-exponential formulation and its gradient computation. Without a tractable gradient, the

reverse-reachability formulation stays where Ban et al. left it in Remark 2: a candidate constraint dismissed on complexity grounds, with the

entire subfield defaulting to path decomposition as a consequence. Replacing the truncated polynomial of Eq. 8b by the matrix exponential is

what allows the constraint value and its gradient to be computed jointly in a single  block matrix exponential via the Fréchet adjoint.

Neither Ban et al. (2024) [1] nor Ban et al. (2025) [2] contains a gradient computation for this constraint; the per-term cost accounting in

Remark 2, their stated reason for setting the formulation aside, simply does not apply to this realization.

(iii) The computational benefit appears in the high-path-count regime. Without this efficient realization, that benefit is unavailable: the

constraint-evaluation cost of path-decomposition methods grows linearly with , and problems whose priors induce many maximal

paths can become computationally impractical. At , path decomposition's runtime grows with path count and fails to complete cells

with  to  paths within 34 hours, while PACO completes all cells in minutes at matched accuracy.

Response to Q2: Less favorable settings.
We agree that this is an important limitation of the least-squares NOTEARS backbone, rather than of PACO's partial-order formulation itself.

PACO is designed to enforce a supplied partial order efficiently and exactly; it does not claim to make the underlying score scale-invariant or

identifiable under arbitrary noise. To examine this boundary, we added a paired  experiment on exponential-noise linear ER SCMs with

. For every SCM, we evaluate the original observations, an equal-scale view obtained by standardizing all variables, and a reverse-

scale view that reverses their marginal-variance ordering.

The results confirm the expected limitation of the least-squares backbone: rescaling degrades all least-squares methods. Nevertheless, the

prior remains informative in these unfavorable settings. With five chains, PACO has lower mean SHD than matched PPO in all six cells; under

reverse scaling, SHD decreases from  to  at , and from  to  at . NOTIME improves substantially over NOTEARS

for the transformed  data, but is not uniformly superior at  and exhibits high finite-sample variability. The computational trend is

also preserved: for the five-chain  setting, PACO is , , and  faster than PPO on the original, equal-scale, and reverse-

scale views, respectively.

Response to Q3: Larger dimensions.

Path

count

PPO

terminal/total

PPO

timeout

PACO avg.

(s)

PACO median

(s)

PACO max

(s)

PPO avg.

(s)

PPO median

(s)

PPO max

(s)

Avg.

PPO/PACO

1 240/240 0 305.3 168.7 1823.3 196.6 118.6 1172.3 0.64

2–100 73/73 0 176.0 120.3 729.5 1435.8 585.4 7856.5 8.16

101–1,000 66/69 3 222.7 110.1 1458.8 ≥ 13,339.4 8562.2 ≥ 122,400 ≥ 59.90

1,001–

10,000

70/89 19 235.4 118.9 1364.6 ≥ 72,733.2 65,366.0 ≥ 122,400 ≥ 309.02

> 10,000 26/49 23 168.2 87.4 869.9 ≥ 120,140.7 ≥ 122,400 ≥ 122,400 ≥ 714.39

Thank you for highlighting the limited dimensional scaling in the original evaluation. We have extended the linear NOTEARS experiments to

 with ten seeds. Since some PPO tasks did not terminate within the 34-hour wall-time limit, metrics are computed using matched

successful PPO–PACO runs. PACO remains comparable to PPO with one chain while achieving better performance with multiple chains. PACO

also attains an obedience rate of  in all three settings, compared with , , and  for PPO. More importantly, the path-

stratified runtime results directly expose the scaling difference. With one path, PPO remains faster, with an average PPO/PACO runtime ratio of

. However, the ratio increases to  for –  paths, at least  for –  paths, at least  for –  paths, and at

least  beyond  paths. PPO timeouts are treated as right-censored at the 34-hour limit, so ratios marked with " " are conservative

lower bounds. PACO's median runtime remains between  and  seconds throughout the multi-path bins, whereas PPO's median reaches

at least  seconds beyond  paths.

We agree that PACO retains the  dependence on the number of variables, as does vanilla NOTEARS. Our contribution is to remove the

additional dependence on the number of decomposed paths : PACO evaluates a single order-augmented matrix exponential, whereas PPO

evaluates one for every path, resulting in  matrix-function work. Our new  results support this distinction. Although PPO is

faster in the single-path case, its runtime grows rapidly with  and frequently reaches the 34-hour timeout, while PACO remains within the

same runtime order across path-count regimes. PACO is also often faster than vanilla NOTEARS when the supplied order is informative,

consistent with the prior reducing the feasible search space.

These results further demonstrate the significance of our contribution: PPO becomes impractical in complex high-path settings, whereas PACO

maintains stable runtime and strong structural performance. We believe this path-independent formulation and its empirical scalability directly

address the reviewer's concerns regarding both practical significance and methodological novelty.
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Response to Q4: Number of paths in practice.
PACO can incur overhead in the very-small-path regime, but empirically this occurs only below roughly –  paths, a threshold that practical

branching or tiered priors readily exceed.

The path count is determined by the topology of the prior, not the sparsity of the underlying graph. A six-variable total chain encodes all 

ordered pairs but has only one maximal path; even a chain over  variables still has one. In contrast, three unordered two-variable

stages encode a comparable  pairs but yield  maximal paths, since each path selects one variable per stage. More generally,  stages

of sizes  induce  paths; four stages of five variables already yield . Thus, path count is governed by branching width and

is largely decoupled from both  and the density of the underlying graph.

Is the count small or large in practice? Tiered knowledge is arguably the most common practical form of partial orders (temporal measurement

waves, biological signaling stages, developmental stages, process pipelines), and it generically lands in the many-path regime. Our randomly

generated multi-chain priors show the same effect without adversarial construction: at , two or three interleaved chains already induce

median path counts of  and  (maxima  and ). Single-chain knowledge (one path) is the boundary case, where path

decomposition remains effective and PACO's overhead stays bounded.

We hope the discussion and additional evidence above are helpful in clarifying the points raised, and we would be grateful for any further

feedback.

[1] Taiyu Ban, Lyuzhou Chen, Xiangyu Wang, Xin Wang, Derui Lyu, and Huanhuan Chen. Differentiable structure learning with partial orders.

NeurIPS 2024.

[2] Taiyu Ban, Changxin Rong, Xiangyu Wang, Lyuzhou Chen, Xin Wang, Derui Lyu, Qinrui Zhu, and Huanhuan Chen. Differentiable structure

learning with ancestral constraints. ICML 2025.
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Comment:

Results for the Question 2 Settings

View Metric

NOTEARS (no

prior)

NOTIME (no

prior)

PPO (1 chain,

)

PACO (1 chain,

)

PPO (5 chains,

)

PACO (5 chains,

)

Original SHD ↓ 4.5 ± 1.8 5.6 ± 4.9 4.0 ± 1.9 4.1 ± 2.2 2.8 ± 1.3 2.6 ± 1.4

Time (s) ↓ 1.41 ± 0.64 1143.63 ±

1311.11

0.96 ± 0.45 1.67 ± 0.81 1.02 ± 0.42 0.85 ± 0.46

Prior

obedience ↑
— — 1.00 1.00 1.00 1.00

Equal SHD ↓ 13.8 ± 2.8 7.4 ± 6.4 13.0 ± 1.9 13.1 ± 2.1 10.6 ± 2.2 10.3 ± 2.2

Time (s) ↓ 0.59 ± 0.51 916.72 ±

1324.79

0.43 ± 0.31 0.73 ± 0.38 0.75 ± 0.58 0.24 ± 0.10

Prior

obedience ↑
— — 1.00 1.00 1.00 1.00

Reverse SHD ↓ 23.3 ± 3.3 15.3 ± 4.8 22.7 ± 3.7 22.5 ± 2.6 23.4 ± 4.7 17.2 ± 1.2

Time (s) ↓ 1.31 ± 1.16 942.70 ±

1275.45

0.95 ± 0.85 1.28 ± 0.75 0.77 ± 0.55 0.35 ± 0.17

Prior

obedience ↑
— — 0.70 1.00 0.00 1.00

View Metric

NOTEARS (no

prior)

NOTIME (no

prior)

PPO (1 chain,

)

PACO (1 chain,

)

PPO (5 chains,

)

PACO (5 chains,

)

Original SHD ↓ 6.4 ± 1.5 57.8 ± 16.6 5.7 ± 1.3 6.1 ± 1.7 5.1 ± 1.5 5.0 ± 1.6

Time (s) ↓ 585.82 ± 355.75 829.01 ±

1866.10

316.82 ±

120.38

292.71 ± 128.14 456.08 ± 268.91 133.17 ± 64.61

Prior

obedience ↑
— — 1.00 1.00 1.00 1.00

Equal SHD ↓ 36.1 ± 4.6 53.4 ± 18.6 32.8 ± 3.9 33.0 ± 5.4 29.0 ± 2.9 25.0 ± 3.1

d = 20

0.5d 0.5d 0.5d 0.5d

d = 50

0.5d 0.5d 0.5d 0.5d
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View Metric

NOTEARS (no

prior)

NOTIME (no

prior)

PPO (1 chain,

)

PACO (1 chain,

)

PPO (5 chains,

)

PACO (5 chains,

)

Time (s) ↓ 320.99 ± 218.61 1197.73 ±

2723.18

478.93 ±

225.17

349.95 ± 362.15 740.19 ± 450.05 47.05 ± 22.25

Prior

obedience ↑
— — 0.80 0.90 0.10 1.00

Reverse SHD ↓ 55.1 ± 4.6 59.0 ± 17.6 54.8 ± 6.7 53.6 ± 6.3 54.2 ± 8.2 40.8 ± 4.0

Time (s) ↓ 1017.06 ±

583.68

1101.77 ±

2641.06

279.74 ±

293.51

703.10 ± 456.18 1036.10 ±

1203.81

84.61 ± 55.61

Prior

obedience ↑
— — 0.00 1.00 0.00 1.00

Performance results for 

Prior setting Method SHD ↓ TPR ↑ FDR ↓ F1 ↑ Obed. ↑ Avg. runtime (s) ↓ Median runtime (s) ↓ Max runtime (s) ↓

No prior NOTEARS 87.98 0.80 0.09 0.85 — 312.2 199.8 1012.7

1-chain-50 PPO 67.73 0.83 0.06 0.89 0.938 238.8 142.0 1172.3

1-chain-50 PACO 68.61 0.83 0.05 0.89 1.00 473.9 284.6 1823.3

3-chain-50 PPO 41.24 0.87 0.04 0.91 0.788 48305.6 36019.4 113570.0

3-chain-50 PACO 37.55 0.88 0.02 0.93 1.00 127.8 82.0 863.2

5-chain-50 PPO 51.17 0.86 0.03 0.91 0.739 49055.4 53947.3 115714.0

5-chain-50 PACO 48.83 0.87 0.02 0.92 1.00 149.3 86.8 561.7

0.5d 0.5d 0.5d 0.5d

d = 100
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Comment:

Thank you for the rebuttal. Although the novelty of the paper may be incremental, I would like to raise my score to 4 for the detailed

additional experiments.

Official Review of Submission7452 by Reviewer EjjG
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Summary:

The paper presents PACO, a new constraint for differentiable causal discovery that incorporates partial-order prior knowledge. The constraint is based on

a masked matrix-exponential reachability term and can be plugged into NOTEARS-type models. Compared to existing path-decomposition approaches

(PPO), PACO offers better prior-order enforcement and computational efficiency, with the advantage concentrating in settings with many known order

relationships.

Contribution Type: General: Most submissions will fall into this type.

Strengths And Weaknesses:

The main strength of the idea is that it provides computational gains compared to existing approaches. This comes from a lower computational

complexity especially when the set of known relationships is large. It also seems to be easier to optimise as it leads to slightly better accuracy. Another

strength is prior-order obedience, PPO's obedience drops to 0.65 in some multi-chain settings whereas PACO achieves 1.00 throughout, which is a more

reliable enforcement of the constraint.

The main weakness of the approach is that the applicability is fairly limited. The accuracy gains over PPO are marginal and often within the sampling

variability of 5 seeds. More importantly, the computational advantage is only relevant when a large number of order relationships are known, and the

paper does not convincingly identify practical settings where this arises. The experiments are limited to moderate scale (max 50 variables) with

observational data, where even a large speedup translates to a difference of minutes rather than hours.

Quality: 2: not good

Clarity: 3: good

Significance: 1: poor

Originality: 2: not good

Questions:

Q1: Can the authors identify concrete real-world settings where a large number of partial-order relationships are known but the causal graph is not

already largely determined by the prior?
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Q2: In the multi-chain regime with, say, 5 chains each of length 0.5d, cross-chain edges remain unconstrained, but within-chain directions are largely

fixed. At what prior coverage level does the constraint become uninformative because the causal order is essentially identified? The paper would benefit

from a clearer characterization of the regime where PACO's advantage is both computationally meaningful and statistically relevant.

Q3: Could the prior-obedience failures of PPO be addressed through postprocessing of its output? If so, how does PACO's end-to-end enforcement

compare to such an approach in terms of structural recovery quality?

Limitations:

yes

Rating: 3: Borderline reject: Technically solid paper where reasons to reject, e.g., limited evaluation, outweigh reasons to accept, e.g., good evaluation.

Please use sparingly.

Confidence: 5: You are absolutely certain about your assessment. You are very familiar with the related work and checked the math/other details

carefully.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

NA

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

Given the new experiments, I increase my score to a 3

Rebuttal by Authors

Rebuttal

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Xiaoxuan Li (/profile?id=~Xiaoxuan_Li2), Tong Yu (/profile?id=~Tong_Yu3), Junda
Wu (/profile?id=~Junda_Wu1), +1 more (/group/edit?id=NeurIPS.cc/2026/Conference/Submission7452/Authors))

28 Jul 2026, 03:25 (modified: 28 Jul 2026, 06:02) Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

Revisions (/revisions?id=FigmYUGWyQ)

−

＝



 



Rebuttal:

We appreciate the reviewer's insightful comments. However, we respectfully disagree with these two characterizations mentioned in the

weakness. First, PACO's computational advantage is governed by the number of maximal paths induced by the prior topology, not by the

number of known order relations. These quantities need not scale together: even a sparsely specified branching prior can induce many

maximal paths. In our experiments, PPO is competitive only in the very-small-path regime (approximately fewer than 3--4 paths); beyond this

regime, its path-decomposition cost grows rapidly, whereas PACO's constraint evaluation does not grow with the number of maximal paths.

Moreover, many practically relevant tiered or branching priors naturally fall into the many-path regime.

Second, the runtime difference is not limited to a modest number of minutes. In the submitted  results, some PPO runs require on the

order of an hour, whereas the corresponding PACO runs finish in approximately --  minutes, yielding tens- to hundreds-fold speedups. Our

extended  experiments make the practical impact even clearer: PPO requires tens of hours in the many-path settings, while PACO still

completes within only a few minutes. These results show that PACO changes the practical feasibility and turnaround of the experiments, rather

than merely providing a small reduction in runtime.

Response to Q1: identify concrete real-world settings.
The premise of the question conflates two distinct notions: partial-order coverage and causal-graph determination. Under partial-order

semantics, no amount of order information, even a complete total order, determines the causal graph, so the settings the reviewer asks about

are in fact the standard settings studied throughout this line of work (Ban et al. [1]) and the broader background-knowledge literature that

predates it [2-4]. Concretely, any temporal system provides such a setting: a complete temporal order rules out reverse causation entirely, yet

leaves the adjacency structure undetermined. We expand on the underlying reason below.

Formally, under the partial-order semantics used throughout our paper,  means only that the learned graph cannot contain a reverse

causal dependency ; it does not assert a direct edge , or even require that a directed path  exists. Consequently, even knowing

the complete order does not determine the causal graph. A total order over  variables leaves all  admissible forward edges undecided and

therefore admits  different DAGs. For example, given , all  subsets of the ten possible forward edges

satisfy exactly the same order prior; in particular, the empty graph satisfies it. Temporal systems provide the most direct practical example: time

tells us that a later event cannot cause an earlier event and can therefore provide a complete temporal order, but it does not reveal which

earlier events actually cause which later events. Thus, the prior identifies impossible causal directions, not the correct causal edges; recovering

those edges from data remains the causal-discovery problem addressed in our paper.

Response to Q2: prior coverage level.
There is no universal coverage threshold at which the structural learning problem becomes vacuous. Because partial-order priors constrain

direction only and never adjacency, the causal discovery problem does not become "essentially identified" at any coverage level, and PACO's

advantage does not depend on avoiding one.

We first correct a factual assumption about the multi-chain construction, then explain what the correct characterization of PACO's operating

regime looks like. The premise of Q2 does not hold under the partial-order semantics used in our paper: identifying a causal order, even

completely, does not identify the causal graph. This is closely related to the conceptual distinction raised in Q1: order coverage is not adjacency

coverage. At full coverage, the prior is maximally restrictive with respect to direction, not "uninformative"; it remains completely silent about

adjacency.

d = 50
1 2

d = 100

i ≺ j

j ⇝ i i → j i ⇝ j

d (d2)

2(
d

2
) A ≺ B ≺ C ≺ D ≺ E 210 = 1,024

≡

9/25/26, 11:02 AM PACO: Partial-order-Augmented Continuous Optimization for Differentiable Causal Discovery | OpenReview

https://openreview.net/forum?id=6snQ8zlSKn&referrer=%5BAuthor Console%5D(%2Fgroup%3Fid%3DNeurIPS.cc%2F2026%2FConference%2… 6/16

https://openreview.net/profile?id=~Julian_McAuley1
https://openreview.net/profile?id=~Julian_McAuley1
https://openreview.net/profile?id=~Xiaoxuan_Li2
https://openreview.net/profile?id=~Xiaoxuan_Li2
https://openreview.net/profile?id=~Tong_Yu3
https://openreview.net/profile?id=~Tong_Yu3
https://openreview.net/profile?id=~Junda_Wu1
https://openreview.net/profile?id=~Junda_Wu1
https://openreview.net/profile?id=~Junda_Wu1
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission7452/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission7452/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission7452/Authors
https://openreview.net/group/edit?id=NeurIPS.cc/2026/Conference/Submission7452/Authors
https://openreview.net/revisions?id=FigmYUGWyQ
https://openreview.net/revisions?id=FigmYUGWyQ


The description of the multi-chain construction in the question is also not generally applicable to our setting. The five chains in chain_5_50

are not five disjoint components. Each chain samples  variables from the same node set, the sampled chains may overlap, and the effective

prior is the transitive closure of their union. Consequently, there is no fixed partition into "within-chain" and "cross-chain" pairs, and nominally

cross-chain pairs may become comparable through overlap and transitivity. Moreover,  denotes the length of each sampled chain, not the

resulting pairwise order coverage.

Accordingly, coverage alone is insufficient to characterize PACO's operating regime. Two quantities must be distinguished: transitive-closure

coverage, which measures how much directional ambiguity the prior removes, and the number of maximal paths, which governs PPO's path-

decomposition cost. These quantities need not vary together. For example, a total chain has  order coverage but only one maximal path,

whereas a tiered prior may leave many pairs incomparable while inducing a large number of maximal paths.

Response to Q3: postprocessing PPO outputs.

Method Obedience SHD TPR FDR F1

PPO pre-repair 0.000 79.800 0.809 0.112 0.832

PPO post-repair 1.000 53.600 0.759 0.099 0.823

PACO 1.000 36.200 0.815 0.037 0.883

We appreciate the reviewer's suggestion. PPO's obedience failures can be reduced by post-processing, but this is a post-hoc repair at the

output layer, whereas PACO offers a principled end-to-end formulation, holding by construction rather than by repair. The two operate at

different levels and are not directly substitutable; to still provide an empirical answer to the reviewer's comparison request, we report a

diagnostic post-processing baseline here. The repair restores perfect obedience and reduces PPO's SHD. However, because it enforces the prior

post hoc by deleting violating edges, it may also remove correct edges and substantially reduce TPR. Overall, the repaired PPO still performs

considerably worse than PACO, which incorporates the order constraint directly and satisfies the prior throughout optimization. A

comprehensive investigation of post-processing strategies for PPO, including the design of an optimal repair rule, would be an interesting

direction in its own right. We therefore use this simple, deterministic, and ground-truth-free repair only as a diagnostic baseline. It is not

intended to characterize the best achievable performance of PPO with post-processing; rather, it provides an initial controlled assessment of

whether straightforward post-processing can restore prior obedience and what structural-recovery cost it may incur.

The three questions raised all turn on the same underlying distinction, namely that partial-order priors constrain direction rather than

adjacency, which we clarify above with references to the standard problem setup in this line of work. If these questions influenced the

reviewer's assessment, we would be grateful for a reconsideration in light of the clarifications, and we appreciate any follow-up the reviewer

may have.

[1] Taiyu Ban, Lyuzhou Chen, Xiangyu Wang, Xin Wang, Derui Lyu, and Huanhuan Chen. Differentiable structure learning with partial orders.

NeurIPS 2024.

[2] Borboudakis and Tsamardinos. Incorporating causal prior knowledge as path-constraints in bayesian networks and maximal ancestral

graphs. ICML 2012.

[3] Bryan Andrews, Peter Spirtes, and Gregory F. Cooper. On the completeness of causal discovery in the presence of latent confounding with

tiered background knowledge. AISTATS 2020.

[4] Bang and Didelez. Do we become wiser with time? on causal equivalence with tiered background knowledge. UAI 2023.
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Comment:

10 seeds results for the table reported in the paper
NOTEARS

Method SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑

NOTEARS

(no prior)

26.20 0.661 0.135 0.746 — 34.39 0.720 0.114 0.792 — 52.46 0.747 0.096 0.817 —

PPO-1-

chain-50

23.35 0.698 0.111 0.779 1.000 30.82 0.746 0.090 0.818 1.000 44.46 0.779 0.072 0.846 1.000

PACO-1-

chain-50

23.26 0.695 0.107 0.779 1.000 30.52 0.746 0.089 0.819 1.000 46.24 0.775 0.079 0.841 1.000

PPO-2-

chain-50

21.54 0.718 0.096 0.798 1.000 28.98 0.759 0.080 0.830 1.000 41.52 0.793 0.062 0.859 1.000

PACO-2-

chain-50

21.71 0.717 0.097 0.797 1.000 28.12 0.761 0.075 0.833 1.000 40.67 0.792 0.059 0.859 1.000

d = 20 d = 20 d = 20 d = 20
d = 20

d = 30 d = 30 d = 30 d = 30
d = 30

d = 50 d = 50 d = 50 d = 50
d = 50
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Method SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑

PPO-3-

chain-50

21.30 0.723 0.094 0.802 1.000 27.44 0.769 0.071 0.840 1.000 39.56 0.800 0.059 0.864 1.000

PACO-3-

chain-50

20.39 0.728 0.081 0.810 1.000 26.36 0.774 0.063 0.846 1.000 38.65 0.803 0.051 0.869 1.000

PPO-5-

chain-50

19.57 0.743 0.074 0.822 1.000 25.30 0.782 0.055 0.854 1.000 38.00 0.806 0.052 0.870 0.988

PACO-5-

chain-50

19.14 0.745 0.069 0.826 1.000 25.12 0.784 0.054 0.855 1.000 36.90 0.809 0.048 0.874 1.000

PPO-10-

chain-50

18.93 0.750 0.070 0.828 1.000 24.91 0.785 0.054 0.857 1.000 35.15 0.815 0.042 0.880 0.963

PACO-10-

chain-50

18.70 0.751 0.067 0.830 1.000 24.65 0.787 0.052 0.858 1.000 34.75 0.816 0.040 0.882 1.000

DAGMA

Method SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑

DAGMA

(no

prior)

24.96 0.671 0.120 0.758 — 31.56 0.733 0.088 0.810 — 49.66 0.750 0.074 0.827 —

PPO-1-

chain-

50

22.94 0.698 0.099 0.784 1.000 32.06 0.735 0.090 0.811 1.000 54.08 0.743 0.093 0.816 1.000

PACO-1-

chain-

50

22.84 0.694 0.092 0.783 1.000 30.20 0.744 0.075 0.822 1.000 48.67 0.753 0.068 0.832 1.000

PPO-2-

chain-

50

21.61 0.718 0.092 0.799 1.000 29.89 0.743 0.074 0.822 1.000 45.71 0.769 0.064 0.843 1.000

PACO-2-

chain-

50

20.81 0.721 0.078 0.806 1.000 27.93 0.761 0.067 0.836 1.000 43.54 0.780 0.059 0.852 1.000

PPO-3-

chain-

50

21.48 0.720 0.087 0.802 1.000 28.89 0.753 0.068 0.830 1.000 51.00 0.780 0.076 0.843 0.988

PACO-3-

chain-

50

20.35 0.727 0.075 0.811 1.000 27.12 0.763 0.060 0.840 1.000 41.49 0.786 0.051 0.859 1.000

PPO-5-

chain-

50

20.11 0.735 0.075 0.816 1.000 27.52 0.765 0.062 0.841 1.000 46.12 0.774 0.077 0.841 1.000

PACO-5-

chain-

50

19.45 0.742 0.069 0.823 1.000 26.02 0.774 0.054 0.850 1.000 39.36 0.797 0.048 0.866 1.000

PPO-10-

chain-

50

20.93 0.733 0.084 0.812 1.000 28.57 0.761 0.070 0.835 1.000 41.94 0.784 0.053 0.857 1.000

PACO-

10-

chain-

50

18.96 0.748 0.064 0.828 1.000 25.41 0.779 0.052 0.853 1.000 37.65 0.803 0.044 0.872 1.000

d = 20 d = 20 d = 20 d = 20
d = 20

d = 30 d = 30 d = 30 d = 30
d = 30

d = 50 d = 50 d = 50 d = 50
d = 50

d = 20 d = 20 d = 20 d = 20
d = 20

d = 30 d = 30 d = 30 d = 30
d = 30

d = 50 d = 50 d = 50 d = 50
d = 50
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Comment:

NOTEARS–MLP

Method SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑

NOTEARS–

MLP (no

prior)

17.90 0.815 0.142 0.831 — 25.00 0.772 0.066 0.836 — 40.73 0.744 0.025 0.834 —

PPO-1-

chain-50

17.75 0.817 0.137 0.834 1.000 23.95 0.780 0.058 0.845 1.000 40.00 0.749 0.023 0.838 1.000

PACO-1-

chain-50

17.48 0.821 0.136 0.836 1.000 23.93 0.784 0.063 0.845 1.000 40.16 0.749 0.024 0.837 1.000

PPO-2-

chain-50

16.75 0.830 0.129 0.845 1.000 23.85 0.779 0.058 0.844 1.000 40.73 0.743 0.027 0.832 0.973

PACO-2-

chain-50

16.85 0.835 0.137 0.844 1.000 23.77 0.787 0.063 0.847 1.000 39.46 0.752 0.021 0.840 1.000

PPO-3-

chain-50

16.50 0.834 0.124 0.848 1.000 23.48 0.782 0.058 0.846 0.975 42.43 0.733 0.039 0.821 0.919

PACO-3-

chain-50

16.93 0.838 0.137 0.845 1.000 23.30 0.790 0.058 0.851 1.000 39.57 0.753 0.021 0.841 1.000

PPO-5-

chain-50

16.15 0.836 0.122 0.851 1.000 23.02 0.788 0.055 0.851 1.000 40.81 0.742 0.027 0.831 0.838

PACO-5-

chain-50

16.70 0.834 0.128 0.848 1.000 23.02 0.794 0.059 0.854 1.000 39.11 0.753 0.017 0.842 1.000

PPO-10-

chain-50

16.15 0.834 0.120 0.851 1.000 23.10 0.785 0.049 0.852 1.000 39.49 0.751 0.016 0.841 1.000

PACO-10-

chain-50

16.15 0.838 0.123 0.853 1.000 23.30 0.793 0.061 0.852 1.000 38.84 0.756 0.016 0.844 1.000

d = 20 d = 20 d = 20 d = 20
d = 20

d = 30 d = 30 d = 30 d = 30
d = 30

d = 50 d = 50 d = 50 d = 50
d = 50
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Comment:

Thank you for the detailed rebuttal and additional experiments.

On the runtime advantage: The d=100 experiments are more compelling than the submitted d=50 results, with PPO timing out at 34

hours while PACO completes in minutes.

On Q1: I understand the formal argument that a complete order does not determine the causal graph. My concern is more specific

to the linear SEM setting, where knowing the causal order enables simple sequential regression to recover most edges. This

practically relevant alternative is not discussed in the paper.

On Q3: The postprocessing experiment is informative but the experimental setting is not explicitly stated, making it difficult to

contextualize. A more comprehensive comparison across the full range of conditions where PPO obedience fails would be more

convincing.

Given the extended d=100 experiments, which provide more convincing evidence of practical significance than the submitted results,

I will raise my score from 2 to 3.

Official Review of Submission7452 by Reviewer YGvd

Official Review by Reviewer YGvd 06 Jun 2026, 19:00 (modified: 24 Sept 2026, 09:44)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer YGvd Revisions (/revisions?id=yA5DFCAbas)




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The paper proposes PACO, a differentiable causal discovery method that incorporates partial-order prior knowledge more efficiently than existing path-

decomposition approaches. The main idea is to encode partial-order compatibility through a single masked reachability constraint based on the matrix

exponential of the learned adjacency matrix, rather than decomposing the prior order into many maximal paths and evaluating one acyclicity constraint

per path. Specifically, PACO uses the strict transitive closure of the prior order to penalize learned directed paths that would reverse known precedence

relations.

The paper shows that PACO characterizes the same exact feasible set as prior path-decomposition formulations: a learned graph is feasible if and only if it

is acyclic and contains no reverse path forbidden by the supplied partial order. The authors also derive an efficient gradient computation using a single

Fréchet-adjoint matrix exponential, making the dominant computational cost independent of the number of induced prior paths.

Empirically, the paper evaluates PACO on synthetic linear and nonlinear SEM settings, as well as a Sachs protein-signaling case study. The experiments

suggest that PACO achieves structural recovery accuracy comparable to or slightly better than path-decomposition baselines while substantially reducing

runtime in multi-chain prior settings. Overall, the contribution is an alternative continuous optimization formulation for partial-order-guided causal

discovery that preserves the feasible-set semantics of existing methods while improving computational scalability when the prior induces many paths.

Contribution Type: General: Most submissions will fall into this type.

Strengths And Weaknesses:

From the perspective of quality, the paper is technically coherent and addresses a concrete computational bottleneck in partial-order-guided

differentiable causal discovery. The formulation is natural: since entries of the matrix exponential of a nonnegative adjacency encode reachability,

masking the reverse directions implied by the prior is a direct way to penalize violations of the partial order. The zero-set result is also convincing at a high

level: PACO enforces both standard acyclicity and absence of reverse paths forbidden by the strict transitive closure of the prior. The derivation of the

Fréchet-adjoint gradient and the complexity comparison with path-decomposition baselines strengthen the technical contribution. The experiments are

reasonably aligned with the paper’s claims, especially the focus on matched priors, matched seeds, path-count scaling, and runtime comparisons. A

useful strength is that the paper is careful not to claim that PACO is uniformly faster; it explicitly notes that the method may have overhead when the

number of induced prior paths is small.

At the same time, there are several quality concerns. First, the main empirical claim is efficiency under multi-chain priors, but the paper’s experimental

section as provided does not give enough detail about implementation parity, hardware, stopping criteria, or augmented-Lagrangian tolerances to fully

assess whether the runtime gains are solely due to the proposed constraint rather than implementation differences. Second, the experiments use only

K=5 seeds, which may be limited for drawing strong conclusions about structural recovery metrics such as SHD, TPR, FDR, and F1, especially when some

reported differences between PACO and PPO are small. Third, the paper assumes consistent priors, i.e., that the supplied partial order is acyclic and

agrees with true ancestor relations. This is a reasonable scope choice, but it is also a substantial limitation: in realistic scientific settings, prior knowledge

may be incomplete, noisy, or partly wrong. Since PACO enforces the prior as a hard constraint, wrong-direction priors could meaningfully harm recovery.

The paper acknowledges this limitation, but the empirical study would be stronger with at least a small robustness experiment under misspecified priors.

Regarding clarity, the paper is generally well organized. The motivation is clear: existing path-decomposition methods are semantically correct but

computationally expensive when the prior induces many paths. The distinction between a prior edge meaning “precedence” rather than “must include

this causal edge” is explained well. The paper also clearly separates three ideas that could otherwise be confused: standard NOTEARS acyclicity, path-

decomposition constraints, and PACO’s masked reverse-reachability penalty. The theorem statement and proof are readable, and the limitations section is

helpful.

However, the clarity could be improved in a few places. The relationship to Ban et al. [2024] is central, but the paper would benefit from a more explicit,

self-contained comparison of what exactly is reused, what was previously proposed and dismissed, and what is new in PACO beyond replacing a

truncated reachability sum with a matrix exponential and efficient Fréchet computation. Some notation is also heavy for readers who are not already

familiar with partial-order decompositions; for example, , and  are all introduced in a short span. A small running

example showing how a prior graph is converted into , how PPO constructs paths, and how PACO masks reverse reachability would make the method

easier to follow.

In terms of significance, the paper addresses a real limitation of existing partial-order-guided continuous causal discovery methods. If a practitioner has

partial-order information with many induced paths, reducing the number of matrix exponential evaluations from one per path to a single global masked-

reachability computation can be practically valuable. The contribution is especially relevant to the differentiable causal discovery community and to

applications where temporal, biological, or process-order priors are common. The reported runtime gains in larger multi-chain settings are substantial,

with PPO/PACO runtime ratios reported around  to  at high path counts depending on the backbone.

The significance is somewhat moderated by scope. The paper does not fundamentally expand causal identifiability, relax standard NOTEARS assumptions,

or address latent confounding. It also does not target state-of-the-art causal discovery more broadly, but rather improves a specific class of partial-order-

constrained differentiable methods. Thus, I view the significance as solid but specialized: the work is likely useful for researchers building on

NOTEARS/PPO-style methods, but its broader impact depends on whether partial-order-guided differentiable causal discovery is widely adopted in

practice.

For originality, the paper’s contribution is an elegant reformulation rather than an entirely new causal discovery paradigm. The use of matrix-exponential

reachability is closely related to the NOTEARS family, and the paper itself states that a related reachability-style formulation appeared in prior work but

was dismissed as computationally impractical. The novelty appears to be recognizing that the partial-order compatibility constraint can be implemented

efficiently as a single masked matrix-exponential reachability term with a Fréchet-adjoint gradient, and then proving feasible-set equivalence with path-

decomposition constraints. This is a meaningful methodological improvement, particularly because it changes the computational scaling with respect to

the number of induced prior paths.

Quality: 3: good

Clarity: 3: good

Significance: 3: good

Originality: 3: good

Questions:

1. A small running example for clarity.

O,O+,O−,P (O−),Pp A(W , p)

O+

8.9× 18.5×
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The notation around , maximal paths, path-augmented PPO constraints, and PACO's masked reverse-reachability term is dense. Could the

authors add a simple 4- or 5-node example showing the prior graph, its transitive closure, the forbidden reverse paths, and how PACO differs from path

decomposition? This would improve readability for readers familiar with NOTEARS but less familiar with partial-order decomposition. My Clarity score

could increase if this comparison becomes more self-contained.

2. Clarifying novelty relative to Ban et al. [2024].

The paper states that a related reachability formulation appeared in Ban et al. [2024] but was dismissed as computationally impractical, and that PACO

makes this idea efficient using the matrix exponential and a Fréchet-adjoint gradient. Could the authors more explicitly separate what was already

present in prior work from what is new here? A short comparison table or paragraph would be helpful, e.g., “prior work had X, PACO contributes Y.” This

would make the originality claim easier to evaluate. My Originality score would increase if the authors clearly establish that the efficient single-gradient

computation and feasible-set equivalence are genuinely new contributions.

3. Runtime and implementation details.

The paper’s main practical claim is that PACO is substantially faster than path-decomposition methods in multi-chain prior settings. Could the authors

provide more implementation details, including hardware, software versions, stopping criteria, augmented-Lagrangian tolerances, maximum iterations,

and whether PACO and PPO share the same optimization code except for the constraint evaluation? This would help determine whether the runtime

gains come from the proposed formulation itself rather than implementation differences. My evaluation of Quality would increase if the authors can

clearly demonstrate implementation parity; it would decrease if the runtime comparison is not controlled.

4. The paper states that PACO inherits faithfulness from the NOTEARS family (see line 84-85). However, the original NOTEARS paper emphasizes that, in

the LS-loss score-based SEM setup, faithfulness is not required. The authors should clarify whether faithfulness is actually needed for PACO’s claims,

or whether the required assumptions are instead those of the underlying SEM and score-consistency results.

Limitations:

Largely yes, the authors should discuss whether the method may give users a false sense of causal certainty in real scientific applications, especially

under standard assumptions such as causal sufficiency and faithfulness that may not hold in datasets like Sachs.

In the Sachs case study, the chain priors are taken from the PPO reference implementation, which is reasonable for benchmark comparability. However,

the paper should more explicitly describe the biological source and content of these 6-, 8-, and 11-node chain priors. Without this, it is difficult to assess

whether the prior knowledge is scientifically well justified or mainly a benchmark convention.

Rating: 5: Accept: Technically solid paper, with high potential value on at least one sub-area of AI or moderate-to-high impact on more than one area of

AI, with good-to-excellent evaluation, resources, reproducibility, and no unaddressed ethical considerations.

Confidence: 4: You are confident in your assessment, but not absolutely certain. It is unlikely, but not impossible, that you did not understand some

parts of the submission or that you are unfamiliar with some pieces of related work.

Ethical Concerns: NO or VERY MINOR ethics concerns only

Paper Formatting Concerns:

Table 1 appears not to be referenced in the main text. The authors should ensure that all tables are cited and discussed in the manuscript.

Code Of Conduct Acknowledgement: Yes

Responsible Reviewing Acknowledgement: Yes

Final Justification:

The rebuttal and additional experiments resolved most of my main concerns:

Resolved issues: The authors clarified the novelty relative to Ban et al. (2024), provided a concrete running example, documented implementation and

hardware parity between PACO and PPO, and clarified that faithfulness is not required for PACO’s zero-set, gradient, or complexity results. The additional

10-seed and (d=100) experiments substantially strengthen the empirical evaluation and show that PACO’s computational advantage becomes practically

important in high-path-count settings.

Remaining issues: The contribution is still relatively specialized and incremental rather than a fundamentally new causal discovery framework. PACO also

treats the supplied partial order as a hard constraint, so incorrect prior information can severely degrade structural recovery. The broader practical

prevalence of reliable high-path-count priors remains somewhat application dependent.

Overall assessment: I place substantial weight on the authors’ new scalability results and their detailed clarification of implementation parity, because

runtime scalability is the paper’s central claim. These additions make the computational contribution considerably more convincing. Although the

remaining limitations moderate the paper’s broader significance, they do not outweigh the technical soundness and practical value demonstrated in the

rebuttal.

Therefore, I raise my rating from 4 to 5.

O,O+,O−

Rebuttal by Authors

Rebuttal

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Xiaoxuan Li (/profile?id=~Xiaoxuan_Li2), Tong Yu (/profile?id=~Tong_Yu3), Junda
Wu (/profile?id=~Junda_Wu1), +1 more (/group/edit?id=NeurIPS.cc/2026/Conference/Submission7452/Authors))

28 Jul 2026, 02:51 (modified: 28 Jul 2026, 06:02) Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

Revisions (/revisions?id=2VJWcRR5Lb)

−

＝ 



 



Rebuttal:

We appreciate the reviewer's insightful comments. For the concerns about limited seeds, we conducted a new set of synthetic experiments with

K=10 independent random seeds per setting. The new results are consistent with those reported in the paper, indicating that our conclusions

are robust to the increased number of seeds. In most settings, PACO achieves better structural recovery than PPO, while remaining comparable

in the few exceptions. We also conducted additional experiments with d=100 on linear notears. In the 3- and 5-chain settings, PACO achieves

≡
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lower SHD, higher TPR and F1, lower FDR, and perfect prior obedience compared with PPO. PACO completes these settings in approximately

128--149 seconds on average, whereas PPO requires over 48,000 seconds and frequently reaches the 34-hour timeout. These results further

demonstrate PACO's scalability in larger and more complex settings.

Path

count

PPO

terminal/total

PPO

timeout

PACO avg.

(s)

PACO median

(s)

PACO max

(s)

PPO avg.

(s)

PPO median

(s)

PPO max

(s)

Avg.

PPO/PACO

1 240/240 0 305.3 168.7 1823.3 196.6 118.6 1172.3 0.64

2–100 73/73 0 176.0 120.3 729.5 1435.8 585.4 7856.5 8.16

101–1,000 66/69 3 222.7 110.1 1458.8 ≥ 13,339.4 8562.2 ≥ 122,400 ≥ 59.90

1,001–

10,000

70/89 19 235.4 118.9 1364.6 ≥ 72,733.2 65,366.0 ≥ 122,400 ≥ 309.02

> 10,000 26/49 23 168.2 87.4 869.9 ≥ 120,140.7 ≥ 122,400 ≥ 122,400 ≥ 714.39

Response to Q1: A small running example for clarity.
Thank you for the suggestion. We agree that a concrete example will better clarify the distinction between PPO and PACO, and will add the

following five-node example. Consider five variables with the partial-order prior

Node  is not involved in the prior and may act as an unconstrained intermediate variable. Since  contains no redundant relation, its

transitive reduction is

The maximal paths of  are

The strict transitive closure additionally contains  and :

PPO handles the two maximal paths separately:

where  denotes the learned adjacency augmented by the -th prior path.

In contrast, define

PACO evaluates the single masked-reachability constraint

where , and  denotes the Frobenius inner product. Since  is binary,  selects

the entries  for all prior relations . Here,  is the -th entry of , and  if and only if the learned graph contains a

directed path . Each masked entry detects one forbidden reverse reachability relation.

For example, the learned path

violates , even though it contains no direct edge . Because this path makes , PACO detects the violation directly.

Conversely, the absence of an edge  is not itself a violation, provided that no reverse path  exists.

Thus PPO and PACO characterize the same exact feasible set: both require an acyclic learned graph containing no reverse path forbidden by

the partial order. They are not identical optimization objectives, however: PPO evaluates one constraint per maximal prior path, whereas PACO

checks all forbidden reverse relations using one global matrix exponential.

Response to Q2: Clarifying novelty relative to Ban et al. [2024].
Ban et al. [2024] formalized partial-order compatibility in graph space: a relation  does not require an edge or path from  to , but forbids

any reverse directed path . They expressed this semantics through a truncated-power reachability constraint, but considered its direct

gradient computation impractical and therefore adopted maximal-path decomposition. They also showed that the naive single-constraint

alternative, inserting the entire prior into one acyclicity constraint, is not exact, because it can reject valid DAGs through interactions between

incomparable prior fragments. PACO does not claim these semantics as new. Our contribution is a tractable and exact realization of partial-

order constraint: a single masked matrix-exponential constraint whose value and gradient are computed jointly through one Fréchet-adjoint

evaluation, with dominant  cost independent of the number of induced paths. We further prove that its zero set exactly matches the

feasible set characterized by path decomposition. The extended  results demonstrate the practical consequence: PPO becomes

impractical as the path count grows, whereas PACO remains within the same runtime order.

Response to Q3: Runtime and implementation details.
We thank the reviewer for this important question. PPO and PACO were evaluated using the following matched protocol:

O = {1 ≺ 3, 2 ≺ 3, 3 ≺ 5}.

4 O

O− = O.

O−

P(O−) = {p1 = (1, 3, 5), p2 = (2, 3, 5)}.

1 ≺ 5 2 ≺ 5

O+ = {(1, 3), (1, 5), (2, 3), (2, 5), (3, 5)}.

HPPO(W ,O) = h (A(W , p1)) + h (A(W , p2)),

A(W , pk) k

E(W) = exp(W ∘ W).

HPACO(W ,O) = h(W) + η ⟨O+,E(W)⊤⟩ = h(W) + η(E3,1 + E5,1 + E3,2 + E5,2 + E5,3)

h(W) = tr(E(W)) − d ⟨A,B⟩ = ∑i,jAijBij O+ ⟨O+,E(W)⊤⟩

Ej,i i ≺ j Ej,i (j, i) E(W) Ej,i > 0

j ⇝ i

5 ⟶ 4 ⟶ 1

1 ≺ 5 5 → 1 E5,1 > 0

1 → 3 3 ⇝ 1

i ≺ j i j

j ⇝ i

O(d3)
d = 100
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Setting PPO PACO

Data, prior, and seed Identical and paired Identical and paired

Precision Float64 Float64

Loss and regularization Identical within each backbone Identical within each backbone

Inner optimizer L-BFGS-B L-BFGS-B

Initial 

Penalty update  if  if 

Constraint tolerance

Maximum AL iterations

Maximum 

Edge threshold

Linear hardware Intel Xeon 6767P (4-core) Intel Xeon 6767P (4-core)

Nonlinear hardware (paper experiments) one RTX 3090 GPU one RTX 3090 GPU

Nonlinear hardware (additional experiments) one L40S GPU one L40S GPU

Constraint Path decomposition Masked reachability

Under this matched protocol, the method-level distinction is the constraint value and gradient:

For each method, its corresponding full constraint,  or , is used consistently in the primal objective, penalty and dual updates, and

stopping criterion.

We followed the PPO authors' released implementation as closely as possible. At the outset of our experiments, we identified an inconsistency

in the released linear PPO code: its primal objective uses the path-wise constraint , denoted h_prime  in the released code,

whereas its penalty/dual update and stopping test use the original NOTEARS constraint . We believe this is an implementation oversight

in the released code, since it is inconsistent with the path-wise formulation described in the PPO paper. Moreover,  may become small

while  remains nonzero, causing premature termination before the PPO prior constraints are satisfied. We therefore use 

consistently throughout. All linear PPO results reported in our paper use this correction, while all other components of the released

implementation remain unchanged.

For both backbones, PPO and PACO use matched implementations and differ only in the constraint function. Runtime includes prior

preprocessing and optimization but excludes data loading and metric computation. Method order is alternated across seeds, and each PPO--

PACO pair is run back-to-back on the same node with identical resources.

The environment uses Python 3.11.3 , SciPy 1.17.1 , PyTorch 2.11.0 , and CUDA 13.0 .

Response to Q4: faithfulness assumption.
We thank the reviewer for highlighting an important distinction between a conservative set of sufficient modeling assumptions and the

minimal assumptions required by PACO. The assumptions listed in the preliminaries were intended to describe the broader setting used for

causal interpretation of our experiments, rather than to claim that faithfulness is necessary for PACO's formulation or theoretical results.

In fact, faithfulness is not invoked in PACO's zero-set equivalence, gradient derivation, or complexity analysis; these results require only an

acyclic partial-order prior and . Statistical recovery of the true DAG instead depends on the SEM-specific identifiability and score-

consistency conditions of the underlying backbone. In particular, the linear least-squares NOTEARS results do not require faithfulness. Thus,

PACO's core results hold under weaker conditions than the conservative assumptions initially stated. We will revise the preliminaries to make

this distinction explicit.

We hope these clarifications and additional results address the reviewer's concerns, and we would be happy to provide any further details or

analyses.

(ρ,α) (1, 0) (1, 0)

ρ ← 10ρ Cnew > 0.25Cold ρ ← 10ρ Cnew > 0.25Cold

10−8 10−8

100 100

ρ 1016 1016

0.3 0.3

hPPO(W ;O) = ∑p∈P(O−) h (A(W , p)), HPACO(W ;O, η) = h(W) + ηqPACO(W ;O).

hPPO HPACO

hPPO(W ;O)

h(W)
h(W)

h′
PPO h′

PPO

η > 0

Official Comment by Authors

Official Comment

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Xiaoxuan Li (/profile?id=~Xiaoxuan_Li2), Tong Yu (/profile?
id=~Tong_Yu3), Junda Wu (/profile?id=~Junda_Wu1), +1 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission7452/Authors))

28 Jul 2026, 17:51 (modified: 28 Jul 2026, 17:53)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors Revisions (/revisions?id=ITCsyYey3A)

−

＝





 

Comment:

Performance results for 

Prior setting Method SHD ↓ TPR ↑ FDR ↓ F1 ↑ Obed. ↑ Avg. runtime (s) ↓ Median runtime (s) ↓ Max runtime (s) ↓

No prior NOTEARS 87.98 0.80 0.09 0.85 — 312.2 199.8 1012.7

d = 100

≡
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Prior setting Method SHD ↓ TPR ↑ FDR ↓ F1 ↑ Obed. ↑ Avg. runtime (s) ↓ Median runtime (s) ↓ Max runtime (s) ↓

1-chain-50 PPO 67.73 0.83 0.06 0.89 0.938 238.8 142.0 1172.3

1-chain-50 PACO 68.61 0.83 0.05 0.89 1.00 473.9 284.6 1823.3

3-chain-50 PPO 41.24 0.87 0.04 0.91 0.788 48305.6 36019.4 113570.0

3-chain-50 PACO 37.55 0.88 0.02 0.93 1.00 127.8 82.0 863.2

5-chain-50 PPO 51.17 0.86 0.03 0.91 0.739 49055.4 53947.3 115714.0

5-chain-50 PACO 48.83 0.87 0.02 0.92 1.00 149.3 86.8 561.7

10 seeds results for the table reported in the paper
NOTEARS

Method SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑

NOTEARS

(no prior)

26.20 0.661 0.135 0.746 — 34.39 0.720 0.114 0.792 — 52.46 0.747 0.096 0.817 —

PPO-1-

chain-50

23.35 0.698 0.111 0.779 1.000 30.82 0.746 0.090 0.818 1.000 44.46 0.779 0.072 0.846 1.000

PACO-1-

chain-50

23.26 0.695 0.107 0.779 1.000 30.52 0.746 0.089 0.819 1.000 46.24 0.775 0.079 0.841 1.000

PPO-2-

chain-50

21.54 0.718 0.096 0.798 1.000 28.98 0.759 0.080 0.830 1.000 41.52 0.793 0.062 0.859 1.000

PACO-2-

chain-50

21.71 0.717 0.097 0.797 1.000 28.12 0.761 0.075 0.833 1.000 40.67 0.792 0.059 0.859 1.000

PPO-3-

chain-50

21.30 0.723 0.094 0.802 1.000 27.44 0.769 0.071 0.840 1.000 39.56 0.800 0.059 0.864 1.000

PACO-3-

chain-50

20.39 0.728 0.081 0.810 1.000 26.36 0.774 0.063 0.846 1.000 38.65 0.803 0.051 0.869 1.000

PPO-5-

chain-50

19.57 0.743 0.074 0.822 1.000 25.30 0.782 0.055 0.854 1.000 38.00 0.806 0.052 0.870 0.988

PACO-5-

chain-50

19.14 0.745 0.069 0.826 1.000 25.12 0.784 0.054 0.855 1.000 36.90 0.809 0.048 0.874 1.000

PPO-10-

chain-50

18.93 0.750 0.070 0.828 1.000 24.91 0.785 0.054 0.857 1.000 35.15 0.815 0.042 0.880 0.963

PACO-10-

chain-50

18.70 0.751 0.067 0.830 1.000 24.65 0.787 0.052 0.858 1.000 34.75 0.816 0.040 0.882 1.000

d = 20 d = 20 d = 20 d = 20
d = 20

d = 30 d = 30 d = 30 d = 30
d = 30

d = 50 d = 50 d = 50 d = 50
d = 50

Official Comment by Authors

Official Comment

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Xiaoxuan Li (/profile?id=~Xiaoxuan_Li2), Tong Yu (/profile?
id=~Tong_Yu3), Junda Wu (/profile?id=~Junda_Wu1), +1 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission7452/Authors))

28 Jul 2026, 17:51 (modified: 28 Jul 2026, 17:53)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors Revisions (/revisions?id=8JtLnp6ACC)

−

＝





 

Comment:

DAGMA

Method SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑

DAGMA

(no

prior)

24.96 0.671 0.120 0.758 — 31.56 0.733 0.088 0.810 — 49.66 0.750 0.074 0.827 —

PPO-1-

chain-

50

22.94 0.698 0.099 0.784 1.000 32.06 0.735 0.090 0.811 1.000 54.08 0.743 0.093 0.816 1.000

d = 20 d = 20 d = 20 d = 20
d = 20

d = 30 d = 30 d = 30 d = 30
d = 30

d = 50 d = 50 d = 50 d = 50
d = 50

≡
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Method SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑

PACO-1-

chain-

50

22.84 0.694 0.092 0.783 1.000 30.20 0.744 0.075 0.822 1.000 48.67 0.753 0.068 0.832 1.000

PPO-2-

chain-

50

21.61 0.718 0.092 0.799 1.000 29.89 0.743 0.074 0.822 1.000 45.71 0.769 0.064 0.843 1.000

PACO-2-

chain-

50

20.81 0.721 0.078 0.806 1.000 27.93 0.761 0.067 0.836 1.000 43.54 0.780 0.059 0.852 1.000

PPO-3-

chain-

50

21.48 0.720 0.087 0.802 1.000 28.89 0.753 0.068 0.830 1.000 51.00 0.780 0.076 0.843 0.988

PACO-3-

chain-

50

20.35 0.727 0.075 0.811 1.000 27.12 0.763 0.060 0.840 1.000 41.49 0.786 0.051 0.859 1.000

PPO-5-

chain-

50

20.11 0.735 0.075 0.816 1.000 27.52 0.765 0.062 0.841 1.000 46.12 0.774 0.077 0.841 1.000

PACO-5-

chain-

50

19.45 0.742 0.069 0.823 1.000 26.02 0.774 0.054 0.850 1.000 39.36 0.797 0.048 0.866 1.000

PPO-10-

chain-

50

20.93 0.733 0.084 0.812 1.000 28.57 0.761 0.070 0.835 1.000 41.94 0.784 0.053 0.857 1.000

PACO-

10-

chain-

50

18.96 0.748 0.064 0.828 1.000 25.41 0.779 0.052 0.853 1.000 37.65 0.803 0.044 0.872 1.000

NOTEARS–MLP

Method SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑

NOTEARS–

MLP (no

prior)

17.90 0.815 0.142 0.831 — 25.00 0.772 0.066 0.836 — 40.73 0.744 0.025 0.834 —

PPO-1-

chain-50

17.75 0.817 0.137 0.834 1.000 23.95 0.780 0.058 0.845 1.000 40.00 0.749 0.023 0.838 1.000

PACO-1-

chain-50

17.48 0.821 0.136 0.836 1.000 23.93 0.784 0.063 0.845 1.000 40.16 0.749 0.024 0.837 1.000

PPO-2-

chain-50

16.75 0.830 0.129 0.845 1.000 23.85 0.779 0.058 0.844 1.000 40.73 0.743 0.027 0.832 0.973

PACO-2-

chain-50

16.85 0.835 0.137 0.844 1.000 23.77 0.787 0.063 0.847 1.000 39.46 0.752 0.021 0.840 1.000

PPO-3-

chain-50

16.50 0.834 0.124 0.848 1.000 23.48 0.782 0.058 0.846 0.975 42.43 0.733 0.039 0.821 0.919

PACO-3-

chain-50

16.93 0.838 0.137 0.845 1.000 23.30 0.790 0.058 0.851 1.000 39.57 0.753 0.021 0.841 1.000

PPO-5-

chain-50

16.15 0.836 0.122 0.851 1.000 23.02 0.788 0.055 0.851 1.000 40.81 0.742 0.027 0.831 0.838

PACO-5-

chain-50

16.70 0.834 0.128 0.848 1.000 23.02 0.794 0.059 0.854 1.000 39.11 0.753 0.017 0.842 1.000

PPO-10-

chain-50

16.15 0.834 0.120 0.851 1.000 23.10 0.785 0.049 0.852 1.000 39.49 0.751 0.016 0.841 1.000

d = 20 d = 20 d = 20 d = 20
d = 20

d = 30 d = 30 d = 30 d = 30
d = 30

d = 50 d = 50 d = 50 d = 50
d = 50

d = 20 d = 20 d = 20 d = 20
d = 20

d = 30 d = 30 d = 30 d = 30
d = 30

d = 50 d = 50 d = 50 d = 50
d = 50
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Method SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑ SHD ↓ TPR ↑ FDR ↓ F1 ↑
Obed.

↑

PACO-10-

chain-50

16.15 0.838 0.123 0.853 1.000 23.30 0.793 0.061 0.852 1.000 38.84 0.756 0.016 0.844 1.000

d = 20 d = 20 d = 20 d = 20
d = 20

d = 30 d = 30 d = 30 d = 30
d = 30

d = 50 d = 50 d = 50 d = 50
d = 50
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Official Comment

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Xiaoxuan Li (/profile?id=~Xiaoxuan_Li2), Tong Yu (/profile?
id=~Tong_Yu3), Junda Wu (/profile?id=~Junda_Wu1), +1 more (/group/edit?
id=NeurIPS.cc/2026/Conference/Submission7452/Authors))

31 Jul 2026, 08:53 Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors

−

＝ 



 

Comment:

Wrong priors

d Prior condition Method SHD ↓ TPR ↑ FDR ↓ F1 ↑ Obed. ↑ DAG rate ↑ Runtime (s) ↓

30 Clean PPO 11.2 0.850 0.041 0.901 1.00 1.00 25.98

Clean PACO 11.1 0.852 0.041 0.902 1.00 1.00 5.88

Fully transposed PPO 91.2 0.222 0.785 0.216 0.00 0.20 19.92

Fully transposed PACO 76.1 0.017 0.966 0.022 1.00 1.00 4.34

50 Clean PPO 19.4 0.836 0.036 0.895 1.00 1.00 279.39

Clean PACO 19.5 0.836 0.037 0.895 1.00 1.00 16.96

Fully transposed PPO 134.3 0.165 0.774 0.177 0.00 0.30 64.65

Fully transposed PACO 119.0 0.019 0.937 0.029 1.00 1.00 54.61

We also conduct experiments on wrong priors. Both PPO and PACO adopt the standard consistent-prior setting and treat the

supplied partial order as a hard constraint; neither method is designed or claimed to detect or repair erroneous order relations.

Nevertheless, we conducted an adversarial  stress test by fully transposing the prior at . Specifically, for each

dataset, we transpose the same clean multi-chain prior, , reversing all supplied relations while preserving its topology

and path count. While PACO's structural recovery degrades under this incorrect prior, it continues to return valid DAGs with perfect

prior obedience, confirming that it enforces the supplied constraint as designed.

K = 10 d ∈ {30, 50}
Oadv = O⊤
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