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Abstract:

Attention-based rerankers score documents by aggregating query-to-document attention and subtracting a null-query
calibration pass to remove positional and structural bias. Although widely used, this calibration assumes that the null pass is
independent of document relevance. We show that modern prompt content, e.g. constraints, instructions, personas, and
demonstrations can violate this assumption when it enters the scoring readout, making the null pass relevance-aware rather
than null. Through a three-pass decomposition, we find that calibration helps when the null-pass footprint is relevance-
agnostic bias, but hurts when it is relevance-tracking signal: short shared constraints survive calibration, whereas long per-
query instructions inject signal that subtraction destroys. We propose interpolated null calibration, a training-free modification
that controls how much instruction content enters the null baseline. It recovers attention-based reranking on instruction-
heavy tasks where standard calibration fails, while preserving calibration’s benefits when the null pass remains relevance-
agnostic. We also show that in-context demonstrations improve ICR with little calibration interference, since their effect is
primarily query-gated.

Paper Type: Long

Research Area: Information Retrieval and Text Mining

Research Area Keywords: Information Retrieval and Text Mining, Machine Learning for NLP, NLP Applications
Contribution Types: Model analysis & interpretability, NLP engineering experiment
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B2 Discuss The License For Artifacts: No
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B4 Data Contains Personally Identifying Info Or Offensive Content: N/A
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B6 Statistics For Data: Yes

B6 Elaboration: We provided the seed in the appendix as well as the mean and std when applicable.
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C1 Model Size And Budget: Yes

C1 Elaboration: Section 4 and the appendix

C2 Experimental Setup And Hyperparameters: Yes
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C3 Descriptive Statistics: Yes
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® Senior Area Chairs, Area Chairs, Authors, Reviewers Submitted, Program Chairs, Area Chair 9hi5, Commitment
Readers

B Revisions (/revisions?id=QPKBn4cNI7)

Metareview:

The paper studies null-query calibration in attention-based reranking (ICR), scoring a document by query-to-
document attention and then subtracting the score from a second pass using the null query "N/A" to remove
positional bias. This backfires when the prompt carries a long per-query instruction or persona (e.g., InstructIR,
FollowIR), where the null pass absorbs relevance signal rather than just bias. The paper shows that a null pass that
excludes both the query and the instruction recovers performance in these cases, across BEIR, ExclulR, NevIR,
InstructlR, and FollowlIR.

The three reviewers reach similar outcomes (all leaning Findings, CNgg borderline-conference and moving up after
the rebuttal) and raise similar concerns, which the authors addressed to my satisfaction:

¢ Oracle \lambda selection (all three): cross-validation and a design-time binary rule come within 0.01 nDCG@10 of
the oracle score, so the conclusions do not rest on it.

¢ FollowlR trails RankGPT (2Wpm, CNgg): conceded; but RankGPT is far more expensive and is a reference point,
not the baseline the paper aims to beat.

¢ Effectis self-inflicted by moving the instruction into the readout (2Wpm): readout placement is what enables
instruction-following, and it wins end-to-end.

¢ Untested at scale (STWW, CNgg): a Qwen3-14B run in the rebuttal shows the effect persists.

e English-only (CNgQ): standard IR-benchmark limitation, not decision-relevant for a training-free method.

What remains is mostly framing: the oracle \lambda is presented as the result, the RankGPT comparison is
foregrounded on the one benchmark where it wins, and the continuous interpolation collapses to a binary \lambda in
most cells so the real contribution is the diagnostic decomposition, not the interpolation. The authors promised to
address these issues.

My overall assessment: a modestly novel, well-executed diagnostic with a mechanistic story and a cheap fix, held back
mainly by overstated framing (see previous paragraph). None of that is fatal, and the authors already agreed to revise
the claims accordingly. Solidly publishable once the framing is fixed.

Summary Of Reasons To Publish:

¢ Aclean and correct decomposition that identifies exactly which calibration term can damage performance and
why. This is the paper’s real contribution, and it is genuinely insightful.

¢ Direct mechanistic evidence rather than benchmark gains alone: Figure 3, which examines the ranking induced
by (\Delta_N) under shuffled documents, and the bare-“N/A" probe both localize the relevance signal to the
instruction span.

e Training-free, requiring only one short additional forward pass and no auxiliary head, with the added cost
amortizable through shared-prefix masking.

e Reasonable breadth across three model families, four content types, head-selection strategies, and a generative
reference point, with the qualitative pattern replicating across models.

Summary Of Suggested Revisions:

¢ Relabel the “Best” column as an oracle upper bound and make dev-set cross-validation and the design-time
binary rule the primary reported results. The central comparison should be prospective rather than oracle-tuned
on one side.

e State plainly in the abstract and discussion that the method trails RankGPT on FollowIR, and present RankGPT as
a higher-cost reference point rather than as the basis for a headline win.

¢ Move the end-to-end placement comparison from Appendix D into the main text, including the best readout
configuration, best pre-document configuration, and instructed RankGPT. This is the experiment that answers the
“self-inflicted problem” objection.

e Foreground the decomposition as the main contribution and state explicitly that (\lambda) is effectively binary in
most settings; an interior value helps only on FollowIR.

¢ Reformat Table 1 so that it fits within the margins, correct the bolding, and incorporate the Qwen3-14B results.

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.
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& 14 Jul 2026, 11:50 (modified: 03 Aug 2026, 07:08)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers, Reviewers Submitted, Authors, Commitment
Readers

Bl Revisions (/revisions?id=0zeMw8X3Gc)

Comment:
We wanted to thank all the reviewers for their time reviewing the paper and reading our responses.

We believe we have addressed most of the concerns and hope the reviewers can reflect this in their scores or provide
additional information that can help us improve the paper if there are still any remaining concerns.

Thank you.

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]
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Setting A in practice + larger model results Edit ~

Official Comment

by Authors (® Hossein Rajaby Faghihi (/profile?id=~Hossein_Rajaby_Faghihi1), Petros Karypis (/profile?
id=~Petros_Karypis1), Rui Zhu (/profile?id=~Rui_zhu2), Noveen Sachdeva (/profile?id=~Noveen_Sachdeva2), +3 more
(/group/edit?id=aclweb.org/ACL/ARR/2026/May/Submission12334/Authors))

B 11)Jul 2026, 19:51 (modified: 03 Aug 2026, 07:08)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers, Reviewers Submitted, Authors, Commitment
Readers

Bl Revisions (/revisions?id=GeAcMcwmko)

Comment:

We thank all three reviewers for careful, constructive reviews, and for converging on the paper's core value; the
decomposition S_std = [positional calibration] - A_N and the relevance-agnostic vs. relevance-tracking distinction. We
address the shared concerns in this section. The results and discussion below will be added to the final version.

1. Setting A without an oracle

We agree the "Best" column should be labeled clearly as an oracle: it is the upper bound of the interpolation. We
discuss two options to set A below, across both options the same conclusions from the paper still hold.

(a) With a dev set. Rerankers are commonly deployed with an existing dev set or query routing, and A is then an
ordinary hyperparameter. Appendix C.1 reports the 5-fold cross-validation results. Rerunning over 100 random splits
across the 18 (model x task) settings (BEIR excluded), the dev-selected A matches the oracle A exactly in 84% of splits
and recovers oracle performance within 0.005 nDCG in 99% of the cases.

(b) With no labels. Even without a dev set the instruction text is known beforehand, since it is part of the
deployment's own prompt design. The content type is therefore known at design time, i.e. is the instruction per-query
or shared? The binary default follows, if it is per-query or contains relevancy signals (e.g. user info) use A=0 otherwise
use A=1. Across all 18 settings this default is 0.008 nDCG behind the oracle on average, exact on InstructIR.
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2. Larger models

Reranking is frequently latency-critical. The appeal of attention-based reranking is that they avoid generating from
the model, and in most production settings generating from even a 4B model is already too slow.

That said, we ran the full calibration experiments on Qwen3-14B as it is the largest model we can use at the moment.
Under both instruction placements, on all six tasks. The 14B model behaves like its smaller counterparts (nDCG@10,
BM25 ordering; Best is the oracle upper bound with A* in parentheses; FollowIR is the three-split average):

ICR no- ICR ICR ICR Best QR-8 no- QR-8 QR-8 QR-8 Best

Qwen3-14B cal A=1 A=0 (A*) cal =1 A=0 (A*)

ExclulR (shared) 0.721 0.829 0337  0.829(1.0) 0.847 0.854 0.858 0.858(0.0)
NevIR (shared) 0469 0.592 0332 0.592(1.0) 0.581 0.610 0.596 0.610(1.0)
InstructIR (per- 0.421 0.120 0.545  0.545(0.0) 0.843 0.171 0.864 0.868 (0.4)
query)

FollowlIR (per-query) 0.342 0.277 0.325 0.339(0.8) 0.232 0.277 0.284 0.311 (0.8)

Shared constraints prefer standard calibration and per-query instructions prefer A=0. Again, the FollowlIR splits prefer
an interior A. Qwen3-14B also shows strong positional bias: with randomized document order, going from no
calibration to standard calibration raises ExcluIR from 0.265 to 0.817 nDCG. The binary rule from (1b) transfers with a
mean gap of 0.008 across the 12 ICR (task x ordering) cells.

The calibration damage on InstructIR does not decrease with scale: 0.319 at 4B -> 0.301 at 14B, still failing under
standard calibration on the dataset with the longest instructions in our suite.

On InstructIR, QR-8 with the instruction in the readout reaches 0.864, while every pre-document configuration tops
out at 0.592. The effect is a property of instruction placement, not of model capability.

We will include these experiments as well as any experiments on even larger models (if feasible) to the final version of
the paper.

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]

Official Review of Submission12334 by Reviewer CNgg

Official Review by Reviewer CNgg @& 05 Jul 2026, 20:48 (modified: 03 Aug 2026, 07:08)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer CNgg, Commitment
Readers

K% Revisions (/revisions?id=0qio8MtrPu)

Paper Summary:

This paper provides a systematic analysis of how prompt content interacts with null-query calibration in attention-
based reranking (ICR). Standard ICR subtracts a null-pass score (obtained by replacing the query with "N/A") to
remove positional bias. The authors identify that when a task instruction is placed inside the query-to-document
attention readout—which is necessary for instruction-following—the null pass also processes that instruction,
potentially removing relevance signal rather than just positional bias.

The authors introduce a three-pass decomposition that isolates the instruction's footprint in the null pass (AN), and
derive a principled distinction: if AN is relevance-agnostic (uniform across documents), standard calibration is correct;
if AN tracks relevance (as with per-query personas), calibration destroys signal. They propose Interpolated Null
Calibration, a training-free method that blends the instruction-inclusive and instruction-free null passes via a scalar A.
On InstructlR, this recovers nDCG from 0.275 (standard calibration) to 0.825—surpassing RankGPT (0.587)—with
consistent results across Gemma-3-4B, Qwen3-4B, and Llama-3.1-8B. The paper also shows that in-context
demonstrations improve ICR without calibration interference, as their effect is query-gated.

Summary Of Strengths:

https://openreview.net/forum?id=Auf7vCOE1w#discussion 5/13
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1. Clear and elegant theoretical framing. The three-pass decomposition and the relevance-agnostic vs. relevance-
tracking distinction provide a principled explanation for when calibration helps or hurts. This framework unifies
seemingly contradictory observations across different content types and makes concrete, testable predictions.

2. Dramatic and consistent empirical improvement. On InstructIR, interpolated null calibration improves nDCG from
0.275 to 0.825 (standard ICR) and 0.894 (QR-8), comfortably exceeding RankGPT (0.587). This pattern replicates
across all three evaluated models, which substantially strengthens the finding.

3. Training-free and low-overhead solution. Interpolated null calibration requires only one additional forward pass
over standard ICR's two, and the added cost is small because the instruction-only null readout is short. No
retraining or architectural changes are needed.

4. Thorough analysis supporting the main claim. Figure 3 (ranking by AN alone under random document order)
provides direct causal evidence that the null pass carries relevance signal for per-query instructions and not for
shared instructions. Appendix C further validates A% stability via 5-fold cross-validation, addressing the concern
that optimal A is an oracle artifact.

Summary Of Weaknesses:

1. \is selected per dataset, not per query. The reported "Best A" results use a single Ax optimized over an entire
dataset's queries, which requires knowing the content type in advance. A practical deployment would need either
a held-out validation set or inference of the content type from the query itself. The paper acknowledges this but
does not propose a fully automatic selection procedure.

2. Limited model scale. All experiments use 4B- and 8B-parameter models. The paper explicitly notes that behavior
at substantially larger scales (70B+) is unknown. Whether the relevance-agnostic vs. relevance-tracking distinction
holds at larger scales—where models may process instructions differently—remains open.

3. English-only evaluation. All benchmarks (BEIR, FollowIR, MAIR) are English. Given that positional bias and
instruction-following behavior may differ across languages, it is unclear whether the calibration framework
generalizes beyond English.

4. FollowlR results are mixed. Despite the strong InstructIR gains, FollowIR shows a more modest and inconsistent
improvement (Ax varies across models and splits, and Llama prefers no calibration on several FollowIR splits). A
more detailed discussion of what drives this variability would strengthen the paper's completeness.

Comments Suggestions And Typos:

¢ The paper would benefit from a brief discussion of how A could be estimated in practice without a labeled
validation set (e.g., using the perturbation ratio |AN||/||Aq|| as a proxy, which Table 5 shows is a reasonable
predictor of calibration damage).

e 851 uses Gemma-3-4B as the "running example" but the full cross-model picture is only visible in Table 1; an
inline pointer to where cross-model exceptions arise (e.g., Llama on NevIR) would improve readability.

¢ The abstract claims interpolated null "recovers" performance where standard calibration fails—this is technically
accurate but slightly understates the result, since on InstructIR it exceeds not just standard ICR but also RankGPT
by a large margin.

Confidence: 3 = Pretty sure, but there's a chance I missed something. Although I have a good feel for this area in
general, I did not carefully check the paper's details, e.g., the math or experimental design.

Soundness: 4 = Strong: This study provides sufficient support for all of its claims. Some extra experiments could be
nice, but not essential.

Excitement: 4 = Exciting: I would mention this paper to others and/or make an effort to attend its presentation in a
conference.

Overall Assessment: 3.5 = Borderline Conference

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 4 = They could mostly reproduce the results, but there may be some variation because of sample

variance or minor variations in their interpretation of the protocol or method.

Datasets: 1 = No usable datasets submitted.

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources
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Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, Ido not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used
any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving
grammar and style, and the substance of the review is either my own work or the work of an acknowledged
secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by
PEC policy, such as language edits
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Comment:
We thank the reviewer for their positive feedback.

Estimating A without a labeled validation set.

See the shared comment above. The cross-validation recovers the oracle A 84% of the time. Using a simple

binary rule based on instruction content and whether it is per-query matches the oracle within 0.008 nDCG.
While ||An/||/||A4|| was a strong label-free damage predictor, it served as a poor predictor of the optimal A
in practice.

Model scale:

See the shared comment above. While 4B models are still large by ranking standards due to strict latency
concerns, we include ICR experiments for Qwen3-14B above.

English-only evals

While we agree this is a real concern, this is a common limitation of all the ICR and IR work in general. None
of our proposed methods are inherent to English and since we do not perform any training we expect them
to behave similarly to the base model's inherent multilingual abilities. If the base model underperforms on
German for example, we expect ICR on German queries to underperform.

FollowlR variability

We agree the discussion of this was minimal and will expand on it in the main text. FollowIR is in-between
InstructIR's very relevant instruction/personas and ExcluIlR/NevIR shared instructions. Because of this we
observe the most variance in the optimal As per model.

abstract wording + "running example"

Thank you for both suggestions, we will make these edits for the final version.

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]
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=
Thank you for the rebuttal

Official Comment by Reviewer CNgg @& 16 Jul 2026, 04:08 (modified: 03 Aug 2026, 07:08)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Reviewer CNgg,
Authors, Commitment Readers

Kl Revisions (/revisions?id=dHWaynAPvW)
Comment:
Thank you for the detailed response. The cross-validation results and the binary per-query rule
for estimating A without a labeled validation set are convincing practical solutions. The additional
Qwen3-14B experiments help address the model scale concern, and the explanation of FollowIR

variability as an intermediate case between per-query and shared instructions is well-reasoned. I
will revise my assessment upward accordingly. Good luck!

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]

Official Review of Submission12334 by Reviewer STWW

Official Review by Reviewer STWW &8 03 Jul 2026, 04:53 (modified: 03 Aug 2026, 07:08)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer STWW, Commitment
Readers

Kl Revisions (/revisions?id=Izm3engyWF)
Paper Summary:
This paper explores the underlying mechanism of Null-query Calibration in Attention-Based Reranking (such as ICR)
using large language models, as well as its failure in scenarios with complex instructions. Traditional ICR eliminates
the model's positional bias by subtracting the attention scores of the Null Pass. However, the authors found that when
the prompt contains complex content (e.g., personalized persona settings, long instructions), the null query captures
not only the bias but also the relevance signal brought by the instructions. Blindly subtracting it will destroy useful
ranking signals. To address this, the authors propose a training-free Interpolated Null Calibration method, which
introduces a parameter A to control the visibility of the instruction in the null query.

Summary Of Strengths:
1. The paper systematically reveals the interaction between the calibration mechanism in ICR and the prompt
content (instructions, demonstrations) for the first time.
2. The paper conducts thorough validations on multiple mainstream open-source models (Gemma-3-4B, Qwen3-4B,
Llama-3.1-8B) and various instruction types.
3. The proposed Interpolated Null Calibration method requires no model retraining or architectural changes.

Summary Of Weaknesses:

1. The "Best A" shown in the main text (Table 1) is purely an Oracle result searched based on the test set. The main
text lacks guidance on how to set A in zero-shot scenarios. This makes readers doubt the plug-and-play capability
of this method in real-world industrial applications. If encountering a completely new task without a validation
set, how do the authors suggest setting the default value of \?

2. Have the authors conducted preliminary tests on larger-scale models (e.g., Llama-3.1-70B)? Larger models
typically possess stronger context understanding capabilities; will they still exhibit such strong "relevance signal
leakage" in the Null Pass?

3. Following the second point, since larger models have longer context processing capabilities, if the instruction is
placed before the documents according to common practice, does the phenomenon mentioned in this paper still
exist?

4, The caption of Table 1 states that the best result in each row is bolded, but in fact, it is not annotated consistently.
Moreover, the table is too wide and exceeds the page margins.

Comments Suggestions And Typos:
See Weaknesses.
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Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I
missed something that should affect my ratings.
Soundness: 2.5
Excitement: 3 = Interesting: I might mention some points of this paper to others and/or attend its presentation in a
conference if there's time.
Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.
Ethical Concerns:
There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 4 = They could mostly reproduce the results, but there may be some variation because of sample
variance or minor variations in their interpretation of the protocol or method.

Datasets: 1 = No usable datasets submitted.

Software: 1 = No usable software released.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used
any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving
grammar and style, and the substance of the review is either my own work or the work of an acknowledged
secondary reviewer.

Publication Ethics Policy Compliance: Idid not use any generative Al tools for this review

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]

= P —
=| Official Comment by Authors Edit v || @
=] Official Comment

by Authors (® Hossein Rajaby Faghihi (/profile?id=~Hossein_Rajaby_Faghihi1), Petros Karypis (/profile?
id=~Petros_Karypis1), Rui Zhu (/profile?id=~Rui_zZhu2), Noveen Sachdeva (/profile?
id=~Noveen_Sachdeva2), +3 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission12334/Authors))

& 11 )ul 2026, 19:54 (modified: 03 Aug 2026, 07:08)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Reviewer STWW, Authors,
Commitment Readers

Kl Revisions (/revisions?id=HmOFA9DOPc)

Comment:
We thank the reviewer for the careful reading, especially the points on Table 1.

Best A

See the official comment above. In real world settings the instruction of a new task is known ahead of time
as you control the instruction/format used by the model. Generally, if the instruction is longer/contains
relevancy signals/is set per-query (i.e. user information/past interactions) then starting from A=0 is advised,
otherwise A=1. Also, it is common to have some dev set in real world use cases and we show in the
Appendix as well as in the official comment above that with a validation set we recover the oracle within
0.005 nDCG in 99% of the splits.

Do larger models still leak?

See the official comment above. We report results for Qwen3-14B above. Yes, larger models still leak
information. The intuition for this makes sense. A stronger model with better instruction following abilities
should be able to produce a better "guess" to the rankings for a set of documents given an instruction that
has some relevancy signals.
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Does instruction placement matter for stronger long-context models?

The phenomenon is set by token position, not by scale or context length. We verified this at 14B and the
trend remains the same. For InstructIR with QR-8, placing the instruction at the beginning of the document
provides an nDCG of 0.534 while placing the instruction at the end gives 0.171 with A=1 vs 0.864 with A=0.d

Table 1

Thank you for the feedback. We will rebuild Table 1 to fit within the column widths and fix the bolding
inconsistencies.

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]

Official Review of Submission12334 by Reviewer 2Wpm

Official Review by Reviewer 2Wpm @& 01 Jul 2026, 06:31 (modified: 03 Aug 2026, 07:08)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer 2Wpm, Commitment
Readers

Kl Revisions (/revisions?id=KQk6Sm8Spt)
Paper Summary:
The paper studies the null-query calibration step in attention-based in-context reranking. ICR scores a document by
the query -~ document prefill attention it receives, then subtracts a second "null" pass in which the query is replaced

by "N/A". The standard assumption is that the null pass isolates relevance-agnostic positional/structural bias, so
subtracting it is safe.

The authors observe that modern ranking prompts contain instructions, personas, and demonstrations, and that to
be followed such an instruction must sit inside the scoring readout (prepended to the query). But once it is in the
readout, the null pass processes it too, so the subtracted baseline is no longer relevance-agnostic. They formalize this
with a three-pass decomposition — s_d(q,I), s_d(2,I), s_d(s,2) — andshow sS_std(d) = [s_d(q,I) -
s_d(e,2)] - A_N(d) ,where A N = s_d(2,I) - s_d(o,2) isthe instruction's footprint in the null pass. Calibration
helps when A_N is relevance-agnostic bias (short shared constraints: ExclulR, NevIR) and hurts when A N tracks
relevance (long per-query personas: InstructIR). They propose Interpolated Null Calibration, s_A(d) = s_d(q,I) -
[A-s_d(2,I) + (1-)A)-s_d(o,2)], atraining-free single-extra-pass modification. Experiments on Gemma-3-4B,
Qwen3-4B, Llama-3.1-8B over BEIR + ExclulR/NevIR/FollowIR/InstructIR report that tuning A recovers InstructIR nDCG
from 0.275 (A=1) to 0.825 (A=0), and reaches 0.894 with QR-8 head selection. The paper also includes a positional-bias
ablation, a A_N -alone ranking experiment, an instruction-placement ablation, a predictor analysis (n=16 settings),
and ICL-demonstration analysis.

Summary Of Strengths:

1. A clean, correct, and useful diagnostic. The decomposition S_std = [positional calibration] - A_N is
simple and genuinely illuminating: it pinpoints exactly which term calibration can damage and why. This
reframing of "calibration as PMI requires a relevance-independent baseline" (§2.2) is the paper's most insightful
contribution insightful contribution.

2. Direct mechanistic evidence, not just benchmark wins. Figure 3 (ranking documents by A_N alone, with the
query removed and documents shuffled) is the right experiment: it shows the null pass carries real relevance
signal for per-query instructions (InstructIR nDCG 0.62-0.78 vs ~0.05 bare-null baseline) and essentially none for
shared constraints. The further "restrict the readout to the bare 'N/A' token" probe (85.2, 0.78 - 0.10) cleanly
localizes the signal to the instruction span.

3. Training-free and easy to integrate. The method is training-free, adds one short forward pass, requires no
auxiliary head, and the extra cost is amortizable via shared-prefix attention masking (§3.3).
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4. Reasonable breadth and replication. Three model families, two benchmark families, four content types, plus
head-selection (QR-8) and a generative (RankGPT) reference point; the qualitative conclusion replicates across
models.

Summary Of Weaknesses:

1. The headline numbers depend on oracle A selection, and the main comparison is consequently unfair. The
abstract/85.4 number "0.275 - 0.825" and the Table 1 "Best" column use A* chosen from {0,...,1.0} to maximize
nDCG on the same dataset's queries. 8C.1's 5-fold CV is a partial mitigation, but the reported main results and
the cross-method comparison to RankGPT (0.587) are oracle-tuned on one side only — RankGPT receives no
analogous per-dataset selection. The deployable, non-oracle protocol (e.g., the binary per-query flag you say is
"read directly off the benchmark," 8C) should be the primary result; the oracle A* should be relegated to an
upper bound. As written, the central claim of "surpassing RankGPT" is not established under a fair, prospective
protocol.

2. The "method" largely collapses to a binary A&{0,1} decision; the continuous interpolation is under-
motivated and adds little. In Table 1/Table 7 the optimal A* is 0 or 1 in the large majority of (model, task) cells.
The catastrophic-recovery cases (InstructIR) are entirely A*=0 (= "exclude the instruction from the null"); genuine
interior optima (FollowlIR) yield only modest gains (e.g., 0.448 vs 0.427/0.352 on Gemma). This raises a sharp
question: is "Interpolated Null Calibration" a contribution beyond the rule "use the bare null when the instruction
is per-query"? There is no theoretical justification for why a convex blend of two attention baselines should be
the correct functional form (attention scores are not probabilities; §2.2 already disclaims the PMI analogy).

3. On the genuinely instruction-heavy task, the proposed method is substantially worse than the generative
baseline. The abstract foregrounds InstructIR. But on FollowIR (the per-query instruction-following benchmark),
Table 7 shows RankGPT at 0.795/0.324/0.619 (rob04/news21/core17) vs best ICR ~0.472/0.383/0.508 on Gemma,
and worse on Qwen/Llama. So on the task that most directly tests instruction-following, the contribution loses
decisively to the baseline it claims to beat. This must be stated plainly in the abstract and discussion, not buried
in an appendix table.

4. The contribution is partly a problem of the authors' own making. The entire effect requires the non-standard
choice of moving the instruction into the readout. Under conventional pre-document placement (App. D), the
InstructlR "catastrophe" disappears (A=0 and A=1 both ~0.39). The paper therefore (a) relocates the instruction to
enable instruction-following, (b) thereby breaks calibration, then (c) proposes a fix. A fair evaluation must
compare best end-to-end configuration vs best end-to-end configuration, including a generative ranker that
also follows instructions — not "broken readout calibration" vs "fixed readout calibration."

Comments Suggestions And Typos:
NA

Confidence: 3 = Pretty sure, but there's a chance I missed something. Although I have a good feel for this area in
general, I did not carefully check the paper's details, e.g., the math or experimental design.

Soundness: 3 = Acceptable: This study provides sufficient support for its main claims. Some minor points may need
extra support or details.

Excitement: 3 = Interesting: I might mention some points of this paper to others and/or attend its presentation in a
conference if there's time.

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Ethical Concerns:

There are no concerns with this submission

Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are
underspecified or subjectively determined, and/or the training/evaluation data are not widely available.

Datasets: 1 = No usable datasets submitted.

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, Ido not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used
any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving
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grammar and style, and the substance of the review is either my own work or the work of an acknowledged
secondary reviewer.
Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by
PEC policy, such as language edits

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]
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Official Comment

by Authors (® Hossein Rajaby Faghihi (/profile?id=~Hossein_Rajaby_Faghihi1), Petros Karypis (/profile?
id=~Petros_Karypis1), Rui Zhu (/profile?id=~Rui_zZhu2), Noveen Sachdeva (/profile?
id=~Noveen_Sachdeva2), +3 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission12334/Authors))

B 11 Jul 2026, 19:55 (modified: 03 Aug 2026, 07:08)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Reviewer 2Wpm, Authors,
Commitment Readers

B Revisions (/revisions?id=dXDOvUGhhs)

Comment:
We thank the reviewer for the detailed, sharp reading.

First, an important point to clarify. Our central claim is not "surpassing RankGPT/producing a SOTA ranker".
Our focus is applying, evaluating, and improving ICR methods on more complicated ranking tasks. We
identified that including the instruction in the readout and then properly accounting for it with our
proposed calibration techniques leads to ICR methods that perform better on instruction following
compared to previous ICR methods. The RankGPT results serve more as a reference point for the model's
performance under a more standard (albeit more computationally expensive) setting, not the main focus
results wise. RankGPT is also a much more expensive baseline, requiring 9 prefills plus roughly 900
sequential decoding steps per 100-candidate query, versus 3 prefills and no decoding for ICR.

Oracle \; one-sided RankGPT comparison

See the official comment above. "Best" becomes a labeled oracle upper bound, we discuss oracle-free
approaches in the comment above. Cross validation as well as binary selection both come close to
matching the oracle's performance and do not change any of the conclusions. On InstructIR the oracle, dev
set selection, and binary rule get the same performance within 0.001 nDCG and outperform RankGPT
(Gemma: 0.825 vs 0.587). We agree the framing should shift slightly to highlight the dev set selection and
binary rules while only including the oracle tuned case as an upper bound.

On the one-sidedness of the RankGPT comparisons we would like to highlight that RankGPT's standard
formulation has no per-dataset hyperparameters to tune. The A-tuning is an intrinsic flexibility of the ICR
method which is not available for the RankGPT baseline to adjust to each dataset (further training or
prompt tuning could affect both the baseline and the proposed methods but is outside of our focus).
Running RankGPT with its published recipe is the standard approach when using it as a baseline.

binary A, motivation of continuous interpolation

The primary contribution of the decomposition is diagnostic, it allows us to compute how much of the
instruction's footprint is bias versus relevance signal. In the official comment above we show explicitly that
the binary selection recovers most of the oracle performance. This collapse suggests these insights could
have some practical applications when dev sets are not available. Interpolating the two nulls is algebraically
identical to subtracting the positional null plus a fraction A of the footprint,

sx = 84(q, I) — s4(0,0) — AAn. So N is simply the fraction of Ay treated as bias, and the endpoints are
the pure cases. §2.2 states this and we will make it more prominent. The interior matters exactly where Ay
is @ genuine mixture, as in your own example: Gemma FollowIR A=0.7 gives 0.448 against 0.427 and 0.352
at the endpoints.
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FollowIR method loses

Yes, this is true. We will adjust the writing so this is stated a bit more plainly. However we do want to
highlight some framing points. First, as mentioned above our main focus is on improving ICR methods'
abilities, not outperforming strong generative baselines. Second, FollowIR is not the only per-
query/instruction heavy benchmark. InstructIR also includes lengthy per-query persona-style instructions
where we perform quite strongly compared to generation (the average length (tokens) of InstructIR
instructions is ~70 vs FollowIR’s length of ~58). On the baseline we care to beat, which is ICR with standard
calibration, our method outperforms both FollowIR and InstructIR.

instruction placement

While we agree with your summary of how we landed on this method, since our primary focus is improving
ICR on more complex tasks both the placement and the calibration are needed. The end-to-end
comparison is in Table 7: the best readout-placement ICR configurations against instructed RankGPT. The
best pre-placement ICR results are already reported per row in Table 1's Instr. columns and discussed in
App. D; Abaiilt ifheteRewiewn@iopity-placement results in the final versiorCamt actvécontaof)the
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