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Abstract:

High-quality representations are a core requirement for effective recommendation. In this work, we study the problem of

LLM-based descriptor generation, i.e., generating keyphrase-like natural language item representations with minimal

constraints on downstream applications. However, open-ended generation provides little control over the generation space,

leading to high cardinality, low-performance descriptors that render downstream modeling challenging. To this end, we

propose AgenticTagger, a framework that queries LLMs to represent items with text descriptors drawn from an automatically

mined vocabulary.

AgenticTagger features two core stages: (1) a vocabulary-building stage in which a set of hierarchical, low-cardinality, and

high-quality descriptors is identified, and (2) a vocabulary-assignment stage in which LLMs assign in-vocabulary descriptors to

items. To ensure the vocabulary effectively describes the item corpus of interest, we design a multi-agent reflection

mechanism in which an architect LLM iteratively refines the vocabulary guided by parallelized feedback from annotator LLMs

that validate the vocabulary against item data. Experiments on public and private datasets show AgenticTagger brings

consistent improvements across diverse recommendation scenarios, including generative retrieval, ranking, and critique-

based recommendation.

Paper Type: Long

Research Area: Information Retrieval and Text Mining

Research Area Keywords: Recommendation, LLM Agents, Recommender System

Contribution Types: NLP engineering experiment

2 Versions



 


 

OpenReview.net(/)

8/26/26, 11:11 AM AgenticTagger: Generating Structured Item Representation for Recommendation with LLM Agents | OpenReview

https://openreview.net/forum?id=FjHWu9Soy1#discussion 1/17

https://openreview.net/group?id=aclweb.org/ACL/ARR/2026/May
https://openreview.net/group?id=aclweb.org/ACL/ARR/2026/May
https://openreview.net/revisions?id=FjHWu9Soy1
https://creativecommons.org/licenses/by/4.0/
https://openreview.net/pdf?id=FjHWu9Soy1
https://openreview.net/profile?id=~Zhouhang_Xie1
https://openreview.net/profile?id=~Bo_Peng14
https://openreview.net/profile?id=~Zhankui_He1
https://openreview.net/profile?id=~Ziqi_Chen1
https://openreview.net/profile?id=~Yizhao_Han2
https://openreview.net/profile?id=~Isabella_Ye1
https://openreview.net/profile?id=~Benjamin_Coleman1
https://openreview.net/profile?id=~Noveen_Sachdeva2
https://openreview.net/profile?id=~Fernando_Pereira1
https://openreview.net/profile?id=~Julian_McAuley1
https://openreview.net/profile?id=~Wang-Cheng_Kang3
https://openreview.net/profile?id=~Derek_Zhiyuan_Cheng1
https://openreview.net/profile?id=~Beidou_Wang1
https://openreview.net/profile?id=~Randolph_G._Brown1
https://openreview.net/


Languages Studied: English

Reassignment Request Area Chair: This is not a resubmission

Reassignment Request Reviewers: This is not a resubmission

Preprint: no
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Visa Needs: yes

Country Of Origin: CN
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details.

A1 Limitations Section: This paper has a limitations section.

A2 Potential Risks: N/A

B Use Or Create Scientific Artifacts: Yes

B1 Cite Creators Of Artifacts: Yes

B1 Elaboration: Section 5: main experiment, where we specified we use the Amazon dataset and cited its authors

B2 Discuss The License For Artifacts: No

B2 Elaboration: Because the Amazon dataset is widely used in the *ACL and ML communities in general, we followed

standard practice and provide direct citations to the dataset. On the other hand, we discuss the data usage for the private

dataset in the Appendix.

B3 Artifact Use Consistent With Intended Use: N/A

B3 Elaboration: We cited the Amazon dataset and various works using it, to which our usage is identical: for benchmarking

recsys algorithm. The dataset is widely used in *ACL community and ML community in general, and we follow standard

practice in using the dataset.

B4 Data Contains Personally Identifying Info Or Offensive Content: No

B4 Elaboration: Like numerous prior works in RecSys research, our experiments do not model/release any PII.

B5 Documentation Of Artifacts: N/A

B6 Statistics For Data: Yes

B6 Elaboration: Section 5 and the Appendix

C Computational Experiments: Yes

C1 Model Size And Budget: Yes

C1 Elaboration: The appendix, where we discuss various details such as model parameters, hyper-parameter settings,

maximum epoch allowed, and GPUs used.

C2 Experimental Setup And Hyperparameters: Yes

C2 Elaboration: Section 5, and the Appendix.

C3 Descriptive Statistics: Yes

C3 Elaboration: For our main results (Table 1), we explicitly state that we report our method against 3 runs with fixed random

seeds.

C4 Parameters For Packages: Yes

C4 Elaboration: We report the specific LLMs used in our experiment, and release the prompts we use for implementing our

algorithm in the Appendix. Other libraries like numpy, etc, do not change the essense of our algorithm.
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Meta Review of Submission9611 by Area Chair nDUH

Meta Review by Area Chair nDUH 23 Jul 2026, 09:09 (modified: 03 Aug 2026, 07:14)

Senior Area Chairs, Area Chairs, Authors, Reviewers Submitted, Program Chairs, Area Chair nDUH, Commitment
Readers

Revisions (/revisions?id=qs6J2yP4Os)






Metareview:

The paper proposes AgenticTagger, a framework for generating structured, compact, and interpretable item

representations for recommendation systems. The framework uses a multi-agent feedback process to construct a

hierarchical, low-cardinality vocabulary of natural-language descriptors and then assigns relevant descriptors to each

item. These descriptors provide a human-readable alternative to opaque item IDs or uncontrolled free-form tags

while serving as discrete features in downstream recommendation system. The framework is evaluated on public and

private datasets across three recommendation settings: generative retrieval, ranking, and critique-based

recommendation.

Summary Of Reasons To Publish:

The paper addresses the important and well-motivated practical challenge developing item representations that are

simultaneously compact, interpretable, and model-agnostic. AgenticTagger provides a clear solution to the sparcity

and inconsistency of free-form LLM generated descriptors through a hierarcical, low-cardinality vocabulary refined

using architect-annotator feedback. The resulting descriptor are discrete, human-readable, and applicable to different

recommendation models. The experimental across multiple datasets demonstrates promising performance in

generative retrieval, ranking, and critique-based recommendation.The author rebuttal response further strengthens

the evidence through descriptor-quality evaluations and a post-hoc clustering comparison with a simpler alternative.

Summary Of Suggested Revisions:

1.The revised paper should incorporate the new descriptor-quality and human-calibration results reported during the

rebuttal process.

2.Clearly acknowledge the remaining limitations of the Amazon-only, private ranking experiment, and LLM-simulated

critique evaluation.

3.Add the author-response on how AgenticTagger differs from TermID, CoFiRec, and HiD-VAE to the revised paper.

4.Add the new comparison results reported in the rebuttal to the revised paper. Explain why the ranking experiment

uses only item IDs as its main comparison.

5.Also compare the multi-agent method with a simpler version that uses one LLM or does not use iterative

refinement.

≡
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Add:

6.Clearly define what agent and multi-agent mean in AgenticTagger, and clarify that it uses fixed, role-based LLM

workflow without persistent memory, external tools or autonomous planning.

7.Clearly stated that he release materials will include the generated vocabularies, prompts, item-to-tag assignments,

seeds, and preprocessing scripts.

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Reported Issues: No

Publication Ethics Policy Compliance: I did not use any generative AI tools for this review



Author-Editor Confidential Comment Official Comment

General Response

Official Comment

by Authors ( Noveen Sachdeva (/profile?id=~Noveen_Sachdeva2), Zhankui He (/profile?id=~Zhankui_He1), Isabella
Ye (/profile?id=~Isabella_Ye1), Beidou Wang (/profile?id=~Beidou_Wang1), +10 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission9611/Authors))

14 Jul 2026, 13:35 (modified: 03 Aug 2026, 07:14)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers, Reviewers Submitted, Authors, Commitment
Readers

Revisions (/revisions?id=JWtGA3tz88)
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Comment:

Dear reviewers, as author response period comes almost to an end, we'd like to thank you again for your careful

reading and constructive feedback.

We are encouraged that reviewers recognize the problem we study is important and well-motivated (XmW6, 2LH6),

that our framework is sound and scalable, successfully addresses the vocabulary control challenge (R4jj, XmW6), and

offers a promising solution for compact, interpretable, and model-agnostic item representations (2LH6). Reviewers

also praised our substantial empirical evaluation showing promising downstream performance (XmW6, 2LH6),

alongside the concrete evidence of user-controllable recommendation (2LH6).

Regarding a few main concerns raised by the reviewers, we have: [1] highlighted relevant baseline experiments from

our appendix and added new analyses during this response period to further verify the effectiveness and quality of

AgenticTagger features (R4jj, XmW6); [2] clarified that our LLM simulator configuration follows prior literature, and by

design prevents information leakage (R4jj, XmW6); and [3] clarified a few discussion points regarding our scope and

constraints for the ranking experiment (where we use it to showcase AgenticTagger being model-agnostic on a

dataset with accessible raw content features) (R4jj, XmW6), as well as providing citations showing our use of Agent

terminology aligns with established literature (2LH6).

Please don’t hesitate to reach out if you have any additional questions - we look forward to discussing with you!
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Official Review of Submission9611 by Reviewer R4jj
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Paper Summary:

The paper proposes AgenticTagger, a framework for generating structured, compact, and interpretable item

representations for recommendation. Instead of using item IDs or free-form LLM tags, it builds a hierarchical low-

cardinality descriptor vocabulary automatically and assigns in-vocabulary descriptors to each items. The key
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Add:

mechanism is a multi-agent loop where the architect refines the vocabulary using feedback from parallel annotators.

Summary Of Strengths:

The proposed representation is discrete, model-agnostic, and human-readable. The hierarchical vocabulary

construction and parallelized annotator feedback are technically sound and scalable. The empirical results are

promising: the method improves generative recommendation on 3 Amazon datasets, uses compact vocabularies

under small enough descriptors.

Summary Of Weaknesses:

The main weakness is that descriptor quality is mostly validated indirectly through downstream metrics. More direct

evaluation of tag correctness, ambiguity, coverage, and human interpretability would strengthen the paper. The

private ranking experiment compares mainly against raw item IDs, so the evidence for ranking is less complete than

for generative recommendation. The critique-based experiment relies on an LLM simulator that observes target-item

descriptions, which may heavily rely on LLM's capability. Also, dataset variants are limited: only Amazon-based are

mainly experimented, while there are many other tag and text-related datasets available.

Comments Suggestions And Typos:

The paper would benefit from stronger baselines for the descriptor vocabulary, such as clustering-based tags, dense

text embeddings in the same downstream model, and simpler fixed-vocabulary LLM prompting without multi-agent

refinement (this non-agentic method should be carefully compared too). The ranking experiment should include

semantic-ID, hashed-ID, and text-feature baselines, not only item IDs, as there were mentioned in the Introduction.

Also, releasing generated vocabularies, prompts, item-to-tag assignments, seeds, and preprocessing scripts is

important for reproducibility, although it was mentioned in the footnote that the source code will be released after

the acceptance.

Typos: "scractch", "Inital", "accomodate"

Confidence: 2 =  Willing to defend my evaluation, but it is fairly likely that I missed some details, didn't understand

some central points, or can't be sure about the novelty of the work.

Soundness: 3 = Acceptable: This study provides sufficient support for its main claims. Some minor points may need

extra support or details.

Excitement: 2 = Potentially Interesting: this paper does not resonate with me, but it might with others in the *ACL

community.

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 4 = They could mostly reproduce the results, but there may be some variation because of sample

variance or minor variations in their interpretation of the protocol or method.

Datasets: 2 = Documentary: The new datasets will be useful to study or replicate the reported research, although for

other purposes they may have limited interest or limited usability. (Still a positive rating)

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits

Author-Editor Confidential Comment Official Comment

Author Response (3/3): Comments & Suggestions
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Comment:

[C1] "would benefit from stronger baselines for the descriptor vocabulary"

Thanks! We agree these are important comparisons to be made; however, we wanted to clarify on this point

via the following discussions.

First, we wanted to mention that “fixed-vocabulary generation with LLM” is very challenging without some

prior constraint on what the LLM can generate, which is exactly what we want to address in this work. For

example, it would be hard to tell an LLM “for anything like a sport shoe, use the word ‘sport shoe’, not

‘running shoes’ or ‘great sport shoe for comfort’” without knowing the product landscape a-priori.

However, we can indeed set up apple-to-apple comparisons with (1) free-form LLM generation, (2)

clustering of similar items + LLM approaches (TermID, a concurrent work to us), and (3) letting the LLM

generate free-form tags, then clustering them for de-duplication.

To this end, we refer to two ablations for (1) and (2) in the appendix, and we also provide an ablation on (3).

The TL;DR is AgenticTagger remains a stronger method compared to these alternatives, specifically:

Alternative 1: Free-form LLM generation In appendix C2 and C3, we discussed the cardinality and

downstream performance of free-form LLM generation. The insight is that due to a lack of vocabulary

control, LLMs generate a large amount of descriptors, and many descriptors only appear once across the

corpus. This leads to convergence issues (as the signal is sparse) and poor recommendation performance.

Alternative 2: Prompt LLM with clusters of similar items In line 1276+, and specifically 1290, we discuss

the performance of TermID (Zhang et. al. 2026), which uses standard embedding clustering to group

similar items, then prompts the LLM to generate descriptors based on a target item and its neighbors.

However, it couldn't achieve comparable performance to AgenticTagger on non-LLM-based, transformer-

powered recommendation backbones.

Alternative 3: Clustering of free-form generated tags Another likely alternative is to have the LLM

generate tags in free-form for each item first, then replace each tag with the corresponding medoid.

However, we found cluster medoids are less accurate. We prompted an LLM (gemini-3.5-flash, to match our

use of the now deprecated gemini-2.5-flash in the manuscript) to generate 3 descriptors for each item in

the “Beauty” domain. We embedded these into latent space, kept 900 medoids, and mapped each

descriptor to the nearest medoid. Our analysis shows:

(a) AgenticTagger has stronger downstream performance: We trained generative recommenders

using the exact same paradigm described in Appendix B, with the exact same training script and

random seeds. We observe the NDCG@10  is 0.0354, compared to the 3-descriptor version of

AgenticTagger’s 0.0408. This roughly 13% reduction shows the multi-LLM workflow cannot be replaced

with simple post-hoc clustering without performance degradation.

(b) AgenticTagger descriptors are qualitatively better: If we run the qualitative ablation above, the

correctness and interpretability of these medoid descriptors are 2.72/5 and 2.37/5 respectively,

showing that using cluster medoids heavily compromises descriptor quality.

(c) Case Study: AgenticTagger assigns the first descriptor category as “Haircare - Treatments & Styling”,

which is exactly right. In contrast, the first clustered medoid descriptor is “Salicylic Acid”. This is wrong,

but occurred because the original product description has “Acid”, which leaked as noise into the

embedding-based clustering process (e.g., a descriptor called “Extra Body Acid Perm” would appear

similar to both “Acid” and “Perm”). AgenticTagger uses LLMs directly for assignment and thus correctly

understands this is a styling product.
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[C2] The ranking experiment should include...

Please see our response to W2.

[C3 / C4] Code Release, Typos

Thanks! We will release our implementation upon acceptance as mentioned, and will be correcting the

typos.
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id=~Zhankui_He1), Isabella Ye (/profile?id=~Isabella_Ye1), Beidou Wang (/profile?id=~Beidou_Wang1), +10
more (/group/edit?id=aclweb.org/ACL/ARR/2026/May/Submission9611/Authors))

11 Jul 2026, 19:20 (modified: 11 Jul 2026, 19:34)
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more (/group/edit?id=aclweb.org/ACL/ARR/2026/May/Submission9611/Authors))
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Comment:

[W2] The private ranking dataset compares only…

Thanks for the suggestion!

While we agree it would be beneficial to incorporate diverse baselines in the ranking experiment, we

want to clarify that our core claim (Abstract L5+, Table 1, Introduction L142+) is that AgenticTagger

descriptors are versatile and performant item representations that are both (1) natively interpretable,

and (2) applicable to diverse scenarios. We use the ranking and interactivity experiments primarily to

demonstrate this versatility across diverse applications. Specifically, while AgenticTagger descriptors

are fully language-based, they can be straightforwardly deployed across various common information-

seeking scenarios where interpretable alternatives (like LLM-based recommendation using raw text

features) cannot due to latency or architectural constraints.

To this end, we opted to use an Item ID + feature-aware neural model baseline. This aligns with the

actual deployed solution on the platform (line 465+) and allowed us to conduct experiments on

platform-specific data while strictly adhering to user data privacy regulations in a production

environment.

We will incorporate this discussion into our final manuscript to clarify the scope and baseline choices of the

ranking experiment.

[W3] The critique-based experiment…

Thanks for raising this point! While we do condition the LLM on the held-out ground-truth item, we wanted

to clarify a few dimensions that make this setting practical:

≡
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Add:

(1) In this case, we only ask LLM to select relevant top-level descriptors for items (line 522+), and thus

the LLM can never over-leak ground-truth information to the recommender, and this is just to evaluate

if the descriptor set is meaningful enough to aid this information seeking scenario.

(2) Meanwhile, there is only a limited number of descriptors in the top category (e.g., 16 for CDs

domain, the largest dataset we use, L524+), and selecting relevant content among a few category tags

is a common operation on content-serving/e-commerce platforms (e.g., YouTube, Netflix, Amazon).

Thus, this should not exceed acceptable cognitive load for a regular user.

(3) Finally, we note bootstrapping LLM-based simulators in recommender systems typically does

require conditioning on ground-truth/candidate items (rather than pure persona-based, like adjacent

domains like dialogue systems), to ensure the sequential interaction pattern is genuine [e.g., 1, 2]. To

this end, our setting also follows convention in prior arts in the literature.

[W4] Also, dataset variants are limited… Amazon…

Thanks! We agree that it would be beneficial to incorporate more datasets, however, we wanted to

clarify that the benchmarking recommender system model against a variety Amazon domains follows

standard practice in generative recommendation community [3-7], as these “domains” have different

density and collaborative filtering dynamics / content signals, and represents distinct content

characteristics (e.g., CDs domain are more aligned with LLM world knowledge such as music genres

and styles; while sports domain and beauty domain are branding sensitive).

[1] Rethinking the Evaluation for Conversational Recommendation in the Era of Large Language Models,

EMNLP 23

[2] LLM-Powered User Simulator for Recommender System, AAAI 25

[3] Contextually Tokenizing Action Sequences for Generative Recommendation, ICML 2025

[4] Recommender Systems with Generative Retrieval, Neurips 2023

[5] LLM-Based Generative Recommendation via Structured Term Identifiers, Arxiv Preprint 2026

[6] Generating Long Semantic IDs in Parallel for Recommendation, KDD 2025

[7] Unified Generative Recommendations with Cascaded Sparse-Dense Recommendations, Neurips 2025
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Comment:

Dear reviewer, we appreciate your time and consideration for our manuscript. Re. the

weakness/suggestions raised, please find our responses as the following:

[W1] "The main weakness… evaluation of tag assignment quality…"

Thanks for raising this point. To further validate the qualitative aspect of AgenticTagger descriptors, we

conduct the following analysis:

Correctness: We use LLM-as-a-judge (co-verified via human annotation, see end of this response),

asking the model to rate 100 item-and-tag pairs, to judge the tag correctness on a 1-5 scale, where 5 is

perfectly correct, 4 is accurate but slightly broad, 3 is fair and related, 2 is poor, and 1 is incorrect. We

report the mean and std for the metrics.
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Add:

Interpretability: Similarly, we use LLM-as-a-judge, and ask for ratings on 100 item-and-tag pairs, then

let LLM rate the tags in its readability and interpretability, reporting the mean and std. In this setting, 5

means perfect readability and 1 means tags of poor quality, similar to the correctness experiment.

Preciseness (un-ambiguity): We adopt a communication game setting. We sample 100 pairs of similar

items sharing the same coarse descriptors (the first 1 or 2 descriptors). We then ask LLM to look at the

full set of descriptors of each item as well as item descriptions, and let the LLM guess which set of

descriptors belong to which item. Random guess gets 50% accuracy, and precise/un-ambiguous

descriptors should make LLM guess which set of tags describe which item perfectly.

We report two settings:

Coarse-easy: item pairs are sampled to share the first tag (e.g., both are "Makeup - Eyes")

Fine-grained-hard: item pairs share the first two tags (e.g., both are "Nail Care & Polish -> Nail

Files & Buffers", but differs subtly)

Coverage: We report the ratio of perfectly assignable items after the highest level descriptors are

settled during the vocabulary building stage, these are items that can be covered by at least the

highest level descriptors. 100% means full coverage of the item set.

Dataset

Correctness

(1-5)

Interpretability

(1-5)

Preciseness (Coarse-

easy) via binary CLF

Preciseness (Fine-

grained-hard) via

binary CLF

Coverage

%

Beauty 4.87 ± 0.44 4.70 ± 0.52 99.0% 90.0% 97.7%

Sports 4.60 ± 0.74 4.42 ± 1.06 100.0% 71.0% 95.8%

CDs 4.11 ± 0.89 4.09 ± 0.88 95.0% 95.0% 95.6%

As shown in the table, across the dataset, the tags generated from our framework achieve overall excellent

correctness and interpretability, and precisely dis-ambiguates similar products. For sports dataset,

although it is harder to differentiate very similar products (fine-grained setting), AgenticTagger features

nevertheless perfectly separates products sharing the first high-level descriptor, showcasing the quality of

AgenticTagger features.

We will incorporate the above discussions into the manuscript.

We use Gemini-3.1-pro-preview for all above experiments. For calibration purposes for LLM-as-a-judge for point-

wise scoring in correctness/interpretability evaluation, we manually annotate 50 samples on the Beauty dataset

and check agreement with LLM judgement. In this case, human annotation yielded an average correctness score

of 4.79 and interpretability score of 4.87, which aligns well with LLM judge decisions.
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Paper Summary:

This paper proposes AgenticTagger, a framework that uses LLMs to generate structured natural-language descriptors

for item representation in recommender systems. The method first constructs a hierarchical, low-cardinality

descriptor vocabulary with an architect LLM and multiple annotator LLMs, and then assigns in-vocabulary descriptors

to each item. The resulting representation is intended to be more interpretable than opaque item IDs while being

more controlled and easier to use as discrete features than free-form LLM-generated tags. The paper evaluates the

method on generative recommendation, ranking, and critique-based recommendation settings.
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Summary Of Strengths:

1. The problem is important and practically relevant. Recommender systems often require item representations that

balance efficiency, generalization, and interpretability.

2. The motivation is clear. The authors correctly identify a key limitation of directly using free-form LLM generation

for item tagging: without vocabulary control, the generated descriptors can become sparse, inconsistent in

surface form, and difficult to use as reliable downstream features. The fixed-vocabulary design is a reasonable

way to mitigate this issue.

3. The paper contains a substantial number of experiments. The authors evaluate the method across generative

recommendation, ranking, and critique-based recommendation, and also include ablations, coverage analysis,

runtime/cost discussion, and qualitative examples.

Summary Of Weaknesses:

1. The relationship to recent structured item-representation work should be clarified further. AgenticTagger's LLM-

generated descriptor vocabulary is useful, but the paper should more explicitly distinguish it from structured

natural-language item identifiers [1], hierarchical semantic IDs [2], and interpretable semantic ID methods [3]. [1]

Zhang, et. al, Unleashing the Native Recommendation Potential: LLM-Based Generative Recommendation via

Structured Term Identifiers, In arXiv 2026. [2] Wei, et. al, CoFiRec: Coarse-to-Fine Tokenization for Generative

Recommendation, In arXiv 2026. [3] Fang, et. al, HiD-VAE: Interpretable Generative Recommendation via

Hierarchical and Disentangled Semantic IDs, In arXiv 2025.

2. The empirical comparison could be strengthened with more recent and directly comparable baselines. The main

result tables only compare to methods such as TIGER (NIPS 2023), VQ-Rec, SASRec, and BERT4Rec, which are

either older or not fully aligned with the proposed setting.

3. It would also be useful to better control for the effect of LLM-based semantic augmentation. AgenticTagger uses

strong LLMs to understand item content and construct features offline, while some baselines do not receive

comparable information. More comparable LLM-assisted baselines or ablations would help isolate the

contribution of the proposed framework.

4. The necessity of the multi-agent mechanism could be demonstrated more directly. The paper shows that

refinement improves coverage, but comparisons with simpler alternatives such as single-LLM or clustering plus

LLM on downstream recommendation metrics would make this claim stronger.

5. The external validity of some experiments could be further improved. The ranking experiment is mainly

conducted on a private dataset, and the critique-based recommendation setting relies on an LLM user simulator.

Additional public data or real-user evidence would strengthen the practical implications.

Comments Suggestions And Typos:

Please refer to the Weaknesses part. The main suggestions are the discussion of related work and improvements to

the experiment.

Confidence: 3 =  Pretty sure, but there's a chance I missed something. Although I have a good feel for this area in

general, I did not carefully check the paper's details, e.g., the math or experimental design.

Soundness: 3 = Acceptable: This study provides sufficient support for its main claims. Some minor points may need

extra support or details.

Excitement: 3 = Interesting: I might mention some points of this paper to others and/or attend its presentation in a

conference if there's time.

Overall Assessment: 3.5 = Borderline Conference

Limitations And Societal Impact:

The authors adequately discussed the limitations of their work.

Ethical Concerns:

There are no concerns with this submission.

Needs Ethics Review: No

Reproducibility: 4 = They could mostly reproduce the results, but there may be some variation because of sample

variance or minor variations in their interpretation of the protocol or method.

Datasets: 3 = Potentially useful: Someone might find the new datasets useful for their work.

Software: 1 = No usable software released.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources
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Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits
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Comment:

[W5.1] External Datasets, Ranking Experiment

Thanks for raising this point.

We share your thinking that ideally, we'd like to also conduct a ranking experiment using AgenticTagger

features on public datasets. However, typical ranking benchmarks in the literature do not release the raw

content of their items (e.g., Avazu, Criteo, KuaiRand, etc.) due to platform restrictions. When they do

release content features, the features are typically hashed and therefore unusable by LLMs for descriptor

generation.

To this end, we opted to use a private dataset where both user interactions and raw item content are

available. We will add a discussion note to the manuscript clarifying this.

[W5.2] LLM Simulators

Thanks for raising this point! While we agree LLM user simulators are not perfect proxies for human users,

we wanted to note that in this case, we follow standard evaluation in recent works in recommendation

community, and constraint our setting to make such evaluation practical - in particular:

(1) In this case, we only ask LLM to select relevant top-level descriptors for items (line 522 and beyond),

and thus the LLM can never over-leak ground-truth information to the recommender, and this is just to

evaluate if the descriptor set is meaningful enough to aid this information seeking scenario.

(2) Meanwhile, there is only a limited number of descriptors in the top category (e.g., 16 for CDs

domain, the largest dataset we use, L524 and beyond), and selecting relevant content among a few

category tags is a common operation on content-serving and e-commerce platforms (e.g., YouTube,

Netflix, Amazon). Thus, this should not exceed acceptable cognitive load for a regular user.

(3) Finally, we note bootstrapping LLM-based simulators in recommender systems typically does

require conditioning on ground-truth or candidate items (rather than pure persona-based, like

adjacent domains like dialogue systems), to ensure the sequential interaction pattern is genuine [1, 2].

To this end, our setting also follows convention in prior arts in the literature.

[1] Rethinking the Evaluation for Conversational Recommendation in the Era of Large Language Models,

EMNLP 23.

[2] LLM-Powered User Simulator for Recommender System, AAAI 25
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Comment:

[W4] Necessity of multi-agent framework, simpler alternatives

Thanks! We agree that it is helpful to incorporate relevant discussion, and to this end, we highlight results

from two experiments currently in the Appendix, and a further experiment:

Comparison with free-form LLM generation: In appendix C2, C3, we discussed cardinality and

downstream performance of free-form LLM generation, and the insight is that due to lack of vocabulary

control, LLMs generates a large amount of descriptors, and many descriptors only appear once across the

corpus, leading to convergence issue (as the signal is sparse) and poor recommendation performance.

Comparison with prompting LLM with clusters of similar items for more meaningful descriptors: In

line 1276 and beyond, and specifically 1290, we discuss performance of TermID (Zhang et al. 2026), which

use standard embedding clustering to group similar items, then prompt LLM to generate descriptors based

on target item, and its similar neighboring items, aiming for more descriptive descriptors. However, it

couldn't achieve comparable performance to AgenticTagger on non-LLM-based, transformer-powered

recommendation backbones.

Comparison with clustering of free-form generated descriptors: Another likely alternative is to have

LLM generate tags in free-form for each item first, then replace each tag with the corresponding medoid.

However, we found cluster medoids are less accurate descriptors. To illustrate this point, we prompt LLM

(gemini-3.5-flash, to match our use of now deprecated gemini-2.5-flash in paper) to generate 3 descriptors

for each item for the 'Beauty' domain. We then embed these descriptors into latent space and keep 900

medoids, and map each descriptor to the nearest medoid. We then conduct the following analysis:

We train generative recommenders using the exact same paradigm described in Appendix B, with

exactly the same training script and random seeds, and observe the NDCG at 10 is 0.0354, compared to

the 3-descriptor version of AgenticTagger's 0.0408. This roughly 13 percent reduction shows the

effectiveness of the multi-LLM workflow for AgenticTagger, and that it cannot be replaced with simple,

post-hoc clustering of free-form tags without performance degradation.

Further, we setup an evaluation where we use LLM-as-a-judge to evaluate the correctness of tags

assigned to item description on a 1-5 scale, and observe that AgenticTagger gets average score of 4.87

on this domain, while clustering of free-form tags gets 2.72 only, demonstrating its weakness.

To further illustrate this point, consider the product 'Quantum Classic Extra Body Acid Perm 6.49'.

AgenticTagger assigns the first descriptor category as 'Haircare - Treatments and Styling', which is

exactly right. The first clustered medoid descriptor is 'Salicylic Acid', which is wrong, but this is because

the original product description has 'Acid', and this signal leaked as noise into the embedding-based

clustering process.
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Comment:

Dear reviewer, thank you for your time and for recognizing the practical relevance of our work. Regarding

the weaknesses and suggestions raised, please find our responses below.

[W1] Relationship with further related works

Thanks for raising this! We agree that these are relevant works, and to clarify on AgenticTagger's unique

value in relation to these works:

TermID (Zhang et al., 2026) also operates on NL descriptors, but is designed specifically for the case

where the recommendation model is a pre-trained LLM to be adapted for generative recommendation,

whereas we seek widely applicable item representations. And indeed, as we discuss in Appendix C, line

1276 and beyond, TermID cannot achieve comparable performance to AgenticTagger when applied to

standard TIGER GR backbone, with N at 10 of 0.017 on the sports dataset, whereas AgenticTagger has

0.0251. The work itself is also concurrent to our work.

CoFiRec tokenizes different information separately, but itself does not satisfy interpretability constraint,

and thus cannot natively bridge language and discrete features, and falls into the 'Hashed or Sem-IDs'

category in Table 1.

HiDVAE, on the other hand, requires a set of initial tags 'from existing labels and manual annotations'

to be used as supervision signal, and AgenticTagger lifts such constraint completely. Meanwhile,

AgenticTagger itself can potentially be a drop-in replacement, addressing the need for a pool of tags in

HiDVAE, offering orthogonal and complementary values.

We will incorporate these discussions into relevant work sections.

[W2] More Recent Baselines

Indeed! We agree comparison with newer baselines help, and wanted to surface a few experiments located

through the manuscript (which we will move to main paper using the additional space for accepted work),

and use this chance to provide some discussions:

In addition to the main table, we wanted to highlight comparisons with SentencePiece (by Anima Singh

et al., RecSys 24), ActionPiece (Hou et al., ICML 2025) in Figure 3, and TermID (Arxiv 2026, concurrent to

us) in appendix C.

We currently discuss SentencePiece and ActionPiece in a stand-alone section (Appendix A.1), since they

also incorporate co-purchase signals, and thus worth separate discussions, but as shown in Figure 3

and appendix A1, AgenticTagger nevertheless outperforms both as it has strong content

understanding capability.

We will move these discussions up as a 'further baseline' section using the 1 additional page space for

accepted works.

[W3] Controlling for the effect of LLM-generated features

Thanks! We agree that LLM produced features help, however, we wanted to clarify that as discussed in

Table 1, line 142 (core contributions), and throughout the work, our core goal in this work is in seek of

discrete, descriptor-based features that are both performant and natively interpretable, which simply
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Add:

incorporating LLM generations cannot achieve. This makes methods such as, e.g., augmenting original

item metadata not an apple-to-apple comparison, as they do not produce these interpretable, low-

cardinality, descriptor-like features.

On the flip side, as we can observe from the TermID experiment (Appendix C) and the free-form generation

experiment (Appendix A.2), other simpler methods such as clustering-augmented descriptor generation

and free-form LLM generated descriptors cannot achieve comparable performance to our method, despite

they also use LLM generation. This indicates the improvements by AgenticTagger do not solely come from

the fact that it uses an LLM, but also in its design. Our response to next question also helps in clarifying this

point.
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Paper Summary:

This paper uses LLMs to generate structured, interpretable item representations for recommendation systems. The

core idea is to build a fixed, hierarchical vocabulary of natural language descriptors and then assign relevant

descriptors to each item. The vocabulary is constructed through a multi‑agent feedback loop. The resulting

descriptors are used as discrete features in generative recommendation and ranking models. Experiments on public

and private datasets improve performance over several baselines.

Summary Of Strengths:

1. The problem is well‑motivated. Creating item representations that are simultaneously compact, interpretable,

and model‑agnostic is a challenge. The proposed natural‑language descriptors offer a promising solution.

2. The paper evaluates AgenticTagger across multiple tasks and datasets, with comparisons to a wide range of

baselines.

3. The critique‑based recommendation experiment provides a concrete example of how the interpretable

descriptors enable user‑controllable recommendation.

Summary Of Weaknesses:

1. The “multi‑agent” framing is somewhat overstated. Tthe architect and annotator are simply two LLM roles with

different prompts. There is no multi‑turn negotiation, learning, or emergent behavior beyond standard

self‑refinement.

2. The paper claims to be “the first to apply agentic frameworks to feature mining,” but the system does not exhibit

characteristics typically associated with LLM agents (e.g., tool use, planning). The “agents” are effectively

prompted LLM calls in a fixed pipeline.

3. The paper does not analyze the agent behaviors (e.g., how the architect changes its outputs over refinement

cycles, what kinds of feedback are most useful).

4. The paper does not compare other feature generation methods and other recent LLMs-based recommendation.

Comments Suggestions And Typos:

Please see the weaknesses above.

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I

missed something that should affect my ratings.

Soundness: 3 = Acceptable: This study provides sufficient support for its main claims. Some minor points may need

extra support or details.

Excitement: 2.5

Overall Assessment: 2.5 = Borderline Findings
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Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 4 = They could mostly reproduce the results, but there may be some variation because of sample

variance or minor variations in their interpretation of the protocol or method.

Datasets: 4 = Useful: I would recommend the new datasets to other researchers or developers for their ongoing

work.

Software: 4 = Useful: I would recommend the new software to other researchers or developers for their ongoing

work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits
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Comment:

[W4] The paper does not compare other feature generation methods and other recent LLMs-based

recommendation.

Thanks for raising discussions on comparison with baselines - we agree that this is an important matter.

On feature generation methods:

We wanted to clarify that methods such as HSTU, Tiger (main experiment) and ActionPiece, SPM

(appendix A) are indeed equipped with non-trivial feature generation methods that transform

input data into discrete features for downstream use. E.g., Tiger uses RQ-VAE, ActionPiece uses RQ-

VAE plus feature crossing, and SPM uses RQ-VAE plus SentencePiece tokenization. We will make

this more explicit by adding a sentence in our main experiment section.

Another alternative is simply generating free-form descriptions from LLM, but as we discussed in

the introduction (L59), these raw text descriptions cannot be natively used as discrete and id-like

features, which we seek in this work, making this stream of baselines not directly comparable.

We do, on the other hand , compare with directly using LLM to generate descriptors (free-form

generation in Appendix A.2, concurrent work dubbed TermID by Zhang et al. in line 1276), as these

would be apple-to-apple comparison to us, and technically produces interpretable and id-like

features using LLMs. To this end, AgenticTagger outperforms these methods, showcasing its

effectiveness.

On LLM-based recommendation:
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For LLM based recommendation, we agree that this is an important stream of work. However, we

wanted to clarify that this will not be an apples-to-apples comparison, as they use LLM themselves

for making recommendations, and as we discuss in line 62 and beyond, deploying LLM directly for

recommendation imposes strict constraints, whereas the type of feature production method we

study should generalize to most downstream recommendation pipelines (Table 1).

On the other hand, as we discussed above, we do compare with various alternative approaches in

using LLM to generate descriptor-like features, which is an apples-to-apples comparison (free-form

generation, TermID), and show AgenticTagger outperforms these methods.

Author-Editor Confidential Comment Official Comment

Author Response (2/3)

Official Comment

by Authors ( Noveen Sachdeva (/profile?id=~Noveen_Sachdeva2), Zhankui He (/profile?
id=~Zhankui_He1), Isabella Ye (/profile?id=~Isabella_Ye1), Beidou Wang (/profile?id=~Beidou_Wang1), +10
more (/group/edit?id=aclweb.org/ACL/ARR/2026/May/Submission9611/Authors))

11 Jul 2026, 20:14 (modified: 03 Aug 2026, 07:14)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer 2LH6,
Commitment Readers

Revisions (/revisions?id=yRbSnObSeh)

Add:

−

＝ Edit   








Comment:

[W3] The paper does not analyze the agent behaviors...

Thanks for raising this question! We wanted to start by clarifying that we do verify that the vocabulary

improves across refinement (figure 2, 4; section 6.2).

As for more detailed analysis, we describe a specific case study on "Beauty" dataset here, where

AgenticTagger refines its vocabulary to incorporate an originally out-of-scope item on the Beauty

dataset (see table below).

We will add this discussion to the appendix.

Case Study of Vocabulary Refinement

During a refinement cycle, several items failed to classify under a set of existing 15 rules, including Super

Nail Professional Buffing Cream and Nutranail Strengthening Formula. Among the 15 rules, an imperfect

category is initially called "Nail Files and Buffers".

The Annotator analyzed the unclassified items and identified a gap. It generated a targeted feedback,

noting: "The existing category 'Nail Files and Buffers' is restricted to abrasive tools used for shaping... which

leaves non-abrasive buffing creams and polishes used in conjunction with buffers uncategorized."

Receiving this feedback, the Architect analyzed the semantic relationship and agreed, reasoning that

creams are used directly with buffers for the same end goal. It autonomously updated the rule, renaming

it to "Nail Files, Buffers and Polishing Creams" and expanding the inclusion criteria to explicitly cover

"specialized buffing creams, pastes, and powders."

Upon verification in the next cycle, the previously orphaned items were successfully classified into the

newly expanded category (and related items neatly routed to Nail Polishes and Lacquers).
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Comment:

Dear reviewer, we appreciate your time and consideration of our manuscript. Regarding your questions on

the multi-agent framing and baselines, please find our clarifications below.

[W1 and W2] "The multi-agent framing..." and "The paper claims to be..."

Thanks for raising the discussion on the term "(multi) Agent" used! Since W1 and W2 are by nature

connected, we reply to both comments in a single review for your convenience.

We agree that this is an important point to clarify, and will add a sentence to the introduction that we refer

to generalized LLM agents or multi-agent without memory or tooluse, and adopt a fixed-flow

communication paradigm.

However, we wanted to clarify that our use of "Agent" attempts to follow standard community usage [1].

For example, similar to us, there are various recent works in the community that use the term "multi-

Agent" or "Agent" without the presence of toolcalls and memories [1, 2, 3, 6, 7], or use fixed, structured

workflows [1, 2, 4, 6, 7]. Meanwhile, our annotator-architect feedback mechanism also have its (albeit

simpler) precedent in the literature, such as reflexion's actor-critic feedback loop [5].

Meanwhile, on the simplicity of the LLM component itself in AgenticTagger, we wanted to emphasize that

we do so such that we can effectively scale LLMs to distill useful information from recommender-system-scale

datasets, and the simplicity in LLM interaction mechanism itself allowed us to scale to datasets with e.g.,

30k-60k items, whereas standard self-refinement typically handles a short snippet of text (e.g., a

challenging question in QA dataset, etc).

Following prior point, the "learning and emergent behavior" described in W2 is via the AgenticTagger

framework: our self-refinement-like feedback loops can effectively scale to massive datasets, to construct

and refine a vocabulary that describes a corpus of items, which itself is a non-trivial challenge and

otherwise impossible. In contrast, many existing works are geared towards solving a small set of

challenging problems, but not problems challenging in its scale by nature.
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