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Abstract:

As Large Language Models (LLMs) evolve into autonomous agents for long-horizon tasks, managing unbounded interaction
trajectories under fixed context budgets becomes a core systems challenge. Unlike standard long-context documents, agent
trajectories are heterogeneous and interleave observations, reasoning traces, and tool executions, so compression must
preserve temporal dependencies, actionable state, and structural fidelity. Yet existing methods remain fragmented, making it
difficult to compare design choices and reason about their reliability implications. This survey introduces a unified taxonomy
of agent context compression along three dimensions: compression target (what is compressed), compression mechanism
(how it is transformed and retained), and control policy (who decides when compression is triggered). We further organize
recurring failures in compressed execution into F1: Pre-compression Decision Error, F2: In-compression Information Loss, and
F3: Post-compression Access Failure, and examine domain-specific trade-offs in software engineering, web navigation, and
deep research. By unifying the design space, failure taxonomy, and evaluation perspective, this survey provides a foundation
for building scalable and recoverable LLM agents.
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Metareview:

This paper surveys context compression for long-horizon LLM agents. It organizes existing approaches by what is
compressed, how compression is performed, and when it is triggered. And it identifies key failures in compression
decisions, information preservation, and later recovery as well as discussing evaluation and domain-specific trade-
offs for coding, web, and research agents.

Summary Of Reasons To Publish:

The paper’s main strength is its timely and coherent synthesis of fragmented results in the research community.
Reviewers particularly appreciated its clear taxonomy of compression methods, practically meaningful failure-mode
framework, broad coverage of recent work, and emphasis on evaluating compression beyond task success alone.

Summary Of Suggested Revisions:
The paper would benefit from more systematic coverage, tighter integration of its formal and evaluation frameworks
with the surveyed methods, clearer practical evaluation guidance, and improved presentation accuracy.

Overall Assessment: 4 = Conference: I think this paper could be accepted to an *ACL conference.
Reported Issues: & No
Publication Ethics Policy Compliance: Idid not use any generative Al tools for this review

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]

Official Review of Submission13135 by Reviewer ruGr

Official Review by Reviewer ruGr & 01 Jul 2026, 06:30 (modified: 03 Aug 2026, 07:18)
® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ruGr, Commitment
Readers

Kl Revisions (/revisions?id=UnXW2Znzmc)

Paper Summary:

This paper surveys context compression methods for long-horizon LLM agents. The main argument is that agent
context is different from ordinary long documents because it contains actions, thoughts, observations, tool outputs,
and evolving state. The paper proposes a taxonomy organized around what is compressed, how it is compressed, and
who decides when compression happens. It also introduces a failure-mode taxonomy covering wrong compression
decisions, information loss during compression, and failure to recover compressed information later. The survey
further discusses domain-specific considerations for coding agents, web/GUI agents, and deep research agents.

Summary Of Strengths:

The topic is very timely. Context management is becoming one of the central problems for long-horizon agents, and
the literature is currently scattered across memory, retrieval, summarization, pruning, folding, and long-context
systems. A survey focused specifically on agent context compression is useful.

The taxonomy is clear and helpful. I especially like the separation between compression targets, mechanisms, and
control policies. This gives readers a useful way to compare methods that otherwise look quite different.

The failure-mode framing is probably the strongest part of the paper. The distinction between making the wrong
compression decision, losing information during compression, and failing to recover stored information later feels
practically meaningful. It also maps well to real failures I would expect to see in agent systems.

The paper also makes a good point that compression should not be evaluated only by end-task success and
compression ratio. The discussion of recoverability, information density, error propagation, and overhead is useful for
future benchmark design.

Summary Of Weaknesses:

The coverage feels more representative than systematic. That is not necessarily a fatal issue, especially for a fast-
moving topic, but the paper should be more transparent about it. A large table of included methods and their
assigned categories would help a lot.
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Comments Suggestions And Typos:
A consolidated method table would be very helpful. It could include method name, domain, compression target,
mechanism, control policy, evaluation benchmark, and whether recovery is supported.

The failure-mode section is good, but I would like to see more concrete examples. The figures are useful, but actual
examples from agent traces would make the taxonomy more convincing.

Confidence: 3 = Pretty sure, but there's a chance I missed something. Although I have a good feel for this area in
general, I did not carefully check the paper's details, e.g., the math or experimental design.

Soundness: 4 = Strong: This study provides sufficient support for all of its claims. Some extra experiments could be
nice, but not essential.

Excitement: 4 = Exciting: I would mention this paper to others and/or make an effort to attend its presentation in a
conference.

Overall Assessment: 4 = Conference: I think this paper could be accepted to an *ACL conference.

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 4 = They could mostly reproduce the results, but there may be some variation because of sample
variance or minor variations in their interpretation of the protocol or method.

Datasets: 1 = No usable datasets submitted.

Software: 1 = No usable software released.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, Ido not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used
any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving
grammar and style, and the substance of the review is either my own work or the work of an acknowledged
secondary reviewer.

Publication Ethics Policy Compliance: Idid not use any generative Al tools for this review

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]
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by Authors (® Beijun Shen (/profile?id=~Beijun_Shen2), Ziteng Wang (/profile?id=~Ziteng_Wang17), Julian
McAuley (/profile?id=~Julian_McAuley1), Yueqi Wang (/profile?id=~Yueqi_Wang2), +7 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission13135/Authors))

B 13)Jul 2026, 01:56 (modified: 03 Aug 2026, 07:18)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ruGr,
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Comment:

We sincerely thank you for the thoughtful review. We are especially encouraged by your recognition of the
timeliness of our survey, as context management has indeed become a central bottleneck for long-horizon
agents. We also deeply appreciate your positive feedback on our core contributions:

¢ Taxonomy: You noted that separating targets, mechanisms, and control policies provides "a clear and
helpful way to compare methods that otherwise look quite different.”

¢ Failure Modes: We are thrilled you found this to be "the strongest part of the paper"” and that
distinguishing among decision errors, information loss, and recovery failures maps well to real agent
systems.

¢ Evaluation Framework: We agree that compression evaluation must look beyond end-task success,
and we are glad our discussion on recoverability, density, and overhead offers a useful foundation for
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future benchmarks.

Below, we address your constructive comments point by point.

Response to W1

We sincerely thank you for the constructive suggestion. We fully agree that a systematic overview is crucial
for such a fast-moving topic. To address your point on transparency and coverage, we have taken two

steps:

1. Existing Appendix Table: We are happy to highlight that our initial submission already provides the

requested overview. Table 5 in the Appendix (p. 22) systematically details all included methods, along with

their assigned categories and application domains.

2. Continuously Updated Repository: To ensure our coverage remains comprehensive over time, we have
built an open-source GitHub repository. In the camera-ready version, we will include the repository link and

explicitly clarify that while the paper focuses on representative paradigms, the repository will serve as an
evolving, systematic list.

Response to C1

We greatly appreciate your excellent suggestion to include a consolidated method table. We fully agree
that explicitly mapping out these dimensions will significantly enhance the paper's clarity and utility.

To provide an immediate overview, we have selected eight representative methods from our survey and
compiled them into the table below. As per your exact recommendation, this table comprehensively
compares them across all the key dimensions you highlighted: method name, domain, compression
target, mechanism, control policy, evaluation benchmark, and whether recovery is supported.

Method

SWE-Pruner
(Wang et al.,
2026¢)

CAT (Liu et al.,
2025b)

WebWeaver
(Li et al.,
2025c¢)

ReSum (Wu et
al., 2026¢)

AgentFold (Ye
et al., 2025)

COMPASS
(Wan et al.,

2025)

MEM1 (Zhou
et al., 2025b)

CodeOCR (Shi
et al., 2026)

Domain

Coding

Coding

Web /
Research

Research /

Deep-
Search

Research /

Deep-
Search

Research /

Deep-
Search

General

Coding

Target

Observation

Trajectory

Memory
State

Trajectory

Trajectory

Plan/
Reasoning

Memory
State

Observation

https://openreview.net/forum?id=iB6nALWLPR#discussion

Mechanism

Pruning /
Reduction

Summarization /
Abstraction

Externalization /
Retrieval

Summarization /
Abstraction

Summarization /
Abstraction

Summarization /
Abstraction

Summarization /
Abstraction

Representation-
Level

Control
Policy

Learned

Agent-
Controlled

Agent-
Controlled

System-
Controlled

Agent-
Controlled

External
Controller

Learned

System-
Controlled

Benchmark /
Setting

SWE-bench
family

SWE-bench style
tasks

Deep research,
BrowseComp,
GAIA

BrowseComp,
BrowseComp-ZH

BrowseComp,
GAIA,
WideSearch

Long-horizon
research

Multi-hop QA,
WebShop

Code
understanding

Recovery

Partial:
exact kept
lines

Partial:
context-as-
tool

Explicit:
evidence
retrieval

Partial:
rolling
summary

Partial:
folded
state

Partial:
decision
recovery

Explicit:
memory

retrieval

Limited:
latent state
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We will include a fully expanded version of this consolidated table, covering all surveyed methods, in the
camera-ready version.
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McAuley (/profile?id=~Julian_McAuley1), Yueqi Wang (/profile?id=~Yueqi_Wang2), +7 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission13135/Authors))
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® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ruGr,
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B Revisions (/revisions?id=ljdpHB3Mio)

Comment:
Response to C2

We are very glad you found our failure-mode framing (F1-F3) to be practically meaningful. We completely
agree that grounding the taxonomy in real-world traces makes it much more convincing.

We are happy to highlight that Figure 5 in the Appendix (p. 20) provides exactly these concrete examples.
Derived directly from actual agent executions, it illustrates the specific execution context, the point of
failure, and the underlying reasons for the errors across all three modes:

¢ F1 (Decision Error): An agent tasked with fetching a paper summary incorrectly decides to prune the
"Abstract" section from its observation, leading to a direct task failure.

¢ F2 (Information Loss): An agent is forced to truncate a long execution trajectory due to context limits,
inadvertently discarding a previously verified answer.

¢ F3 (Recovery Failure): An agent successfully retrieves necessary information from external memory
but fails to synthesize or utilize it correctly in subsequent reasoning steps.

While we deliberately abstracted these traces slightly to highlight the core characteristics of each failure
mode more clearly, they represent genuine bottlenecks in current agent systems. To make this connection
more prominent, we will add explicit pointers in the main text directing readers to these real-world trace
examples in the Appendix.
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® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer m2iR, Commitment
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B Revisions (/revisions?id=npoVpCSe3M)
Paper Summary:
This paper is an overall survey of context compression. Unlike existing prompt-compression surveys, it clearly
addresses why compression matters specifically for agents. To this end, Section 2 defines context as a dynamic
trajectory and characterizes what makes agent context distinct from static prompts, Section 3 frames compression as
a sufficient-state approximation problem, Section 4 develops a taxonomy along what is compressed, how, and who
decides when, and Section 5 organizes the failure modes. The survey also discusses domain-specific trade-offs across
coding, web or GUI, and deep-research agents, and rethinks evaluation beyond task success.

Summary Of Strengths:
e To my knowledge, this is the first survey specifically on context compression. Surveys on context engineering
exist, and context compression has usually been treated as a sub-branch within them [1].
e The breakdown in Section 4 into What, How, and Who and When is reasonable and easy to understand.
e The survey covers recent work comprehensively, its coverage is broad, and it clearly surveys context compression
as a whole.

References
[1] Mei et al., A Survey of Context Engineering for Large Language Models

Summary Of Weaknesses:

e The formalization in Section 3 does give an overview of context compression, but it is not well utilized in the later
sections. It would be better if the survey discussed the existing work from the perspective of the proposed
framework.

¢ The evaluation framework in Section 7, which combines information density, recoverability, propagation risk, and
controller overhead into a single weighted score, does not resonate well and lacks a concrete action plan for how
the metrics should actually be measured. It is unclear how each quantity would be operationalized or how the
weights would be chosen, and the framework is never applied to any of the surveyed methods. As a result, this
part reads as conceptual rather than usable.

e The failure modes are defined later (Section 5) but are used from early on, which makes the paper somewhat
hard to follow.

e The presentation is not very clear, and there are some factual errors. I describe these in more detail in the
suggestions.

Comments Suggestions And Typos:

e The compression policy optimization, or the framing of compression as sufficient-state approximation in Section
3, appears to be borrowed from Section 3 of ACON. If so, it would be better to declare the reference in the
appropriate location.

¢ InFigure 2, MEM1 addresses history compression and ACON addresses history and observation compression, so
their labeling or placement seems incorrect.

e Figures 3 and 4 are too small to read the text.

¢ Are the implementations in Table 2 public? If not, it would be good to compare based on open-source agents (for
example, Hermes or Pi). It might also be better to place this table near Section 4.1, where Select, Compress,
Store, and Recover are defined.

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I
missed something that should affect my ratings.

Soundness: 3 = Acceptable: This study provides sufficient support for its main claims. Some minor points may need
extra support or details.

Excitement: 2.5

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No
https://openreview.net/forum?id=iB6nALWLPR#discussion 7111
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Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are
underspecified or subjectively determined, and/or the training/evaluation data are not widely available.

Datasets: 1 = No usable datasets submitted.

Software: 1 = No usable software released.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, Ido not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, Ido not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used
any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving
grammar and style, and the substance of the review is either my own work or the work of an acknowledged
secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by
PEC policy, such as language edits

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]
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by Authors (® Beijun Shen (/profile?id=~Beijun_Shen2), Ziteng Wang (/profile?id=~Ziteng_Wang17), Julian
McAuley (/profile?id=~Julian_McAuley1), Yueqi Wang (/profile?id=~Yueqi_Wang2), +7 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission13135/Authors))
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® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer m2iR,
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Comment:

We sincerely thank you for your incredibly thorough review and highly constructive feedback. Your detailed
suggestions regarding the theoretical connections, evaluation metrics, and presentation clarity are
invaluable for improving the depth and rigor of this survey. Below, we address your comments point by
point.

Response to W1 (Utilization of Section 3)

We agree that seamlessly connecting the formalization in Section 3 with the downstream analysis will
significantly strengthen the paper's cohesiveness.

To address this, the camera-ready version will systematically weave the Section 3 framework into the
discussion of existing works. Specifically, we will add a consolidated mapping table to explicitly analyze
existing works from the perspective of our proposed formalization. To illustrate this, we provide a preview
below using two representative works (CAT and ACON) as examples:

Method Formalization Implication

CAT O(Ct) — C, = (Z:, My, H;) Builds a structured and recoverable state from task semantics,
memory, and recent interactions. Prioritizes recoverability and
structural fidelity; F1/F3 are key risks.

ACON  O(Cyg) — é’t Optimizes compression guidelines from full-context vs.
compressed-context pairs, approximating A . Targets task-loss
reduction; F2 and policy misspecification are key risks.

Response to W2

We thank the reviewer for the insightful critique regarding the operationalization of our evaluation
framework in Section 7.
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8/26/26, 11:08 AM

Our initial intent with D, R, P, and O was to shift the evaluation paradigm away from relying solely on end-
task success or compression ratios, encouraging a more multi-dimensional perspective. However, we
completely agree that without a concrete measurement plan, the framework risks remaining purely
conceptual.

To bridge this gap and significantly enhance the practical utility of Section 7, we will incorporate the
following updates in the camera-ready version:

1. Existing Operationalizations in the Literature: We have systematically surveyed how existing works
already operationalize these four dimensions, and we will summarize them in the paper with explicit
measurement formulas:

Dimension Proposed Measurement / Formula Example Baseline
i _ count(A reserved)
D (Density) Ddensity = m Context Codec
R (Recoverability) R@j — <ount(RelevantiRetrievedy) LongMemEval, NIAH/RULER,
count(Relevant)
MEM1
P (Propagation Hallgs = —Nh%‘min“ed; HaluMem
total
Risk) . Hallg 4
PropagationRate = 5=
O (Overhead) O — >, tokens(Cprethod) AgentFold
ctx —

Zz;l tokens(Ctbase)

2. Application to Surveyed Methods: To further demonstrate how this multi-dimensional perspective
reveals the different evaluation focuses of current methods, we will add the following mapping:

Method D (Density) R (Recoverability) P (Propagation) O (Overhead)
AgentFold v — — y
COMPASS — v v —
LongMemEval — % — —
Context Codec v v — —

3. Clarification on the "Weighted Score": We acknowledge that combining these dimensions into a single
weighted score may not be universally applicable. As you astutely noted, it is difficult to propose a unified
framework for these coefficients, since their relative importance varies drastically across different tasks and
constraints (e.g., latency-sensitive tasks heavily weight O, while reasoning-heavy tasks prioritize P).
Therefore, we will revise the text to frame D/R/P/O as a flexible evaluation checklist rather than a rigid
formula, leaving the exploration of specific coefficient weightings to future benchmark designs.

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]

Response to Reviewer m2iR (2/2) Edit v || T

Official Comment

by Authors (® Beijun Shen (/profile?id=~Beijun_Shen2), Ziteng Wang (/profile?id=~Ziteng_Wang17), Julian
McAuley (/profile?id=~Julian_McAuley1), Yueqi Wang (/profile?id=~Yueqi_Wang2), +7 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission13135/Authors))

B 13)Jul 2026, 02:00 (modified: 03 Aug 2026, 07:18)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer m2iR,
Commitment Readers

Kl Revisions (/revisions?id=BX1 nnOvGyP)

Comment:
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Response to W3 & C3

We appreciate your valuable feedback on the presentation and readability of our paper. To ensure a
smoother reading experience, we will make the following targeted improvements in the camera-ready
version:

¢ Forward Referencing (W3): To address the flow issue caused by mentioning F1-F3 before their formal
introduction, we will provide brief, intuitive definitions of the three failure modes early in the
Introduction. We will also include explicit forward references to Section 5, ensuring readers have the
necessary context from the start.

¢ Figure Legibility (C3): We acknowledge that Figures 3 and 4 were overly compressed due to space
constraints in the initial submission. We will significantly enlarge these figures and optimize their
internal layouts to ensure all text and structural details are perfectly legible.

Response to C1

We are very grateful to you for highlighting the connection with ACON, which is an excellent and highly
relevant work. We acknowledge that both works share a conceptual foundation in treating compression as
a form of state approximation. Therefore, we will explicitly cite ACON in Section 3 and include a dedicated
discussion to clarify their relationship.

While there are conceptual similarities, we would like to respectfully clarify the key differences between our
formulation and ACON's, which stem from our distinct research goals:

¢ Formal Object: ACON formalizes context compression with the goal of optimizing a specific compressor
(or guidelines) under a reward-cost trade-off. In contrast, our Section 3 aims to define an ideal
compressed state that preserves necessary information for future agent behavior. Our formulation
serves as a general abstraction designed to analyze and compare various existing compression
operators, rather than to train a new one.

» Sufficiency Criterion: In ACON, state preservation is operationalized empirically through downstream
task reward and context cost. In our formulation, sufficiency is defined theoretically by the behavioral
gap (A, < e) over future decisions. This behavioral framing is specifically designed to allow us to
ground and categorize the various failure risks (F1-F3) observed across different methods.

Response to C2

Thank you for catching these misplacements; your careful reading is highly appreciated. We will update
Figure 2 in the camera-ready version exactly as you suggested: ACON will be placed under both the
Observation and History subtrees, and MEM1 will be moved to the History subtree. In addition, we have
conducted a comprehensive audit of all other methods in the taxonomy tree to guarantee its overall

accuracy.

Response to C4

We strongly agree that analyzing transparent, open-source agents will significantly enhance the
reproducibility of our survey.

To address your question regarding the commercial agents in Table 2 (e.g., Claude Code, Cursor), their
implementations were synthesized from publicly available materials, such as official technical
documentation and engineering blogs. We will explicitly cite these sources in the revision to ensure clarity.

Furthermore, following your valuable suggestion, we have conducted an in-depth analysis of the source
code for leading open-source agents—specifically Hermes and Pi. We will expand Table 2 to include these
transparent comparisons:
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Open-

Source

Agent Select Compress Store Recover

Pi Threshold; safe cut; tail LLM summary; JSONL tree; Summary
budget; tool-pair iterative update  metadata; memory  substitution; rebuild;
preservation index replay

Hermes Multi-gate trigger; LLM summary; SQLite/FTS5; archive; Prompt rebuild;
head/tail protection; tool  pruning; fallback memory providers retrieval; context
pruning injection

Finally, we completely agree with your structural suggestion. We will move this expanded Table 2 near
Section 4.1, directly after the Select, Compress, Store, and Recover phases are defined, which will provide a

much srﬂ%‘?ﬂ]‘?@ﬁ@ﬁ@%@i@ﬂ@é?@ﬂﬁg flow. Contact (/contact)
FAQ (https://docs.open review.né’t¢§é{tﬁ¢§}h°r-5dit°" Confidential Qeryment }/leﬁlﬁ@ceﬁg fomynent ]
started/frequently-asked-questions) id=OpenReview.net/Support)
Sponsors (/sponsors) Terms of Use (/legal/terms) / Privacy Policy

(/legal/privacy)
All Venues (/venues) Donate (/donate)
OpenReview (/about) is a long-term project to advance science through improved peer review

with legal nonprofit status. We gratefully acknowledge the support of the OpenReview
Sponsors (/sponsors). © 2026 OpenReview
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