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Abstract:

Chain-of-thought (CoT) reasoning in large language models often produces redundant steps that increase generation cost and

obscure when reasoning has effectively completed. Existing stopping methods rely on output-level or token-level signals,

overlooking internal representation dynamics that reflect reasoning progress. We propose STARS (STate-Aware Reasoning

Stopping), a framework that leverages spectral analysis of hidden-state representations to detect transitions in reasoning

phases. Our key insight is that structural changes in the representation space capture shifts in reasoning states, enabling

early and reliable stopping decisions. To address representation instability, where semantically similar steps can induce

different hidden states, we focus on spectral structure rather than raw activations, improving robustness to context-

dependent drift. Experiments on multiple reasoning benchmarks show that STARS reduces generation cost by over 45% under

fixed token budgets while improving accuracy over standard CoT baselines.
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B1 Elaboration: We provide relevant information in Section 6 Experiments.

B2 Discuss The License For Artifacts: Yes

B2 Elaboration: We use publicly available datasets and pretrained models released under their respective licenses. All

datasets and models are cited in Section 6. We follow their intended usage and licensing terms as specified by their creators.

B3 Artifact Use Consistent With Intended Use: Yes

B3 Elaboration: We use all datasets and pretrained models strictly for their intended research and benchmarking purposes,

as specified by their original authors. No datasets were repurposed outside of their recommended usage settings. Details are

provided in Section 6 Experiments.

B4 Data Contains Personally Identifying Info Or Offensive Content: N/A

B4 Elaboration: Not applicable. This work uses publicly available benchmark datasets and does not involve collection of new

human-subject data. We rely on the original dataset providers for any necessary anonymization or content filtering.

B5 Documentation Of Artifacts: Yes

B5 Elaboration: We describe all datasets used in Section 6 Experiments, including their task types, domains (e.g., reasoning,

question answering), and evaluation settings. All datasets are standard benchmarks widely used in prior work.

B6 Statistics For Data: Yes

B6 Elaboration: We provide relevant information in Appendix B

C Computational Experiments: Yes

C1 Model Size And Budget: Yes

C1 Elaboration: We provide relevant information in Section 7 Results.

C2 Experimental Setup And Hyperparameters: Yes

C2 Elaboration: We provide relevant information in Appendix B.

C3 Descriptive Statistics: Yes

C3 Elaboration: We provide details Section 7 Results

C4 Parameters For Packages: Yes

C4 Elaboration: We use standard NLP libraries and evaluation toolkits for preprocessing and evaluation, including PyTorch,

HuggingFace, and custom scripts. We follow default or recommended settings for all packages unless otherwise specified.

Details are provided in Section 6 Experiments.

D Human Subjects Including Annotators: No

D1 Instructions Given To Participants: N/A

D1 Elaboration: We did not use human annotators.

D2 Recruitment And Payment: N/A

D2 Elaboration: We did not use human annotators.

D3 Data Consent: N/A

D3 Elaboration: We did not use human annotators.

D4 Ethics Review Board Approval: N/A

D4 Elaboration: We did not use human annotators.

E Ai Assistants In Research Or Writing: Yes

E1 Information About Use Of Ai Assistants: Yes

E1 Elaboration: We include information in appendix E.

Author Submission Checklist: yes

Association For Computational Linguistics - Blind Submission License Agreement: On behalf of all authors, I agree

EMNLP 2026 AI Reviewing Experiment: yes

TLDR: We detect when chain-of-thought reasoning is effectively complete by tracking spectral changes in hidden states,

enabling earlier stopping that reduces cost without sacrificing accuracy.

Preprint: no

Preprint Status: There is no non-anonymous preprint and we do not intend to release one. (this option is binding)

Preferred Venue: EMNLP

Consent To Share Data: yes

Consent To Share Submission Details: On behalf of all authors, we agree to the terms above to share our submission

details.
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Add: Author-Editor Confidential Comment Official Comment
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Meta Review of Submission12443 by Area Chair BE4b

Meta Review by Area Chair BE4b 20 Jul 2026, 01:52 (modified: 03 Aug 2026, 07:28)

Senior Area Chairs, Area Chairs, Authors, Reviewers Submitted, Program Chairs, Area Chair BE4b, Commitment
Readers

Revisions (/revisions?id=ROpm8EWw6D)






Metareview:

This paper proposes STARS, a training-free method for early stopping in chain-of-thought reasoning. It clusters

spectral representations of hidden states into reasoning states and combines confidence, stagnation, and terminal-

state signals to determine when to stop. Experiments across several mathematical and logical reasoning benchmarks

and multiple backbones show strong accuracy–efficiency tradeoffs.

Reviewers found the representation-level stopping approach novel and practically relevant, but raised concerns about

calibration leakage, judge cost and sensitivity, reference-corpus robustness, baseline tuning, and limited evaluation

scope. The rebuttal clarifies that clustering uses 100 GSM8K training examples, while model-specific thresholds are

calibrated on 100 held-out AQuA training examples disjoint from all test sets and then transferred without retuning. It

also identifies the judge model, provides judge-sensitivity and token-truncation analyses, and adds encouraging AIME

results.

These responses address the main soundness concern regarding calibration leakage. However, controlled

comparisons with simpler hidden-state features, reference-corpus sensitivity, judge overhead, and baseline-tuning

details remain incomplete. I therefore recommend acceptance to Findings.

Summary Of Reasons To Publish:

STARS offers a novel and useful representation-level approach to reducing redundant CoT generation. Its three

stopping signals are well motivated and ablated, and the method achieves strong accuracy–token tradeoffs across

multiple datasets and model scales. The rebuttal further supports its robustness through disjoint calibration, cross-

dataset transfer, judge-sensitivity analysis, and an additional AIME experiment.

Summary Of Suggested Revisions:

Fully document calibration, reference-corpus construction, hyperparameters, judge cost, and baseline tuning.

Compare spectral features directly with simpler hidden-state representations.

Add sensitivity analyses for reference-corpus size and domain.

Include the rebuttal’s AIME, judge-sensitivity, and token-truncation results.

Add accuracy–token Pareto plots and discuss cases where STARS sacrifices accuracy.

Correct the AQuA citation and moderate broad generality claims.

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Reported Issues: No

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits
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Official Review of Submission12443 by Reviewer Fsoi

Official Review by Reviewer Fsoi 05 Jul 2026, 05:48 (modified: 03 Aug 2026, 07:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer Fsoi, Commitment
Readers

Revisions (/revisions?id=a5XDcbTJgX)






Paper Summary:

The paper proposes STARS, an early-stopping method for chain-of-thought reasoning based on hidden-state spectral

analysis. Instead of relying solely on token-level signals such as confidence or entropy, the authors introduce a

representation-level approach based on the spectral properties of hidden-state Gram matrices. Experiments on

GSM8K, MATH-500, AQuA, and LogiQA with Qwen3-8B, Qwen3-14B, QwQ-32B, and Phi-4-mini-reasoning report

substantial token reductions and competitive or improved accuracy compared with Standard CoT and early-stopping

baselines.

Summary Of Strengths:

1、The paper studies an important efficiency problem. CoT traces can be much longer than necessary, and stopping

generation earlier while preserving answer quality is useful. 2、The core idea of using internal representation

dynamics rather than only output-level heuristics is interesting and could be valuable for controllable reasoning with

open models. 3、Experimental results demonstrate consistent improvements across multiple benchmarks and model

scales.

Summary Of Weaknesses:

1、The paper does not convincingly justify why spectral features are uniquely suitable compared to simpler

alternatives such as cosine drift, mean pooling, or low-rank projections. 2、The online stopping procedure is

underspecified. The method requires a reference corpus with complete trajectories and known answers, k-means

clustering, temporal cluster ordering, and held-out threshold calibration. However, the paper does not clearly

describe the calibration split, whether it is disjoint from test data, whether thresholds are dataset-specific/model-

specific, or how much labeled data is needed. 3、A central component of STARS is the judge-based confidence signal.

However, the paper does not sufficiently analyze how sensitive the method is to judge model choice, calibration error,

or distribution shift.

Comments Suggestions And Typos:

1、There are citation and presentation issues that should be fixed. The paper cites AQuA as Behrendt et al. (2024),

which appears to be a paper about online deliberation rather than the standard algebra word-problem AQuA dataset.

Dataset identity is central to reproducibility and to the validity of the reported comparison against prior methods.

Confidence: 3 =  Pretty sure, but there's a chance I missed something. Although I have a good feel for this area in

general, I did not carefully check the paper's details, e.g., the math or experimental design.

Soundness: 2.5

Excitement: 3 = Interesting: I might mention some points of this paper to others and/or attend its presentation in a

conference if there's time.

Overall Assessment: 2.5 = Borderline Findings

Ethical Concerns:

There are no concerns with this submission

Reproducibility: 2 = They would be hard pressed to reproduce the results: The contribution depends on data that

are simply not available outside the author's institution or consortium and/or not enough details are provided.

Datasets: 1 = No usable datasets submitted.

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources
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Add:

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I did not use any generative AI tools for this review

Author-Editor Confidential Comment Official Comment

Official Comment by Authors

Official Comment

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Jiawei Han (/profile?id=~Jiawei_Han1),
Sheldon Yu (/profile?id=~Sheldon_Yu1), Lina Yao (/profile?id=~Lina_Yao2), +6 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission12443/Authors))

14 Jul 2026, 20:27 (modified: 03 Aug 2026, 07:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer Fsoi,
Commitment Readers

Revisions (/revisions?id=MSR9JRBPjW)

Add:

−

＝ Edit   








Comment:

We greatly appreciate your insightful comments and suggestions. As the end of the author-reviewer

discussion phase approaches, we would be grateful if you could let us know whether our responses have

adequately addressed the comments. Thank you again for your time and valuable feedback!

Author-Editor Confidential Comment Official Comment

Response to Reviewer Fsoi

Official Comment

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Jiawei Han (/profile?id=~Jiawei_Han1),
Sheldon Yu (/profile?id=~Sheldon_Yu1), Lina Yao (/profile?id=~Lina_Yao2), +6 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission12443/Authors))

13 Jul 2026, 16:51 (modified: 03 Aug 2026, 07:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer Fsoi,
Commitment Readers

Revisions (/revisions?id=56oQyik2Ah)

−

＝ Edit   








Comment:

Dear Reviewer Fsoi,

We express our genuine gratitude for the insightful comments and valuable concerns.

W1. The paper does not convincingly justify why spectral features are uniquely suitable compared to

simpler alternatives such as cosine drift, mean pooling, or low-rank projections

We appreciate this suggestion. We would like to respectfully note that in our paper (e.g., abstract and

introduction), we did not claim that spectral features are the only possible representation or a contribution

of this work. The spectral features serve as an instantiation that offers desirable properties for reasoning-

state modeling. This instantiation follows prior work on hidden-state reasoning dynamics (Yu et al. 2025;

Wu et al. 2026), which demonstrated that Gram-spectral embeddings effectively capture discrete reasoning

state transitions in CoT trajectories. Cosine similarity and mean pooling compare first-order statistics of

hidden representations, whereas the Gram spectrum summarizes second-order geometry across all token

representations within a reasoning step, capturing subspace correlations that first-order methods cannot

represent. Considering hidden representations are influenced by accumulated context and positional

≡

≡
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Add:

effects (Sinha et al. 2022), we operate on the spectrum of the Gram matrix, which is invariant to orthogonal

transformations and provides a compact representation of latent reasoning structure, rather than direct

embedding comparisons by first-order statistics. We will add more discussions in the updated version.

For the cited papers, please refer to the reference list in the submitted paper.

W2. what is the calibration split, is it disjoint from test data, are thresholds dataset-specific/model-

specific, and how much labeled data is needed?

The reference corpus used for spectral clustering and temporal cluster ordering consists of 100 GSM8K

training examples. These examples are used only to construct the cluster representation and are disjoint

from the GSM8K test set in our main experiment.

Threshold calibration is performed independently, which we briefly described in Appendix B.2, and will add

more details. For each model, we tune the stopping thresholds on a held-out calibration set drawn from the

AQuA training set, which is disjoint from the AQuA test set. The calibrated thresholds are then frozen and

transferred unchanged to GSM8K, MATH500, and LogiQA. This held-out calibration set has a small size (100

examples). The table below compares performance of the held-out set and test set with the same

thresholds. As expected, the held-out set performs slightly better than the unseen test set, but the

differences are small and do not indicate noticeable overfitting or underfitting.

Held-out AQuA set vs Testing AQuA set

Model Held-out Acc Test Acc Held-out Tok Test Tok

Phi-4-mini-reasoning 91 87 1082 1070

Qwen3-8B 90 85.8 944 996

Qwen3-14B 84 86.6 1089 1056

Qwen3-32B 94 90.2 1322 1331

W3. how sensitive is the method to judge model choice, calibration error, or distribution shift?

We have conducted a sensitivity analysis by replacing the original judge (Qwen2.5-1.5B-Instruct) with a

larger Qwen2.5-3B-Instruct model while keeping all other components unchanged. On Qwen3-8B, without

re-optimizing the thresholds, the larger judge achieves 95.2, 87.0, 89.4, 70.0 in accuracy and 972, 1606,

1208, 1610 in token count across GSM8K, MATH500, AQuA, LogiQA, compared to 94.9, 84.6, 85.8, 68.5 in

accuracy and 517, 1058, 996, 1292 in token count for the original judge. The overall trend and observations

remain consistent across both judges. We note that further threshold tuning for the new judge could

further reduce this sensitivity.

Regarding calibration, the ECE is 0.10 on all Qwen3-8B evaluation samples, indicating reasonable alignment

with empirical accuracy. Moreover, the confidence-based criterion is combined with two additional state-

aware signals (stagnation detection and terminal-state detection), so moderate calibration errors are

unlikely to fully determine the stopping behavior.

Regarding distribution shift, the thresholds are calibrated on a held-out AQuA training subset and frozen

for evaluation on GSM8K, MATH500, LogiQA and AQuA testing set. The consistent performance across

datasets suggests the confidence signal generalizes across reasoning distributions. The same LLM judge is

applied across all target datasets without adaptation, further validating robustness to distribution shift.

We thank the reviewer and will add more extensive analysis in the updated version.

Citation on AQuA dataset

Thanks for the suggestion. We will correct the citation in the updated version.

Author-Editor Confidential Comment Official Comment
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Official Review of Submission12443 by Reviewer owJi

Official Review by Reviewer owJi 01 Jul 2026, 20:49 (modified: 03 Aug 2026, 07:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer owJi, Commitment
Readers

Revisions (/revisions?id=fiJwUUTUhW)






Paper Summary:

This paper proposes STARS, a training-free early stopping method for chain-of-thought reasoning. The key idea is to

track spectral structure of hidden-state Gram matrices across reasoning steps, cluster them into discrete latent

states, and stop generation when one of three signals fires: answer confidence exceeds a cluster-specific threshold,

the trajectory stagnates within one cluster for too long, or it reaches the designated terminal cluster. Evaluated on

GSM8K, MATH-500, AQuA, and LogiQA using Qwen3-8B/14B and QwQ-32B.

Summary Of Strengths:

The motivating analysis is solid: the truncation experiment (Figure 3) shows accuracy saturates after early clusters

while tokens keep accumulating, directly supporting the representation-level stopping idea. The three-signal

decomposition (confidence, stagnation, terminal) is well-motivated and each component is individually ablated

(Figure 5). Results are consistent across three model scales, and the runtime overhead is small (3.8h vs. 4.0h on

AQuA). The preprocessing cost (under 3 minutes) is negligible.

Summary Of Weaknesses:

1.All four benchmarks are text-only math/logic tasks. Whether STARS transfers to harder settings (AIME, MMMU-Pro,

OlympiadBench) is untested, and the abstract's claim of "multiple reasoning benchmarks" overstates generality.

2.Experiments only cover Qwen3-8B/14B and QwQ-32B. The Qwen3.5 and Qwen3.6 series—which are now widely

used strong reasoning baselines—are entirely absent. It is unclear whether the latent state clustering and spectral

dynamics observed here generalize to these newer model families. 3.The confidence signal requires a judge call at

every reasoning step, but the judge model and per-query cost are never stated. The 3.8h vs. 4.0h runtime comparison

is on AQuA only and may not reflect real-world overhead with a large judge model. 4.Clustering uses 100 GSM8K

samples to fit centroids and transition matrices for all benchmarks. Sensitivity to corpus size and domain mismatch

(e.g., using GSM8K clusters for LogiQA) is not discussed.

Comments Suggestions And Typos:

Specify the LLM judge model and report its inference cost per query. Evaluate on at least one harder benchmark

(AIME, MMMU-Pro, or OlympiadBench) to support the generality claims. Analyze sensitivity to reference corpus size

and domain. Discuss the QwQ-32B GSM8K result. The paper would benefit from a figure showing accuracy vs. token

count as a Pareto curve across methods, rather than reporting them as separate columns.

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I

missed something that should affect my ratings.

Soundness: 3.5

Excitement: 3.5

Overall Assessment: 3.5 = Borderline Conference

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are

underspecified or subjectively determined, and/or the training/evaluation data are not widely available.

Datasets: 1 = No usable datasets submitted.

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources
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Add:

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I did not use any generative AI tools for this review

Author-Editor Confidential Comment Official Comment

Official Comment by Authors

Official Comment

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Jiawei Han (/profile?id=~Jiawei_Han1),
Sheldon Yu (/profile?id=~Sheldon_Yu1), Lina Yao (/profile?id=~Lina_Yao2), +6 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission12443/Authors))

14 Jul 2026, 20:28 (modified: 03 Aug 2026, 07:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer owJi,
Commitment Readers

Revisions (/revisions?id=QmdqYsgGX2)

Add:

−

＝ Edit   








Comment:

We greatly appreciate your insightful comments and suggestions. As the end of the author-reviewer

discussion phase approaches, we would be grateful if you could let us know whether our responses have

adequately addressed the comments. Thank you again for your time and valuable feedback!

Author-Editor Confidential Comment Official Comment

Response to Reviewer owJi

Official Comment

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Jiawei Han (/profile?id=~Jiawei_Han1),
Sheldon Yu (/profile?id=~Sheldon_Yu1), Lina Yao (/profile?id=~Lina_Yao2), +6 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission12443/Authors))

13 Jul 2026, 17:03 (modified: 03 Aug 2026, 07:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer owJi,
Commitment Readers

Revisions (/revisions?id=K7lDFdw7ht)

−

＝ Edit   
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
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Comment:

Dear Reviewer owJi,

We express our genuine gratitude for the insightful comments and valuable suggestions.

W1. Whether STARS transfers to harder settings (AIME, MMMU-Pro, OlympiadBench) is untested, and

the abstract's claim of "multiple reasoning benchmarks" overstates generality. Evaluate on at least

one harder benchmark to support the generality claims.

We appreciate your suggestions. Related to the benchmark difficulty, we additionally evaluated STARS on

the suggested AIME using QwQ-32B, the strongest backbone tested in this paper. STARS achieves 16.7%

accuracy with 2441 tokens, compared to Standard CoT (10%, 4041 tokens), EAT (6.7%, 4016 tokens), TALE

(16.7%, 3814 tokens), and DEER (16.7%, 3890 tokens). STARS matches the best baseline accuracy while

reduces token usage by approximately 40% compared to standard CoT. We will add evaluation results on

additional benchmarks in the updated version.

W2. It is unclear whether the latent state clustering and spectral dynamics observed here generalize

to newer model families.

≡

≡
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Besides the experiments including Qwen3-8B, Qwen3-14B, and QwQ-32B in the main paper, we additionally

report results on Phi-4-mini-reasoning in Appendix C.1. The latter provides evidence that STARS is not

specific to the Qwen family, but also transfers to a different reasoning model. We agree that evaluating

additional recently released reasoning models, including newer Qwen variants, would further strengthen

the empirical validation, and we will include such experiments in the updated version.

W3. Specify the LLM judge model and report its inference cost per query.

Thank you for pointing it out. We reported that the completion judge is Qwen2.5-1.5B-Instruct in Table 2

Appendix B.3. We will also clarify that each judge evaluation consists of a single forward pass that directly

reads the next-token probabilities for "YES" and "NO" (as mentioned in Appendix B.4 Prompts), rather than

autoregressively generating a response, making the per-step overhead lightweight.

W4. Analyze sensitivity to reference corpus size and domain.

We thank the reviewer for raising this robustness question. The reference corpus is only used to construct

the unsupervised spectral state representation and does not contain test examples or labels. Our main

experiments already evaluate cross-domain transfer: the reference trajectories are collected from GSM8K

training set, while the resulting clusters and stopping policy are applied to MATH500, AQuA, LogiQA, and

GSM8K testing set. The consistent improvements across these datasets suggest that the discovered

reasoning states capture general properties of reasoning trajectories rather than dataset-specific patterns.

We agree that a controlled sensitivity analysis varying the size and domain of the reference corpus would

further strengthen this evaluation. We will include such an analysis in the updated version.

Discuss the QwQ-32B GSM8K result.

STARS does not achieve the top accuracy in this category. We attribute it to the low complexity of the

GSM8K problems while using a strong backbone such as QwQ-32B. STARS's stopping criterion tends to

trigger earlier than competing methods (e.g., DEER), which yields large token savings (616 vs 873) at a

small accuracy cost (95.5 vs 96.3). On the harder and more heterogeneous benchmarks (MATH-500, AQuA,

LogiQA), where reasoning trajectories are longer and more varied, STARS achieves the best accuracy and

token efficiency, suggesting the clustering and confidence signal are most valuable when there is

meaningful reasoning structure to exploit. We will add this discussion to the paper and frame the GSM8K

result as an accuracy-efficiency tradeoff.

The paper would benefit from a figure showing accuracy vs. token count as a Pareto curve across

methods, rather than reporting them as separate columns.

Thank you for the suggestion. We will include a Pareto curve showing accuracy versus token count across

methods, as we agree it provides a more intuitive comparison than separate columns.

Author-Editor Confidential Comment Official Comment

Official Review of Submission12443 by Reviewer og4i

Official Review by Reviewer og4i 28 Jun 2026, 22:04 (modified: 03 Aug 2026, 07:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer og4i, Commitment
Readers

Revisions (/revisions?id=Juw57akWEq)






Paper Summary:

STARS proposes early-stopping for chain-of-thought reasoning by tracking hidden-state dynamics: it builds

cumulative Gram matrices of last-layer hidden states per step, takes a top-r spectral embedding, clusters embeddings

into K ordered "reasoning states," and combines three signals (confidence-vs-cluster-threshold, dwell-time
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Add:

stagnation, terminal-cluster entry) to decide when to stop. Tested on GSM8K, MATH-500, AQuA, LogiQA across four

backbones against DEER/EAT/TALE baselines, giving >45% token reduction with accuracy gains over standard CoT.

Summary Of Strengths:

Different signal source: Most early-exit work uses output-level confidence/entropy; grounding stopping in

representation-space dynamics (Gram-matrix spectra, cluster transitions) is a real point of novelty rather than a

heuristic remix

Several model backbones and task diversity (Qwen3-8B/14B, QwQ-32B, Phi-4-mini-reasoning; math + logic, open-

ended + multiple-choice) -- good generalization checking.

Summary Of Weaknesses:

Calibration leakage is not ruled out. Thresholds are tuned to maximize accuracy via grid search (Appendix B.2);

it's not stated whether this calibration set is disjoint from the reported test set for each benchmark. Given small

benchmarks (AQuA = 254 examples), this matters a lot

Near-total Pareto dominance across every single cell is a yellow flag. STARS beats three differently-motivated

baselines on both accuracy and tokens in nearly every benchmark×backbone combination -- that kind of clean

sweep against heterogeneous methods, with re-implemented baselines the authors admit may lead to

performance deviations from their reported results, invites the question of whether baselines were tuned as

carefully as STARS.

Comments Suggestions And Typos:

What fraction of standard-CoT trajectories hit the 4096-token cap before reaching an answer, per benchmark?

Does the accuracy gap shrink if standard CoT is given a much larger budget (removing the truncation confound)?

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I

missed something that should affect my ratings.

Soundness: 3.5

Excitement: 3.5

Overall Assessment: 3.5 = Borderline Conference

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are

underspecified or subjectively determined, and/or the training/evaluation data are not widely available.

Datasets: 1 = No usable datasets submitted.

Software: 2 = Documentary: The new software will be useful to study or replicate the reported research, although for

other purposes it may have limited interest or limited usability. (Still a positive rating)

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits

Author-Editor Confidential Comment Official Comment

Official Comment by Authors

Official Comment

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Jiawei Han (/profile?id=~Jiawei_Han1),
Sheldon Yu (/profile?id=~Sheldon_Yu1), Lina Yao (/profile?id=~Lina_Yao2), +6 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission12443/Authors))
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＝ Edit   
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Add:






Comment:

We greatly appreciate your insightful comments and suggestions. As the end of the author-reviewer

discussion phase approaches, we would be grateful if you could let us know whether our responses have

adequately addressed the comments. Thank you again for your time and valuable feedback!

Author-Editor Confidential Comment Official Comment

Response to Reviewer og4i

Official Comment

by Authors ( Julian McAuley (/profile?id=~Julian_McAuley1), Jiawei Han (/profile?id=~Jiawei_Han1),
Sheldon Yu (/profile?id=~Sheldon_Yu1), Lina Yao (/profile?id=~Lina_Yao2), +6 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission12443/Authors))

13 Jul 2026, 17:13 (modified: 03 Aug 2026, 07:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer og4i,
Commitment Readers
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Comment:

Dear Reviewer og4i,

We express our genuine gratitude for the insightful comments and valuable concerns.

W1. Calibration leakage is not ruled out. It's not stated whether this calibration set is disjoint from

the reported test set for each benchmark.

The threshold calibration set is disjoint from every reported test set. For each model, we tune the stopping

thresholds on a held-out calibration set of 100 examples drawn from the AQuA training set, which is

separate from the AQuA test set. The calibrated thresholds are then frozen and transferred unchanged to

GSM8K, MATH500, and LogiQA, without any further tuning.

The table below compares performance on the held-out calibration set and the AQuA test set using the

same thresholds. As expected, the held-out set performs slightly better than the unseen test set, but the

differences are small and do not indicate noticeable overfitting or underfitting.

Held-out AQuA set vs Testing AQuA set

Model Held-out Acc Test Acc Held-out Tok Test Tok

Phi-4-mini-reasoning 91 87 1082 1070

Qwen3-8B 90 85.8 944 996

Qwen3-14B 84 86.6 1089 1056

Qwen3-32B 94 90.2 1322 1331

W2. Near-total Pareto dominance across every single cell is a yellow flag. Were baselines tuned as

carefully as STARS?

We would like to respectfully note that the results in our paper do not exhibit near-total Pareto dominance.

Several baselines outperform STARS on individual benchmarks (e.g. TALE achieves higher GSM8K accuracy

for Qwen3-8B, DEER achieves higher MATH-500 and AQuA accuracy for Qwen3-8B, DEER achieves higher

GSM8K accuracy for QwQ-32B, and TALE uses fewer tokens than STARS on several Qwen3-14B settings).

Our claim is therefore not that STARS dominates every individual result, but that it provides the strongest

≡
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Add:

overall accuracy-token tradeoff across diverse benchmarks under fixed token budget. Besides, our

baselines were tuned in our evaluated setup when needed. For example, when evaluating DEER (accepted

at ICLR 2026), the most recently published baseline compared in our paper, we adapted the ratio of

reasoning tokens to conclusion tokens in our evaluation setup, as the original ratio would otherwise leave

the model with insufficient conclusion token budget to finish the response, resulting in worse performance.

We will include more detailed implementation notes and analysis in the updated version.

What fraction of standard-CoT trajectories hit the 4096-token cap before reaching an answer, per

benchmark? Does the accuracy gap shrink if standard CoT is given a much larger budget (removing

the truncation confound)?

We thank the reviewer for raising this important point. We agree that truncation under limited token

budgets can affect the comparison between STARS and standard CoT. To quantify this effect, we measured

the fraction of standard-CoT trajectories that reach the maximum generation limit before producing a final

answer. For Qwen3-14B, the truncation rates are shown below:

Percentage of responses that hit the max token limit

Qwen3-14B GSM8K MATH500 AQuA LogiQA

Max Tokens 2048 21.38 73.00 47.24 54.38

Max Tokens 4096 5.99 39.40 18.90 23.96

Max Tokens 8192 0.83 11.60 6.69 5.22

These results show that standard CoT is substantially affected by the token budget, especially on more

complex reasoning benchmarks. For example, under a 2048-token budget, 73.0% of MATH500 and 54.4% of

LogiQA trajectories are truncated before completion. Increasing the budget to 8192 tokens reduces these

rates to 11.6% and 5.2%, respectively.

This observation is consistent with our accuracy-budget analysis in Figure 4 of our paper: as the token

budget increases, the accuracy gap between standard CoT and STARS decreases. The STARS's advantage

under constrained budgets comes from terminating generation once sufficient reasoning evidence has

been accumulated, while standard CoT can recover more performance when given substantially larger

generation budgets. Notably, the practical motivation for early stopping methods is precisely to operate

under constrained token budgets, where STARS demonstrates the strongest advantage while standard CoT

suffers.
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