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Abstract:

Conversational Recommender Systems (CRS) typically require domain-specific dialogue data, which is costly, scarce, and often
unavailable in new domains. We conduct a systematic empirical study of zero-data CRS bootstrapping: generating synthetic
conversational supervision from non-conversational signals---item reviews, metadata, and user-item interactions---without
any in-domain dialogue corpus. We compare two information-theoretic selection strategies, Jensen-Shannon diversity and
Fisher information, across domain signals, model architectures, datasets, and fine-tuning paradigms. Our results show that
domain-grounded synthetic data consistently outperforms zero-shot prompting and na"ive synthetic baselines; active
selection improves data efficiency over random sampling; metadata and collaborative filtering signals each improve selection
quality; and, in low-resource settings, synthetic data can outperform scarce real dialogues while further complementing them.
These findings establish non-conversational domain signals as a viable path toward building CRS without conversational
training data. The code is available at \url{https://anonymous.4open.science/r/zero_data_crs/}
(https://anonymous.4open.science/r/zero_data_crs/%7D).

Paper Type: Long
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and reviewer set. In the previous round, the paper appeared to be evaluated mainly as a new active data learning or
augmentation method, whereas the intended contribution is a broader empirical study of zero-data CRS bootstrapping. The
revised manuscript now makes this scope explicit by adding a clear task definition, reorganizing the paper around the select-
generate-fine-tune pipeline, and adding a comparison table that distinguishes our setting from prior CRS methods requiring
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conversational data or external knowledge graphs. Since the framing and organization have changed substantially, we believe
a fresh review would provide the most appropriate assessment of the revised manuscript.
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Metareview:

The paper proposes a zero-data bootstrapping approach to generating data to train conversational recommender
systems. The approach relies on the fact that while there are not many conversational recsys datasets available, there
are various non-conversational signals available, such as item reviews. This idea has been explored in the recsys
community for years, and obviously, as LLMs provide more generative power, it can be explored at a new capacity.
The results on the movie recommendation domain show that the proposed approach is able to generate data
effectively. Several backbone LLMs are tested for the task, showing that providing seed data can help achieve higher
data generation quality.

Summary Of Reasons To Publish:
The paper provides strong experimental results in the movie domain that show the idea of relying on domain-specific
signals for data generation can lead to cheaper and more effective data generation.

Summary Of Suggested Revisions:

The results are reported only on the movie domain. This can lead to a bias in the results, as sufficient pre-training is
done in this domain and therefore the performance of the LLMs could be affected by that. The experiments should be
expanded to other domains such as music retrieval and POI recommendation where less pre-training knowledge is
available. I have some additional concerns about data leakage. As the data is seeded based on the existing reviews,
how do the authors ensure that there is no data leakage? Also, how do they ensure that the leveraged LLMs have not
seen the test sets?

Overall Assessment: 2.5 = Borderline Findings

Reported Issues: ® Yes, and I took them into account in my meta-review

Note To Authors: ® Thank you for reporting the issue with the review. I took that into account in my metareview
and my assessment is not affected by the reviewer's comment on the contributions of the work.

Publication Ethics Policy Compliance: Idid not use any generative Al tools for this review
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Official Review by Reviewer aev8 @@ 04 Jul 2026, 07:05 (modified: 03 Aug 2026, 07:53)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer aev8, Commitment
Readers

B Revisions (/revisions?id=XZPOTrwS9d)

Paper Summary:

https://openreview.net/forum?id=4bnUKH5tGG#discussion 3/15


https://openreview.net/revisions?id=m1CwcJho61
https://openreview.net/revisions?id=m1CwcJho61
https://openreview.net/revisions?id=XZPOTrwS9d
https://openreview.net/revisions?id=XZPOTrwS9d

8/26/26,11:02 AM An Empirical Study on Zero-Data Bootstrapping for Conversational Recommender Systems | OpenReview

This work conducts an empirical study to explore if LLM can bootstrap CRS from the non-conversational data such as
item reviews, metadata, and user-item interactions. A three-stage pipeline is proposed, including active sample
selection, synthetic conversational data generation, and target model fine-tuning.

Summary Of Strengths:
1. This work formalize the zero-data CRS setting and propose a three-stage bootstrapping pipeline to address the
limitation of domain-specific conversational data.
2. Comprehensive experiments are conducted to explore the effectiveness of sample selection strategies and
domain signal encoding.

Summary Of Weaknesses:
1. The novelty of the proposed framework is limited. It is more like a combination of multiple existing techniques
2. The logical of the method is not sufficiently clear. For example, the rationale for adopting JS diversity and Fisher
information for data selection is not explained.
3. Using only two datasets cannot guarantee the consistency of the proposed method.

Comments Suggestions And Typos:
1. The zero-data CRS setting in this work is highly similar to that of the paper listed below. Why does the manuscript
neither use the dataset constructed in this paper nor even mention it at all?

LIm-redial: A large-scale dataset for conversational recommender systems created from user behaviors with lims

2. The novelty of the proposed framework is limited. It is more like a combination of multiple existing techniques

3. It appears that the quality of generated dialogue data heavily relies on the data selection results from the first
stage. When the data selection yields suboptimal performance, are there any strategies to avoid or mitigate its
negative impact on conversation generation?

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I
missed something that should affect my ratings.

Soundness: 3 = Acceptable: This study provides sufficient support for its main claims. Some minor points may need
extra support or details.

Excitement: 2.5

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Ethical Concerns:

There are no concerns with this submission

Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are
underspecified or subjectively determined, and/or the training/evaluation data are not widely available.
Datasets: 3 = Potentially useful: Someone might find the new datasets useful for their work.

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, Ido not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used
any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving
grammar and style, and the substance of the review is either my own work or the work of an acknowledged
secondary reviewer.

Publication Ethics Policy Compliance: Idid not use any generative Al tools for this review
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® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer aev8,
Commitment Readers

Bl Revisions (/revisions?id=xDw]oAZcIk)

Comment:
We thank the reviewer for recognizing the value of formalizing the zero-conversational-data setting and the
breadth of our experiments.

W1/C2 (Novelty)

We agree that the individual components are established. The contribution is empirical rather than
architectural. The paper formalizes and systematically studies bootstrapping CRS from non-conversational
domain signals under a fixed teacher budget (L99-108). The setting assumes neither an in-domain
conversational corpus nor an external knowledge graph; the available resources are reviews, metadata,
and user-item interactions (L115-132). This is stricter than recent CRS augmentation methods, which
require an existing conversational corpus and augment labels, neighboring items, or neighboring
conversations [1,2].

The value is the controlled evidence this setting yields: naive GPT-generated data produces substantially
smaller gains than domain-grounded generation; popularity can underperform random selection;
metadata and collaborative signals improve selection beyond review-only representations; and synthetic
data is most useful when real dialogues are scarce. The paper already frames its contribution this way
(L543-550). We will sharpen this positioning in the Introduction and Related Work.

W2 (Rationale for JS diversity and Fisher information).

We agree that the motivation should be explained more clearly. Because seed selection occurs before
conversational targets are generated, label-dependent uncertainty sampling is not directly applicable. We
therefore build on two established label-free principles from active learning: diversity/coverage and Fisher-
information-based optimal design [6-10], adapting them to non-conversational seed selection for zero-data
CRS bootstrapping.

JS instantiates the first principle by favoring candidates that expand the semantic and domain regions
represented by the selected set, thereby reducing redundant teacher queries. Fisher instantiates the
second by favoring candidates that add representation directions not yet well covered from the target
model's perspective under a last-layer approximation.

Because the selected seeds condition the teacher LLM, the two criteria test complementary hypotheses:
whether broader seed coverage yields broader preference and recommendation coverage, and whether
model-informative seeds produce more useful fine-tuning supervision. Section 2.3 introduces this
distinction (L161-197), while Appendix B provides the constructions and implementation details for both
criteria (L1095-1128). We will make this rationale more explicit in the revision.

W3 (Only two datasets).

We agree that broader-domain evaluation would strengthen external validity and acknowledge this
limitation (L571-573). ReDial and INSPIRED are standard CRS benchmarks [3-5] with substantially different
scales, enabling controlled evaluation in moderate- and low-resource settings while holding the domain
fixed. Within this setting, we test robustness across multiple backbones, LoRA and full SFT, several
generation budgets, and multiple domain-signal encodings. The core selection and bootstrapping
mechanics are domain-general, but transfer to music or e-commerce would require domain-specific seed
data, generation templates, entity normalization, and evaluation benchmarks. We view cross-domain
validation as important future work and will state this more explicitly in the revision.

C1 (LLM-REDIAL).

We agree that LLM-REDIAL is closely related. It is complementary to our study: it constructs a large multi-
domain synthetic CRS corpus from user behaviors, whereas we study which non-conversational seeds and
domain signals yield the most useful supervision under a fixed teacher budget.
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We did not use the released corpus in RQ2/RQ3 because these experiments require regenerating data
while holding the seed pool, teacher, prompts, budget, and training setup fixed and varying only the
selection strategy or input signals. LLM-REDIAL is an already-generated multi-turn corpus built by inserting
sampled user-history items and reviews into predefined templates and verbalizing them with GPT-3.5-
turbo. Using it would therefore change several factors simultaneously and prevent controlled attribution to
seed selection. We will discuss LLM-REDIAL as complementary prior work in the revision.

Add: [ Author-Editor Confidential Comment ] [ Official Comment ]
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=] Official Comment
by Authors (® Nathan Kallus (/profile?id=~Nathan_Kallus1), Junda Wu (/profile?
id=~Junda_Wu1), Yu Xia (/profile?id=~Yu_Xia9), Julian McAuley (/profile?id=~Julian_McAuley1), +2
more (/group/edit?id=aclweb.org/ACL/ARR/2026/May/Submission12047/Authors))
& 12 Jul 2026, 17:06 (modified: 03 Aug 2026, 07:53)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
aev8, Commitment Readers

B Revisions (/revisions?id=ECwgzACRqZ)
Comment:
C3 (What if stage-1 selection is suboptimal; mitigation?).

Active selection is an efficiency layer rather than a hard prerequisite. RQ2 evaluates uniform-
random selection as a fallback and shows that JS/Fisher generally use the same teacher budget
more effectively than random or popularity-based selection (L389-416). Because selection
happens before teacher generation, its quality can be inspected at low cost relative to the
teacher calls. We already report the head/mid/tail composition, Gini coefficient, and popularity
correlation of selected sets (Appendix C, L1130-1180), while recommendation coverage can be
checked with a small pilot generation-and-fine-tuning run before committing the full budget. If
the selected set shows excessive concentration or poor head/mid/tail coverage, a practical
safeguard is to allocate the remaining budget to uniform-random sampling, whose behavior RQ2
characterizes across budgets. We will add this mitigation discussion to the revision.
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Paper Summary:

This paper studies the problem of zero-data bootstrapping for conversational recommender systems (CRS). The
setting is that no in-domain conversational recommendation corpus is available. Instead, the system only has access
to non-conversational domain signals, such as item reviews, item metadata, and user-item interaction records, and
aims to convert these signals into synthetic conversational training data for CRS. The authors propose and evaluate a
three-stage pipeline: first, selecting informative samples from the non-conversational seed data; second, using a
teacher LLM to generate synthetic user queries and recommendation targets; and third, fine-tuning a target CRS
model on the generated data. The paper mainly compares two information-theoretic sample selection strategies,
Jensen-Shannon diversity and Fisher information, and evaluates them across different domain signals, model
architectures, datasets, and fine-tuning settings. The experiments are conducted on two CRS benchmarks, ReDial and
INSPIRED, with non-conversational seed data drawn from the Movies & TV category of Amazon Reviews '23. The
authors evaluate several backbone models, including Qwen2.5-1.5B, Qwen3-4B, and Llama3-3B, and compare LoRA-
based fine-tuning with full supervised fine-tuning. The main findings are that synthetic data grounded in domain
signals substantially outperforms zero-shot prompting and naive GPT-generated data; active sample selection is more
effective than random or popularity-based sampling; metadata and collaborative filtering signals further improve
sample selection quality; and in low-resource settings, synthetic data can even outperform small amounts of real
conversational data.

Summary Of Strengths:

The zero-data CRS setting studied in this paper is both realistic and important. In many new domains, real
conversational recommendation data may not exist, while reviews, product descriptions, category information, and
user behavior logs are often available. Compared with conventional CRS approaches that rely on in-domain dialogue
corpora, this setting better reflects the practical needs of cold-start recommendation. It may also reduce the cost of
building a CRS in a new domain, compared with manually collecting conversational data or relying on unconstrained
LLM-generated data. The comparison of ]S diversity and Fisher selection against random sampling and popularity-
based selection is also useful. The results suggest that, when teacher LLM calls are expensive, the choice of seed
samples is not a minor preprocessing step but an important part of the data generation pipeline. The paper also
shows that simply asking GPT to generate recommendation data is less effective than generating data grounded in
real reviews, metadata, and user-item interaction signals. This is a valuable finding, as it indicates that synthetic data
generation should not rely solely on the LLM's internal knowledge, but should be constrained by domain-specific
evidence.

Summary Of Weaknesses:

Although the paper frames the problem as zero-data CRS, the generated data is mainly a pair of one synthetic query
and a 20-item recommendation list, rather than a multi-turn interaction between a user and a system. The synthetic
data generation process is explicitly based on first generating a query and then generating 20 recommendation
targets. Therefore, the paper is more accurately positioned as studying zero-data natural-language recommendation
or single-turn conversational-style recommendation, rather than full multi-turn CRS. A complete CRS usually involves
multi-turn preference clarification, context tracking, user feedback handling, recommendation explanation, and
dynamic adjustment of recommendations. These capabilities are not evaluated in the paper. The experimental
evaluation mainly relies on Recall@k. While Recall@k is useful for measuring whether the correct items appear in the
recommendation list, it is not sufficient for evaluating a conversational recommender system. If the paper claims to
address CRS, then evaluation should also cover core conversational abilities. As it stands, the experiments are closer
to evaluating a “natural-language query — ranked recommendation list” setting than a full CRS setting. The
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experiments are also concentrated on the movie domain. However, movie recommendation is a domain with
relatively rich public data and strong coverage in LLM pretraining. To better support the generality of the claims, the
paper should include experiments in one or more additional domains. Finally, the core pipeline consists of selecting
seed samples, using an LLM to generate data, and then fine-tuning a model. JS diversity and Fisher information are
not new active learning criteria. The contribution is therefore closer to combining existing techniques in a zero-data
recommendation setting and providing a systematic empirical study, rather than proposing a new model or
algorithm. The paper itself also states that its contribution is not a new active learning criterion, but an empirical
study of how active selection interacts with CRS-specific domain signals.

Comments Suggestions And Typos:

The authors should more carefully distinguish CRS from single-turn conversational-style recommendation in the title,
abstract, and main text. If the paper does not evaluate multi-turn interaction capabilities, it should avoid overclaiming
that it solves full CRS bootstrapping. The authors should also add experiments in other domains. The current
evaluation is limited to movies, where public data and LLM prior knowledge are relatively rich. Testing on at least one
additional domain would make the claims more convincing. In addition, the paper should include experiments related
to multi-turn dialogue. For example, the authors could evaluate whether the model can handle preference
clarification, track user context across turns, respond to user feedback, and dynamically adjust its recommendations.

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I
missed something that should affect my ratings.

Soundness: 3 = Acceptable: This study provides sufficient support for its main claims. Some minor points may need
extra support or details.

Excitement: 3 = Interesting: I might mention some points of this paper to others and/or attend its presentation in a
conference if there's time.

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Ethical Concerns:

There are no concerns with this submission

Reproducibility: 2 = They would be hard pressed to reproduce the results: The contribution depends on data that
are simply not available outside the author's institution or consortium and/or not enough details are provided.
Datasets: 2 = Documentary: The new datasets will be useful to study or replicate the reported research, although for
other purposes they may have limited interest or limited usability. (Still a positive rating)

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, Ido not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used
any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving
grammar and style, and the substance of the review is either my own work or the work of an acknowledged
secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by
PEC policy, such as language edits
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Comment:

We thank the reviewer for the detailed and constructive review. We appreciate the recognition that the
zero-data setting is practically important, that seed selection is a meaningful part of teacher-LLM
generation, and that grounding synthetic supervision in reviews, metadata, and user-item signals provides
substantial value.

W1 (Single-turn vs. multi-turn CRS)

We agree that our generated data and evaluation do not assess multi-turn preference elicitation, context
tracking, feedback handling, or dialogue-policy learning. As described in §2.4, selected reviews and
templates are used to generate a natural-language request, after which the teacher produces the
corresponding recommendation targets (L219-234).

Our study targets zero-data bootstrapping of the item-recommendation component of CRS, and we will
position it explicitly as such. This component is an established evaluation target. ReDial-based CRS work
commonly evaluates the item-recommendation component separately from response generation by
mapping a fixed dialogue context to a ranked item list [1,4-7]. This component has also been formulated
directly as conversational-context retrieval [11] and as an explicit "One-Turn Recommendation" protocol
evaluating the next recommendation response from a fixed context [10]. Our setting shares this one-step
evaluation horizon but differs in that its context consists of one generated request rather than a multi-turn
dialogue history. Closely related work directly studies single natural-language request or instruction-to-
ranking formulations, including training with LLM-synthesized query-item supervision [2,3]. In addition, in
the wild, users often seek recommendations in just a few turns: [1]'s Reddit-Movie corpus of real
recommendation requests averages 1.6 turns per conversation in its 2022 subset, making the single-
request setting also practically relevant. We will make this scope explicit throughout the revision.

W2 (Recall@k is not sufficient)

We agree that Recall@k does not capture all aspects of conversational interaction. Our evaluation targets
the recommendation subtask of CRS (as discussed in W1), for which Recall@k is standard in prior work [1,4-
7]. To broaden the evaluation concretely, we additionally report NDCG under the same teacher-call budget
(Qwen2.5-1.5B, approximately 6k selected items):

ReDial NDCG@5 ReDial NDCG@10 INSPIRED NDCG@5 INSPIRED NDCG@10

Method (%) (%) (%) (%)

Random 6.50 7.19 3.18 3.63
Popularity 6.55 7.26 3.33 3.72
JS 7.71 8.41 3.72 4.23
Fisher 7.93 8.55 3.81 4.22

Beyond ranking accuracy, Appendix C reports Coverage@K, the number of unique items recommended
across test conversations, and popularity-stratified Recall@5:

Method ReDial Cov@5 / Cov@10 INSPIRED Cov@5 / Cov@10

Random 1030/ 1407 502/ 696
JS 1164 /1571 569 / 802
Fisher 1188/ 1570 547 /1777

Active selection also improves ReDial Recall@5 across head, mid, and tail popularity buckets (Appendix C,
L1165-1180).

For synthetic-supervision quality, two annotators rated 100 randomly sampled synthetic query-
recommendation pairs on four dimensions using a 1-5 scale. Across the 100 examples and four
dimensions, 84% of the 400 averaged dimension scores were at least 3.5.
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Dimension Mean score

Naturalness 3.92
Coherence 3.94
Relevance 3.79
Diversity 418

These analyses broaden the evaluation of ranking quality, coverage, popularity robustness, and synthetic-
data quality. We will add the full NDCG@5/10/20 results and clearly distinguish them from the evaluation of
multi-turn dialogue capabilities, which is outside the scope of the present study.

W3 (Movie domain only)

We agree that broader-domain evaluation would strengthen external validity and acknowledge this
limitation (L571-573). ReDial and INSPIRED are standard CRS benchmarks [1,6,7] with substantially different
scales, enabling controlled evaluation in moderate- and low-resource settings while holding the domain
fixed. Within this setting, we test robustness across multiple backbones, LoRA and full SFT, several
generation budgets, and multiple domain-signal encodings. The core selection and bootstrapping
mechanics are domain-general, but transfer to other domains would require domain-specific seed data,
generation templates, entity normalization, and evaluation benchmarks. We view cross-domain validation
as important future work and will state this more explicitly in the revision.
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Comment:

W4 (Contribution)

We agree with this characterization; it is the intended framing of the paper. The paper does not
claim a new model architecture or active-learning criterion and explicitly positions its
contribution as a systematic empirical study of established selection strategies interacting with
CRS-specific domain signals in a zero-data pipeline (L543-550). The setting itself is also stricter
than recent CRS augmentation methods, which assume an existing conversational corpus and
augment labels or neighboring items/conversations [12,13]. Following prior empirical active-
learning studies [8,9], we systematically characterize how established selection strategies can be
adapted to a new understudied setting.

The contribution is the controlled evidence obtained across four deployment questions: whether
domain-grounded synthetic supervision works; how teacher-generation budgets should be
allocated; which non-conversational signals improve selection; and when synthetic data can
substitute for or complement scarce real dialogues. We show that naive GPT-generated data
yields substantially smaller gains than grounded generation, popularity can underperform
random sampling, metadata and collaborative signals improve selection, and synthetic data is
particularly valuable when real dialogues are scarce. We will sharpen this empirical positioning in
the Introduction and Related Work in the revision.
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We hope these clarifications address the reviewer's main concerns.
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Paper Summary:

This paper studies zero-data bootstrapping for conversational recommender systems, where no in-domain
conversational training data is available. The authors propose a select, generate and fine-tune pipeline to optimize
the CRS models. Across ReDial and INSPIRED, the study shows that domain-grounded synthetic data outperforms
zero-shot prompting and naive LLM-generated data, while active selection strategies such as JS diversity and Fisher
information improve data efficiency. The results further suggest that metadata and filtering signals are useful for
samples selection, and that synthetic data is especially beneficial in low-resource settings. Overall, the paper provides
a systematic empirical analysis of how non-conversational domain signals can be transformed into useful supervision
for CRS without relying on expensive conversational datasets.

Summary Of Strengths:
1. This paper addresses a practically important problem that building conversational recommender systems when
no in-domain conversational data is available. This setting is realistic for many new or specialized domains where
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collecting data is expensive or infeasible.

2. The proposed select, generate and fine-tune pipeline is clear and easy to follow. It provides a structured way to
transform non-conversational domain signals into conversational supervision.

3. The experiment results is comprehensive. The authors evaluate multiple selection strategies, domain signals,
backbone, fine-tuning paradigms, which makes the conclusions mare convincing.

4. The analysis of active sample selection is valuable. By comparing J diversity, Fisher information, random sampling
and so on, the paper shows that careful seed sample selection can improve data efficiency and reduce the cost of
offline LLM generation.

Summary Of Weaknesses:

1. The cost-benefit trade-off is not fully discussed. Although active selection is motivated by reducing the cost of
LLM generation, the paper does not provide a detailed analysis of generation cost or computational overhead.
This makes it harder to assess the practical advantage of the proposed pipeline compared with direct LLM
prompting or simpler fine-tuning baselines.

2. The evaluation is limited to the movie recommendation domain. Both the evaluation benchmarks and the seed
dataset are from movie-related datasets. It is therefore unclear whether the conclusions generalize to other CRS
tasks, i.e., music recommendation. It would be better to include these tasks in the evaluations.

3. The quality and reliability of the synthetic conversations are not sufficiently analyzed. Since the pipeline depends
heavily on LLM generation, LLM hallucinations and stylistic artifacts may affect downstream fine-tune
performance. More qualitative and quantitative analyses of the generated conversations would strengthen the
paper.

Comments Suggestions And Typos:
The suggestions have been mentioned above, and obvious typos are not found.

Confidence: 3 = Pretty sure, but there's a chance I missed something. Although I have a good feel for this area in
general, I did not carefully check the paper's details, e.g., the math or experimental design.

Soundness: 4 = Strong: This study provides sufficient support for all of its claims. Some extra experiments could be
nice, but not essential.

Excitement: 3 = Interesting: I might mention some points of this paper to others and/or attend its presentation in a
conference if there's time.

Overall Assessment: 3.5 = Borderline Conference

Limitations And Societal Impact:

The authors have mentioned limitations in the paper.

Ethical Concerns:
There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 5 = They could easily reproduce the results.

Datasets: 1 = No usable datasets submitted.

Software: 1 = No usable software released.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used
any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving
grammar and style, and the substance of the review is either my own work or the work of an acknowledged
secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by
PEC policy, such as language edits
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Comment:

We thank the reviewer for the encouraging and thoughtful comments, especially for recognizing the
practical importance of the setting, the clarity of the select-generate-fine-tune pipeline, the
comprehensiveness of the experiments, and the value of active selection in reducing offline LLM
generation costs.

W1 (Cost-benefit trade-off)

We agree that the cost accounting should be clearer. For B selected items and K generated queries per
item, the pipeline creates BK training pairs using 2BK offline teacher calls. Selection requires one
embedding pass and JS/Fisher scoring, but no additional teacher calls. RQ2 directly measures the benefit
under equal generation budgets. For example, at approximately 6k selected items, Fisher improves R@5
over random from 9.27 to 11.25 on ReDial and from 4.39 to 5.30 on INSPIRED using the same teacher-call
budget (Figure 3; L389-416). Fine-tuning is also a one-time cost and takes under 4 hours on an NVIDIA
A6000. Unlike direct GPT-40 serving, subsequent requests are handled by the fine-tuned model
without recurring teacher calls.

W2 (Movie domain only)

We agree that our experiments do not establish cross-domain generalization and already acknowledge this
limitation (L571-573). ReDial and INSPIRED are standard CRS benchmarks [1-3] with substantially different
dataset sizes, enabling controlled evaluation in moderate- and low-resource settings while holding the
domain fixed. The core selection and bootstrapping framework is domain-general, but transferring it to
music recommendation would require domain-specific seed data, generation templates, entity
normalization, and evaluation benchmarks. We view cross-domain validation as important future work and
will state this more explicitly in the revision.

W3 (Quality and reliability of synthetic conversations)
We thank the reviewer for this suggestion and conducted two additional analyses.

Human evaluation. Two annotators rated 100 randomly sampled synthetic query-recommendation pairs
on four dimensions using a 1-5 scale. Across the 100 examples and four dimensions, 84% of the 400
averaged dimension scores were at least 3.5.

Dimension Mean score

Naturalness 3.92
Coherence 3.94
Relevance 3.79
Diversity 418

Title and format validation. We normalized and exactly matched every generated recommendation
against a verified catalog of approximately 10k titles from ReDial, INSPIRED, and the seed data.

In-catalog Exactly 20 Lists with INSPIRED R@1 gain vs zero-
Training corpus titles items duplicates shot

Domain-grounded 76.5% 97.3% 2.6% +207.8%
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In-catalog Exactly 20 Lists with INSPIRED R@1 gain vs zero-
Training corpus titles items duplicates shot

Naive GPT- 92.3% 100% 1.3% +18.8%
generated

Exact catalog matching is a conservative lower bound on validity because unmatched outputs may be real
long-tail, international, or alternatively formatted titles absent from the catalog. The naive corpus has
greater catalog overlap but yields substantially smaller downstream gains, showing that catalog overlap
alone does not measure the usefulness of the generated supervision.

Finally, each query is grounded in up to three real reviews, constraining the expressed preferences, and the
20-item target format follows prior LLM-based CRS work [1]. Prior work also shows that conditioning
generation on external evidence can improve factuality and reduce hallucination in related retrieval-
grounded settings [4,5]. Our human evaluation and title analysis provide direct validation for the present
setting. RQ1 further shows that grounded data substantially outperforms naive generation, while Appendix
C reports increased recommendation coverage under active selection.

Artifact Clarification

The anonymous artifact link appears in the abstract (L26-28), and the supplementary software contains the
training, evaluation, prompt-formatting, and active-selection implementations.
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Thanks for the authors' response, but the rebuttal could not solve my concerns sufficiently,
although the authors have stated that some limitations are summarized in the original paper. So
I tend to maintain the original score and recommend it be accepted as an ACL finding.
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Comment:
We thank the reviewer for their response. We would like to gently clarify that our response did
not only point to limitations acknowledged in the paper. For W1, we provided a concrete cost
Kﬁ%"&”{ﬂ%%ﬁﬁéﬁfef”” /gegci&% calls, measured fine-tuning time, an%eo%tfglg?wggﬁggirﬁ from
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FAQ (httpsd/4ddivlesveltityreviekapat/getteiied catalog. Only for W2 (Hosting @ Mertic: yegresend
startély fitatagddimliatisRedheriestivAgiain experiments cannot ke-agdeshREViBVNAEESGBPOrt)
peré%ddnsors (/sponsors) Terms of Use (/legal/terms) / Privacy Policy
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