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Abstract:

Large language models improve final-answer accuracy through extended chain-of-thought reasoning, but often spend tokens

inefficiently and offer little inference-time control. Existing efficient reasoning methods control thinking length by shortening,

early-stopping, or compressing traces, leaving how the model thinks implicit. In this paper, we propose Agentic Chain-of-

Thought Steering (ACTS), which formulates reasoning steering as a Markov decision process where a controller agent

adaptively steers a frozen reasoner during inference. At each step, the controller observes the reasoning trace and remaining

thinking budget, then issues a steering action consisting of a reasoning strategy and a steering phrase that initiates the next

reasoner step. This enables reasoner-agnostic in-flight strategy control while preserving the continuity of the reasoner's

thinking process. We initialize the controller agent from our constructed synthetic steering trajectories with multi-budget

augmentation, and further optimize it via reinforcement learning with budget-conditioned reward shaping. Experiments

across multiple benchmarks and reasoners show that ACTS matches full-thinking performance with substantial token savings,

and enables controllable accuracy-efficiency trade-offs across different reasoners and tasks.
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Metareview:

This paper proposes ACTS (Agentic Chain-of-Thought Steering), an inference-time framework designed to make LLM

reasoning more controllable and efficient by decoupling the "reasoner" from a "controller." Instead of simple length-

based truncation, the ACTS controller observes the current reasoning state and remaining token budget to output a

high-level strategy (e.g., PLAN, EXECUTE, CHECK) paired with a natural-language starter phrase. This signal steers the

frozen reasoner’s next step. The controller is trained via a two-stage process: supervised initialization on synthetic

trajectories extracted from existing cot traces, followed by Reinforcement Learning with a budget-conditioned reward.

Experiments across multiple benchmarks show that ACTS provides a flexible accuracy-efficiency trade-off, allowing for

significant token savings compared to vanilla decoding, with the controller design offering a more interpretable

"control surface" than token-level compression methods.

Summary Of Reasons To Publish:

see above

Summary Of Suggested Revisions:

The paper repeatedly asserts that ACTS "matches full-thinking performance," but the data in Table 1 frequently

shows significant accuracy drops compared to the Vanilla baseline, particularly on stronger models like Qwen3-

8B. The results are more accurately described as "competitive efficiency trade-offs" rather than performance

parity.

Efficiency is measured primarily in token counts. However, running a secondary controller model adds significant

overhead (memory, FLOPs, and latency), which is not fully accounted for. The throughput experiments are limited

and do not clearly demonstrate a net system-level gain over lighter baselines.

After careful check, one citation information is wrong: Jia LI, Edward Beeching, Lewis Tunstall, Ben Lipkin, Roman

Soletskyi, Shengyi Huang, Kashif Rasul, Longhui Yu, Albert Jiang, Ziju Shen, Zihan Qin, Bin Dong, Li Zhou, Yann

Fleureau, Guillaume Lample, and Stanislas Polu. 2024. Numinamath. https://huggingface.co/AI-MO/NuminaMath-

CoT (https://huggingface.co/AI-MO/NuminaMath-CoT). The website of this dataset on huggingface is incorrect.

The authors are encouraged to double-check their citation before submitted to any venue.

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Reported Issues: No

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits
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Official Review of Submission16403 by Reviewer btRz
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Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer btRz, Commitment
Readers
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




Paper Summary:

This paper proposes Agentic Chain-of-Thought Steering (ACTS), a controller–reasoner framework for making LLM

reasoning more efficient and controllable. Instead of only controlling how long a model thinks, ACTS attempts to

control how it thinks by inserting strategy-level steering actions during inference. The controller observes the current

reasoning trace and remaining token budget, then emits a high-level strategy such as UNDERSTAND, PLAN, EXECUTE,
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EXPLORE, CHECK, SUMMARIZE, or CONCLUDE, together with a short natural-language starter phrase that prompts

the frozen reasoner’s next reasoning step. The authors formalize this as a budgeted MDP where the controller acts

and the reasoner transitions the state by generating the next step.

Summary Of Strengths:

1. The paper addresses an important and timely problem: reasoning models can spend many redundant tokens,

and existing approaches often focus only on length control. ACTS offers a more interpretable control surface by

steering reasoning phases such as planning, execution, exploration, checking, and conclusion. This distinction

between “how long to think” and “how to think” is well motivated and gives the paper a clear conceptual

contribution.

2. The controller–reasoner decomposition is appealing. Since the reasoner is frozen and the controller

communicates through natural-language starter phrases, the framework is potentially model-agnostic and easier

to deploy than methods requiring access to hidden states, logits, or reasoner fine-tuning. The action design also

makes the generated reasoning trajectory more interpretable than purely token-level compression or early-exit

methods.

3. The synthetic trajectory construction is practical and clever. The paper extracts implicit control actions from

existing CoT traces by segmenting them, labeling each step with a reasoning strategy, and using the opening

phrase as the controller’s steering phrase. The multi-budget augmentation is also a reasonable way to expose the

controller to different budget states without requiring expensive human annotations.

Summary Of Weaknesses:

1. A major concern is that some claims seem stronger than what the table supports. The paper repeatedly says

ACTS “matches full-thinking performance,” but Table 1 shows several cases where ACTS is noticeably below

Vanilla. For DeepSeek-R1-Distill-Qwen-7B, ACTS gets 85.2 on MATH-500 versus 92.6 for Vanilla, and 79.8 on AMC

versus 83.1 for Vanilla. For Qwen3-8B, ACTS is also below Vanilla on MATH-500, AIME24, AMC, and

OlympiadBench. These may still be good trade-offs given the token savings, but the claim should be softened to

“competitive accuracy under substantially lower token budgets” rather than “matches full-thinking performance”

in general.

2. The comparison may not be fully fair in terms of compute. ACTS adds a Qwen3-4B controller on top of the

reasoner, while many baselines operate directly on the reasoner or use lighter mechanisms. The authors state

that #Tokens includes both controller and reasoner tokens, which is good, but token count is not the same as

FLOPs, memory cost, serving complexity, or GPU-hours. The throughput experiment partly addresses this, but it

is only reported for MATH-500 and two reasoners under an 8-GPU serving setup, with ACTS splitting GPUs 4+4

between controller and reasoner. More complete compute accounting would be necessary to substantiate the

“efficient” claim.

3. The method needs stronger causal ablations. The paper shows  versus ACTS, but it does not clearly

isolate which components matter most: the high-level action label, the starter phrase, the remaining-budget

signal, the synthetic strategy curriculum, multi-budget augmentation, or RL reward shaping. For example, a

simple budget-aware prompt that says “plan/solve/check/conclude within budget,” a fixed hand-coded strategy

schedule, a controller that emits only starter phrases without action labels, or a controller that emits only actions

with templated phrases would help establish whether the proposed agentic structure is truly necessary.

Comments Suggestions And Typos:

1. How were ACTS budgets selected for Table 1? Were they tuned on validation data, fixed globally, matched to

baseline token counts, or chosen after observing test performance?

2. Can you provide confidence intervals or standard deviations for all benchmark results, especially AIME24, AMC,

and GPQA Diamond where multiple repeats were run?

3. How much of ACTS’s improvement comes from the learned starter phrase versus the discrete strategy label?

What happens if the controller emits only the action, only the phrase, or a generic phrase template for each

action?

4. Does the controller still work if the remaining-budget signal is removed or randomized? This would test whether

ACTS truly learns budget-conditioned reasoning control.

Confidence: 3 =  Pretty sure, but there's a chance I missed something. Although I have a good feel for this area in

general, I did not carefully check the paper's details, e.g., the math or experimental design.

ACTSπSFT
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Soundness: 3.5

Excitement: 3.5

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Ethical Concerns:

None

Needs Ethics Review: No

Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are

underspecified or subjectively determined, and/or the training/evaluation data are not widely available.

Datasets: 1 = No usable datasets submitted.

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits
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Comment:

Dear Reviewer btRz

As the discussion period is ending soon, we would like to follow up on whether our responses and

additional results have addressed your questions and concerns. We are happy to answer any further

questions you might have.

Best,

Authors
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Add:

Thank you for your detailed clarification. I believe that incorporating these points into the revised

manuscript would further strengthen the paper. However, after carefully considering the

additional information, I remain of the view that my initial assessment and score are appropriate.

I have therefore decided to maintain my original score.

Author-Editor Confidential Comment Official Comment

 Replying to Official Comment by Reviewer btRz
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+3 more (/group/edit?id=aclweb.org/ACL/ARR/2026/May/Submission16403/Authors))
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Comment:

Thank you for your reply and for carefully considering our point-by-point responses. We

appreciate your acknowledgment that our clarifications and additional results would further

strengthen the paper. We will carefully incorporate them into our revised manuscript, addressing

each question and concern raised in your review. Please let us know if you have any additional

questions or remaining concerns, and we would be happy to address them further.

Author-Editor Confidential Comment Official Comment

Reply to Reviewer btRz
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Comment:

Thank you for your time and effort in reviewing our paper and your constructive feedback. We provide our

point-by-point responses as follows.

Response to Weakness 1 and Comment 1

Thanks for the feedback. We will revise our framing to "competitive accuracy under substantially lower

token budgets" as you suggested. Meanwhile, we would like to clarify that in Table 1, the ACTS budgets are

selected from the full budget sweeps plotted in Figure 4. Each sweep spans fixed ratios (0.2× to 1.6×) of the

per-benchmark Vanilla mean thinking-token length, and for Table 1 we pick the sweep point whose actual

token usage is comparable to the baselines to ensure fair accuracy comparison. As a result, the ACTS

results reported in Table 1 might not be the best-accuracy points on the curve in Figure 4 and thus

sometimes fall below Vanilla.

Response to Weakness 2

≡

≡
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Thanks for the suggestions. Using the standard FLOPs ≈ 2 × params × tokens  approximation on ACTS's

results in Table 1, averaged across all 5 benchmarks, we observe that ACTS uses around 74% of Vanilla

FLOPs on both DeepSeek-R1-Distill-Qwen-7B and Qwen3-8B (26% savings), demonstrating that the

reasoner-token savings outweigh the added controller compute. On DeepSeek-R1-Distill-Qwen-1.5B, ACTS

is roughly break-even (99%) with Vanilla FLOPs, since the 4B controller is larger than the 1.5B reasoner and

its overhead cancels the token savings. We will add these numbers and the associated discussions to

Section 5.5 and revise our efficiency claims accordingly.

Response to Weakness 3, Comment 3, and Comment 4

Thanks for the suggestions. We present the following ablation results on AIME24 with DeepSeek-R1-Distill-

Qwen-7B as the frozen reasoner. Full results will be included in our paper.

Training Design Ablations

Method \ Token Budget 2,499 4,998 7,498 9,997 12,497

Acc (#Token

Used)

- - - -

ACTS 0.293 (3,366) 0.427

(5,451)

0.513

(6,711)

0.600

(8,200)

0.580

(10,012)

w/o multi-budget augmentation 0.447 (11,411) 0.460

(12,762)

0.533

(11,801)

0.553

(12,294)

0.540

(13,014)

w/o budget-underuse reward

shaping

0.313 (3,033) 0.380

(4,549)

0.427

(5,463)

0.467

(5,550)

0.420

(5,814)

Without multi-budget augmentation (Section 3.2), the controller only sees trajectories that use up the

budget perfectly before it runs out, so it fails to conclude early under tight budgets and does not respect

the set budget cap. Without the budget-underuse penalty in RL reward shaping (Section 3.3), ACTS stalls at

~5.5k tokens even when more budget is given, as the controller learns that failing with less budget used is

always better than failing while over budget. The results show that both designs are necessary for ACTS’s

budget-aware behaviors.

Action-Starter Ablations

Method \ Token Budget 2,499 4,998 7,498 9,997 12,497

Acc (#Token

Used)

- - - -

ACTS_SFT 0.313 (3,248) 0.380

(5,403)

0.520

(7,238)

0.567

(8,693)

0.593

(10,174)

w/ (learned action + templated

starter)

0.280 (3,285) 0.380

(5,409)

0.433

(7,530)

0.493

(8,597)

0.500 (9,984)

w/ (no action + learned starter

only)

0.280 (3,243) 0.380

(5,180)

0.440

(6,826)

0.513

(8,028)

0.513 (9,496)

Replacing the learned starter with the most-frequent starter phrase per action in the SFT corpus and

removing the reasoning action label at SFT time both degrade accuracy. The results show that both the

strategy labels and the learned starter phrases contribute to ACTS reasoning control effectiveness.

Budget Signal Ablations

We test whether the controller reads the Budget Remaining: X%  signal by replacing it at inference with a

random percentage per turn (Budget-Random) or stripping this line entirely (Budget-Removed). Budget-

Random plateaus at 0.347 Acc with ~5k tokens used; Budget-Removed plateaus at 0.539 Acc with ~11k
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tokens used. Both variants decouple token usage from the intended budget, confirming the controller uses

the remaining buget signal to steer the reasoner.

Response to Comment 2

We report below the standard deviation of ACTS on benchmarks with multiple seeded repeats. A full ±std

table for all methods will be included in the appendix of our paper.

Reasoner \ Benchmark AIME24 AMC GPQA Diamond

Acc ± std (#Tok ± std) - -

DeepSeek-R1-Distill-Qwen-

1.5B

0.367 ± 0.035 (10,417 ±

98)

0.651 ± 0.029 (5,143 ±

109)

0.301 ± 0.019 (3,765 ±

103)

DeepSeek-R1-Distill-Qwen-

7B

0.600 ± 0.027 (8,200 ±

320)

0.798 ± 0.012 (4,486 ±

155)

0.468 ± 0.015 (4,404 ±

119)

Qwen3-8B 0.733 ± 0.029 (11,198 ±

103)

0.867 ± 0.015 (8,492 ±

214)

0.586 ± 0.029 (6,615 ±

103)

Author-Editor Confidential Comment Official Comment

Official Review of Submission16403 by Reviewer rGgB

Official Review by Reviewer rGgB 01 Jul 2026, 09:09 (modified: 03 Aug 2026, 08:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer rGgB, Commitment
Readers

Revisions (/revisions?id=rt8LoRW3iR)






Paper Summary:

This paper studies efficient and controllable reasoning for reasoning LLMs. The authors propose Agentic Chain-of-

Thought Steering (ACTS), which formulates reasoning as a controller-reasoner MDP. The controller observes the

current reasoning state and remaining budget, then outputs a reasoning strategy and a steering phrase. The frozen

reasoner continues the next reasoning step based on this phrase. The controller is first trained with synthetic steering

trajectories, and then optimized with GRPO and budget-conditioned reward. Experiments show that ACTS can reduce

token usage and improve accuracy on some weak reasoners or hard tasks, but on the stronger Qwen3-8B reasoner,

ACTS does not stably match Vanilla full-thinking accuracy.

Summary Of Strengths:

1. The controller-reasoner decoupling design has some practical value because ACTS freezes the reasoner and only

trains a controller agent to steer the next reasoning step. The controller affects the reasoner through a strategy

and a steering phrase. In principle, this design can be transferred to different reasoners without fine-tuning each

reasoner.

2. The synthetic steering trajectory construction is more systematic than simple prompt engineering. The authors

extract step-level strategies and starter phrases from DeepSeek-R1 traces in OpenR1-Math, and construct

different budget regimes through multi-budget augmentation. Figure 2 also shows that the joint distribution

between strategy and remaining budget has structured changes, where UNDERSTAND/PLAN appear more at the

beginning, EXECUTE appears in the middle, CHECK increases in the middle-to-late stage, and

SUMMARIZE/CONCLUDE appear more near budget exhaustion.

3. The experiments cover multiple reasoners and multiple benchmarks. Table 1 evaluates DeepSeek-R1-Distill-

Qwen-1.5B, DeepSeek-R1-Distill-Qwen-7B, and Qwen3-8B, and covers MATH-500, AIME24, AMC, OlympiadBench,

and GPQA Diamond. This setting is more informative than only showing token saving on a single model.

4. The accuracy-token trade-off curve is more informative than a single-point result. Figure 4 shows the accuracy

changes of ACTS under different token budgets through budget sweep, which better reflects controllability.
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Summary Of Weaknesses:

1. The controller-reasoner collaboration is not a new paradigm. In agent systems, planner-executor, manager-

worker, and controller-tool/user agent divisions are already common. ACTS applies this structure to step-level

reasoning steering, but the high-level collaboration form itself is not new.

2. The 7-class strategy taxonomy of ACTS is too manually designed. UNDERSTAND, PLAN, EXECUTE, EXPLORE,

CHECK, SUMMARIZE, and CONCLUDE are essentially a human-defined coarse taxonomy. The authors say that the

strategy set follows reasoning behavior taxonomies. It would be useful to compare it with other label systems,

such as fewer strategies, finer strategies, automatically clustered latent strategies, and behavior label systems

from related works, such as Li et al., 2025b, Xiong et al., 2025, ThinkPilot (Li et al., 2026), and EPO (Liu et al.,

2025a).

3. The benefit of the strategy taxonomy is not independently verified. Figure 2 only shows that different strategies

in the synthetic corpus have a natural distribution along the budget axis, but this does not mean that these labels

have a causal effect on final control. The authors do not conduct ablations such as no-strategy, random-strategy,

strategy-only, phrase-only, merged-strategy, or automatic-cluster strategy.

4. The reproducibility of the synthetic steering dataset is insufficient. The authors state that the SFT corpus comes

from OpenR1-Math, and samples 7,500 questions/examples whose traces are between 512 and 8,192 tokens.

Appendix B further states that Qwen3-32B is used for action annotation and starter extraction with temperature

0.7, top-p 0.8, and top-k 20. This process contains stochastic LLM annotation, but random seed, annotator output

release, number of samples after filtering, filtering ratio, and repeated annotation consistency are not reported.

If the annotated synthetic steering dataset is not released, reproduction is difficult.

5. The synthetic steering dataset may cause teacher-style overfitting. The SFT traces come from DeepSeek-R1, the

annotation comes from Qwen3-32B, and RL training uses DeepSeek-R1-Distill-Qwen-7B as the frozen reasoner.

The controller may learn DeepSeek-R1's paragraph rhythm, starter phrase style, and self-check habit, rather than

general reasoning control. On Qwen3-8B, ACTS is lower than Vanilla on all five benchmarks in Table 1, which

instead suggests that the evidence for cross-family generalization is not strong.

Comments Suggestions And Typos:

1. It is suggested to add synthetic dataset quality analysis. At least the number of samples after annotation, filtering

ratio, strategy label distribution, human validation accuracy, repeated annotation consistency, and strategy

confusion matrix should be reported.

2. It is suggested to add synthetic data overfitting checks. Since the training data come from DeepSeek-R1 math

traces, the method should be tested on non-DeepSeek-style traces, different prompt styles, different trace

segmentation methods, and non-math reasoning domains.

Confidence: 2 =  Willing to defend my evaluation, but it is fairly likely that I missed some details, didn't understand

some central points, or can't be sure about the novelty of the work.

Soundness: 2.5

Excitement: 2 = Potentially Interesting: this paper does not resonate with me, but it might with others in the *ACL

community.

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 2 = They would be hard pressed to reproduce the results: The contribution depends on data that

are simply not available outside the author's institution or consortium and/or not enough details are provided.

Datasets: 1 = No usable datasets submitted.

Software: 1 = No usable software released.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving
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grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits
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Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer rGgB,
Commitment Readers

Revisions (/revisions?id=aOlNYMcHDl)
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−
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






Comment:

Dear Reviewer rGgB

As the discussion period is ending soon, we would like to follow up on whether our responses and

additional results have addressed your questions and concerns. We are happy to answer any further

questions you might have.

Best,

Authors

Author-Editor Confidential Comment Official Comment

Reply to Reviewer rGgB
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Commitment Readers
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Comment:

Thank you for your time and effort in reviewing our paper and your constructive feedback. We provide our

point-by-point responses as follows.

Response to Weakness 1

While controller-reasoner architectures are not new, ACTS controls a different target. Prior works like

planner-executor agents and tool routers control the outer workflow: which subtask or tool to invoke.

ACTS instead controls the inner reasoning behavior: at each step, the controller selects a reasoning

strategy and realizes it through a learned free-form steering phrase injected into the frozen reasoner. Since

reasoning underlies every workflow action, this offers a more fundamental control interface that operates

beneath any outer workflow controller, applies to off-the-shelf reasoners, and is naturally suited to fine-

grained budget compliance.

Response to Weakness 2

≡

≡
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Our 7-way strategy set is grounded in established taxonomies of reasoning behavior (Schoenfeld, 2014; Li

et al., 2025b). More importantly, ACTS does not hard-code any reasoning behavior: the controller also emits

a learned free-form steering phrase that actually initiates the reasoner's next step, providing flexibility

that a template-based taxonomy would not. We agree automatically clustered latent strategies are a

compelling alternative and leave it as future work.

Response to Weakness 3

We present the following ablation results on AIME24 with DeepSeek-R1-Distill-Qwen-7B.

Method \ Token Budget 2,499 4,998 7,498 9,997 12,497

Acc (#Tok

Used)

- - - -

ACTS_SFT 0.313 (3,248) 0.380

(5,403)

0.520

(7,238)

0.567

(8,693)

0.593

(10,174)

w/ (learned action + templated

starter)

0.280 (3,285) 0.380

(5,409)

0.433

(7,530)

0.493

(8,597)

0.500

(9,984)

w/ (no action + learned starter

only)

0.280 (3,243) 0.380

(5,180)

0.440

(6,826)

0.513

(8,028)

0.513

(9,496)

w/ (forced random action +

learned starter)

0.407

(12,552)

0.393

(12,497)

0.433

(12,785)

0.413

(11,448)

0.440

(12,317)

We find that replacing the learned starter with the most-frequent per-action starter in the SFT corpus and

dropping the action label at SFT time both degrade accuracy, confirming that both contribute to ACTS's

reasoning control effectiveness. Forcing a random action label at inference further collapses budget

compliance, showing that the reasoning strategy is what enables the controller to steer the reasoner within

budget.

Response to Weakness 4 and Comment 1

We address each reproducibility items below:

(a) Data construction pipeline and label distribution.

1. OpenR1-Math source pool: 74,990 DeepSeek-R1 reasoning traces.

2. Length-balanced sampling (Section 4.1): 500 traces × 15 non-overlapping 512-token bands over [512,

8192] = 7,500 traces.

3. Annotation and filtering (Appendix B): drop traces with malformed JSON or degenerate loops →
5,768 traces.

4. Multi-budget augmentation (Section 3.2): each trace + conclude_at_0  copy +

conclude_budget_rescale  copy (27 dropped due to rounding collisions) = 17,277 steering

trajectories as final SFT corpus.

Strategy label distribution: understand 6.8%, plan 10.3%, execute 25.0%, explore 12.1%, check 25.3%,

summarize 18.2%, conclude 2.2%. The joint distribution with remaining budget is also shown in Figure 2 of

our paper.

(b) Annotator settings. Sampling seed 42; Qwen3-32B; temperature 0.7, top-p 0.8, top-k 20.

(c) Repeated-annotation consistency. Re-annotating 500 steps under a fresh seed (1337) yields Cohen's κ

= 0.899 with confusion matrix:

Original \ Re-anno understand plan execute explore check summarize conclude

understand 36 1 0 0 0 0 0

plan 1 40 0 0 0 0 0
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Original \ Re-anno understand plan execute explore check summarize conclude

execute 1 4 132 0 0 1 0

explore 0 3 0 37 0 1 0

check 4 0 6 4 118 1 0

summarize 3 2 5 0 3 86 0

conclude 0 0 0 0 0 0 11

(d) Dataset release. We will release the full 17,277-trajectory synthetic steering corpus to facilitate

reproducibility.

Response to Weakness 5 and Comment 2

Thanks for the feedback. First, on the Qwen3-8B reading: across all five benchmarks in Table 1, ACTS trails

Vanilla by only 0.2–2.7pp while delivering 20–37% token savings, which is strong accuracy-efficiency trade-

off rather than weak generalization. Table 1 also contains cross-domain evidence against teacher-style

overfitting where ACTS stays competitive on GPQA Diamond (out-of-domain science QA never seen during

math-only training).

To further address the concern, we apply our trained ACTS controller to an additional reasoner outside the

DeepSeek and Qwen families: nvidia/Llama-3.1-Nemotron-Nano-8B-v1 . ACTS again matches or

approaches Vanilla with meaningful savings, addressing the overfitting concern.

Benchmark Vanilla Acc (#Tok) Best ACTS Acc (#Tok) Δacc #Tok Savings

AIME24 62.7 (11,248) 63.3 (9,232) +0.6pp 18%

AMC 86.0 (7,316) 84.6 (5,856) −1.4pp 20%

OlympiadBench 64.9 (7,517) 62.4 (6,152) −2.5pp 18%

Author-Editor Confidential Comment Official Comment

Thank you for the author's detailed response.

Official Comment by Reviewer rGgB 15 Jul 2026, 20:37 (modified: 03 Aug 2026, 08:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
rGgB, Commitment Readers

Revisions (/revisions?id=Ty6bHAFdKv)

Add:

−

＝






Comment:

Thank you for the author's detailed response. From my personal perspective, the research

paradigm adopted by the author (such as creating a private dataset, then conducting SFT, and

then RL) is not very reasonable. There are serious potential issues of overfitting and risks

involved. Nevertheless, the widespread phenomenon is that some pilot studies still prefer to do it

this way. Considering this situation, although it is not very convincing to me, I am still willing to

increase the score.

Author-Editor Confidential Comment Official Comment

 Replying to Thank you for the author's detailed response.

Thank you for your reply.

−

＝ 

Edit   

≡

≡
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Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
rGgB, Commitment Readers

Revisions (/revisions?id=rLqS8rNGyp)
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Comment:

Thank you for your reply and for increasing the score. We also appreciate your perspective on

the broader research paradigm. We would like to briefly clarify that our method does not rely on

private or proprietary data. Our training corpus is derived from the public OpenR1-Math data,

and we will release all 17,277 trajectories and construction details to support reproducibility.

Also, we acknowledge that SFT followed by RL may introduce risks of overfitting. However, our

results on GPQA Diamond and Llama-3.1-Nemotron-Nano-8B directly examine this risk through

transfer to a new domain and model family without additional training. We will clarify the scope

and limitations in the paper to address these remaining concerns.

Author-Editor Confidential Comment Official Comment

Official Review of Submission16403 by Reviewer GrMu

Official Review by Reviewer GrMu 28 Jun 2026, 19:47 (modified: 03 Aug 2026, 08:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer GrMu, Commitment
Readers

Revisions (/revisions?id=0JT0k7urLj)



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Paper Summary:

This paper proposes Agentic Chain-of-Thought Steering (ACTS), an inference-time framework for controlling LLM

reasoning under a token budget. ACTS trains a controller that observes the current reasoning trace and remaining

budget, then emits a reasoning strategy and a starter phrase to guide a frozen reasoner. The controller is initialized

from synthetic steering trajectories and further optimized with RL. Experiments evaluate accuracy-token trade-offs

across several math and science QA benchmarks.

Summary Of Strengths:

1. The paper addresses an important problem: reducing unnecessary long-CoT reasoning while retaining accuracy.

2. The controller-reasoner formulation is intuitive and useful. The strategy-plus-starter action design is more

interpretable than simple length control.

3. The empirical results are promising, with substantial token savings in many settings and useful analyses such as

budget sweeps and Rescue/Shorten cases.

Summary Of Weaknesses:

1. The main claim is somewhat overstated. ACTS is better described as improving the accuracy-efficiency trade-off,

since it does not consistently match Vanilla accuracy in Table 1.

2. The ablation study is limited. The paper does not isolate the effects of strategy labels, starter phrases, multi-

budget augmentation, or reward shaping.

3. Some experimental details are underreported. The exact ACTS budgets used in the main table and variance

estimates for repeated runs are not provided.

4. Data construction needs clarification. The relationship between the 7,500 sampled questions and the 2,000 traces

mentioned in the appendix is unclear.

Comments Suggestions And Typos:

1. Please report the exact ACTS budget used for each main-table result and add variance estimates for repeated

evaluations.
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2. Please clarify the training data construction pipeline, especially the relationship between the 7,500 sampled

questions and the 2,000 sampled traces, and report deduplication or decontamination checks against the math

benchmarks.

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I

missed something that should affect my ratings.

Soundness: 3 = Acceptable: This study provides sufficient support for its main claims. Some minor points may need

extra support or details.

Excitement: 3.5

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are

underspecified or subjectively determined, and/or the training/evaluation data are not widely available.

Datasets: 1 = No usable datasets submitted.

Software: 1 = No usable software released.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I used the Revas tool to check for review issues (https://revas.mbzuai.ac.ae

(https://revas.mbzuai.ac.ae))
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Comment:

Dear Reviewer GrMu

As the discussion period is ending soon, we would like to follow up on whether our responses and

additional results have addressed your questions and concerns. We are happy to answer any further

questions you might have.

Best,

Authors
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Official Comment

by Authors ( Byungkyu Kang (/profile?id=~Byungkyu_Kang1), Xiang Gao (/profile?id=~Xiang_Gao4),
Julian McAuley (/profile?id=~Julian_McAuley1), Yu Xia (/profile?id=~Yu_Xia9), +3 more (/group/edit?
id=aclweb.org/ACL/ARR/2026/May/Submission16403/Authors))

12 Jul 2026, 21:09 (modified: 03 Aug 2026, 08:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer GrMu,
Commitment Readers

Revisions (/revisions?id=tsRJE6gab5)








Comment:

Thank you for your time and effort in reviewing our paper and your constructive feedback. We provide our

point-by-point responses as follows.

Response to Weakness 1, Weakness 3, and Comment 1

Thanks for the feedback. We will revise our framing as you suggested. Meanwhile, we would like to clarify

that in Table 1, the ACTS budgets are selected from the full budget sweeps plotted in Figure 4. Each sweep

spans fixed ratios (0.2× to 1.6×) of the per-benchmark Vanilla mean thinking-token length, and for Table 1

we pick the sweep point whose actual token usage is comparable to the baselines to ensure fair accuracy

comparison. As a result, the ACTS results reported in Table 1 might not be the best-accuracy points on the

curve in Figure 4 and thus sometimes fall below Vanilla.

The exact ACTS budgets used in Table 1 are:

Reasoner \ Benchmark MATH-500 AIME24 AMC OlympiadBench GPQA Diamond

Token Budget - - - -

DeepSeek-R1-Distill-Qwen-1.5B 3,021 16,182 6,224 4,786 3,554

DeepSeek-R1-Distill-Qwen-7B 1,580 9,997 5,889 4,815 4,770

Qwen3-8B 4,836 13,755 11,671 12,415 7,032

We also report the standard deviation of ACTS on benchmarks with multiple seeded repeats. A full ±std

table for all methods will be included in the appendix of our paper.

Reasoner \ Benchmark AIME24 AMC GPQA Diamond

Acc ± std (#Tok ± std) - -

DeepSeek-R1-Distill-Qwen-

1.5B

0.367 ± 0.035 (10,417 ±

98)

0.651 ± 0.029 (5,143 ±

109)

0.301 ± 0.019 (3,765 ±

103)

DeepSeek-R1-Distill-Qwen-

7B

0.600 ± 0.027 (8,200 ±

320)

0.798 ± 0.012 (4,486 ±

155)

0.468 ± 0.015 (4,404 ±

119)

Qwen3-8B 0.733 ± 0.029 (11,198 ±

103)

0.867 ± 0.015 (8,492 ±

214)

0.586 ± 0.029 (6,615 ±

103)

Response to Weakness 2

Thanks for the suggestions. We present the following ablation results on AIME24 with DeepSeek-R1-Distill-

Qwen-7B as the frozen reasoner. Full results will be included in our paper.

Training Design Ablations

Method \ Token Budget 2,499 4,998 7,498 9,997 12,497

Acc (#Token

Used)

- - - -
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Add:

Method \ Token Budget 2,499 4,998 7,498 9,997 12,497

ACTS 0.293 (3,366) 0.427

(5,451)

0.513

(6,711)

0.600

(8,200)

0.580

(10,012)

w/o multi-budget augmentation 0.447 (11,411) 0.460

(12,762)

0.533

(11,801)

0.553

(12,294)

0.540

(13,014)

w/o budget-underuse reward

shaping

0.313 (3,033) 0.380

(4,549)

0.427

(5,463)

0.467

(5,550)

0.420

(5,814)

Without multi-budget augmentation (Section 3.2), the controller only sees trajectories that use up the

budget perfectly before it runs out, so it fails to conclude early under tight budgets and does not respect

the set budget cap. Without the budget-underuse penalty in RL reward shaping (Section 3.3), ACTS stalls at

~5.5k tokens even when more budget is given, as the controller learns that failing with less budget used is

always better than failing while over budget. The results show that both designs are necessary for ACTS's

budget-aware behaviors.

Action-Starter Ablations

Method \ Token Budget 2,499 4,998 7,498 9,997 12,497

Acc (#Token

Used)

- - - -

ACTS_SFT 0.313 (3,248) 0.380

(5,403)

0.520

(7,238)

0.567

(8,693)

0.593

(10,174)

w/ (learned action + templated

starter)

0.280 (3,285) 0.380

(5,409)

0.433

(7,530)

0.493

(8,597)

0.500 (9,984)

w/ (no action + learned starter

only)

0.280 (3,243) 0.380

(5,180)

0.440

(6,826)

0.513

(8,028)

0.513 (9,496)

Replacing the learned starter with the most-frequent starter phrase per action in the SFT corpus and

removing the reasoning action label at SFT time both degrade accuracy. The results show that both the

strategy labels and the learned starter phrases contribute to ACTS reasoning control effectiveness.

Response to Weakness 4 and Comment 2

Thanks for pointing this out. The "2,000 traces" in Appendix B is actually a typo. The actual sampling selects

500 traces per length band across 15 non-overlapping 512-token bands over [512, 8192] trace tokens,

yielding 7,500 initial traces, matching Section 4.1. The full data construction pipeline are as below:

1. OpenR1-Math source pool: 74,990 DeepSeek-R1 reasoning traces.

2. Length-balanced sampling (Section 4.1): 500 traces × 15 non-overlapping 512-token bands over [512,

8192] trace tokens = 7,500 traces.

3. Strategy annotation and degeneracy filtering (Appendix B): drop traces with any malformed JSON

parsing, unknown action, or empty starter, or with degenerate loops → 5,768 traces (23.1% dropped).

4. Multi-budget augmentation (Section 3.2): each trace kept as-is + conclude_at_0  copy +

conclude_budget_rescale  copy (27 rescale copies dropped due to integer-percent rounding

collisions) = 17,277 steering trajectories as the final SFT corpus.

We will release the constructed synthetic steering trajectories to facilitate reproducibility.

Author-Editor Confidential Comment Official Comment
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−
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OpenReview (/about) is a long-term project to advance science through improved peer review

with legal nonprofit status. We gratefully acknowledge the support of the OpenReview

Sponsors (/sponsors). © 2026 OpenReview

Official Comment by Reviewer GrMu 16 Jul 2026, 05:08 (modified: 03 Aug 2026, 08:28)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
GrMu, Commitment Readers

Revisions (/revisions?id=oNNKAU9COr)

Add:






Comment:

Thanks for your response. They could address part of my concerns, I keep my score.
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