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Abstract:

Large language models (LLMs) tool-use policies select actions from a finite candidate set at each reasoning step. We observe

that this action-selection interface is already a linear contextual scorer: under a restricted output vocabulary, the LM head

computes per-action scores from the last-layer hidden state, exactly the structure assumed by linear contextual bandits.

Existing online adaptation methods for LLMs operate indirectly through prompts or retrieved memories, leaving this decision

layer fixed and providing no explicit mechanism for action-level credit assignment or uncertainty-aware exploration. We

propose OLIVIA, a lightweight online adaptation layer that replaces the frozen action-selection head with a per-action

contextual linear bandit, selects actions via LinUCB exploration on the LLM's hidden state and updates only its per-action

sufficient statistics from step-level feedback via a rank-one Sherman–Morrison rule. Without backbone fine-tuning and

additional LLM calls per step, OLIVIA adds negligible overhead relative to LLM inference. Across four tool-use benchmarks

ToolBench, TaskBench, TaskBench-MM, BFCL and two backbones Qwen3-4B, Mistral-7B, OLIVIA outperforms prompt-based

online adaptation and contextual-bandit variants.
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TLDR: We propose OLIVIA, a lightweight online adaptation method for LLM agents that adds an explicit decision layer to

track uncertainty, learn from feedback, and improve action selection during deployment.
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
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Metareview:

This paper presents a lightweight online adaptation layer for LLM tool-use agents namely OLIVIA. The core insight is

that when an LLM selects actions from a restricted candidate set, the LM head functions as a linear contextual scorer

—structurally equivalent to a linear contextual bandit. OLIVIA replaces the frozen action-selection head with a per-

action LinUCB bandit, updating only sufficient statistics via a rank-one Sherman–Morrison rule using step-level

feedback. This enables online adaptation without backbone fine-tuning or additional LLM calls, maintaining inference

latency comparable to standard ReAct. The method is evaluated on four tool-use benchmarks (ToolBench, TaskBench,

TaskBench-MM, BFCL) using two open-source backbones (Qwen3-4B, Mistral-7B), outperforming prompt-based

adaptation and bandit baselines.

Authors satisfactorily addressed key concerns regarding feedback assumptions, metric validity, statistical significance,

and qualitative analysis. Clarifications on verifier-agnostic rewards, multiset F1 protocols, and hierarchical handling of

tool arguments strengthen the manuscript.

Summary Of Reasons To Publish:

This paper has the following strengths:

1. It is intuitive and well-motivated to frame restricted-vocabulary tool selection as a linear contextual bandit

problem.

2. The method adds negligible overhead—no extra LLM calls, no context bloat, and minimal compute per step.

3. Evaluations cover diverse tool-use benchmarks and two model families. Baseline selection is well-structured

across three tiers (static policies, prompt-based adaptation, bandit variants), isolating OLIVIA’s contributions

effectively.

Summary Of Suggested Revisions:

This paper can be improved via addressing the following concerns.

1 While authors argue that multiset F1 aligns with benchmark standards, the lack of execution-based end-task

success metrics remains a notable limitation. As acknowledged in the rebuttal, such metrics would better

demonstrate real-world utility beyond reference-trajectory matching.

2. Step-level rewards derived from benchmark references are cleaner than typical production signals. Though the

ablation on episode-level feedback partially mitigates this, further discussion of noisy/realistic verifier settings

would improve practical relevance.

3. Initial omission of confidence intervals/variance (corrected in rebuttal) highlighted the need for rigorous

dispersion reporting. The revision must consistently include these across all results.

Overall Assessment: 4 = Conference: I think this paper could be accepted to an *ACL conference.

Reported Issues: No

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits
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Paper Summary:

The paper proposes OLIVIA, an inference-time online learning method for LLM tool-use policies. It observes that

when the model’s output vocabulary is restricted to a fixed set of candidate tools/actions, the LM head already

behaves like a linear contextual scorer over the last-layer hidden state. OLIVIA replaces this head with a per-action

linear contextual bandit that uses LinUCB exploration conditioned on the LLM's hidden state and updates it's per-

action statistics from step-level feedback. It does not require fine-tuning of the LLM or extra LLM calls, and avoids

prompt-memory growth. It also proves to be effective in empirical experiments.

Summary Of Strengths:

The core insight of the paper is intuitive - restricted-vocabulary LLM tool selection can be viewed as a linear

contextual scoring problem.

The method itself follows quite naturally once this observation is made.

The statistic updates are action-specific and use step-level feedback signals, which is well-aligned with multi-step

tool selection settings.

The method has low overhead, since it does not bloat the model's context or require fine-tuning.

The breadth of exploration is solid, with four tool-use benchmarks and two open-source LLM families covered.

Summary Of Weaknesses:

The method has some quirks that make it less suitable for real deployment. For example, the main experiments

use benchmark reference tool multisets to instantiate per-step reward, which is closer to labeled replay than

autonomous online interaction.

The primary metric uses tool selection F1 and not downstream task success. An analysis of argument correctness

and execution/final-answer correctness would make the claims stronger.

It is not clear how tool calls with free-form arguments will be handled in this framework, which is the most

common tool-calling setting for LLMs. The O(d^2) scaling of the method may also fall apart at large scale.

Comments Suggestions And Typos:

Could the authors show OLIVIA's utility in a real executable-verifier experiment, such as in the code execution

domain?

Could the author add results with metrics that are closer to downstream performance?

How will OLIVIA handle tool calls with arguments?

L2 - "Large language model"

Confidence: 3 =  Pretty sure, but there's a chance I missed something. Although I have a good feel for this area in

general, I did not carefully check the paper's details, e.g., the math or experimental design.

Soundness: 4 = Strong: This study provides sufficient support for all of its claims. Some extra experiments could be

nice, but not essential.

Excitement: 4 = Exciting: I would mention this paper to others and/or make an effort to attend its presentation in a

conference.

Overall Assessment: 4 = Conference: I think this paper could be accepted to an *ACL conference.

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are

underspecified or subjectively determined, and/or the training/evaluation data are not widely available.

Datasets: 1 = No usable datasets submitted.

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I did not use any generative AI tools for this review
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Comment:

We thank the reviewer for the thoughtful comments and careful review. We hope the following responses

address your concerns:

Step level Reward

We believe that the benchmark reference verifier is a controlled per-step correctness signal that is already

standard in deployed LLM systems. As stated in line 80 to 92, OLIVIA's reward is available in verifier-based

reward from API success or failure, computed correctness checks, and in labeled bootstrap streams from a

small annotated set replayed to calibrate the action layer before broader use. Instantiating the per-step

verifier from reference tool multisets is the same form of supervision used by verifier driven RL fine-tuning

of LLMs, including RL with verifiable rewards [1][2][3] and step-level process supervision [4]. The difference

is that those methods consume it as a training-time gradient objective, while OLIVIA consumes it as an

inference time update. If reference derived rewards constituted "labeled replay," the same critique would

apply to the entire rule-based-RL line. We also note that step-level feedback is not a requirement. The

ablation study (Table 3, Figure 12) shows that the controller still learns from a single episode level binary

signal, and the step-level signal mainly speeds up convergence.

F1 and downstream performance

OLIVIA is a method for multi-turn tool-use agents, where each episode is a sequence of action selection

steps over a finite candidate tool set. In the code execution domain the task is to generate a program,

which is a single free-form generation problem with no finite candidate action set at each step, so the

action-selection interface that OLIVIA adapts does not exist there. F1 between predicted and reference tool

calls is the established protocol for the benchmarks we evaluate, TaskBench officially reports tool-

prediction F1, BFCL scores calls by functional equivalence rather than string match [5], and prior online-

adaptation work such as CLIN [6] is also evaluated with matching-based measurement. Since all baselines

are scored under the identical protocol, the relative improvements in Table 1 cannot be explained by

reference-set idiosyncrasies. We agree that metrics closer to end-task success are a valuable complement,

and OLIVIA's verifier-agnostic reward interface directly supports execution-based success signals, we will

discuss this extension in the revision.

How OLIVIA handles tool calls with free-form arguments

OLIVIA itself does not generate tool arguments. It operates only at the tool-selection layer and decides

which tool to invoke, and the arguments of the selected tool are generated by the frozen backbone model

exactly as in standard ReAct. We also note that the benchmarks in our evaluation, such as TaskBench and

BFCL, already involve tool calls with arguments, so OLIVIA has been evaluated in this setting with the

backbone handling the argument generation. Within the bandit framework, arguments with enumerable

slots can further be discretized into the action set, and free-form arguments can be handled hierarchically,

where the bandit selects the tool, the backbone fills the arguments, and the verifier scores the completed

call through the same reward interface of Eq. (8). We will make this decomposition explicit in Section 4 and

add the hierarchical extension to future work.
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Add:

Scaling

For Qwen3-4B (d = 2560), each per-action covariance A_a is around 26 MB in fp32, stored in CPU memory

outside the GPU (line 598 to 600). 100 tools require around 2.6 GB of host RAM, which is modest for a

serving stack. Each Sherman-Morrison update costs one O(d²) rank-one operation (~6.5M FLOPs), negligible

against a single LLM forward pass, which is why OLIVIA's wall-clock matches ReAct to within 1% (Table 2b,

28.2 vs. 28.0 s/episode).

[1] Shao et al., 2024. DeepSeekMath: Pushing the limits of mathematical reasoning in open language

models.

[2] Guo et al., 2025. DeepSeek-R1: Incentivizing reasoning capability in LLMs via reinforcement learning.

[3] Lambert et al., 2024. Tulu 3: Pushing frontiers in open language model post-training.

[4] Lightman et al., 2023. Let's Verify Step by Step.

[5] Patil et al., 2023. Gorilla: Large language model connected with massive APIs.

[6] Majumder et al., 2023. CLIN: A continually learning language agent for rapid task adaptation and

generalization.
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Official Review of Submission14135 by Reviewer mYKV
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Readers
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
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Paper Summary:

This paper proposes OLIVIA, a lightweight online adaptation layer for action selection: instead of updating the full

model, OLIVIA replaces the frozen action-selection head with a per-action contextual linear bandit. The method

selects actions (using LinUCB exploration) over the LLM’s hidden states and updates only per-action sufficient

statistics from step-level feedback.

Summary Of Strengths:

I liked the idea of the paper: enabling online adaptation for LLM-based agents without updating the underlying

language model. Replacing the fixed action-selection head with a lightweight bandit-based layer is a conceptually

appealing way to support exploration and learning from step-level feedback while keeping the model itself frozen.

The methodology is well described. The paper clearly explains how the action-selection layer is constructed, how

actions are selected through exploration, and how the per-action statistics are updated efficiently over time.

Summary Of Weaknesses:

The paper does not clearly justify the parameter choices used in the synthetic contextual decision streams. Please,

explain the criteria behind these settings and discuss whether the scale of the synthetic evaluation is sufficient to

support the conclusions.

The results on TaskBench and TaskBench-MM with Qwen appear to be very close to the best alternative methods, and

in some cases the alternatives perform better. I would have expected a deeper discussion of these cases, especially to

clarify when the proposed method provides a clear advantage and when it does not.

The baselines are described, but the paper does not sufficiently justify why these are the right or sufficient

comparisons. A stronger motivation for the selected baselines, or the inclusion of additional competitive alternatives,

would make the empirical comparison more convincing.

8/26/26, 10:56 AM OLIVIA: Online Learning via Inference-time Action Adaptation | OpenReview

https://openreview.net/forum?id=1Tn5ryV17P#discussion 6/11

https://openreview.net/revisions?id=SQLBa5YB02
https://openreview.net/revisions?id=SQLBa5YB02


Add:

The paper reports macro-averaged results, but does not include a measure of dispersion, such as variance or

confidence intervals. Without this, it is difficult to assess how representative the averages are and whether the

reported improvements are consistent across tasks.

Comments Suggestions And Typos:

The y-axis labels appear to be missing in Figure 2.

It is unclear whether the y-axis origin of the far-right plot in Figure 2 is 0 or 0.2. Please clarify.

It would also be useful to clarify how the value of (s) is chosen. Is it determined by a principled method, or selected

empirically?

Confidence: 1 = Not my area, or paper is very hard to understand. My evaluation is just an educated guess.

Soundness: 3 = Acceptable: This study provides sufficient support for its main claims. Some minor points may need

extra support or details.

Excitement: 2 = Potentially Interesting: this paper does not resonate with me, but it might with others in the *ACL

community.

Overall Assessment: 3.5 = Borderline Conference

Limitations And Societal Impact:

NA

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are

underspecified or subjectively determined, and/or the training/evaluation data are not widely available.

Datasets: 1 = No usable datasets submitted.

Software: 1 = No usable software released.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I did not use any generative AI tools for this review

Author-Editor Confidential Comment Official Comment

Official Comment by Authors
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Comment:

We thank the reviewer for the thoughtful comments. We hope the following responses address your

concerns:

≡
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Add:

Justification of the synthetic-stream parameters and whether the synthetic scale
is sufficient

The synthetic experiments in Section 5.4 are controlled validation under known ground truth, not part of

the empirical evaluation. The purpose of these experiemnts are to verify when the ground truth reward

parameter θ is known, OLIVIA controller recovers structure with low cumulative regret and tight parameter

recovery ‖θ̂  − θ*‖². The standard evaluation protocol in the linear-bandit literature is to report the

cumulative regret and parameter recovery curves[1][2]. |A| = 10 actions, d = 20-dimensional context. are

chosen so the synthetic setting mirrors the partial feedback regime in the real action-selection interface.

600 rounds is long enough for cumulative regret to plateau and for parameter error to converge, which is

the entire point of the check.

No measure of dispersion

We already ran three random seeds with shuffled episode orders in section6.1: "reporting mean and

standard deviation over three random seeds", and Figure 12 already shows seed level variability bands.

Results are close to the best alternative

Our contribution is a controlled gain from principled exploration and competitive accuracy at ReAct level

inference cost, with no prompt or memory growth. The cases the reviewer points to are within seed

variability rather than genuine losses. With the standard deviations from our three seeds:

Model / Benchmark Baselines OLIVIA (Ours)

Qwen / TaskBench CLIN 0.211 ± 0.011 0.205 ± 0.008

Qwen / TaskBench-MM Thompson 0.172 ± 0.014 0.178 ±0.010

show the Qwen TaskBench gap is not a statistically meaningful loss.

Justification for the choice of baselines

As we mentioned in the 6.1. The baselines are organized into three tiers, each answering a specific

question:

Non-learning policies baselines: (CoT, BM25, ReAct) are what tool-selection accuracy is achievable

without any online adaptation. These bound the floor that any online method must beat.

Prompt-based online adaptation (CLIN, Reflexion) are the dominant existing paradigm for inference-

time adaptation of LLM agents. They are the most directly comparable and strongest prior works the

online-adaptation baselines OLIVIA should be measured against.

Bandit-family variants on identical features (ε-greedy, Thompson Sampling) are our controlled

comparison. They use the same last-layer hidden state and the same per-action statistics as OLIVIA,

and only the exploration rule is different.

[1]Lihong Li et al., 2010. A contextual-bandit approach to personalized news article recommendation.

[2]Shipra Agrawa et al., 2013. Thompson Sampling for Contextual Bandits with Linear Payoffs
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Thank you for the clarifications. I will raise my score to reflect this.
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Paper Summary:

This paper proposes OLIVIA, an online adaptation method for LLM tool-use agents. The main idea is that when an

LLM chooses a tool from a fixed set of candidate actions, this decision can be viewed as a contextual bandit problem:

the model’s hidden state is the context, the tools are the actions, and feedback tells the model whether the selected

action was useful. OLIVIA adds a lightweight LinUCB-based action-selection layer on top of a frozen LLM, so the

model can improve its tool choices over a stream of tasks without fine-tuning the backbone or adding extra LLM calls.

The authors evaluate the method on ToolBench, TaskBench, TaskBench-MM, and BFCL using Qwen3-4B and Mistral-

7B, and show that OLIVIA generally improves over ReAct, prompt-based adaptation methods such as CLIN and

Reflexion, and other bandit baselines.

Summary Of Strengths:

1. The paper has a clear and interesting main idea: instead of adapting LLM tool-use agents only through prompts

or textual memory, it directly adapts the action-selection layer. I found the framing of LLM tool selection as a

contextual bandit problem simple and useful, especially because the candidate tools form a finite action set and

the model’s hidden state naturally works as the context.

2. A major strength is that the proposed method is lightweight. OLIVIA does not require fine-tuning the backbone

model, backpropagation, or extra LLM calls at each decision step. This makes the approach practically appealing

compared to reflection- or memory-based methods, which can increase prompt length and inference cost over

time.

3. The paper also has a solid set of baselines. The authors compare against static tool-use methods, prompt-based

online adaptation methods such as CLIN and Reflexion, and other bandit variants that use the same hidden-state

features. This makes the comparison more meaningful, since the gains are not only over weak static baselines.

Summary Of Weaknesses:

1. My main concern is about the feedback assumption in the experiments. OLIVIA learns from step-level rewards,

and in the current evaluation these rewards are derived from the benchmark’s reference tool annotations. This is

a clean and useful setup for controlled experiments, but it may be stronger than the feedback available in many

real tool-use settings, where correctness may only be observed at the end of the task or through noisy execution

signals. Could the authors clarify how this feedback mechanism would work in a real deployment setting, where

gold tool annotations are not available?

2. I am also not fully convinced that the evaluation measures task success rather than agreement with the

annotated tool trajectory. The main metric is based on precision/recall/F1 between the predicted tool calls and

the reference tool calls. However, in realistic tool-use problems, there may be multiple valid tool sequences or

alternative tools that can solve the same task. It would be helpful to know whether OLIVIA improves actual end-

task success or mainly improves matching to the benchmark’s reference tool set.

3. The appendix includes qualitative examples showing how OLIVIA’s tool choices improve later in the online

stream, but I would have liked to see more comparative examples against the baselines. In particular, it would be

useful to show cases where OLIVIA selects a better tool than ReAct, CLIN, or another bandit baseline, and explain

how the previous online feedback changed the action scores to make that decision possible. This would make the

mechanism of the method more concrete and help readers understand when the online adaptation is actually

responsible for the improvement.
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Overall, I think the paper is in good shape. The methodology is well motivated, and the experiments are generally

sensible and support the main claims. My remaining concerns are mostly about clarifying the experimental setting

and better understanding the practical implications of the method, as discussed in the Weaknesses section above.

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I

missed something that should affect my ratings.

Soundness: 4 = Strong: This study provides sufficient support for all of its claims. Some extra experiments could be

nice, but not essential.

Excitement: 3.5

Overall Assessment: 4 = Conference: I think this paper could be accepted to an *ACL conference.

Limitations And Societal Impact:

The authors discuss the main technical limitations clearly, especially the need for a finite action set, access to hidden

states, and step-level feedback. I do not think there are major societal impact concerns specific to this paper beyond

the general risks of tool-use agents.

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 4 = They could mostly reproduce the results, but there may be some variation because of sample

variance or minor variations in their interpretation of the protocol or method.

Datasets: 1 = No usable datasets submitted.

Software: 1 = No usable software released.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits
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Comment:

We thank the reviewer for the thoughtful comments and careful review. We hope the following responses

address your concerns:

Step level Reward

OLIVIA itself only assumes access to a reward signal and is agnostic to how that signal is obtained (line 403

to 407), and only the indicator in Eq. (8) changes with the verifier. In practical deployments, this reward

signal can instead be instantiated by domain-specific verifiers, such as API execution outcomes, schema

validation of the returned results, retrieval relevance signals, or other automatically computed correctness

checks, without requiring benchmark reference trajectories. When no runtime verifier exists, a small
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annotated trace set of the kind our benchmarks provide can be replayed through the policy to calibrate the

action layer before autonomous use, which is the standard warm-start pattern in deployed bandit systems.

In our experiments we instantiate the verifier from the benchmarks' reference tool multisets because it

provides a controlled and reproducible signal across all methods, and it is the same form of supervision

used by verifier driven RL fine-tuning of LLMs, including RL with verifiable rewards [1][2][3] and step-level

process supervision [4]. For settings where correctness is only observed at the end of the task, our reward-

design ablation shows that the controller still learns from a single episode level binary signal (Table 3,

Figure 12), and the step-level signal mainly speeds up convergence.

End task success

Our metric is a multiset F1 rather than sequence matching, so any valid ordering of the correct tools

receives the same score. On BFCL we follow the functional-equivalence evaluation [5], which accepts

semantically equivalent calls rather than exact string matches. This absorbs much of the concern about

multiple valid tool sequences. F1 between predicted and reference tool calls is also the established protocol

for the benchmarks we evaluate. TaskBench officially reports tool-prediction F1, and prior online-

adaptation work such as CLIN [6] is also evaluated with matching-based measurement. Since all baselines

are scored under the identical protocol, the relative improvements in Table 1 and the learning curves in

Figure 3 cannot be explained by reference-set idiosyncrasies. We agree that end-task success metrics are a

valuable complement. OLIVIA's verifier-agnostic reward interface (line 403 to 407) directly supports

execution-based success signals, and we will discuss this extension in the revision.

Comparative qualitative examples against the baselines

Appendix A.2 already provides three full case studies that show the mechanism the reviewer asks about.

Examples 1 and 2 present the same task before and after online learning. At episode 3 the controller

selects entirely unrelated tools with F1 = 0.00, while at episode 935 the accumulated per-action updates

have raised the UCB scores of the correct tools and all three ground-truth tools are recovered with recall =

1.00. The step-by-step hit and miss marks in the traces show which feedback events moved which action's

statistics. Example 3 further shows the learned statistics transferring to a harder, previously unseen task,

where 7 of the 9 ground-truth tools are recovered. We also note that this pair already serves as an implicit

comparison against ReAct. Since OLIVIA is warm-started from the frozen model's own prior (Eq. 5), the

episode 3 trajectory is essentially what the frozen ReAct policy produces, and ReAct would make the same

mistakes at episode 935 because its scores never move. The difference between Example 1 and Example 2

is therefore attributable to the online updates alone. We agree that making this comparison explicit is

valuable, and in the revision we will extend these case studies with parallel baseline columns for ReAct and

CLIN together with the learned estimate and UCB bonus of each candidate tool at the decisive step.

[1] Shao et al., 2024. DeepSeekMath: Pushing the limits of mathematical reasoning in open language

models.

[2] Guo et al., 2025. DeepSeek-R1: Incentivizing reasoning capability in LLMs via reinforcement learning.

[3] Lambert et al., 2024. Tulu 3: Pushing frontiers in open language model post-training.

[4] Lightman et al., 2023. Let's Verify Step by Step.

[5] Patil et al., 2023. Gorilla: Large language model connected with massive APIs.

[6] Majumder et al., 2023. CLIN: A continually learning language agent for rapid task adaptation and

generalization.
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