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TL;DR: We demonstrate that observation masking provides non-monotonic gains across three distinct regimes, shifting

from an intermediate efficiency sweet spot to a costly over-pruning collapse as backbone models saturate.

Abstract:

Long-horizon search agents accumulate large amounts of retrieved content across many tool calls, making context-budget

efficiency increasingly important. A minimal intervention is to mask stale observations from the context as the trajectory

progresses, but it remains unclear when this form of context management helps and why. We study observation masking

through a systematic sweep over various agent backbones (4B to 284B parameters) and three retrievers on offline and live-

web agentic search benchmarks. We find that the accuracy gain from masking follows an asymmetric inverted-U shape when

plotted against the model's accuracy without context management: a plateau under weak retrievers, a peak in the {mismatch

regime} (strong retriever  mid-capacity model), and a sharp collapse when the model is saturated. This pattern reflects the

interaction between retriever recall and the model's implicit filtering capacity, rather than either factor in isolation.

Mechanistically, masking implements a token-for-turn trade-off: it removes observations the model has largely stopped

attending to and pages the agent rarely re-opens. The added turns help when they convert failures into successes, but they

fail when masking removes evidence the model would otherwise have used. We therefore reframe context management as a

regime-dependent intervention (rather than a default choice), providing a new, holistic viewpoint that unifies the

understanding of agentic deep search.
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Metareview:

This paper addresses an exciting and timely topic. As deep research agents accumulate evidence in their context, it is

crucial to mask or remove observations from the context that are no longer relevant.

Reviewers agree that this is a good paper and its strengths clearly outweight its weakeness. This paper could be

published in the main conference.

Summary Of Reasons To Publish:

This paper presentes a timely research direction with the following highlights:

The paper meaningfully investigates whether long-horizon search agents should retain or mask old observations,

uniquely treating the agent's trajectory itself as a subject for empirical study.

By using observation masking purely as a diagnostic tool, the authors develop a clear "regime map"

demonstrating that context management must be calibrated jointly with model capacity and retriever quality.

Extensive testing across multiple models, retrievers, and benchmarks successfully debunks the assumption that

context management is a universally safe default, notably highlighting performance collapses in saturated

regimes.

Summary Of Suggested Revisions:

The manuscript should be revised with the clarifications provided during the discussions.

Overall Assessment: 4 = Conference: I think this paper could be accepted to an *ACL conference.

Suggested Venues: EMNLP

Reported Issues: No

Publication Ethics Policy Compliance: I did not use any generative AI tools for this review
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Comment:

We sincerely thank all three reviewers for their careful and constructive reviews. We are encouraged that the

reviewers found the question timely and practical ( JBWK, EFGY), the diagnostic framing of masking refreshing and

enabling clean causal claims (ZMdD), the experimental matrix thorough and well-designed (ZMdD), and the paper a

good template for investigating context-management policies (EFGY). We have run new experiments to address the

concerns raised — a full retention-window K sweep across the three regimes, a summarization-based context-

management baseline, eliciting the intuition that we adopt the observation masking as a diagnosis, and an attention

analysis on the saturated non-Qwen GPT-OSS-120B, which further present evidences for the mechanisms how

reasoning & observation attention differences matter on the saturated model-retriever pair — and respond to each

reviewer's points below.
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Paper Summary:

This paper studies whether masking stale observations helps long-horizon search agents, and evaluates a simple

turn-based observation masking strategy across multiple model backbones, retrievers, offline and live-web agentic

search benchmarks. The main finding is that context management by masking has a non-monotonic effect: it helps

most in a model-retriever mismatch regime where a strong retriever surfaces useful evidence but the model cannot

yet filter from noise, and it helps less under weak retrievers and can hurt saturated strong models.

Summary Of Strengths:

1. The paper studies a timely and practical question for long-horizon search agents that whether old observations

should remain in context or be masked.

2. Experiments are comprehensive, covering multiple backbone sizes, several retrievers, offline and live-web

settings.

3. The regime map framing provides a clear explanation for why context management is not uniformly beneficial

and should be calibrated jointly with model capacity and retriever quality, which is insightful.

Summary Of Weaknesses:

1. The masking method itself is simple and not very novel. The main contribution is empirical findings rather than a

new context-management algorithm.

2. The study is centered on one masking policy. All experiments use a fixed retention window K=5. It is unclear

whether the regime map is robust to other values of K, adaptive windows, summarization-based compression, or

other learned memory policies.

3. The comparison to alternative context management baselines is limited. Since the paper argues that masking

should not be treated as a default, it would be useful to compare against other baslines such as truncation,

summarization, or semantic retrieval from history memory.

Comments Suggestions And Typos:

See weaknesses above

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I

missed something that should affect my ratings.

Soundness: 3.5

Excitement: 3.5

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.
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There are no concerns with this submission

Needs Ethics Review: No

Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are

underspecified or subjectively determined, and/or the training/evaluation data are not widely available.

Datasets: 3 = Potentially useful: Someone might find the new datasets useful for their work.

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I did not use any generative AI tools for this review
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Comment:

We sincerely thank the reviewer for the thoughtful and encouraging review. We are grateful that you found

the paper to study a timely and practical question for long-horizon search agents, that our experiments are

comprehensive (spanning multiple backbone sizes, several retrievers, and both offline and live-web

settings), and that the regime-map framing offers a clear and insightful explanation for why context

management is not uniformly beneficial. To address the concerns you raised — the novelty of the masking

operation, robustness of the regime map to the retention window K, and comparison against alternative

context-management baselines — we have added a full K-sweep across all three regimes and a

summarization-based context-management baseline. We respond to each point below.

1. Novelty of the masking method

We agree that the masking operation is intentionally simple and should not be framed as a new context-

management algorithm. Our contribution is the diagnosis: under a minimal intervention that requires no

additional model capability, we characterize when and why removing stale observations helps or hurts

long-horizon search agents. The finding is that masking yields a non-monotonic, regime-dependent effect

governed by the interaction between retriever recall and the model's implicit filtering capacity. This

reframes context management from a default engineering choice into a calibrated intervention. We will

revise the introduction and §2.2 to make this positioning explicit.

2. Robustness of the regime map to the retention window K

The retention window was selected once, on a single model–retriever pair, and then applied unchanged to

all other configurations. We made this choice deliberately: keeping the intervention identical everywhere is

what makes the gains in Table 1 comparable across cells. To directly address whether the regime map is an

≡
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Add:

artifact of K = 5 , we now sweep the retention window over {no-mask, 1, 2, 5, 8, 16}  across all three

regimes. Each cell reports accuracy % (average tool calls per query); bold marks the best-accuracy

window in each row.

Retriever Model

no-

mask mask-1 mask-2 mask-5 mask-8

mask-

16

BM25 Qwen3.5-4B 23.6 (55) 28.7

(121)

28.9

(119)

29.9

(104)

24.9 (87) 22.7

(72)

Qwen3-Emb-

8B

Qwen3.5-4B 41.9 (49) 44.9

(100)

46.0

(100)

47.7 (87) 42.9 (80) 39.0

(66)

AgentIR-4B Qwen3.5-4B 48.1 (43) 53.0 (77) 54.5 (83) 58.9 (75) 54.2 (64) 51.6

(55)

BM25 GPT-OSS-20B 32.7 (67) 29.9

(134)

36.0

(116)

38.9

(103)

37.2 (97) 36.3

(87)

Qwen3-Emb-

8B

GPT-OSS-20B 48.0 (64) 47.5

(159)

51.0

(135)

53.7

(116)

48.9

(102)

49.5

(91)

AgentIR-4B GPT-OSS-20B 63.3 (50) 61.7

(163)

66.6

(131)

73.3

(124)

62.7 (91) 61.8

(80)

BM25 GPT-OSS-120B 44.5 (60) 48.6

(136)

49.0

(129)

51.8

(115)

52.3

(106)

55.1

(98)

Qwen3-Emb-

8B

GPT-OSS-120B 58.1 (56) 63.4

(145)

62.7

(135)

63.3

(115)

64.5

(103)

65.3

(90)

AgentIR-4B GPT-OSS-120B 79.4 (44) 71.6

(131)

72.2

(118)

79.5

(113)

75.3 (83) 73.7

(74)

AgentIR-4B Tongyi-DeepResearch-30B-

A3B

80.7 (40) 67.8

(125)

69.9

(110)

79.6 (87) 73.0 (88) 70.5

(75)

AgentIR-4B Qwen3.5-35B-A3B 62.9 (42) 62.5

(152)

64.5

(147)

74.6 (91) 66.1 (92) 61.2

(88)

The no-mask / mask-5 accuracy columns match the manuscript's Table 1

What the sweep shows. Along the K axis we recover a second inverted-U, and it is remarkably consistent

across regimes:

Over-pruning (small K). At K = 1 the context retains almost no working state, so the agent repeatedly

re-issues tools to re-acquire information it just discarded. Tool calls balloon to the largest values in the

table (e.g., GPT-OSS-20B + Qwen3-Emb-8B: 159/query at K = 1 vs. 64 with no mask; Qwen3.5-35B-A3B +

AgentIR: 152 vs. 42), yet accuracy does not improve and often drops below the no-mask baseline

(Qwen3.5-35B-A3B falls to 62.5 at K = 1, essentially the 62.9 no-mask level; GPT-OSS-20B + BM25 drops

to 29.9, below its 32.7 no-mask baseline; and even under the strong AgentIR retriever, GPT-OSS-20B at

K = 1 falls to 61.7 with 163 calls/query, well under its 73.3 peak at K = 5). Aggressive masking prolongs

the search without paying off.

Under-pruning (large K). A larger K retains more recent observations and thus masks less, moving the

setting toward no-mask. But once a trajectory outgrows the window, masking still consistently evicts

the earliest observations as it slides forward, steadily undermining the mid-range working context the

model has accumulated. In the mismatch-regime rows this leaves K = 16 at or below no-mask:

Qwen3.5-35B-A3B + AgentIR 61.2 (vs. 62.9 no-mask), Qwen3.5-4B + Qwen3-Emb-8B 39.0 (vs. 41.9), and

Tongyi 70.5.
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Sweet spot (K ≈ [2, 8]). For almost every configuration in the retriever-bottleneck and

mismatch regimes, the best accuracy sits at K = 5 (with K = 2 & 8 a close second), confirming

that the ΔAcc. from observation masking reported in the paper is not a fragile artifact of the

specific value.

Sketch of the resulting ∆Acc-vs-K curve (an inverted-U on the window axis, mirroring the regime

curve of Figure 1):

 ΔAcc.

    |        ____

    |      /      \

    |     /        \_

 0  |----/---------- \_-------

    |   /              \__

    |__/__________________\_________

      1    2     5    8      16     Retention window K

A 2D policy map: the best K is regime-dependent. The clearest takeaway is not that any single

window dominates, but that the optimal retention strength varies with the regime. In the retriever-

bottleneck and mismatch rows the peak sits at K ≈ 5; under a strong reader paired with a weak

retriever (GPT-OSS-120B + BM25 / Qwen3-Emb-8B), where there is little answer-bearing signal to

amplify, the best window shifts toward the least-invasive K = 16. Crucially, the saturated end does

not follow a single "just enlarge K" rule: on GPT-OSS-120B + AgentIR only K = 5 roughly matches

no-mask, and on the saturated Tongyi + AgentIR every window — K = 16 included — loses

ground. This upgrades the contribution from a 1D map ("which regime am I in?") to a 2D one

("which K fits my regime?"), while making clear that at the saturated end the safest choice is

often little or no masking rather than a larger window. We will add this table and analysis to the

paper.

3. Comparison against alternative context-management baselines

We deliberately did not benchmark masking against heavier CM methods, for three reasons that

we will state explicitly in the paper. (1) Fair comparison. Most CM methods require method- and

model-specific tuning (new tools, adaptive triggers, learned policies) and do not transfer stably

across the 4B–284B range we study; masking is the one primitive that applies identically to every

backbone. (2) Scope. Our goal is not a SOTA deep-search score but a controlled diagnosis of

when/why/how stale-observation removal helps; a strong, uniform scaffold is the foundation for

that diagnosis, not a leaderboard entry. (3) Trigger regime. Most heavier CM methods target

context-window overflow (e.g., a 50K–120K trigger under a 128K context window limit), whereas in

our setting almost no query approaches the model's input context window limit.

To make the comparison concrete rather than rhetorical, we add a 50K-token-triggered

summarization baseline: once the working context exceeds 50K tokens, the entire prior context

is replaced by a summary the model writes about its own trajectory (a self-summary, produced by

the same backbone rather than an external summarizer). Averaged over queries the trigger fires

≡
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roughly once per query where it engages, but the incidence is regime-dependent: on strong-

reader / weak-retriever settings that run long it engages on most queries (e.g., GPT-OSS-120B +

BM25 on about two-thirds), whereas on short-trajectory settings it fires on only a minority (e.g.,

Qwen3.5-9B + AgentIR on about one in ten), approaching no-CM there. We compare no-CM, our

masking (K = 5), and this summarization baseline:

Retriever Model

no-

CM

Masking

(K=5)

Summarization (Δ vs no-

CM)

BM25 Qwen3.5-9B 28.9 35.5 24.6 (−4.3)

Qwen3-Emb-

8B

Qwen3.5-9B 46.1 55.7 41.2 (−4.9)

AgentIR-4B Qwen3.5-9B 54.9 63.0 51.2 (−3.7)

BM25 GPT-OSS-120B 44.5 51.8 49.3 (+4.8)

Qwen3-Emb-

8B

GPT-OSS-120B 58.1 63.3 59.5 (+1.4)

AgentIR-4B GPT-OSS-120B 79.4 79.5 69.8 (−9.6)

AgentIR-4B Tongyi-DeepResearch-30B-

A3B

80.7 79.6 71.0 (−9.7)

Analysis. Masking is the more stable primitive: it is the best of the three policies on six of seven

configurations, and never approaches the collapses that summarization exhibits. Summarization

behaves far less predictably. On Qwen3.5-9B, summarization uniformly hurts (−3.7 to −4.9): a 9B

reader depends on verbatim evidence regardless of retriever quality, and cannot reconstruct it

from a lossy summary.

Official Comment Author-Editor Confidential Comment

Response to Reviewer JBWK [Part #3]

Official Comment

by Authors ( Haoxiang Zhang (/profile?id=~Haoxiang_Zhang2), Qixin Xu (/profile?
id=~Qixin_Xu1), Zhuofeng Li (/profile?id=~Zhuofeng_Li1), Lei Zhang (/profile?id=~Lei_Zhang47),
+3 more (/group/edit?id=aclweb.org/ACL/ARR/2026/May/Submission428/Authors))

15 Jul 2026, 22:04 (modified: 03 Aug 2026, 08:30)

Program Chairs, Senior Area Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer
JBWK, Commitment Readers

Revisions (/revisions?id=xHbiK2XB8D)

−

＝ Edit   








Comment:

On GPT-OSS-120B the sign depends on the regime, not the model: under weak/mid retrievers

with the strong GPT-OSS-120B, summarization helps modestly (+4.8, +1.4) because there is little

answer-bearing content to lose, but under the strong AgentIR retriever it collapses by −9.6 —

exactly where masking is safe (+0.1). The same collapse appears on the saturated Tongyi-

DeepResearch (−9.7 vs. −1.1 for masking). In short, summarization's error is precisely the failure

mode our regime map predicts: destructive rewriting of high-recall context that a capable reader

would otherwise exploit. This reinforces the paper's thesis that CM must be calibrated to the

model–retriever regime rather than adopted by default, and that masking's minimality is a

feature, not a limitation.
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We hope our response has clarified your concerns and, through the K sweep and the

summarization comparison, provided stronger evidence for the design choices in our paper. We

would be glad to continue the discussion.
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Paper Summary:

This paper conducts a systematic empirical study of observation masking that replaces stale tool observations in the

agent's trajectory with structural placeholders — across a broad matrix of 8 open-weight LLM agents (4B–284B

parameters) and 3 retrievers (BM25, Qwen3-Emb-8B, AgentIR-4B), evaluated on both an offline benchmark and live-

web benchmarks.

Summary Of Strengths:

● Valuable research direction. Trajectory-level analysis of long-horizon agents is a timely direction, and this paper

makes a meaningful contribution by treating the trajectory itself as an object of empirical study rather than just

training data or CM input. ● Clear methodological framing. I appreciate the authors' honest framing of masking as a

diagnostic instrument rather than a proposed method; this posture is refreshing and enables clean causal claims

about "what removing stale content does". ● Comprehensive experiments. The experimental matrix (8 models × 3

retrievers × 4 benchmarks) is thorough and well-designed, cleanly separating model capacity from retriever recall.

The comclusion are also non-trivial: the saturated-regime collapse (down to −4.8 on GAIA, and Tongyi-DeepResearch

at −1.1 despite the highest recall in the table) directly contradicts the common assumption that CM is a safe default.

Summary Of Weaknesses:

A few minor concerns. K is fixed at 5 throughout, without ablation or justification. Relatedly, the attention analysis in

§5.2 is Qwen-only (4B/9B/35B), yet the paper's most striking finding — the saturated regime — is driven by non-Qwen

models (GPT-OSS-120B, DS-V4-Flash-Max, Tongyi-DeepResearch), leaving the mechanistic explanation not directly

validated on the models that most need it.

Comments Suggestions And Typos:

1. The retention window K=5 is used throughout the paper as the sole setting. Given that K is the only

hyperparameter of the entire method, it would strengthen the paper to explore this dimension more

systematically. Two directions seem particularly worthwhile. First, a K sweep (e.g., K ∈ {1, 3, 5, 10, ∞}) on at least

the sweet-spot configuration (Qwen3.5-35B + AgentIR) and one saturated configuration (Tongyi-DeepResearch +

AgentIR) would clarify whether the observed regime pattern is robust to K, or specific to K=5. It is plausible that

the optimal K is itself regime-dependent — a larger K may protect saturated models from over-pruning while K=5

remains near-optimal in the mismatch regime. If so, the regime map would extend from a 1D story ("which

regime am I in?") to a 2D one ("which K fits my regime?"), which would be a strictly richer finding. Recent work

such as GLM-5 [1] is instructive here: rather than committing to a single retention policy, they explicitly train the

model with two distinct CM modes (Fig 7). The fact that a frontier agent model treats this as a learned choice

rather than a fixed hyperparameter suggests that the community increasingly views the CM configuration as

consequential enough to be co-designed with training, and that different tasks/contexts may call for different

policies. Extending this paper's regime analysis along the K dimension would nicely align with that trend and

would make the contribution more actionable for downstream practitioners.

2. Related to the above, I also wonder whether training–inference consistency could partly explain the observed

regime pattern. CM is increasingly baked into agentic RL training itself [2]. If test-time CM matches what the

model saw during training, the model likely responds well; if it mismatches, the model may look "harmed" even

when it is otherwise capable. In other words, what the paper attributes to model capacity in the saturated regime
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could equally be explained by the size of the train–inference CM gap. I would suggest the authors add a small

ablation to disentangle these two effects.

3. Related to positioning the paper's contribution, I would suggest elevating the summary of CM strategies in

Appendix §A into a comparison table in the main text. The appendix already discusses eight distinct CM

approaches across frontier agent systems. A structured comparison in the main text would immediately draw the

reader's interest and make the paper a more compelling entry point into the CM landscape, especially given how

rapidly this design space is evolving.

[1] GLM-5: from Vibe Coding to Agentic Engineering [2] Agentic RL: Token-In, Token-Out Done Right

(https://huggingface.co/blog/huggingface/tito (https://huggingface.co/blog/huggingface/tito))

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I

missed something that should affect my ratings.

Soundness: 4 = Strong: This study provides sufficient support for all of its claims. Some extra experiments could be

nice, but not essential.

Excitement: 3.5

Overall Assessment: 4 = Conference: I think this paper could be accepted to an *ACL conference.

Ethical Concerns:

There are no concerns with this submission

Reproducibility: 4 = They could mostly reproduce the results, but there may be some variation because of sample

variance or minor variations in their interpretation of the protocol or method.

Datasets: 3 = Potentially useful: Someone might find the new datasets useful for their work.

Software: 3 = Potentially useful: Someone might find the new software useful for their work.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I used a privacy-preserving tool exclusively for the use case(s) approved by

PEC policy, such as language edits
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Comment:

We sincerely thank the reviewer for the thoughtful and encouraging review. We deeply appreciate your

recognition that trajectory-level analysis of long-horizon agents is a valuable research direction, that our

honest framing of masking as a diagnostic instrument enables clean causal claims about what removing stale

content does, and that our experimental matrix (8 models × 3 retrievers × 4 benchmarks) is thorough and

well-designed, cleanly separating model capacity from retriever recall — including the non-trivial saturated-

regime collapse. To address the concerns you raised — K-sensitivity and regime-dependent retention, train–

inference context-management consistency, mechanistic validation on a saturated non-Qwen model, and
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elevating the CM-strategy survey into the main text — we have added a full K-sweep across all three

regimes and an identical attention analysis on the saturated GPT-OSS-120B. We respond to each point

below.

1. K-sweep and regime-dependent retention

We fully agree, and we ran the sweep the reviewer proposed: windows {no-mask, 1, 2, 5, 8, 16}

across all three regimes, including the requested sweet-spot Qwen3.5-35B-A3B + AgentIR and a saturated

Tongyi-DeepResearch + AgentIR configuration. Each cell reports accuracy % (average tool calls per

query); bold marks the best-accuracy window per row.

Retriever Model

no-

mask mask-1 mask-2 mask-5 mask-8

mask-

16

BM25 Qwen3.5-4B 23.6 (55) 28.7

(121)

28.9

(119)

29.9

(104)

24.9 (87) 22.7

(72)

Qwen3-Emb-

8B

Qwen3.5-4B 41.9 (49) 44.9

(100)

46.0

(100)

47.7 (87) 42.9 (80) 39.0

(66)

AgentIR-4B Qwen3.5-4B 48.1 (43) 53.0 (77) 54.5 (83) 58.9 (75) 54.2 (64) 51.6

(55)

BM25 GPT-OSS-20B 32.7 (67) 29.9

(134)

36.0

(116)

38.9

(103)

37.2 (97) 36.3

(87)

Qwen3-Emb-

8B

GPT-OSS-20B 48.0 (64) 47.5

(159)

51.0

(135)

53.7

(116)

48.9

(102)

49.5

(91)

AgentIR-4B GPT-OSS-20B 63.3 (50) 61.7

(163)

66.6

(131)

73.3

(124)

62.7 (91) 61.8

(80)

BM25 GPT-OSS-120B 44.5 (60) 48.6

(136)

49.0

(129)

51.8

(115)

52.3

(106)

55.1

(98)

Qwen3-Emb-

8B

GPT-OSS-120B 58.1 (56) 63.4

(145)

62.7

(135)

63.3

(115)

64.5

(103)

65.3

(90)

AgentIR-4B GPT-OSS-120B 79.4 (44) 71.6

(131)

72.2

(118)

79.5

(113)

75.3 (83) 73.7

(74)

AgentIR-4B Tongyi-DeepResearch-30B-

A3B

80.7 (40) 67.8

(125)

69.9

(110)

79.6 (87) 73.0 (88) 70.5

(75)

AgentIR-4B Qwen3.5-35B-A3B 62.9 (42) 62.5

(152)

64.5

(147)

74.6 (91) 66.1 (92) 61.2

(88)

The no-mask / mask-5 accuracy columns match the manuscript's Table 1

The two headline conclusions are exactly the ones the reviewer anticipated:

The regime pattern is robust to K: the mismatch and retriever-bottleneck rows peak at K ≈ 5 (with K = 2

& 8 close behind) and degrade toward both ends of the window axis. At small K the agent over-prunes

and re-issues tools (tool calls explode without accuracy gains); at large K it discards a big block of

working context in one step and can fall below no-mask.

The optimal K is itself regime-dependent, exactly as the reviewer conjectured: when a strong reader is

paired with a weak retriever (GPT-OSS-120B under BM25 and Qwen3-Emb-8B), the best window shifts

to K = 16, because there is less answer-bearing signal to expose and the least-invasive policy wins. This

elevates the contribution from a 1D map to a 2D one ("which K fits my regime?").
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This aligns directly with GLM-5 [1], which adopts two distinct CM modes (a truncation policy and a

retention-window policy) rather than committing to a single one: when harnessing a frontier agent, the CM

configuration should be treated as a learned, task-dependent choice, which is consistent with our finding that

the right K varies with regime. [1] GLM-5: From Vibe Coding to Agentic Engineering (Zeng et al., 2026).

2. Train–inference context-management consistency

This is an excellent point, and we agree it is a genuine confound worth disentangling from raw model

capacity. We did not run a controlled train-time-CM ablation (it would require retraining backbones under

matched/mismatched CM regimes, which is outside our compute budget and our diagnostic scope), so we

treat this qualitatively and flag it as scoped future work rather than claiming a resolved answer. That said,

our existing results already contain evidence that the saturated-regime effect is not reducible to a train–

inference CM template mismatch.
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Task proficiency and training history likely co-determine effective context-filtering

capacity. We do not claim the two explanations are cleanly separable — a fixed model-level

train–inference gap could well interact differently with each task's trajectory length and retrieval

noise, so a cross-task reversal does not by itself rule out such a gap. What our data do show is

that the effect is strongly task-conditioned rather than a constant per-model offset: GPT-OSS-120B

changes regime across tasks under an identical masking rule — +0.1 on BrowseComp-Plus, −4.8

on GAIA, +8.0 on xBench (manuscript Table 1) — and the sign tracks its no-CM accuracy on each

task (72.8% on GAIA vs. 70.0% on xBench).

The same holds within a single dataset: on BrowseComp-Plus with the identical model and K,

simply swapping the retriever moves the masking gain from +7.3 (BM25) to +5.2 (Qwen3-Emb-

8B) to +0.1 (AgentIR) — a monotonic decay driven purely by retriever recall, with the backbone

and masking rule held fixed. A constant per-model train–inference offset cannot produce this

within-model, within-dataset spread. We do not have visibility into whether these backbones

were trained on CM-style (post-masking) trajectories, so we cannot fully rule out a training-side

contribution; but taken together, the cross-task flip and the within-dataset retriever sweep offer a

revealing glimpse: a model's effective context-filtering / localization capacity is jointly determined

by its task- and retriever-specific proficiency and its training history, rather than fixed by any one

of them alone.

We probe the underlying localization behavior directly through re-opening patterns in §5.2.2, and

we will (i) state this jointly determined framing explicitly, (ii) add the train–inference-consistency

hypothesis to the Limitations as a distinct, testable mechanism, and (iii) note a controlled

ablation (matched vs. mismatched train-time CM on a single backbone) as concrete future work.

≡
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3. Attention analysis on a saturated (non-Qwen) model

We agree that validating the mechanism on a model inside the saturated regime is essential,

since the paper's most striking finding (the saturated collapse) and the attention analysis are

driven by non-Qwen models. We therefore ran the identical §5.2 attention analysis on GPT-OSS-

120B (BrowseComp-Plus + AgentIR, same reasoning-vs-observation role decomposition as Figure

5, Middle).

Qwen3.5-9B +

AgentIR

GPT-OSS-120B + AgentIR

(new)

Mean attention weight — most recent

past turn

reasoning 11.5% 6.8%

observation 9.6% 13.4%

Mean attention weight — oldest past

turn

reasoning (U-shape rebound) 3.8% 2.0%

observation 0.9% 0.8%

Cumulative share over all past turns

reasoning 53.7% 29.8%

observation 25.6% 39.0%

(a) The "safe-to-mask" premise still holds. GPT-OSS-120B mirrors Qwen's positional profile:

attention is heavily front-loaded on the most recent turn and drops sharply through the mid-

trajectory (both roles fall to ≈0.5–0.9% across relative positions 0.4–0.9), with a reasoning-only U-

shape rebound at the oldest turn (2.0%, a 4× increase over the mid-trajectory minimum).

Concretely, decomposing the per-step attention budget by position (0 = most recent, 1 = oldest;

measured on no-CM trajectories, i.e., before any masking is applied), the middle band [0.2–0.8]

carries only ≈11% of the budget for observations and ≈11% for reasoning — this neglected

middle is exactly what masking removes. The high-mass content sits at the two edges, and it is

role-asymmetric: at the recent edge [0–0.2] the mass is dominated by observations (13.4% vs.

6.8% for reasoning at the freshest turn), whereas at the oldest edge [0.8–1.0] it is dominated by

reasoning (the U-shape rebound, 2.0% vs. just 0.8% for observations at the oldest turn). Masking

leaves both edges intact, for a different reason at each end: the recent, observation-heavy edge

is protected by the retention window, while the oldest, reasoning-heavy edge is never masked by

design (masking touches observations only). What masking actually evicts — old out-of-window

observations — is therefore concentrated in the low-mass middle, precisely where observation

attention has already decayed. Masking stale mid-trajectory observations is thus a structurally

safe operation, and the mechanism generalizes beyond Qwen.
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
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Comment:

(b) An attention-mass inversion explains why masking barely helps this model. Whereas

self-generated reasoning dominates attention in Qwen3.5-9B (53.7% vs. 25.6% for observations),

the relationship inverts in GPT-OSS-120B: observations command 39.0% vs. 29.8% for reasoning,

and at the freshest turn observation attention (13.4%) is roughly 2× reasoning (6.8%). GPT-OSS-

120B treats the latest observation as its primary signal rather than maintaining a durable

internal reasoning context. This profile is consistent with the K-sweep behavior of the same

model (#1): GPT-OSS-120B allocates 39.0% of its cumulative attention budget to observations (vs.

25.6% for Qwen3.5-9B), of which only 13.4 points fall on the most recent turn. The remaining

mass lands on earlier observations, precisely the content that masking evicts. For this model,

stale observations are therefore not abandoned content, which explains both why its best

window under weak retrievers is the least-invasive K = 16 and why masking yields near-zero or

negative gains, including the saturated collapse on GAIA (−4.8). We will add this GPT-OSS-120B

middle panel in Figure. 5 and analysis to §5.2.

4. Elevating the CM-strategy summary / related work (Appendix A) into a
main-text table

We agree this would make the paper a more compelling entry point into the CM landscape. We

will promote the Appendix A discussion into a main-text comparison table, structured as follows:

Method Mechanism

Extra tokens

/ tool calls?

Needs

finetuning?

KV-cache

impact

Relation to our

masking

DeepSeek-

V3.2

discard-all

previous context

none no — aggressive limit of

masking (small K)

Claude

Code

trajectory

compaction on

overflow

+summarizer

calls

no breaks reuse

at

compaction

heavier; overflow-

triggered; similar

to our

summarization

baseline

Kimi

Researcher

keep only most

recent tool

results on

overflow

none no preserves

prefix

recent-window

retention,

overflow-triggered

GLM-5 evict reasoning

traces after

milestones;

hybrid

none no partial reuse learned analogue

of our fixed policy

AgentFold proactive online

folding

non-native

tool-calling

loop

yes reduces

reuse

dynamic; higher

integration cost

ReSum rolling

summarization

+summarizer

compute

yes reduces

reuse

similar to our

summarization

baseline (shown

below)

AgentSwing route among

multiple CM

policies

routing

overhead

no policy-

dependent

meta-policy over

primitives like

masking

8/26/26, 10:54 AM Masking Stale Observations Helps Search Agents—Until It Doesn't: A Regime Map and Its Mechanism | OpenReview

https://openreview.net/forum?id=rIG8S1eeZx#discussion 14/21

https://openreview.net/revisions?id=8uRSLqLSrm
https://openreview.net/revisions?id=8uRSLqLSrm


Add:

Method Mechanism

Extra tokens

/ tool calls?

Needs

finetuning?

KV-cache

impact

Relation to our

masking

Trajectory

retrieval

post-hoc re-

search of

completed traces

+retrieval

calls

varies orthogonal complements

eviction rather

than replacing it

The table foregrounds why masking is the natural diagnostic instrument: it is the only method

that adds no tokens, requires no finetuning, and preserves KV-cache reuse.

For the summarization baseline referenced in the table (a 50K-token-triggered rewrite that

replaces the prior context with an LLM-generated summary), we compare no-CM, our masking (K

= 5), and summarization directly:

Retriever Model

no-

CM

Masking

(K=5)

Summarization (Δ vs no-

CM)

BM25 Qwen3.5-9B 28.9 35.5 24.6 (−4.3)

Qwen3-Emb-

8B

Qwen3.5-9B 46.1 55.7 41.2 (−4.9)

AgentIR-4B Qwen3.5-9B 54.9 63.0 51.2 (−3.7)

BM25 GPT-OSS-120B 44.5 51.8 49.3 (+4.8)

Qwen3-Emb-

8B

GPT-OSS-120B 58.1 63.3 59.5 (+1.4)

AgentIR-4B GPT-OSS-120B 79.4 79.5 69.8 (−9.6)

AgentIR-4B Tongyi-DeepResearch-30B-

A3B

80.7 79.6 71.0 (−9.7)

Masking is the best of the three policies on six of seven configurations and never triggers the

collapses summarization exhibits under a strong retriever (e.g., −9.6 on GPT-OSS-120B + AgentIR,

exactly where masking is safe at +0.1), consistent with the regime map: destructive rewriting of

high-recall context is precisely what a capable reader cannot afford.

We hope this addresses your concerns on K-sensitivity, the train–inference confound, and the

mechanistic validation on a saturated model, and that the new evidence strengthens confidence

in the paper's setup. We warmly welcome any further discussion.
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Paper Summary:

This paper examines the effectiveness of context masking (CM) by a window-based masking policy on search agents

of varying capability. It shows that this approach is most effective for systems composed of strong retrievers and mid-

capacity models. Window-based masking is a little less effective for systems with weaker retrievers, and has little

positive effect on systems with strong retrieves and high-capacity models. Several experiments drill down into the

causes of these different behaviors.

Summary Of Strengths:

This paper studies an interesting question - when and why context management helps a search agent. The paper

writing quality is strong, the experimental methodology is appropriate for the research question, and experiments

are done with several retrievers and LLMs of varying capability. Several experiments explain how and why context

management with window-based masking helps some systems more than others. Overall, it is a good template for

how to investigate the effects of context management policies.

Summary Of Weaknesses:

The main weakness is that window-based masking is a simple ("especially lightweight") approach to context

management. The paper provides a one-sentence statement (with citations) that it is widely adopted in deployed

systems, however as the paper also notes, much research attention is focused on more sophisticated approaches. It

isn't clear how long this research will remain relevant.

The paper provides few details about the system ("scaffold") used for the experiments. An experiment shows that it is

a strong system out-of-the-box across the conditions that were varied, but does not explain why it is more effective

than prior published work. The paper does not explain the reasons for, or consequences of, its parameter choices

(e.g., K=5). A reader could not reproduce the experimental results exactly due to the complexity of the search agent

architecture. Probably a knowledgeable reader could reproduce the main ideas and effects with a somewhat similar

architecture. These are not fatal flaws, just areas where a bit more detail would improve clarity.

Comments Suggestions And Typos:

Figure 1 is much too small. Given its importance to the paper, the reader should not have to Zoom to 300% to read it.

Probably it should also appear later in the paper.

Figure 2 requires about 40% of a page, but is a typical system architecture that does not add much value beyond what

is in the text. The most useful part is the token distribution pie chart and histogram on the right side, which only

requires about 12% of a page.

The Related Work section would be more useful if it were Section 2 and used to support the importance / value of

context management by window-based masking. Some of the related work in Appendix A would strengthen the

paper if it were in the main body of the paper where readers are more likely to see it.

Confidence: 4 = Quite sure. I tried to check the important points carefully. It's unlikely, though conceivable, that I

missed something that should affect my ratings.

Soundness: 4 = Strong: This study provides sufficient support for all of its claims. Some extra experiments could be

nice, but not essential.

Excitement: 3 = Interesting: I might mention some points of this paper to others and/or attend its presentation in a

conference if there's time.

Overall Assessment: 3 = Findings: I think this paper could be accepted to the Findings of the ACL.

Limitations And Societal Impact:

n/a

Ethical Concerns:

There are no concerns with this submission

Needs Ethics Review: No
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Reproducibility: 3 = They could reproduce the results with some difficulty. The settings of parameters are

underspecified or subjectively determined, and/or the training/evaluation data are not widely available.

Datasets: 1 = No usable datasets submitted.

Software: 1 = No usable software released.

Knowledge Of Or Educated Guess At Author Identity: No

Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Knowledge Of Paper Source: N/A, I do not know anything about the paper from outside sources

Impact Of Knowledge Of Paper: N/A, I do not know anything about the paper from outside sources

Reviewer Certification: I certify that the review I entered accurately reflects my assessment of the work. If you used

any type of automated tool to help you craft your review, I hereby certify that its use was restricted to improving

grammar and style, and the substance of the review is either my own work or the work of an acknowledged

secondary reviewer.

Publication Ethics Policy Compliance: I did not use any generative AI tools for this review
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Comment:

We sincerely thank the reviewer for the supportive and constructive review. We are grateful that you found

the paper to study an interesting question — when and why context management helps a search agent —

that the writing quality is strong and the methodology appropriate, that our experiments span several

retrievers and LLMs of varying capability, and that the paper is a good template for how to investigate the

effects of context-management policies. To address the concerns you raised — the relevance/longevity of

window-based masking, and the need for more scaffold detail, parameter-choice rationale, and

reproducibility — we have added a full K-sweep and a summarization baseline that show the finding

transfers to heavier CM methods, and we detail below the scaffold, the K = 5 rationale, and the released

code. We respond to each point below.

1. Relevance of window-based masking

We agree masking is deliberately lightweight, but it remains one of the most widely used CM primitives in

deployed systems because it is inexpensive, model-agnostic, and trivial to integrate: search agents such as

Tongyi DeepResearch and MiroThinker, and coding agents such as Claude Code, Codex, and OpenHands,

routinely mask, clear, or truncate history before resorting to more expensive compaction. Moreover, more

sophisticated methods — context compaction [1] and self-editing context management [2] — rest on the

same underlying decision of what to retain, remove, or replace, so a systematic study of masking provides a

foundation for analyzing and improving them.

To show that this foundation is actionable rather than transient, our added experiments give a concrete

decision rule for practitioners. First, a full retention-window sweep (accuracy %, average tool calls per

query):

Retriever Model

no-

mask mask-1 mask-2 mask-5 mask-8

mask-

16

BM25 Qwen3.5-4B 23.6 (55) 28.7

(121)

28.9

(119)

29.9

(104)

24.9 (87) 22.7

(72)
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Retriever Model

no-

mask mask-1 mask-2 mask-5 mask-8

mask-

16

Qwen3-Emb-

8B

Qwen3.5-4B 41.9 (49) 44.9

(100)

46.0

(100)

47.7 (87) 42.9 (80) 39.0

(66)

AgentIR-4B Qwen3.5-4B 48.1 (43) 53.0 (77) 54.5 (83) 58.9 (75) 54.2 (64) 51.6

(55)

BM25 GPT-OSS-20B 32.7 (67) 29.9

(134)

36.0

(116)

38.9

(103)

37.2 (97) 36.3

(87)

Qwen3-Emb-

8B

GPT-OSS-20B 48.0 (64) 47.5

(159)

51.0

(135)

53.7

(116)

48.9

(102)

49.5

(91)

AgentIR-4B GPT-OSS-20B 63.3 (50) 61.7

(163)

66.6

(131)

73.3

(124)

62.7 (91) 61.8

(80)

BM25 GPT-OSS-120B 44.5 (60) 48.6

(136)

49.0

(129)

51.8

(115)

52.3

(106)

55.1

(98)

Qwen3-Emb-

8B

GPT-OSS-120B 58.1 (56) 63.4

(145)

62.7

(135)

63.3

(115)

64.5

(103)

65.3

(90)

AgentIR-4B GPT-OSS-120B 79.4 (44) 71.6

(131)

72.2

(118)

79.5

(113)

75.3 (83) 73.7

(74)

AgentIR-4B Tongyi-DeepResearch-30B-

A3B

80.7 (40) 67.8

(125)

69.9

(110)

79.6 (87) 73.0 (88) 70.5

(75)

AgentIR-4B Qwen3.5-35B-A3B 62.9 (42) 62.5

(152)

64.5

(147)

74.6 (91) 66.1 (92) 61.2

(88)

The no-mask / mask-5 accuracy columns match the manuscript's Table 1

We chose K = 5 because it delivers consistent gains: it is at or adjacent to the accuracy peak for every

retriever-bottleneck and mismatch configuration, and it never triggers the collapses seen at the window

extremes. Second, we compared masking against a heavier 50K-token-triggered summarization baseline:

Retriever Model no-CM Masking (K=5) Summarization (Δ vs no-CM)

BM25 Qwen3.5-9B 28.9 35.5 24.6 (−4.3)

Qwen3-Emb-8B Qwen3.5-9B 46.1 55.7 41.2 (−4.9)

AgentIR-4B Qwen3.5-9B 54.9 63.0 51.2 (−3.7)

BM25 GPT-OSS-120B 44.5 51.8 49.3 (+4.8)

Qwen3-Emb-8B GPT-OSS-120B 58.1 63.3 59.5 (+1.4)

AgentIR-4B GPT-OSS-120B 79.4 79.5 69.8 (−9.6)

AgentIR-4B Tongyi-DeepResearch-30B-A3B 80.7 79.6 71.0 (−9.7)

The heavier method inherits — and amplifies — the same regime-dependent failure that masking reveals (a

−9.6 collapse under a strong retriever with a strong model, exactly where masking is safe). This is why we

believe the finding will remain relevant even as CM methods evolve: the regime map is a property of the

model–retriever pair, not of masking specifically, so it transfers to the compaction and self-editing methods

that will follow. We will sharpen this framing in the (relocated) Related Work section.

[1] ReSum: Unlocking Long-Horizon Search Intelligence. [2] Chroma Context-1: Training a Self-Editing

Search Agent.
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Comment:

2. More details about the search-agent scaffold, K = 5 rationale, and
reproducibility

We want to first clarify two things. The exact code used for every experiment is included in

our submitted supplementary material, so the results are reproducible end-to-end rather than

only in the abstract. And the scaffold's strength is not our main contribution: our work's

contribution is the diagnosis of when and why masking helps; the scaffold exists to make that

diagnosis rest on a strong, uniform baseline rather than an artificially weak one. We will

nonetheless expand §2.3 facilitate reproduction:

Three factored tools mirroring the canonical explore → read → localize loop:

search(query, topn) , open(id, cursor, loc, num_lines) , and find(pattern,

cursor) . Factoring exploration from reading means the agent never regenerates long URLs.

This factoring is not merely cosmetic: OpenResearcher [3] (Table 5 / RQ4) shows that

exposing all three of search / open / find  yields steady gains over a search-only interface,

which our scaffold builds on.

Three decoupled state objects. The trajectory H_t , the rendered context C_t , and a

persistent page pool P_t . P_t  is an append-only, cursor-indexed store of (URL, text)

records that grows monotonically via NEWPAGES(·)  with URL-level deduplication. Crucially,

P_t  is decoupled from the volatile context: masking removes an observation from C_t , but

the page persists in P_t  and stays reachable by cursor/id/URL, so the agent can re-open

masked content without re-searching. This is what makes masking safe rather than

destructive. The value of the interface details is quantified in our manuscript's §5.3 ablation

(Table 2): absolute-URL rendering and error retention lower the open-error rate (e.g.,

blurred-title rendering raises it from 18.6→20.8% on 4B and 20.4→26.2% on 9B).

Parallel tool calls. For backbones that support them, each turn may issue k_t ≥ 1

concurrent invocations; fresh cursors are allocated in call order and overlapping results are

deduplicated at the URL level, enabling multi-perspective exploration in one reasoning step

without inflating |P_t| . This is an emergent/trained capability of several agentic backbones

(Qwen, Tongyi-DeepResearch, DeepSeek-V4) that our scaffold exploits when available; it is

one contributor among several, not the main one. Notably GPT-OSS issues tool calls

sequentially (one per turn) rather than in parallel, yet still attains a strong no-CM baseline in

our scaffold (Figure 3: GPT-OSS-120B +12.4 pts over the best matched public number) —

evidence that the baseline strength comes primarily from the decoupled page pool and

factored tools.

Why this beats prior scaffolds. Externalizing environment state into P_t  (rather than

forcing the model to manage raw page content in a volatile window), together with the

factored tools above and — where the backbone supports it — parallel execution, is what

yields the higher no-CM baseline in Figure 3 (+11.2 / +12.4 / +12.6 pts for GPT-OSS-20B / GPT-

≡
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OSS-120B / Tongyi-DeepResearch over the best matched public numbers). That GPT-OSS

gains this much without parallel tool calls indicates the page pool and factored interface, not

parallelism, are the primary drivers. We will make this causal link explicit.

Reproducibility. We will release the scaffold, prompts (Appendix E), full I/O schemas with

pseudocode (Appendices E, G), and all trajectories, so the main effects are reproducible with

a similar architecture even though exact numbers depend on backbone/retriever versions.

To make the traces concrete, our manuscript's Appendix G provides case studies that are

nearly identical to the raw trajectories (including how observation masking replaces stale

results with placeholders); we warmly invite the reviewer to consult them.

[3] OpenResearcher: A Fully Open Pipeline for Long-Horizon Deep Research Trajectory Synthesis.
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Comment:

3. Figure and Related-Work presentation

We appreciate these concrete suggestions and will act on all three, while noting the intent

behind the original choices:

Figure 1. It was placed early to act as a teaser that frames the three-regime story up front.

We agree the text is too small; we will enlarge it and move it to the top of page 2 so it is

legible without zooming.

Figure 2. It was meant to give the reader a single, self-contained view of the whole setting —

the overall scaffold design and how the retention window is implemented — so that the

paper's setup can be understood from one figure. We accept that it currently claims too

much space; we will reduce its footprint (keeping the informative token-distribution panels)

while preserving the retention-window illustration.

Related Work. We strongly agree that, for a paper about context management, an early

survey of prior CM work is an important bridge for the reader. We will move the Related

Work — especially the context-management section — earlier, before §2, and add another

comparison table at the top of Appendix A, structured as follows so readers encounter the

CM landscape better:

Method Mechanism

Extra tokens

/ tool calls?

Needs

finetuning?

KV-cache

impact

Relation to our

masking

DeepSeek-

V3.2

discard-all

previous context

none no — aggressive limit of

masking (small K)

Claude

Code

trajectory

compaction on

overflow

+summarizer

calls

no breaks reuse

at

compaction

heavier; overflow-

triggered; similar

to our

summarization

baseline

≡
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Add:

Method Mechanism

Extra tokens

/ tool calls?

Needs

finetuning?

KV-cache

impact

Relation to our

masking

Kimi

Researcher

keep only most

recent tool

results on

overflow

none no preserves

prefix

recent-window

retention,

overflow-triggered

GLM-5 evict reasoning

traces after

milestones;

hybrid

none no partial reuse learned analogue

of our fixed policy

AgentFold proactive online

folding

non-native

tool-calling

loop

yes reduces

reuse

dynamic; higher

integration cost

ReSum rolling

summarization

+summarizer

compute

yes reduces

reuse

similar to our

summarization

baseline (shown

below)

AgentSwing route among

multiple CM

policies

routing

overhead

no policy-

dependent

meta-policy over

primitives like

masking

Trajectory

retrieval

post-hoc re-

search of

completed traces

+retrieval

calls

varies orthogonal complements

eviction rather

than replacing it

We hope these clarifications and the additional scaffold detail resolve your concerns on

relevance and reproducibility, and that the supplementary code and case studies give you

confidence in the results. We would welcome any further feedback.
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