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Abstract:

Video Large Language Models (Video LLMs) incur high inference latency due to a large number of visual tokens provided to

LLMs. To address this, training-free visual token pruning has emerged as a solution to reduce computational costs; however,

existing methods are primarily validated on Multiple-Choice Question Answering (MCQA) benchmarks, where coarse-grained

cues often suffice. In this work, we reveal that these methods suffer a sharp performance collapse on fine-grained

understanding tasks requiring precise visual grounding, such as hallucination evaluation. To explore this gap, we conduct a

systematic analysis and identify sink tokens--semantically uninformative tokens that attract excessive attention--as a key

obstacle to fine-grained video understanding. When these sink tokens survive pruning, they distort the model's visual

evidence and hinder fine-grained understanding. Motivated by these insights, we propose Sink-Token-aware Pruning (SToP), a

simple yet effective plug-and-play method that introduces a sink score to quantify each token's tendency to behave as a sink

and applies this score to existing spatial and temporal pruning methods to suppress them, thereby enhancing video

understanding. To validate the effectiveness of SToP, we apply it to state-of-the-art pruning methods (VisionZip, FastVid, and

Holitom) and evaluate it across diverse benchmarks covering hallucination, open-ended generation, compositional reasoning,

and MCQA. Our results demonstrate that SToP significantly boosts performance, even when pruning up to 90% of visual

tokens.
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Metareview:

The paper proposes a training-free visual-token pruning method for Video LLMs that adds a "sink score" to existing

spatial and temporal pruning criteria, motivated by the observation that video LLMs exhibit characteristic sink tokens

in their attention patterns. Initially, R2 (Weak Accept) is positive; R3 (Borderline Reject) raises that the sink score, being

a temporal mean of attention, cannot distinguish always-important tokens from always-attended-but-useless ones,

plus limited mechanistic explanation for video-specific sinks. After rebuttal, R2 marks concerns fully resolved; R3

upgrades to Borderline Accept, accepting the empirical sink discovery and its exploitation as the work's core

contribution. Overall, two reviewers post-rebuttal are positive with one upgrading. Recommend accept.

Final Recommendation: Accept

Rebuttal by Authors
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by Authors ( Kibum Kim (/profile?id=~Kibum_Kim1), Yueqi Wang (/profile?id=~Yueqi_Wang2), Kyle Min (/profile?
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Choose The Contribution Type You Are Using For Your Review: Algorithms/General

Justify The Above Choice:

I agree

Paper Summary:

This paper studies training-free visual token pruning for Video LLMs from the perspective of fine-grained video

understanding, rather than the more commonly used MCQA setting. The main observation is that existing pruning

methods often look reasonably robust on MCQA, but degrade much more severely on tasks requiring precise visual

grounding, such as hallucination evaluation. The paper attributes this gap to “sink tokens,” i.e., visually uninformative

≡
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tokens that nevertheless attract persistently high attention and thus survive pruning. Based on this analysis, the

authors propose Sink-Token-aware Pruning (SToP), a simple plug-in strategy that computes a sink score from

temporally persistent attention and uses it to downweight sink tokens in spatial pruning and promote their removal

in temporal pruning. The method is applied on top of existing pruning frameworks and shows consistent gains across

hallucination evaluation, compositional reasoning, open-ended generation, and MCQA benchmarks.

Paper Strengths:

The sink-token hypothesis is easy to understand and fits the observed behavior: persistent high-attention tokens at

fixed spatial locations are repeatedly retained and appear detrimental to hallucination-sensitive understanding.

Major Weaknesses:

The novelty is somewhat limited at the method level. While the sink-token perspective is interesting, the proposed

mechanism is still fairly lightweight: it mainly adds a sink score to existing spatial and temporal pruning criteria. As a

result, the contribution feels more like a targeted correction term on top of prior attention-based pruning pipelines

than a fundamentally new pruning paradigm.

Minor Weaknesses:

The paper would benefit from a clearer statement of failure cases and when SToP does not help much.

Preliminary Recommendation: 4: Borderline Accept

Justification Of Preliminary Recommendation:

My preliminary recommendation is Borderline Accept. The paper tackles an important problem for efficient Video

LLMs, and the main empirical message is convincing.

Suggestions For Rebuttal:

Please refer to the major weakness part.

Ethics Review Flag: No

Confidence Level: 3: Moderate Confidence - The reviewer is reasonably knowledgeable about the topic. They

understand the paper's methodology and results but may not be a leading expert in the specific subfield.
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Choose The Contribution Type You Are Using For Your Review: Algorithms/General

Justify The Above Choice:

I agree.

Paper Summary:

This paper studies training-free visual token pruning in Video LLMs and observes that existing methods, while

effective on MCQA benchmarks, collapse on fine-grained tasks requiring precise visual grounding (e.g., hallucination

evaluation). Through systematic analysis, the authors identify sink tokens—semantically uninformative tokens that

attract excessive attention—as a key obstacle: when they survive pruning, they distort visual evidence. The authors

propose Sink-Token-aware Pruning (SToP), a plug-and-play method that computes a sink score to quantify each

token's sink tendency and integrates it into existing spatial/temporal pruning methods to suppress such tokens.

Applied on top of VisionZip, FastVid, and Holitom, SToP yields significant gains across hallucination, open-ended

generation, compositional reasoning, and MCQA benchmarks, even when pruning up to 90% of visual tokens.

Paper Strengths:

1. The paper is well-motivated, with clear and intuitive reasoning.

2. The proposed method for identifying sink tokens is simple yet effective.

3. SToP delivers significant performance improvements across benchmarks.

Major Weaknesses:

1. I suggest the authors include more analysis in the main paper on why vision sink tokens arise.

2. The paper lacks visualizations showing which specific tokens are pruned.

Minor Weaknesses:
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N/A

Preliminary Recommendation: 5: Weak Accept

Justification Of Preliminary Recommendation:

The paper identifies a long-standing issue in video LLMs and effectively mitigates it within the token pruning setting.

The proposed method achieves strong performance, supported by comprehensive experiments.

Suggestions For Rebuttal:

See weaknesses.

Ethics Review Flag: No

Ethics Review Flag Justification:

N/A

Confidence Level: 4: High Confidence - The reviewer has strong expertise in the area. They are highly familiar with

the relevant literature and can critically evaluate the paper.

Rebuttal Acknowledgement: 1: My concerns are fully resolved

Final Justification:

Thanks for the rebuttal. My concerns have been fully resolved. I will keep my positive score.

Final Recommendation: 5: Weak Accept

Review
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Choose The Contribution Type You Are Using For Your Review: Algorithms/General

Justify The Above Choice:

I agree

Paper Summary:

This paper identifies "sink tokens"—spatially fixed, temporally persistent high-attention but low-information visual

tokens—as a major barrier to sophisticated video comprehension in visual token pruning for Video LLMs. The authors

present SToP, a training-free, plug-and-play methodology that calculates a sink score (temporal mean of attention)

and incorporates it into spatial pruning and temporal pruning. SToP is used on VisionZip, FastVid, HoliTom, and

FlashVid, and it consistently improves hallucination and compositional reasoning benchmarks, especially when the

pruning ratios are high.

Paper Strengths:

S1. The paper clearly and systematically explains why current pruning methods don't work on fine-grained video

tasks, pointing to a certain type of problematic token as the root cause. The supporting ablation—taking away these

tokens without replacing them and seeing little drop in performance—proves that they don't have any meaning.

S2. The method doesn't need any training, doesn't need any changes to the architecture, and can be added to

existing pruning frameworks with very little code. There are a lot of different baselines, benchmarks, backbones, and

compression ratios used in the experiments.

S3. The improvement is consistent across different types of pruning, and it is most noticeable when the token budget

is tight and aggressive compression is used.

Major Weaknesses:

W1. The sink score cannot tell apart tokens that are always important from tokens that are truly useless. The sink

score is the temporal mean of attention. A high score indicates that a token is consistently attended to across frames,

but persistent attention does not imply low semantic value — tokens corresponding to semantically relevant but

temporally stable regions would be penalized equally. The paper does not provide quantitative evidence to verify that

high-scoring tokens are indeed semantically uninformative.
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W2. The analysis of sink tokens stays at empirical observation, and a deeper understanding could lead to a better

method. The paper identifies sink tokens through attention statistics and confirms they hurt performance, but never

investigates why they arise in vision encoders. The LLM attention sink literature cited by the paper provides a clear

mechanistic explanation (softmax normalization needs a "dump" target), but no comparable analysis is offered for the

vision encoder case. A mechanistic analysis would likely yield a more principled way to identify sink tokens than the

current temporal-mean heuristic. Without understanding the root cause, the method remains an empirical patch

whose reliability across different vision encoders and training recipes is hard to predict.

W3. The sink score is query-agnostic — token importance is decided entirely within the vision encoder, with no

awareness of the question being asked. The same tokens are pruned regardless of the query. In practice, different

questions about the same video require different visual evidence. A token irrelevant to one query may be critical to

another. This query-agnostic design can remove universally useless tokens but cannot adapt to the actual information

need, which bounds the method's ceiling.

Minor Weaknesses:

N/A

Preliminary Recommendation: 3: Borderline Reject

Justification Of Preliminary Recommendation:

The paper only empirically employs sink tokens without mechanistic analysis, making the method quite heuristic.

Suggestions For Rebuttal:

See weaknesses

Ethics Review Flag: No

Confidence Level: 3: Moderate Confidence - The reviewer is reasonably knowledgeable about the topic. They

understand the paper's methodology and results but may not be a leading expert in the specific subfield.

Rebuttal Acknowledgement: 2: My concerns are partially resolved

Final Justification:

Most of the raised questions have been properly addressed by the authors, with two out of three core concerns fully

resolved. Nevertheless, the response fails to provide in-depth and comprehensive elaboration on the formation

mechanism of Video-specific sinks, leaving this theoretical point insufficiently explained. Even so, the core

contribution of this work lies in the successful discovery and effective utilization of Video-specific sinks. Overall, I

increase my rating to 4.

Final Recommendation: 4: Borderline Accept
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