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Abstract:

Humans paint images incrementally: they plan a global layout, sketch a coarse draft, inspect, and refine details, and most
importantly, each step is grounded in the evolving visual states. However, can unified multimodal models trained on text-
image interleaved datasets also imagine the chain of intermediate states? In this paper, we introduce \textbf{process-driven
image generation}, a multi-step paradigm that decomposes synthesis into an \textbf{interleaved reasoning} trajectory of
thoughts and actions. Rather than generating images in a single step, our approach unfolds across multiple iterations, each
consisting of 4 stages: textual planning, visual drafting, textual reflection, and visual refinement. The textual reasoning
explicitly conditions how the visual state should evolve, while the generated visual intermediate in turn constrains and
grounds the next round of textual reasoning. A core challenge of process-driven generation stems from the ambiguity of
intermediate states: how can models evaluate each partially-complete image? We address this through dense, step-wise
supervision that maintains two complementary constraints: for the visual intermediate states, we enforce the spatial and
semantic consistency; for the textual intermediate states, we preserve the prior visual knowledge while enabling the model to
identify and correct prompt-violating elements. This makes the generation process explicit, interpretable, and directly
supervisable. To validate proposed method, we conduct experiments under various text-to-image generation benchmarks.
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Metareview:
The submission initially received mixed reviews. After the rebuttal, reviewer scores were R1: 4 (no response), R2: 3-4
(partially resolved), and R3: 4 (no response). Initial concerns included narrow evaluation (only GenEval and WISE),
eliance on a single backbone (BAGEL-7B), heavy use of proprietary models raising reproducibility concerns,
incomplete inference cost analysis (R1); evaluation benchmarks not requiring interleaved reasoning, and an unfair

baseline comparison (R2); and lack of standard image fidelity metrics, unfair efficiency claims, and additive bias from
subgraph extraction (R3).

Despite the lack of discussion and response from R1 and R3, the AC triplet concluded that the contributions of this
submission outweigh the remaining concerns about the more general evaluation. All ACs agreed to Accept this
submission.

Final Recommendation: Accept
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Interesting Multi-Step Generation Paradigm but Limited Evaluation
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Choose The Contribution Type You Are Using For Your Review: Algorithms/General

Justify The Above Choice:

The paper proposes a new algorithmic framework (Plan-Sketch-Inspect-Refine) for image generation via interleaved
text-visual reasoning, along with a data construction pipeline.

Paper Summary:
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This paper introduces "process-driven image generation," which replaces single-pass image generation with a multi-
step interleaved reasoning process. Built on BAGEL-7B, the model iteratively constructs images through a Plan-
Sketch-Inspect-Refine cycle: it plans what to add via text, sketches a visual draft, inspects for conflicts, and refines if
needed. The training data is constructed via (1) scene-graph-based subsampling for multi-turn generation trajectories
(32K self-sampledHnstruction-intermediateconflictdetection{15K), and (3) image-instruction alignment
reasoning (~15K). The model is fine-tuned end-to-end for 10K steps on 8 H100 GPUs. It achieves 0.83 on GenEval (+4%
over BAGEL-7B base) and 0.76 on WISE (+6%), while using 11x less training data and 8x fewer inference steps
compared to PARM.
Paper Strengths:
¢ The Plan-Sketch-Inspect-Refine framework is intuitive and well-motivated. It mirrors how humans construct
complex scenes, and the idea of making generation iterative and self-correcting is appealing. The qualitative
examples in Fig. 1 and Fig. 4 effectively demonstrate how the model catches and fixes errors mid-generation.
e The efficiency advantage over PARM is significant and well-documented: 0.83 vs. 0.77 on GenEval with 11x less
training data (62K vs. 688K) and ~8x fewer inference steps (131 vs. 1000). Table 4 makes this comparison very
clear.

1. The data construction pipeline is thoughtful. Using scene-graph subsampling to create logically ordered
intermediate states is principled. The finding that self-sampled critiques outperform symbolic (scene-graph-
derived) corrections by +6% (Table 6) is an interesting insight -- training on the model's own failure modes works
better than imposing external corrections.

2. The ablation study is comprehensive (Tables 5-7). The contribution of each component (instruction diversity,
critique type, dual supervision) is systematically evaluated.

3. The interpretability of the generation process is a genuine advantage. You can examine each Plan, Sketch,
Inspect, and Refine step to understand the model's reasoning, which is valuable for debugging and
understanding failure modes.

4. Good comparison against training-free baselines (BAGEL + GPT Planner/Inspector) shows that SFT is essential --
external planning alone causes a 23% collapse (Table 4).

Major Weaknesses:
¢ The evaluation is too narrow. Only GenEval and WISE are used. GenEval is getting saturated among strong
models, and the gains at the top are increasingly marginal. Missing evaluations include:
o T2I-CompBench (widely used for compositional evaluation)
o DPG-Bench for dense prompts
o Standard FID/CLIP metrics on COCO or similar
o Any form of human evaluation Without perceptual quality metrics or user studies, we can't tell if the method
improves compositional correctness at the cost of overall image quality/aesthetics. This is a real concern.

1. The title "Think in Strokes, Not Pixels" is misleading. There are no strokes involved -- the model generates full
raster images via rectified flow diffusion at each step. The "strokes" metaphor is poetic but inaccurate. The paper
would be better served by a more precise title like "Process-Driven Image Generation via Interleaved Reasoning."

2. Only one backbone model is evaluated (BAGEL-7B). The paper describes the method generically but provides zero
evidence it works with other unified multimodal models. Would it work with Janus-Pro, Show-02, or any other
backbone? This limits the claimed generality.

3. The data pipeline relies heavily on proprietary models (GPT-4o for rewriting and judging, Flux-Kontext for image
generation). This raises reproducibility concerns and introduces potential bias from the judge model. These costs
are also not discussed.

4. The inference cost analysis is incomplete. The paper reports 131 inference steps (2.62 reasoning rounds on
average) but doesn't report wall-clock time or memory overhead. For practical deployment, knowing that multi-
step generation takes 2-3x longer is important context.

Minor Weaknesses:
e Some categories in WISE actually decrease: Space drops from 0.75 to 0.73, Culture drops from 0.76 to 0.74 (Table
3). These regressions aren't acknowledged or discussed.

1. Several typos: "foudnation model" (page 2), "btoh" instead of "both" (page 3), "ur model" instead of "Our model"
(page 11). These suggest the paper was rushed.
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2. No failure case analysis. When does the Inspect-Refine loop fail? Does it sometimes loop excessively or make
correct images worse? Understanding failure modes would make the contribution more complete.

3. The scene-graph assumption may not generalize well to abstract or style-focused prompts ("a melancholic sunset
over ruins") where there aren't discrete objects to decompose. The paper doesn't discuss this limitation.

4. Missing comparison with RPG-DiffusionMaster (ICML 2024), which also uses LLM-based decomposition for
compositional image generation, and Self-Correcting LLM-Controlled Diffusion Models (Wu et al., CVPR 2024),
which uses iterative LLM-guided error correction both are directly relevant baselines.

Preliminary Recommendation: 4: Borderline Accept

Justification Of Preliminary Recommendation:

The core idea of process-driven interleaved reasoning is compelling and the efficiency gains over PARM are notable.
The data construction pipeline is well-designed and the ablations are informative. However, the evaluation is limited
to just two benchmarks with no image quality metrics or human evaluation, the method is only tested on one
backbone, the title is misleading, and the paper has quality issues (typos, missing discussions of regressions).

Suggestions For Rebuttal:
1. A small-scale human preference study (e.g., 200 images, comparing multi-step vs. single-pass generation) would
address the quality concern.
2. Report wall-clock inference time for the full multi-step pipeline vs. single-pass BAGEL.
3. Discuss the WISE regressions on Space and Culture categories.
4. Fix the typos and consider a more accurate title.

Ethics Review Flag: No
Confidence Level: 4: High Confidence - The reviewer has strong expertise in the area. They are highly familiar with
the relevant literature and can critically evaluate the paper.

Official Review
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Choose The Contribution Type You Are Using For Your Review: Algorithms/General

Justify The Above Choice:

The paper proposes a novel training methodology and data construction pipeline for unified multimodal models,
enabling process-driven image generation via interleaved textual and visual reasoning. The core deliverables are: (1) a
four-stage Plan - Sketch - Inspect — Refine generation paradigm, (2) three curated data subsets for supervising each
stage, and (3) a finetuned BAGEL-7B model demonstrating improved compositional accuracy on standard T21I
benchmarks. This is an algorithmic contribution to the unified multimodal model and image generation literature.

Paper Summary:

The paper introduces process-driven image generation, a paradigm that decomposes text-to-image synthesis into a
multi-turn, interleaved trajectory of textual plans and visual drafts. The model iterates through four stages per round:
generate an incremental instruction and global scene description; produce a partial visual draft; compare the draft
against the instruction and the instruction against the full prompt; correct any detected misalignment. The approach
is trained via supervised fine-tuning of BAGEL-7B on three data subsets: Multi-Turn Generation, Instruction-
Intermediate Conflict Reasoning, and Image-Instruction Alignment Reasoning (~15K samples adapted from Gen-Ref).
On GenkEval, the method improves BAGEL-7B from 0.79 to 0.83, and on WISE from 0.70 to 0.76. Compared to the
process-based baseline PARM, the method achieves higher accuracy with ~8x lower inference cost and ~11x less
training data.

Paper Strengths:
1. Well-motivated failure mode analysis. The identification of two concrete failure modes—instruction-
intermediate conflicts and image-instruction misalignments is empirically grounded.

2. Principled data construction. Using scene graphs to decompose prompts into logically ordered additive steps
avoids contradictory intermediate states, a genuine challenge unaddressed by prior work.

Major Weaknesses:
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W1: Evaluation benchmarks do not require the interleaved reasoning capability the method proposes. The
paper's core claim is that interleaved visual reasoning improves generation quality, yet experiments are conducted
exclusively on GenEval and WISE—benchmarks that measure compositional instruction-following from a single-pass
output and do not require or reward intermediate visual reasoning steps. To validate the method's central
contribution, it should be evaluated on benchmarks that explicitly require reasoning-driven generation, such as GIR-
Bench[1] and T2I-CoReBench[2], where interleaved intermediate images are likely to provide a measurable
advantage.

W2: Key baseline is unfair. The "BAGEL + GPT (Planner)" baseline uses the untuned base model with an external
planner, making it incomparable to the heavily finetuned proposed method. A cleaner baseline would finetune BAGEL
on the multi-turn data only (without critique) to isolate the contribution of the critique subsets.

[1] GIR-Bench: Versatile Benchmark for Generating Images with Reasoning

[2] Easier Painting Than Thinking: Can Text-to-Image Models Set the Stage, but Not Direct the Play?

Minor Weaknesses:

m1: No failure cases shown. Figure 4 shows only successful trajectories. Including cases where the Inspect stage
misclassifies a valid intermediate or fails to detect a real error is necessary for a balanced characterization of the
method's limitations.

Preliminary Recommendation: 3: Borderline Reject

Justification Of Preliminary Recommendation:

The paper presents a technically sound and well-motivated paradigm for process-driven image generation, with a
principled data construction methodology and thorough ablation studies. The self-sampled critique approach is a
genuinely insightful contribution, and the efficiency advantage over PARM is compelling. However, the most critical
concern is that GenEval and WISE do not require interleaved intermediate images and thus cannot validate the
paper's core claim that visual reasoning improves generation. Without results on reasoning-demanding benchmarks
such as GIR-Bench or T2I-CoReBench (W1), it is unclear whether gains stem from the proposed paradigm or simply
from finetuning. The unfair baseline comparison (W2) further weakens the ablation story. A credible rebuttal must
address W1 to establish the method's core contribution.

Suggestions For Rebuttal:
See Weakness

Ethics Review Flag: No

Confidence Level: 4: High Confidence - The reviewer has strong expertise in the area. They are highly familiar with
the relevant literature and can critically evaluate the paper.

Rebuttal Acknowledgement: 2: My concerns are partially resolved

Final Justification:

The authors have resolved my concerns, and I support the acceptance of the revised paper.

Final Recommendation: 4: Borderline Accept

Review of Submission 8392

Official Review by Reviewer 5NTs @@ 16 Apr 2026, 19:42 (modified: 02 May 2026, 16:00)

® Program Chairs, Senior Area Chairs, Area Chairs, Reviewers, Authors  [§ii Revisions (/revisions?id=shGpyCU9E])
Choose The Contribution Type You Are Using For Your Review: Algorithms/General

Justify The Above Choice:
I agree

Paper Summary:

This paper introduces a process-driven image generation paradigm that departs from the traditional single-pass
diffusion process. It models image generation as an interleaved reasoning trajectory of thoughts and visual actions.
The method decomposes the generation into four recurring stages: textual planning, visual drafting, textual
inspection, and visual refinement. To address the ambiguity of intermediate states and train the model, the authors
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propose a multi-stage data construction pipeline utilizing scene-graph sub-sampling and self-sampled critiques via
GPT. Finetuning the BAGEL-7B model on this dataset, the proposed method demonstrates solid performance
improvements on compositional alignment and world knowledge reasoning benchmarks.

Paper Strengths:

1. Novelty and Motivation: The motivation to shift from language-driven, single-pass image generation to a visually-
grounded, interleaved multimodal reasoning process is highly timely and compelling. As multimodal LLMs scale,
giving them the ability to see intermediate visual states and self-correct is a promising direction.

2. Technical Soundness: The proposed 4-stage pipeline is logically sound, intuitive, and elegantly implemented within
a unified autoregressive framework.

3. Data Construction: The dual-stream process-critique dataset construction is a notable strength. Using scene-
graphs to enforce incremental spatial/semantic consistency and leveraging the model's own failure modes for the
critique dataset is an effective way to overcome the inherent ambiguity of intermediate visual states.

4. Empirical Evaluation: The method shows substantial absolute gains over the base BAGEL-7B model on alignment
and knowledge-intensive benchmarks, proving that interleaved reasoning successfully enhances spatial
grounding and attribute binding.

Major Weaknesses:

1. The evaluation lacks standard image fidelity metrics. Since this is an image generation paper, metrics like FID and
CLIP score are necessary. The iterative refinement could easily degrade the base model's original texture or
overall aesthetics, and this needs to be properly evaluated.

2. The efficiency claims are somewhat unfair. Comparing 131 steps of this method to 1000 diffusion steps of PARM
ignores the huge latency differences. The 131 steps here involve heavy autoregressive LLM token generation,
which takes significant wall-clock time compared to pure diffusion denoising.

3. The training data relies on extracting subgraphs, which naturally creates an additive bias. It is not clear how the
model handles global style changes or highly abstract prompts.

Minor Weaknesses:
1. There are a few typos across the text, such as "foudnation" in the abstract.

2. The formatting for equations 3 to 6 looks broken and does not align well with the surrounding text.

Preliminary Recommendation: 4: Borderline Accept

Justification Of Preliminary Recommendation:

The paper presents an interesting approach to multimodal reasoning for image generation. The empirical gains on
compositional benchmarks are solid. However, the evaluation has blind spots, most notably the absence of standard
image fidelity metrics and an unfair efficiency comparison based on steps rather than latency. I am leaning towards a
Borderline Accept to see if the authors can address these evaluation gaps in the rebuttal.

Suggestions For Rebuttal:
See the Weaknesses above.

Ethics Review Flag: No
Confidence Level: 3: Moderate Confidence - The reviewer is reasonably knowledgeable about the topic. They
understand the paper's methodology and results but may not be a leading expert in the specific subfield.
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