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LLM agents now perform strongly in software engineering, deep research, GUI automation, and various other applications,

while recent agent scaffolds and models are increasingly integrating these capabilities into unified systems. Yet, most

evaluations still test these capabilities in isolation, which leaves a gap for more diverse use cases that require agents to

combine different capabilities. We introduce CocoaBench, a benchmark for unified digital agents built from human designed,

long horizon tasks that require flexible composition of vision, search, and coding. Tasks are specified only by an instruction

and an automatic evaluation function over the final output, enabling reliable and scalable evaluation across diverse agent

infrastructures. We also present CocoaAgent, a lightweight shared scaffold for controlled comparison across model

backbones. Experiments show that current agents remain far from reliable on CocoaBench, with the best evaluated system

achieving only 45.1% success rate. Our analysis further points to substantial room for improvement in reasoning and

planning, tool use and execution, and visual grounding.

Code Of Ethics: I acknowledge that I and all co-authors of this work have read and commit to adhering to the COLM Code of

Ethics on https://colmweb.org/CoE.html (https://colmweb.org/CoE.html)

Author Guide: I certify that this submission complies with the submission instructions as described on 
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https://colmweb.org/cfp.html (https://colmweb.org/cfp.html), I certify that my submission discloses any substantive use of

LLMs in the research and paper-writing process.

Reciprocal Reviewing Status: This submission is NOT exempt from the Reciprocal Reviewing requirement. (We expect

most submissions to fall in this category.)

Reciprocal Reviewing Author: Zhining Zhang (/profile?id=~Zhining_Zhang1)

Submission Number: 1366

Search keywords... Sort: Newest First

12 / 12 replies shown





Filter by reply type... Filter by author...

− ＝ 

 Everyone Program Chairs Submission1366 Area... Submission1366...

Submission1366 Authors Submission1366... Submission1366... Submission1366...

Submission1366... 

Paper Decision

Decision by Program Chairs 08 Jul 2026, 08:26 (modified: 08 Jul 2026, 13:26)

Program Chairs, Area Chairs, Reviewers, Authors Revisions (/revisions?id=QRtCZDTUSt)



 

Decision: Accept

Comment:

The paper introduces a unified testing framework for agents that combine vision, search, and coding related

capabilities with a clear outcome based evaluation tests and instances covering nine different domains.

Strengths:

The benchmark addresses a key gap in existing agentic benchmarking environments. The overall methodology

for constructing the benchmark is well-motivated and the evaluation afforded by the benchmark is well designed.

The benchmark presents a clear challenge for existing models as evidenced by the low overall numbers.

The authors have also added clear diagnostics and taxonomy for understanding model failures.

Weakness: No major weaknesses.

There were some concerns raised about the use of simple linear control vs stronger harnesses. The author

response provides useful rebuttal here but the authors should include this discussion in the paper to highlight

the upper bound interpretability.
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The other concerns regarding the auditing of the methodology was also addressed well in the author-response.

Constructing hard benchmarks is likely to run into these challenges but the authors have presented credible

evidence for their approach. Incorporating this in the text would greatly strengthen the trust in the benchmark.

Last any LLM as judge use needs to be validated carefully and again the author response addresses this to some

degree.

General response

Official Comment

by Authors ( Haoxiang Zhang (/profile?id=~Haoxiang_Zhang2), Junli Wang (/profile?id=~Junli_Wang3), Zilong
Wang (/profile?id=~Zilong_Wang1), Xiaohan Fu (/profile?id=~Xiaohan_Fu1), +27 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission1366/Authors))
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Comment:

We thank all three reviewers for their positive and constructive feedback. We are encouraged that they recognize the

benchmark as timely, the task interface as clean and infrastructure-agnostic, the automatic evaluation of task

outcomes as a key strength, and CocoaAgent as a useful and reproducible baseline. Here we address the common

questions from reviewers:

1. How does CocoaAgent’s performance change when certain capabilities (vision, search, or coding) are

disabled?

We address this with new experiments under the controlled CocoaAgent scaffold with the GPT-5.4 backbone (the

strongest and most stable configuration in our experiments). When disabling tools for one capability at a time

(partitioned by tool name), the success rates are as follows:

Setting Tools disabled Capabilities

Overall

SR

Δ vs.

Full

Full — V + S + C 36.6% —

−C (no-code) shell_execute , code_execute V + S 23.53% −13.1%

−S (no-

search)

internet access from the sandbox (prompt-required URLs

whitelisted)

V + C 28.10% −8.5%

−V (no-vision) browser_screenshot , image_read S + C 35.95% −0.7%

Removing coding causes the largest drop in success rate, from 36.6% to 23.53% (−13.1%), and removing search causes

the second-largest drop, to 28.10% (−8.5%). This directly supports our claim that these tasks require capability

composition, rather than a single isolated skill.

The drop for no-vision is relatively small. Upon further case studies, we find that, once browser_screenshot  and

image_read  are disabled, agents tend to process images and video in code (PIL, OpenCV, OCR, frame extraction).

This also echoes our findings in the paper that coding can be unexpectedly powerful for agents. However, the missing

visual abilities makes the trajectories much less direct and substantially less efficient: among successful trajectories

on the shared set of prompts, no-vision requires about 1.7x more output tokens and 1.75x more tool calls than the

full setting. We also note that this ablation is only meaningful within GPT-5.4's current ~36% solvable range, and it’s

likely that capability removal will matter more on the harder tail.

2. How to ensure the reliability and reproducibility of the dataset that targets “in the wild” setting

We agree that reproducibility is a key challenge for in-the-wild benchmarks, and we consider it explicitly at

construction and verification time. Generally, the required resources can be classified into three categories:

Self-hosted websites: code kept unchanged, served in a stable environment (e.g., Github Pages).
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Third-party websites: chosen for demonstrated long-term stability, e.g., official YouTube videos that have been

available for years, closed historical GitHub milestones, and ChatGPT conversation-history pages, etc.

Documents: stored in a separate GitHub repository so the corresponding URLs remain persistently accessible.

We also conduct a resource-level drift audit, classifying the resources required by each task as either static/versioned

or live. Among the 153 tasks, only 12 tasks (7.8%) involve resources with minor drift risk, including YouTube videos or

historical versions of tax calculators. The resources used by the remaining tasks are effectively immutable. We are

also committed to actively maintain and update CocoaBench. If any resources become unavailable, the associated

problems will be updated with new resources or removed in the next versions.

Detailed, per-reviewer responses follow in the individual replies below.

A Timely and Practical Cross Modal Benchmark for Unified Digital Agents

Official Review by Reviewer 3uV3 17 May 2026, 08:40 (modified: 08 Jul 2026, 13:20)

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer 3uV3

Revisions (/revisions?id=Rq78usgNOh)







Summary:

This paper introduces CocoaBench, a timely and practical benchmark comprising 153 long-horizon tasks designed to

evaluate unified digital agents "in the wild." Unlike existing benchmarks that focus on isolated capabilities,

CocoaBench forces models to orchestrate visual parsing, web search, and code generation to solve complex

problems. The evaluation framework is purely outcome-oriented, utilizing automatic evaluation functions rather than

imposing rigid, step-by-step procedural constraints on the agent's execution trajectory. The empirical results reveal a

significant performance gap even among frontier models, which demonstrates the necessity for better multi-step

reasoning and cross-modal visual grounding.

Reasons To Accept:

1. The benchmark directly addresses the urgent need in the field for holistic, multi-modal evaluation. By requiring

agents to combine coding and GUI operations, it accurately mirrors the real-world engineering challenges of

building unified agents.

2. The evaluation design strictly focuses on the final outcome rather than penalizing agents for deviating from a

hardcoded execution path.

3. The provided CocoaAgent scaffold is lightweight and effective. The observation that top-performing models

heavily bias their actions toward code execution provides a strong signal that programmatic control flow remains

the most reliable method for complex task resolution.

Reasons To Reject:

No major reason to reject. Several minor suggestions:

1. The paper identifies high level failure modes such as visual grounding errors or reasoning shortcomings.

However, the analysis would benefit from a more fine grained taxonomy.

2. "In the wild" benchmarks often suffer from environment drift, where target websites update their UI or search

engines change their algorithms, breaking the evaluation scripts. The paper should explicitly discuss the

mechanisms CocoaBench uses to ensure long term reproducibility.

3. The CocoaAgent scaffold relies on a naive linear execution loop. For long horizon tasks, this basic harness likely

artificially caps the upper bound of frontier models.

Rating: 8: Top 50% of accepted papers, clear accept

Confidence: 4: The reviewer is confident but not absolutely certain that the evaluation is correct

Ethics Flag: No

Official Comment by Authors

Official Comment

by Authors ( Haoxiang Zhang (/profile?id=~Haoxiang_Zhang2), Junli Wang (/profile?id=~Junli_Wang3),
Zilong Wang (/profile?id=~Zilong_Wang1), Xiaohan Fu (/profile?id=~Xiaohan_Fu1), +27 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission1366/Authors))
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Comment:

We thank the reviewer for the positive assessment and for recognizing the benchmark's holistic, outcome-

oriented design. We address the three suggestions below.

A more fine-grained failure-mode taxonomy
We appreciate this suggestion. In the paper, we attempted to provide a structured failure-mode taxonomy

rather than only high-level buckets. Failures are organized into 3 top-level families and 9 subclasses based

on their failure modes:

Reasoning & Planning (E1): Incorrect Reasoning, Imprecision, Format Error.

Tool & Execution (E2): Infinite Loop, Anti-Bot Barriers, Tool-Result, and Hallucination.

Visual Grounding (E3): Visual Detail, Visual Knowledge, Missing Visual Perception.

The current taxonomy reflects a balance we arrived at through extensive case study and internal

discussion: we found that categories that are too fine tend to become specific to individual tasks and lose

general, transferable diagnostic value, so we settled on failure modes that generalize across the

benchmark. As we expand and update the benchmark and collect a larger, more diverse set of trajectories,

we expect to identify additional meaningful failure categories in future work.

Environment drift / long-term reproducibility
We appreciate this concern. Please also look at our general response on the statement of resources. When

building the benchmark, we made our best efforts to ensure the required resources are stable, and will

actively maintain the benchmark in the future.

We'd like to note that our tasks are not tied to any particular search engine or UIs. Tasks that rely on

information gathering are designed to have unique, objective answers that remain unchanged over time,

provided that all relevant information is gathered and properly interpreted. Changes in search ranking or

UIs do not affect the validity of the expected answer.

On the lightweight CocoaAgent scaffold and frontier-model
headroom
Thanks for pointing out this concern. We fully agree that a lightweight linear loop can cap what frontier

models achieve, and our own error analysis also bears this out: several failure categories — notably

planning / long-horizon control, code/execution (e.g., recoverable runtime errors), and instruction-following /

formatting — are exactly the kind of failures a stronger harness (sub-goal management, retry/verification

loops, output checking) is expected to reduce, whereas categories like visual grounding and reasoning are

more model-intrinsic.

We kept CocoaAgent intentionally lightweight precisely so that backbone comparisons stay fair and

reproducible; it is a foundation but not an upper bound. The paper already shows that stronger external

harnesses (Codex, OpenClaw) recover much of the headroom (≈45% vs. CocoaAgent's 36.6% overall with

GPT-5.4), and we flag a systematic study of more advanced harnesses as an important future work.

A valuable unified-agent benchmark, with some unresolved questions about
composition and evaluation
Official Review by Reviewer 6zu6 11 May 2026, 01:52 (modified: 08 Jul 2026, 13:20)

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer 6zu6

Revisions (/revisions?id=HDV6Jv6Uf4)
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This paper introduces COCOABENCH, a benchmark for unified digital agents that must compose vision, search, and

coding across diverse long-horizon tasks. I find the benchmark timely, useful, and likely valuable to the community.

The task design, automatic evaluators, shared COCOA-AGENT scaffold, and diagnostic analyses make this a solid

contribution, although several core claims would benefit from sharper validation.

Reasons To Accept:

Strong benchmark direction. COCOABENCH targets capability composition rather than single-modality

competence, which is the right level for evaluating modern agent systems.

Clean task interface. Defining tasks by an instruction and final-output evaluator makes the benchmark relatively

infrastructure-agnostic and easy to compare across agents.

Practical automatic evaluation. The use of task-specific evaluation scripts is a major strength and avoids making

the main score dependent on LLM judges.

Good diagnostic analysis. The paper goes beyond accuracy with cost, time, tool-use, scaffold, and failure-mode

analyses.

COCOA-AGENT is a useful addition. A shared scaffold makes backbone comparisons more interpretable and gives

future work a reproducible baseline.

Reasons To Reject:

The automatic evaluation claim needs a stronger audit: final-output proxy evaluators may admit shortcuts,

scraping, cached information, or evaluator-specific artifacts.

The capability composition claim is under-tested: aggregate accuracy does not show whether tasks truly require

vision-search-code composition.

The benchmark needs capability ablations: no-code, no-search, no-vision, DOM-only, screenshot-only, and text-

only settings would clarify what is actually being measured.

The in-the-wild claim needs a clearer reproducibility story: hosted websites, URLs, videos, and documents may

drift unless fully mirrored, versioned, or cached.

The related-work framing is somewhat checklist-like and should more carefully position COCOABENCH against

web/GUI/computer-use benchmarks such as WebArena, VisualWebArena, WorkArena, and OpenCUA.

Questions To Authors:

1. How often can an agent pass the final-output evaluator without following the intended workflow?

2. Can the authors manually audit a sample of passed trajectories for shortcut behavior or evaluator gaming?

3. What is performance by capability combination: vision+search, search+coding, vision+coding, and

vision+search+coding?

4. Can the authors add no-code, no-search, no-vision, DOM-only, screenshot-only, and text-only ablations?

5. Which resources are mirrored or versioned, and which still depend on live web access?

Rating: 8: Top 50% of accepted papers, clear accept

Confidence: 3: The reviewer is fairly confident that the evaluation is correct

Ethics Flag: No

Official Comment by Authors

Official Comment

by Authors ( Haoxiang Zhang (/profile?id=~Haoxiang_Zhang2), Junli Wang (/profile?id=~Junli_Wang3),
Zilong Wang (/profile?id=~Zilong_Wang1), Xiaohan Fu (/profile?id=~Xiaohan_Fu1), +27 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission1366/Authors))

01 Jun 2026, 21:33 (modified: 02 Jun 2026, 02:26)

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer 6zu6

Revisions (/revisions?id=hXQF8TsCVg)
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

Comment:

We thank the reviewer for the detailed, constructive review and for recognizing the benchmark direction,

clean interface, practical automatic evaluation, and diagnostic analyses. We address the concerns below,

supported by new experiments run under the controlled CocoaAgent scaffold (GPT-5.4 backbone).

≡
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Capability composition is under-tested / performance by
capability combination
We address this in two complementary ways.

(a) Per-combination performance of agents. We analyze the success rate by required capability

combination for all evaluated agents:

Agent

vision+search

(n=64)

search+coding

(n=23)

vision+coding

(n=21)

vision+search+coding

(n=42) overall

Codex w/ GPT-

5.4

43.75% 30.43% 47.62% 54.76% 45.10%

OpenClaw w/

GPT-5.4

48.44% 39.13% 57.14% 38.10% 45.10%

OpenClaw w/

Claude-Sonnet-

4.6

32.81% 26.09% 42.86% 38.10% 33.99%

ChatGPT Agent 37.50% 8.70% 28.57% 21.43% 26.80%

Claude Code w/

Claude-Sonnet-

4.6

29.69% 17.39% 23.81% 26.19% 25.49%

OpenAI Deep

Research

4.69% 0.00% 4.76% 2.38% 3.27%

Cocoa Agent w/

GPT-5.4

37.50% 39.13% 52.38% 26.19% 36.60%

Cocoa Agent w/

Gemini-3.1-pro

40.62% 13.04% 33.33% 23.81% 30.72%

Cocoa Agent w/

Gemini-Flash-3.0

23.44% 8.70% 23.81% 19.05% 19.61%

Cocoa Agent w/

Claude-Sonnet-

4.6

21.88% 8.70% 19.05% 9.52% 15.69%

Cocoa Agent w/

Kimi-k2.5

15.62% 0.00% 19.05% 9.52% 11.76%

Cocoa Agent w/

Qwen3.5-397B-

A13B

14.06% 0.00% 14.29% 7.14% 9.80%

The results reveal a more detailed picture: (1) Different LLMs have their specilizations and limitations. E.g.,

Cocoa Agent w/ Gemini-3.1-pro performs strongly on vision+search, but falls behind in tasks requiring

coding, compared to GPT-5.4 (2) The three-way vision+search+coding tasks amplify the difference of agents

systems. They are hardest for most weaker backbones (e.g., CocoaAgent/Claude-Sonnet-4.6 drops to 0.10),

while a well designed agent (Codex w/ GPT-5.4) can perform decently.

(b) Capability-removal ablation. We disable one capability at a time in CocoaAgent w/ GPT-5.4. The full

table and detailed analysis are provided in our General Response.
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Web interaction modality ablations (DOM-only / screenshot-
only)
We additionally evaluate web interaction modality ablations to examine which form of computer-use

observation the agent relies on. This is a separate axis from capability removal. Results for CocoaAgent w/

GPT-5.4 are shown below.

Setting Definition

Overall

SR V+S V+C S+C V+S+C

Full DOM + screenshots 36.60% 39.06% 52.38% 39.13% 26.19%

DOM-only structured DOM/HTML/text, no

screenshots

40.52% 40.62% 47.62% 39.13% 40.48%

screenshot-

only

rendered screenshots, no DOM/raw text 36.60% 37.50% 47.62% 26.09% 35.71%

DOM-only has slightly better overall performance than other settings. However, they should be interpreted

with caution: The choice between structured DOM observations and rendered screenshots is itself an

important research question, but CocoaBench is not designed to isolate this factor. Our tasks primarily

targets at the combination of coding, search, and vision. This is also reflected in the small and mixed

performance differences across task groups.

That said, a qualitative inspection of agent trajectories reveals a trade-off:

With DOM-based structured representations, agents may miss purely visual information. For example,

content rendered as SVG can be silently omitted. This corresponds to our Missing Visual Perception

failure category (E3.3), for which we provide a case study.

Conversely, the structured representations are highly effective on data-heavy tasks (e.g., statistical

tables), because the agent can pull the structured content and process it directly in code.

CocoaAgent provides both interaction modality in the full setting, and a dedicated, controlled is an

interesting direction for future work.
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＝ 
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





Comment:

Auditing the automatic evaluators for shortcuts / scraping /
cached info / gaming
We share the concern that final-output proxy evaluators could admit shortcuts, and avoiding false positives

was a first-class design goal of CocoaBench, enforced at the two stages:

Construction. Our guidelines to task creators explicitly require tasks to be designed against false

positives. CocoaBench tasks typically require complex, open-choice final answers (e.g., precise entity

names, floating-point numbers, or counts greater than 5) rather than simple binary choices, making

accidental "lucky guesses" or systematic gaming structurally difficult.

Verification. Ruling out unintended shortcuts was a key focus of our multi-round verification process.

Some early versions of the tasks did contain exploitable shortcuts, but we iteratively revised them until

≡
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at least two independent reviewers confirmed that each task was free of such issues. For example, the

8-puzzle task was initially implemented as a pure HTML page. We later converted it into a webpage

backed by a server, preventing agents from inspecting the source code and directly inferring the

answer without performing the intended exploration. In addition, we map the sequence of actions an

agent takes to a verification code. To obtain the correct code, the agent must execute the exact

sequence of valid actions. All of these designs ensure that the task only accepts genuinely correct

solutions and prevents shortcuts.

To further quantify residual risk, we conduct a post-hoc trajectory audit. Two authors independently

inspected 70 successful trajectories of CocoaAgent with different models. Across these audits, we found

only 2 anomalous cases:

Evaluator Gaming: In a task requiring the model to identify an artist from an image and count their

awards, the model (GPT-5.4) misidentified the artist but also miscounted the awards in a way that

coincidentally produced the correct final number (6). This resulted in a false positive.

Memorized: In a task involving street view recognition and spatial navigation, the model (Gemini-3.1-

Pro) produced the exact correct location in a single step without using any tools or explicit reasoning.

This suggests the model may have memorized the location and guessed the navigation outcome.

The task construction and verification process, together with the audit results, further demonstrate that

the majority of successful completions follow legitimate, intended workflows that reflect agents'

capabilities in the wild.

In-the-wild reproducibility / which resources are mirrored vs. live
We agree that reproducibility is a key challenge for in-the-wild benchmarks, and we consider it explicitly at

construction and verification time. Please refer to our general response for more details.

Related-work
We will expand the related-work section beyond a checklist to sharpen the contrast:

Axis of evaluation. WebArena / VisualWebArena / WorkArena / OpenCUA primarily evaluates GUI

navigation and computer-use control within a (mostly single) sandboxed environment. CocoaBench

targets the flexible composition of vision, search, and open-ended coding — GUI operation is one

ingredient, not the object of study.

Environment scope. Those benchmarks are confined to a fixed sandbox (self-hosted web apps for

WebArena/VisualWebArena; ServiceNow/enterprise SaaS for WorkArena; desktop apps for OpenCUA).

CocoaBench spans 9 diverse domains of real-world resources ("in the wild").

Evaluation signal. Several prior benchmarks rely on action/trajectory matching or state-checks tied

to the sandbox. CocoaBench uses task-specific automatic evaluators on the final output, which is

infrastructure-agnostic and does not penalize valid alternative execution paths.

Capability coverage. VisualWebArena adds visual grounding to web tasks, but not programmatic

problem-solving; CocoaBench requires agents to write and execute code as a first-class capability

composed with vision and search.

We will add this comparison to the next version of our manuscript.
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Official Comment by Reviewer 6zu6 08 Jun 2026, 22:17

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer 6zu6





Comment:

I thank the authors for the thorough rebuttal; most of my concerns are directly addressed. My one

remaining note is on the capability-composition framing: since the no-vision ablation reduces success by

only 0.7%, maybe consider stating vision's contribution more carefully (e.g., as efficiency rather than

necessity) in the revision. I am raising my score to 8.

Official Review

Official Review by Reviewer LcR8 05 May 2026, 12:14 (modified: 08 Jul 2026, 13:20)

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer LcR8

Revisions (/revisions?id=rP6yJXM7Ei)







Summary:

This paper presents CocoaBench, a benchmark of 153 tasks for evaluating unified digital agents. The tasks cover 9

different domains and measure three essential agent skills through automatic outcome-based evaluation: coding,

searching, and vision understanding. Experimental results on different LLMs and agent scaffolds, including a

CocoaAgent implemented by the authors, show substantial room for further improvement.

Reasons To Accept:

1. The benchmark is timely and fills a gap in existing work by evaluating unified digital agents and covering vision

understanding, searching, and coding capabilities jointly. It also covers 9 different domains with 153 human

annotated tasks.

2. The experiments are solid, showing that the benchmark is reasonably difficult and provides some actionable

insights into where current agents fail.

3. The CocoaAgent framework helps to fairly compare different LLMs with better reproducibility, which can also

facilitate future research in building unified digital agents.

Reasons To Reject:

1. The real-world relevance of tasks collected in this benchmark is not fully clear. How do the authors ensure that

the tasks representing actual use cases of digital agents beyond “collected from the internet or provided by the

task designers”? From what is listed in the appendix, some of them seem to be quite artificial and toy, e.g. solving

an eight-puzzle game and counting the appearance of top-cited reference.

2. Relatedly, it is unclear whether the tasks truly require compositional skill using, especially given the strong

correlation with coding abilities. Annotating the expected skills by humans is okay, but there can be misalignment

with the “cognitive behaviors” of agents. For example, agents can process raw html contents without visual

grounding, recall some knowledge without searching the website, or use CoT for reasoning instead of writing

code. To show that most of the task indeed requires more than one kind of skill, some ablation studies with

CocoaAgent can more directly make the point, e.g., after banning all vision/search/coding tools, on what tasks

does the performance drop and why?

3. Using an LLM judge (Claude Sonnet 4.6) to automate error analysis is understandable, but a small-scale human

calibration study on a sample of the errors is always preferable to ensure the quality of LLM judgements and

show the agreement with human experts.

Rating: 7: Good paper, accept

Confidence: 4: The reviewer is confident but not absolutely certain that the evaluation is correct

Ethics Flag: No
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Revisions (/revisions?id=JWL7IU8hT9)


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Comment:

We thank the reviewer for recognizing the benchmark's timeliness, the solid experiments, and the

reproducibility value of CocoaAgent. We address the three concerns below.

Real-world relevance of the tasks
We agree that real-world relevance is an important consideration for building any benchmarks. We would

like to note that the design of a benchmark inevitably involves a trade-off between calibrating to real-world

tasks and other factors. GDPval, for instance, calibrates strongly to real-world job distributions, but because

most real work is open-ended, it must rely on human evaluation or LLM-as-judge, which introduces

subjectivity and provides less signals to improving future models. Rather than matching the exact

distribution of real-world requests, CocoaBench targets key capabilities that are broadly required across

digital-agent use cases (vision, search, coding, and their combinations) while keeping every task objective

and automatically verifiable.

We'd also like to note that many CocoaBench tasks are grounded in everyday scenarios, e.g., online

shopping for groceries and snacks, or extracting and computing over information from real web pages and

documents. Only a subset look toy-like, and these are included because they stress-test core agent skill

composition, which hopefully can be generalized to more diverse digital tasks.

Do tasks truly require compositional skill, given the strong
correlation with coding?
To test this directly, we disable one capability at a time in CocoaAgent w/ GPT-5.4; the full table and

discussion are in our General Response.

We agree that the human skill labels do not fully match the agent's actual behavior. As discussed in the

paper, and further revealed by our no-vision study, coding turns out to be more powerful for agents than

humans would expect. That said, the final success rate hides details worth noticing: in the no-vision setting,

agents compensate for the missing visual input by issuing far more tool calls (1.75x) and consuming

substantially more tokens (1.7x). We believe a more detailed analysis of these differing cognitive patterns is

an interesting direction for future work.

Human calibration of the LLM-judge error analysis
Thanks for the suggestion. We conduct a human calibration study. Three authors independently and

manually annotated 50 failed trajectories under a double-blind setup (where human annotators could not

see each other's or the LLM's judged labels). We then computed the category-level alignment between

human labels and the Claude-Sonnet judge using Intersection over Union (IoU):

Fully-blinded human–LLM agreement: The average IoU between the initial independent human

annotations and the Claude-Sonnet-4.6 judge's classifications, where human annotators and the LLM

judge were completely blinded to each other's outputs, is 71.53%.

Post-discussion alignment: After a comprehensive cross-review phase where all human annotators and

the LLM ratings were fully unblinded for joint discussion of the discrepancies, the post-alignment IoU

increases to 87.98%.

The human–LLM agreement is reasonably high, which gives us confidence in our taxonomy and supports

our fine-grained failure analysis. Notably, the LLM judge is used only for understanding failure mode

distributions and never for the evaluating agent success rates.
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OpenReview (/about) is a long-term project to advance science through improved peer review

with legal nonprofit status. We gratefully acknowledge the support of the OpenReview

Sponsors (/sponsors). © 2026 OpenReview
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
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Comment:

Thanks for the response! The additional ablation study and human calibration are nice, but I still think that

some of the less realistic tasks should be removed from the benchmark to preserve better quality. That

said, I think it is overall a good piece of work and raised my score.
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