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TL;DR: FERA is a training-free federated reasoning framework that boosts LLM answers by uncertainty-aware aggregation

and self-critique of private client reasoning, enabling decentralized knowledge fusion without sharing data or model

parameters.

Abstract:

Large Language Models (LLMs) exhibit strong multi-step reasoning, but their inference-time performance depends critically

on the quality of available reasoning traces. In many realistic settings, such traces are generated by multiple clients holding

private and heterogeneous data, motivating the problem of federated reasoning, where a server aggregates client-generated

reasoning without centralized training or data sharing. A key challenge is that client reasoning quality is highly query-

dependent, and naive aggregation can amplify miscalibrated confidence and correlated reasoning errors. We propose

Uncertainty-Aware Federated Reasoning (FERA), a training-free framework that aggregates client reasoning using query-

dependent trust weights derived from uncertainty signals, rather than treating all client outputs equally. We instantiate FERA

with Uncertainty-Aware Self-Critique Aggregation (UA-SCA), which leverages structured self-critique and cross-client

verification to identify unsupported reasoning steps and downweight high-confidence but weakly justified traces. We provide

theoretical guarantees on the convergence of the resulting trust-weighted aggregation and demonstrate on multiple

reasoning benchmarks that FERA consistently improves accuracy over standard ensembling baselines, while requiring

minimal communication and no model updates.
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Decision by Program Chairs 08 Jul 2026, 08:27 (modified: 08 Jul 2026, 13:28)

Program Chairs, Area Chairs, Reviewers, Authors Revisions (/revisions?id=t7XtXRltjr)



 

Decision: Accept

Comment:

This paper studies federated reasoning with LLMs, where clients have private or heterogeneous reasoning examples

and the server tries to improve reasoning without directly sharing raw data or model parameters. FERA uses

bidirectional server-client refinement and uncertainty-aware aggregation of reasoning traces. Pros: the problem is

meaningful, the bidirectional formulation has some novelty, and the method is training-free and relatively

lightweight. The rebuttal was helpful: the authors added 200-query and 5-seed experiments, clarified the

assumptions, and several reviewers became more positive. Concerns: the privacy claim is limited without formal DP

guarantees, and the motivating privacy-sensitive scenarios are not fully matched by all benchmarks. It is also not

completely clear how much of the gain comes from the server LLM in aggregation. With those claims kept scoped, the

paper makes a useful contribution.

Review of FERA: Uncertainty-Aware Federated Reasoning for Large Language
Models
Official Review by Reviewer bd8J 08 May 2026, 03:59 (modified: 08 Jul 2026, 13:24)

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer bd8J

Revisions (/revisions?id=qQFwteNFkg)







Summary:

This paper proposes FERA, a training-free framework for federated reasoning with large language models. The setting

assumes a central server that wants to improve reasoning on a query set by coordinating with multiple clients that

each hold private demonstrations, without sharing raw data or performing parameter updates. The core technical

contribution is an iterative server–client co-refinement loop: clients generate reasoning traces with uncertainty

estimates, and the server aggregates and redistributes improved reasoning contexts across rounds. The paper

further introduces Uncertainty-Aware Self-Critique Aggregation (UA-SCA), which weights client contributions using

token-level entropy and performs structured cross-client critique before synthesis. The authors provide a simplified

theoretical analysis under a linear self-attention / linear regression setting and evaluate the method on MMLU-Pro,

AQUA-RAT, and GSM8K, reporting improvements over FedAvg, FLoRA, LLM-Debate, and server-only baselines.

Reasons To Accept:

back arrow ≡
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The paper addresses an important and timely problem. The motivating scenario—improving reasoning when

useful demonstrations are distributed across organizations and cannot be centralized—is relevant to practical LLM

deployment. The formulation of federated reasoning is well motivated, especially given that existing training-based

federated LLM approaches can be expensive, while training-free methods may struggle under client heterogeneity.

The proposed framework is conceptually clear and practically appealing. FERA avoids parameter exchange and

instead communicates only reasoning traces and uncertainty scores. This makes the method easier to deploy than

full or parameter-efficient federated fine-tuning. The three-step protocol—local refinement, client labeling, and server

update—provides a coherent way to iteratively improve both server-side outputs and client-side contexts.

The experimental results are encouraging. The paper reports that FERA outperforms training-based baselines such

as FedAvg and FLoRA, as well as training-free baselines such as LLM-Debate and server-only inference, across MMLU-

Pro, AQUA-RAT, and GSM8K. The ablations further suggest that both uncertainty weighting and self-critique

contribute to the gains.

The paper makes an effort to analyze efficiency and privacy. The authors provide FLOP-based cost comparisons

and argue that FERA is substantially cheaper than FedAvg and FLoRA because it uses forward-only inference rather

than client-side training. The paper also explicitly acknowledges that the privacy guarantee is weaker than formal

differential privacy and provides an empirical leakage audit.

Reasons To Reject:

The experimental setting may be too small to fully support the claims. For MMLU-Pro, the server query set

contains only five questions per category, and for AQUA-RAT and GSM8K the server query set contains 70 problems.

This is a relatively small evaluation set for drawing strong conclusions about robust reasoning improvement. The

paper would be stronger with larger server query sets, confidence intervals, and significance testing.

The privacy claim remains limited. The paper correctly notes that FERA does not provide formal differential privacy

and that reasoning traces may leak information. The NER-based leakage audit is useful, but it only detects certain

explicit identifiers and may miss more subtle leakage, such as memorized facts, domain-specific sensitive attributes,

or reconstructable private examples. Therefore, the privacy discussion should be framed more cautiously.

Reliance on a strong server LLM complicates interpretation. The server uses GPT-4o-mini for aggregation, while

the clients use Qwen3-4B or LLaMA-3.1-8B. Although the authors include a server-only baseline, it is still difficult to

disentangle the gains from the federated protocol versus the server model’s ability to synthesize, critique, and repair

reasoning traces. Stronger controls would help, such as using the same model family for server and clients, varying

server strength, or comparing against centralized multi-sample self-consistency using the same server budget.

The robustness story is incomplete. The method assumes non-strategic clients and self-reported uncertainty. The

paper acknowledges that strategic adversaries could manipulate uncertainty scores, but this is left for future work.

Since federated settings naturally raise concerns about unreliable or malicious clients, this limitation is important and

should be given more prominence.

Rating: 6: Marginally above acceptance threshold

Confidence: 3: The reviewer is fairly confident that the evaluation is correct

Ethics Flag: No

To Reviewer bd8J [1/2]

Official Comment

by Authors ( Tong Yu (/profile?id=~Tong_Yu3), Zhiyong Wang (/profile?id=~Zhiyong_Wang9), Junda Wu
(/profile?id=~Junda_Wu1), Dongruo Zhou (/profile?id=~Dongruo_Zhou1), +5 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission2772/Authors))

30 May 2026, 21:47 (modified: 30 May 2026, 21:52)

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer bd8J

Revisions (/revisions?id=eMlRC5pWd8)

−

＝









Comment:

Q1: The experimental setting may be too small to fully support the claims. For MMLU-Pro, the server query

set contains only five questions per category, and for AQUA-RAT and GSM8K the server query set contains

70 problems. This is a relatively small evaluation set for drawing strong conclusions about robust reasoning

≡
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improvement.

A1: We thank the reviewer for this important comment. Our original experimental setting follows prior

work with similar federated reasoning evaluation protocols [1-3]. To further strengthen the evaluation, we

additionally expand the server query set to 200 queries and repeat the experiments using five

different random seeds to construct different server query sets. Under the larger evaluation setting,

FERA achieves performance comparable to the results reported with 70 server queries. This suggests that

the observed improvements are robust and not tied to a particular query subset or random seed.

Dataset 200 server queries 70 server queries

GSM8K

AQUA-RAT

MMLU-Pro

Q2: The privacy claim remains limited. The paper correctly notes that FERA does not provide formal

differential privacy and that reasoning traces may leak information. The NER-based leakage audit is useful,

but it only detects certain explicit identifiers and may miss more subtle leakage, such as memorized facts,

domain-specific sensitive attributes, or reconstructable private examples. Therefore, the privacy discussion

should be framed more cautiously.

A2: We thank the reviewer for this important comment. Our current privacy evaluation protocol follows

prior work on federated reasoning and federated LLM settings [4-6], where privacy is primarily assessed

through empirical leakage audits rather than formal differential privacy guarantees. We agree that the

reviewer’s concern is valid, as the current NER-based leakage audit mainly captures explicit identifier

leakage and may fail to detect more subtle forms of privacy leakage, such as memorized facts, domain-

specific sensitive attributes, or reconstructable private examples. We will revise the paper to present the

privacy discussion more cautiously and clarify the scope and limitations of the current privacy analysis

more explicitly.

Q3: Reliance on a strong server LLM complicates interpretation. The server uses GPT-4o-mini for

aggregation, while the clients use Qwen3-4B or LLaMA-3.1-8B. Although the authors include a server-only

baseline, it is still difficult to disentangle the gains from the federated protocol versus the server model’s

ability to synthesize, critique, and repair reasoning traces. Stronger controls would help, such as using the

same model family for server and clients, varying server strength, or comparing against centralized multi-

sample self-consistency using the same server budget.

A3: We thank the reviewer for this important comment. Following prior federated reasoning work [1-3,7],

we use a relatively strong server-side LLM for aggregation. We agree, however, that this introduces a

potential confounding factor when interpreting whether the gains arise from the federated protocol itself

or from the server model’s synthesis ability.

To better disentangle these effects, beyond the Server-Only baseline, we already include a matched-

family setting in Figure 14 of the appendix, where both the client and server models use GPT-4o-mini.

In addition, we conduct a new centralized multi-sample self-consistency experiment under a matched

inference budget. The server model generates the same number of reasoning traces as FERA, following

the standard self-consistency majority-voting protocol, but without federated aggregation or client-side

collaboration. The following table summarizes the results. Across five random seeds, FERA consistently

outperforms this inference-budget-matched centralized baseline, suggesting that the gains are not solely

due to additional server-side inference, but also arise from effectively leveraging distributed client

reasoning signals through uncertainty-aware aggregation and iterative refinement.

Dataset Centralized Self-Consistency FERA

GSM8K

AQUA-RAT

94.33 ± 0.76 95.14 ± 0.78

84.67 ± 1.15 84.29 ± 4.29

61.44 ± 1.67 63.85 ± 4.05

88.00 ± 3.86 95.14 ± 0.78

76.86 ± 2.93 84.29 ± 4.29
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Dataset Centralized Self-Consistency FERA

MMLU-Pro 43.59 ± 2.40 63.85 ± 4.05

 Replying to To Reviewer bd8J [1/2]

To Reviewer bd8J [2/2]

Official Comment

by Authors ( Tong Yu (/profile?id=~Tong_Yu3), Zhiyong Wang (/profile?id=~Zhiyong_Wang9), Junda Wu
(/profile?id=~Junda_Wu1), Dongruo Zhou (/profile?id=~Dongruo_Zhou1), +5 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission2772/Authors))

30 May 2026, 21:47 (modified: 30 May 2026, 21:53)

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer bd8J

Revisions (/revisions?id=Vx5zP8um28)

−

＝ 









Comment:

Q4: The robustness story is incomplete. The method assumes non-strategic clients and self-reported

uncertainty. The paper acknowledges that strategic adversaries could manipulate uncertainty scores, but

this is left for future work. Since federated settings naturally raise concerns about unreliable or malicious

clients, this limitation is important and should be given more prominence.

A4: We thank the reviewer for this important comment. We would like to clarify that FERA does not aim

to provide robustness guarantees against strategically adversarial clients, nor does it treat

uncertainty as a secure trustworthiness signal. Instead, uncertainty is used as a soft weighting

mechanism to improve reasoning aggregation under heterogeneous client expertise and uncertainty

characteristics.

Accordingly, the current framework assumes non-strategic clients and focuses on improving collaborative

reasoning quality rather than adversarial robustness. We agree that strategically manipulated uncertainty

scores remain an important limitation for real-world federated deployment and will clarify this assumption

more explicitly in the revision.
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Official Comment

by Authors ( Tong Yu (/profile?id=~Tong_Yu3), Zhiyong Wang (/profile?id=~Zhiyong_Wang9), Junda Wu
(/profile?id=~Junda_Wu1), Dongruo Zhou (/profile?id=~Dongruo_Zhou1), +5 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission2772/Authors))

05 Jun 2026, 10:35 Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer bd8J



 

Comment:

Dear Reviewer,

Thank you again for your thoughtful review.

We have posted our rebuttal and included several additional experiments and analyses in response to your

comments. We would appreciate your consideration of our response.

Please let us know if there are any remaining concerns that we can help clarify.

Thank you for your time and consideration.

 Replying to Follow-up on Rebuttal

Official Comment by Reviewer bd8J

Official Comment by Reviewer bd8J 08 Jun 2026, 07:25

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer bd8J

−

＝ 





Comment:

Thank you for the detailed response. Some of my concerns have been addressed, and I will raise my score

to a 6.

 Replying to Official Comment by Reviewer bd8J

Thank You for Revisiting Our Rebuttal

Official Comment

by Authors ( Tong Yu (/profile?id=~Tong_Yu3), Zhiyong Wang (/profile?id=~Zhiyong_Wang9), Junda Wu
(/profile?id=~Junda_Wu1), Dongruo Zhou (/profile?id=~Dongruo_Zhou1), +5 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission2772/Authors))

08 Jun 2026, 11:01 Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer bd8J

−

＝ 



 

Comment:

Thank you for revisiting our rebuttal and for increasing your score. We are glad that our responses helped

address some of your concerns.

We sincerely appreciate your time, feedback, and consideration. Thank you again.

Promising training free Federated reasoning, but evaluation and privacy
claims need stronger support
Official Review by Reviewer ZzCy 04 May 2026, 23:49 (modified: 08 Jul 2026, 13:24)

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZzCy

Revisions (/revisions?id=sxixcKtuZT)







Summary:

This paper proposes FERA, a training free framework for federated reasoning with LLMs. In this setting, multiple

clients hold private labeled reasoning demos, while a server has queries that need answers but it can't directly access

client data. FERA proceeds over multiple communication rounds. Clients use their local demonstrations and server

provided context to generate reasoning traces, final answers, and token entropy based uncertainty estimates. The

server then aggregates thes responses using Uncertainty Aware Self Critique Aggregation (UA-SCA), which groups

≡

≡
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responses by final answer, critiques/revises conflicting reasoning traces and generates an updated answer weighted

by client uncertainty. The refined server outputs are redistributed as context in later rounds, allowing iterative server

client co-refinement without parameter updates or raw-data sharing.

The authros also evaluate FERA on simulated federated splits of MMLU-Pro, AQUA-RAT, and GSM8K, comparing

against federated training methods, server-only inference, LLM debate, and several ablations. Their main claim is that

FERA improves over baselines across rounds while requiring substantially less computation and communication than

training-based federated methods. This paper also provides a theoretical analysis under a simplified linear self-

attention model, mainly supporting the intuition that uncertainty aware weighting can reduce the effect of noisy

clients.

Reasons To Accept:

Here are the strengths of this work

Motivation, This paper addresses distributed reasoning data that can't be centralized, which is realistic for privacy

sensitive or proprietary domains especially in the industry setting.

It targets a gap between federated training and lightweight prompting methods. Prior federated LLM work

mostly focuses on parameter updates, adapters, soft prompts, etc which are expensive and complex. Existing

training-free methods are cheaper but struggle with privacy preserved client data

Model's query conditioned certainty with token entropy based uncertainty estimation, this is a meaningful

distinction from generic multi agent debate or self consistency. -Aggregates reasoning, not just answers, UA-SCA

critiques and revises intermediate reasoning traces, rather than simply selecting the most common or most

confident final answer.

Iterative co-refinement seems effective, the idea to use server’s refined outputs, feeding back to clients across

rounds, enabling progressive improvement rather than one shot aggregation.

The paper includes relevant baselines, component ablations, and efficiency comparisons showing the value of

uncertainty, self-critique etc.

Reasons To Reject:

Here are the areas for improvement

Evaluation is too small and potentially split sensitive. GSM8K/AQUA-RAT results appear to use only 70 server-

query examples, with no reported multiple splits, variance, confidence intervals, or significance tests.

Benchmark setup may overstate reasoning gains. Clients receive labeled in domain benchmark demonstrations,

so improvements may reflect distributed access to task specific examples rather than a stronger reasoning

method.

Privacy claims are weak. FERA avoids raw data sharing, but transmitted reasoning traces can still leak private

information, the NER-based leakage audit is insufficient for strong privacy claims. The authors do mention this

but I would like to see their solutions to tackle this as a true private / hidden scenarios

Theory is only loosely connected to the method. The convergence proof uses a simplified linear self-attention

model and mainly supports uncertainty weighting, not real LLM self-critique, nonlinear reasoning, biased clients.

Questions To Authors:

Can you report results over multiple random server query/client data splits? Since GSM8K/AQUA-RAT use only 70

server queries, it would be important to see some confidence intervals across several splits to ensure the gains

are not split-specific?

How reliable is token-entropy uncertainty across varioua clients? If clients use different model families, prompt

lengths, decoding settings, or domains, raw entropy may not be calibrated. It would help to report

calibration/accuracy correlations or compare against semantic uncertainty, self-consistency, or verbalized

confidence on more than a tiny sample? (Also semantic similarity, how is it calculated?)

What privacy guarantee should readers assume for transmitted reasoning traces? Since traces may leak

information about client data, it would help to clarify whether FERA is only data-local or whether stronger privacy

mechanisms/evaluations can be added?

Rating: 6: Marginally above acceptance threshold

Confidence: 4: The reviewer is confident but not absolutely certain that the evaluation is correct

Ethics Flag: No
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To Reviewer ZzCy [1/2]

Official Comment

by Authors ( Tong Yu (/profile?id=~Tong_Yu3), Zhiyong Wang (/profile?id=~Zhiyong_Wang9), Junda Wu
(/profile?id=~Junda_Wu1), Dongruo Zhou (/profile?id=~Dongruo_Zhou1), +5 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission2772/Authors))

30 May 2026, 21:55 Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZzCy

−

＝



 

Comment:

Q1: Evaluation is too small and potentially split sensitive. GSM8K/AQUA-RAT results appear to use only 70

server-query examples, with no reported multiple splits, variance, confidence intervals, or significance

tests. Can you report results over multiple random server query/client data splits? Since GSM8K/AQUA-RAT

use only 70 server queries, it would be important to see some confidence intervals across several splits to

ensure the gains are not split-specific?

A1: We thank the reviewer for this important comment. Our original server-query construction follows prior

work with similar federated reasoning evaluation protocols [1-3]. To evaluate potential split sensitivity, we

additionally expand the server query set from 70 to 200 examples and repeat the experiments using

five different random seeds, each corresponding to a different server-query split. The following table

summarizes the results. FERA achieves performance comparable to the main paper with consistently low

variance across splits, suggesting that the observed improvements are robust and not tied to a particular

query subset or random split.

Dataset 200 server queries 70 server queries

GSM8K

AQUA-RAT

MMLU-Pro

Q2: Benchmark setup may overstate reasoning gains. Clients receive labeled in domain benchmark

demonstrations, so improvements may reflect distributed access to task specific examples rather than a

stronger reasoning method.

A2: We thank the reviewer for this important comment. We agree that task-specific demonstrations are

beneficial for downstream performance. However, this factor is already controlled by the Fed-GT

baseline, whose definition and implementation are detailed in Section D.4 (Lines 892–899). Fed-GT

also has access to task-specific information from distributed clients.

If the gains mainly came from distributed benchmark demonstrations, Fed-GT would be expected to

perform similarly to FERA. In practice, FERA consistently outperforms Fed-GT across benchmarks,

suggesting that the improvements also arise from the framework design, particularly uncertainty-aware

aggregation and iterative reasoning refinement.

Moreover, Figure 5 in the paper shows that FERA continues to improve over iterative rounds, indicating that

the framework progressively refines and synthesizes reasoning traces rather than simply retrieving static

task-specific examples.

Q3: Privacy claims are weak. FERA avoids raw data sharing, but transmitted reasoning traces can still leak

private information, the NER-based leakage audit is insufficient for strong privacy claims. The authors do

mention this but I would like to see their solutions to tackle this as a true private / hidden scenarios. What

privacy guarantee should readers assume for transmitted reasoning traces? Since traces may leak

information about client data, it would help to clarify whether FERA is only data-local or whether stronger

privacy mechanisms/evaluations can be added?

A3: We thank the reviewer for this important comment. The privacy setting considered in FERA should

be understood as data-local privacy, not a formal differential privacy guarantee. Raw client data

always remain local; only reasoning traces and uncertainty signals generated for server queries are

transmitted.

94.33 ± 0.76 95.14 ± 0.78

84.67 ± 1.15 84.29 ± 4.29

61.44 ± 1.67 63.85 ± 4.05

≡
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Our current privacy evaluation protocol follows prior federated reasoning and federated LLM work [4-6],

where privacy is primarily assessed through empirical leakage audits. We agree that the NER-based audit is

limited: it mainly detects explicit identifier leakage and may miss semantic leakage, memorized facts,

domain-specific sensitive attributes, or reconstructable private examples.

For truly private or hidden-data scenarios, stronger mechanisms would be needed. FERA could be

combined with differential privacy, secure aggregation, reasoning-trace sanitization, or privacy-oriented

filtering before transmission. We will clarify the threat model, privacy scope, and limitations more explicitly

in the revision.

 Replying to To Reviewer ZzCy [1/2]

To Reviewer ZzCy [2/2]

Official Comment

by Authors ( Tong Yu (/profile?id=~Tong_Yu3), Zhiyong Wang (/profile?id=~Zhiyong_Wang9), Junda Wu
(/profile?id=~Junda_Wu1), Dongruo Zhou (/profile?id=~Dongruo_Zhou1), +5 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission2772/Authors))

30 May 2026, 22:00 (modified: 30 May 2026, 22:00)

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZzCy

Revisions (/revisions?id=tJWlWP2CED)

−

＝ 









Comment:

Q4: Theory is only loosely connected to the method. The convergence proof uses a simplified linear self-

attention model and mainly supports uncertainty weighting, not real LLM self-critique, nonlinear

reasoning, biased clients.

A4: We thank the reviewer for this important comment. The goal of the theoretical analysis is not to fully

characterize modern LLM behaviors such as nonlinear reasoning, iterative refinement, or biased-client

dynamics. Instead, the theory is intended to isolate and analyze the role of uncertainty-aware

weighting in a tractable setting. For this reason, we adopt a simplified linear self-attention model to

study the core aggregation dynamics underlying FERA.

Accordingly, the current analysis mainly provides principled support for the uncertainty-aware weighting

mechanism rather than a complete theoretical characterization of the entire FERA pipeline. At the same

time, our ablation studies and heterogeneous-setting experiments provide additional empirical evidence

that the aggregation mechanisms remain effective in practical LLM settings.

Q5: How reliable is token-entropy uncertainty across varioua clients? If clients use different model families,

prompt lengths, decoding settings, or domains, raw entropy may not be calibrated. It would help to report

calibration/accuracy correlations or compare against semantic uncertainty, self-consistency, or verbalized

confidence on more than a tiny sample?

A5: We thank the reviewer for this important comment. FERA does not rely on globally calibrated entropy

values across clients. As described in Section 4.2, uncertainty weights are normalized on a per-query basis,

so aggregation depends on the relative ordering of uncertainty within the same query rather than absolute

entropy magnitudes across different models.

Appendix F.2 further evaluates heterogeneous client settings with different model scales(Line 1054

to Line 1060) and decoding temperatures(Line 1061 to Line 1065). Although the raw entropy

distributions vary across settings, FERA maintains stable aggregation performance, suggesting that token-

level entropy provides a sufficiently reliable relative uncertainty signal in practice.

Regarding calibration and accuracy correlation, Figures 11 and 12 already show that lower uncertainty

consistently correlates with improved reasoning accuracy across heterogeneous settings and iterative

aggregation rounds.

In addition, Appendix G compares token-level entropy with semantic uncertainty, verbalized confidence,

and sampling-based consistency. The results show highly consistent uncertainty trends, while token-level

entropy is substantially more computationally efficient for federated deployment.
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Q6: semantic similarity, how is it calculated?

A6: We thank the reviewer for pointing this out. In Eq. (1), semantic similarity is computed using cosine

similarity between sentence embeddings. Specifically, we use Sentence-BERT embeddings to represent the

query–reasoning–answer examples and compute pairwise cosine similarity during the MMR-based

demonstration selection process. We will further clarify these implementation details in the revised paper

to improve reproducibility.
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by Authors ( Tong Yu (/profile?id=~Tong_Yu3), Zhiyong Wang (/profile?id=~Zhiyong_Wang9), Junda Wu
(/profile?id=~Junda_Wu1), Dongruo Zhou (/profile?id=~Dongruo_Zhou1), +5 more (/group/edit?
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05 Jun 2026, 10:36 Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZzCy
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 

Comment:

Dear Reviewer,

Thank you again for your thoughtful review.

We have posted our rebuttal and included several additional experiments and analyses in response to your

comments. We would appreciate any further feedback you may have after reviewing our response.

Please let us know if there are any remaining concerns that we can help clarify.

Thank you for your time and consideration.

 Replying to Follow-up on Rebuttal

Official Comment by Reviewer ZzCy

Official Comment by Reviewer ZzCy 08 Jun 2026, 16:21

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZzCy

−
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



Comment:

Thanks for adding the details in the responses and doing additional experiments for addressing the eval

set size concern!

 Replying to Official Comment by Reviewer ZzCy

Thanks for the Feedback
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(/profile?id=~Junda_Wu1), Dongruo Zhou (/profile?id=~Dongruo_Zhou1), +5 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission2772/Authors))

08 Jun 2026, 20:40 Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZzCy



 

Comment:

Thank you for taking the time to revisit our response. We're glad the additional experiments and

clarifications were helpful. We appreciate your feedback and consideration.

Review of Paper 2772

Official Review by Reviewer ZBbF 04 May 2026, 08:13 (modified: 08 Jul 2026, 13:24)

Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZBbF

Revisions (/revisions?id=BGWGwZbbel)







Summary:

This paper proposes FERA, a training-free federated reasoning framework that lets a server coordinate with multiple

clients holding private demonstrations to improve multi-step reasoning by an LLM. The framework runs over 

communication rounds. In each round the server distributes its current query set with reasoning traces to clients.

Each client uses these as in-context demonstrations to refine its local data, generates new reasoning traces with a

token-level entropy uncertainty score for the server queries, and sends them back. The server then runs UA-SCA,

which groups client responses by their final answer, summarizes each group, asks the server LLM to critique each

client trace against the other groups' summaries, and synthesizes a final answer weighted by uncertainty.

Experiments on MMLU-Pro, AQUA-RAT, and GSM8K show gains over FedAvg, FLoRA, LLM-Debate, and a server-only

baseline, with much lower compute than training-based methods.

Reasons To Accept:

1. The bidirectional co-refinement design is genuinely new for federated reasoning. Most prior training-free

methods treat the flow as one-way from clients to server. Using the server context as in-context demonstrations

to refine client data, then feeding the refined client outputs back, is a clean idea that turns the protocol into a

closed loop.

2. UA-SCA goes beyond answer-level uncertainty voting. Grouping client responses by final answer, summarizing

each group, and using cross-group summaries to critique and revise individual traces operates at the reasoning

step level. This addresses a real failure mode of prior aggregation schemes, namely confidently wrong reasoning

under domain mismatch.

3. The communication and compute profile is attractive. The framework transmits only text and a scalar uncertainty

per query.

Reasons To Reject:

1. The benchmarks do not match the motivating scenario. The introduction repeatedly invokes hospitals with

proprietary clinical data, but the experiments use MMLU-Pro, AQUA-RAT, and GSM8K. All knowledge in these

datasets is in the base model's pretraining corpus.

2. AQUA-RAT and GSM8K have no heterogeneity at all. The paper says client data on these two benchmarks is

uniformly partitioned. So whatever gains FERA shows here cannot be attributed to cross-client domain

knowledge fusion.

3. The naming of "self-critique" is inaccurate. In Algorithm 1 the critique is performed by the server LLM, not by the

client that produced the trace. The summarize, critique, and aggregate steps are all executed by the server LLM.

So UA-SCA is really a server-side multi-document reasoning pipeline, not a self-critique mechanism in the sense

used by Reflexion or Self-Refine.

4. The role of the server LLM is not properly disentangled. GPT-4o-mini is strong on its own. Three of the four UA-

SCA operators run on the server LLM. Without an inference-budget-matched comparison, it is hard to tell how

much of the gain comes from client knowledge fusion versus the server LLM doing more inference.

5. Token-level entropy as the uncertainty signal is not stress-tested. The whole pipeline relies on entropy correctly

identifying unreliable clients. But the central failure mode the paper wants to handle is confidently wrong

K
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outputs under domain mismatch, which by definition have low entropy.

Rating: 7: Good paper, accept

Confidence: 4: The reviewer is confident but not absolutely certain that the evaluation is correct

Ethics Flag: No

To Reviewer ZBbF [1/2]

Official Comment

by Authors ( Tong Yu (/profile?id=~Tong_Yu3), Zhiyong Wang (/profile?id=~Zhiyong_Wang9), Junda Wu
(/profile?id=~Junda_Wu1), Dongruo Zhou (/profile?id=~Dongruo_Zhou1), +5 more (/group/edit?
id=colmweb.org/COLM/2026/Conference/Submission2772/Authors))

30 May 2026, 22:14 Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZBbF

−

＝



 

Comment:

Q1: The benchmarks do not match the motivating scenario. The introduction repeatedly invokes hospitals

with proprietary clinical data, but the experiments use MMLU-Pro, AQUA-RAT, and GSM8K. All knowledge in

these datasets is in the base model's pretraining corpus.

A1: We thank the reviewer for this important comment. The hospital scenario in the introduction is

intended as a motivating example rather than the sole target application of FERA. Our primary focus is

collaborative reasoning under heterogeneous client settings, which can be systematically evaluated

using general reasoning benchmarks such as MMLU-Pro, AQUA-RAT, and GSM8K.

Moreover, FERA consistently outperforms strong centralized baselines such as Server-Only(Line 314 to Line

316) and Fed-GT(Line 892 to Line 899), suggesting that there remains substantial room for reasoning

improvement on these benchmarks. This indicates that the gains arise not only from pretrained

knowledge, but also from the framework design, particularly uncertainty-aware aggregation and iterative

reasoning refinement. We will clarify the scope of the motivating examples and benchmark settings more

explicitly in the revision.

Q2: AQUA-RAT and GSM8K have no heterogeneity at all. The paper says client data on these two

benchmarks is uniformly partitioned. So whatever gains FERA shows here cannot be attributed to cross-

client domain knowledge fusion.

A2: We thank the reviewer for pointing this out. We already explicitly state in Section 5.1 that AQUA-RAT

and GSM8K adopt uniform client partitioning and are intended to provide evaluation under

homogeneous data settings.(Line 298 to Line 300). In contrast, the MMLU-Pro experiments serve as the

primary setting for evaluating client heterogeneity and query-dependent expertise through different

Dirichlet splits.

Q3: The naming of "self-critique" is inaccurate. In Algorithm 1 the critique is performed by the server LLM,

not by the client that produced the trace. The summarize, critique, and aggregate steps are all executed by

the server LLM. So UA-SCA is really a server-side multi-document reasoning pipeline, not a self-critique

mechanism in the sense used by Reflexion or Self-Refine.

A3: We thank the reviewer for pointing this out. Our intention was to emphasize that each reasoning trace

is critically examined and revised in the context of competing reasoning paths during aggregation, rather

than to imply the type of autonomous self-reflection used in methods such as Reflexion or Self-Refine. We

appreciate the reviewer’s distinction and will clarify the naming and mechanism description more carefully

in the revision.

Q4: The role of the server LLM is not properly disentangled. GPT-4o-mini is strong on its own. Three of the

four UA-SCA operators run on the server LLM. Without an inference-budget-matched comparison, it is hard

to tell how much of the gain comes from client knowledge fusion versus the server LLM doing more

inference.

A4: We thank the reviewer for this important comment. Following prior federated reasoning work [1-4], we

use a relatively strong server-side LLM for aggregation. We agree, however, that this introduces a potential

confounding factor when interpreting whether the gains arise from the federated protocol itself or from

the server model’s synthesis ability.

≡
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To better disentangle these effects, beyond the Server-Only baseline, we already include a matched-

family setting in Figure 14 of the appendix, where both the client and server models use GPT-4o-mini

(Line 1071 to Line 1082).

In addition, we conduct a new centralized multi-sample self-consistency experiment under a matched

inference budget. The server model generates the same number of reasoning traces as FERA, following

the standard self-consistency majority-voting protocol, but without federated aggregation or client-side

collaboration. The following table summarizes the results. Across five random seeds, FERA consistently

outperforms this inference-budget-matched centralized baseline, suggesting that the gains are not solely

due to additional server-side inference, but also arise from effectively leveraging distributed client

reasoning signals through uncertainty-aware aggregation and iterative refinement.

Dataset Centralized Self-Consistency FERA

GSM8K

AQUA-RAT

MMLU-Pro

88.00 ± 3.86 95.14 ± 0.78

76.86 ± 2.93 84.29 ± 4.29

43.59 ± 2.40 63.85 ± 4.05

 Replying to To Reviewer ZBbF [1/2]

To Reviewer ZBbF [2/2]

Official Comment

by Authors ( Tong Yu (/profile?id=~Tong_Yu3), Zhiyong Wang (/profile?id=~Zhiyong_Wang9), Junda Wu
(/profile?id=~Junda_Wu1), Dongruo Zhou (/profile?id=~Dongruo_Zhou1), +5 more (/group/edit?
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30 May 2026, 22:17 Program Chairs, Area Chairs, Reviewers Submitted, Authors, Reviewer ZBbF

−

＝ 



 

Comment:

Q5: Token-level entropy as the uncertainty signal is not stress-tested. The whole pipeline relies on entropy

correctly identifying unreliable clients. But the central failure mode the paper wants to handle is confidently

wrong outputs under domain mismatch, which by definition have low entropy.

A5: We thank the reviewer for this important comment. FERA does not treat token-level entropy as a

perfectly reliable indicator of correctness, especially under domain mismatch where confidently wrong

outputs may indeed exhibit low entropy. Instead, uncertainty is used as a soft weighting signal within the

aggregation process rather than a strict filtering mechanism.

Importantly, the final aggregation does not rely solely on entropy estimates. FERA additionally incorporates

cross-trace critique and iterative refinement, allowing inconsistent or weak reasoning traces to be

identified through disagreement with other reasoning paths during aggregation.

In addition, Appendix F.2 shows that FERA maintains stable performance across heterogeneous client

models and varying uncertainty characteristics (Line 1054 to Line 1065), suggesting that the framework

is reasonably robust to imperfect uncertainty estimation in practice.
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Comment:

Dear Reviewer,

Thank you again for your thoughtful review.

We have posted our rebuttal and included several additional experiments and analyses in response to your

comments. We would appreciate any further feedback you may have after reviewing our response.

Please let us know if there are any remaining concerns that we can help clarify.

Thank you for your time and consideration.
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Comment:

Thanks to the authors for the detailed rebuttal. It addresses most of my concerns nicely.

Given these clarifications and the new experiment, I've raised my score from 6 to 7. Nice work, and I'd be

happy to see it accepted.
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