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Abstract—Coherence is one of the desirable properties that
determines the quality of Al-generated texts. Coherence ensures
that the ideas are connected in a logical flow and the consistency
in information and facts is maintained. Therefore, models for
understanding and detecting incoherence are crucial to achieve
high-quality AI text generation capabilities. In this paper, we
focus on the task of detecting sentences that are inconsistent
with the overall document context. Supervised models may
not be viable for this task due to the lack of labeled data
on text incoherence. Therefore, we propose a contrastive self-
supervised learning method that relies on both semantic content
and neighborhood contexts of sentences for detecting incoherence.
We propose a complex model that integrates graph neural
networks with language models to contrast and compare two
representations of each sentence—one based on its content and
the other on its neighborhood context—for detecting incoherent
sentences. Extensive experiments on several real-world datasets
show the effectiveness of our proposed method.

Index Terms—incoherence detection, language models, graph
neural networks, contrastive learning

I. INTRODUCTION

Coherence is one of the desirable properties that determines
the quality of Al-generated texts [1]-[4]. Coherence ensures
that the ideas are connected in a logical flow and the con-
sistency in information and facts is maintained. Therefore,
models for understanding and detecting incoherence are cru-
cial to achieve high-quality Al text generation capabilities.
Existing studies for coherence modeling in language models
have been generalized in approximately three main overlap-
ping directions: (1) improve the quality of generated texts by
incorporating coherence modeling and mitigating inconsistent
hallucinations [2], [3], [5]; (2) encode coherence informa-
tion to enhance Al-generated text detection for preventing
misuse of text generative models [6]—[8]; and (3) automatic
detection of incoherence and inconsistency in texts [4], [9]-
[11]. These works have shown that coherence understanding
and conversely detecting incoherence could be beneficial to
downstream tasks such as text generation, essay scoring, Al-
generated text detection.

Thus far, document coherence modeling is often formulated
through different tasks such as document coherence classifi-
cation [9], intruder sentence detection [1], missing sentence
detection and discordant sentence detection [10], and sentence
ordering [12]-[14], which may require supervised informa-
tion that is not always available in most models. Moreover,
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the coherence of sentences may depend on different factors
including the semantic content of sentences, the mentioned
entities, and the sentence positions (i.e., the sentence order)
in the document. A large majority of the above methods often
model these factors separately, which may affect their inco-
herence detection performance. In addition, few unsupervised
methods based on recent advances in language models have
been developed for detecting incoherent sentences. To bridge
these gaps, the overall goal of this paper is to develop self-
supervised models for detecting sentences that are inconsistent
with the overall document context. Our proposed approach
jointly models the semantic content of sentences and their
surrounding context to identify incoherence.

To develop a self-supervised approach for this problem,
we build on the intuition that incoherent sentences are less
semantically aligned with their surrounding context. Following
this intuition and drawing inspiration from multi-view learning
[15], our model represents each sentence from two views:
one based on its own semantic content, and the other derived
from the semantic content of its neighboring sentences. We
model the first view using a language model to learn the
contextual semantic embeddings of sentences. For the second
view, we construct a graph where nodes are sentences and
they are connected based on their positions in the document
(e.g., sentences in a specified context window size will be
connected together as they tend to support each other and share
similar meanings). Given this constructed graph, graph neural
networks are then employed to learn structural representations
of sentences in the document. Our proposed method simulta-
neously learns these two views in a joint model that integrates
graph neural networks with language models. A consistent
sentence should have two representations that align closely,
whereas an inconsistent sentence does not, due to its semantic
content differing from that of its surrounding sentences. By
comparing and contrasting these two representations of each
sentence, we can effectively detect incoherent sentences.

Although coherence modeling and multi-view learning have
been widely and separately explored across different tasks,
their integration remains largely unexplored in the context of
incoherent sentence detection. To the best of our knowledge,
our proposed model is the first based on multi-view learning
approach for solving this task in a self-supervised manner. Our
main contributions are summarized as follows:
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o We propose [Text, a model that integrates graph neural
networks with language models to contrast two repre-
sentations of each sentence based on its content and its
neighborhood context for detecting incoherent sentences.

o To effectively train the proposed model, we design a set
of self-supervised contrastive loss functions that guide
the learning of the two sentence representations. These
objectives encourage the representation derived from a
sentence’s own semantic content to be closely aligned
with the representation constructed from its neighbor-
hood context. Coherent sentences naturally exhibit strong
alignment, whereas incoherent sentences show subtle
discrepancies between their content semantics and con-
textual information. Building on this insight, we define
an incoherence score that quantifies this misalignment,
enabling the model to rank sentences according to their
degree of incoherence.

o Finally, we conduct extensive experiments on several
real-world datasets, comparing the proposed method
with state-of-the-art methods including language models-
based, graph-based, and anomaly detection-based meth-
ods. The results show the effectiveness of our proposed
method for text incoherence detection.

II. PROPOSED MODEL

We now describe our proposed model, /7ext, for detecting
incoherent sentences in documents.

A. Problem Definition

Given a set of D documents where each document d is rep-
resented by a sequence of sentences S = {s1,...,sn}, here
s; denotes the i-th sentence in the sequence and N denotes
the number of sentences in the sequence. The i-th sentence is
represented as a sequence of tokens, s; = {t;1,...,%m,;}
where ¢;, is the u-th token in the sentence ¢, and m; is
the number of tokens in the i-th sentence. Text incoherence
detection aims to learn a model f from the data that can
identify which sentences in a document d are inconsistent with
the overall document context.

B. Model Architecture

Figure 1 illustrates the general architecture of /7ext which
contains two major components: 1) Sentence Embedding
Layer: this layer is used to encode sentences in a document
into sentence embeddings; 2) Graph Neural Network Layer:
this layer is used for learning structural representations of
sentences that model their complex neighborhood relationships
in the document. In the following sections, we present the
details of these layers and discuss the contrastive objective
functions used for training the proposed model. We also
present the proposed incoherence score used to detect inco-
herent sentences in documents.

1) Sentence Embedding Layer: We aim to learn the embed-
ding of each sentence based on its semantic content. This em-
bedding vector represents the first view of the sentence based
solely on its content. For this purpose, we employ a sentence
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Fig. 1: The architecture of the proposed I7ext model.

transformer as a sentence encoder for obtaining contextualized
representations of sentences in the document. More specif-
ically, we use a pretrained sentence-transformer model that
is fine-tuned based on MPNet [16], a masked and permuted
language modeling method, for sentence embedding. This
pretrained sentence-transformer model is obtained by using the
pretrained MPNet' and training a sentence embedding model
on very large sentence level datasets (containing 1B sentence
pairs) using a self-supervised contrastive learning objective.
This pretrained model can be downloaded from HuggingFace
using the name sentence-transformers/all-mpnet-base-v2%. To
let this pretrained model be able to adapt to new domains
in our proposed model architecture in Figure 1, we design a
SimCSE-based contrastive loss for training this model in these
new domains [17]. As shown in the ablation study, this loss
helps improve the incoherence detection performance.

Each sentence of a document represented by a sequence of
tokens, s; = {ti1,...,tim,}. Will go through this sentence
embedding layer. The output will be a set of embedding
vectors of sentences, {C;}¥,, where C; is the embedding
of sentence 7. The sentence embedding C; is calculated based
on the mean pooling strategy (i.e., mean of all output token
vectors), following Sentence-BERT [18].

2) Graph Neural Network Layer: For this layer, we aim to
learn a representation of the sentence based on its neighboring
sentences, which forms the second view of the sentence. The
intuition is that neighboring sentences should have similar
representations as they support each other and share similar
contexts. We therefore construct an undirected graph where
nodes are sentences and the connections between them are de-

'https://huggingface.co/microsoft/mpnet-base
2HuggingFace: sentence-transformers/all-mpnet-base-v2
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termined based on the paragraph structure of document. More
specifically, for a document without a paragraph structure, we
introduce a context window (with size k be the number of sen-
tences) where all sentences in this window are fully connected
to each other and we slide this window with stride equal to
one to construct the full graph covering all sentences. For a
document with multiple paragraphs, we connect the sentences
in each paragraph using the window context approach as above
and the last sentence of a paragraph will be connected to the
first sentence of the next paragraph. In the experiments, we
present an ablation study to show the effects of window size
k on the incoherence detection performance for datasets with
and without a paragraph structure.

Given the constructed graph of sentences, to learn the struc-
tural representations of sentences based on their relationships
with neighbors, we employ Graph Attention Networks [19].
The output features of a node 4, h}, are computed as:

Wp= Y i Wh (1)
JEN (1)U{i}
I exp(LeakyReLU(a [Wh;||Wh;]))
i Zee]\/(i)u{i} exp(LeakyReLU(a T [Wh;||[Wh]))
2

where A (7) is the set of neighbors of node i, W are
parameters. The initial input features of node 7 is C; from
the underlying language model. Stacking multiple GAT layers
allows the model to capture higher-order relationships (i.e.
aggregating information from nodes that are more than 2 hops
away in the undirected graph). However, if we apply too many
GAT layers, it may cause the over-smoothing problem [20].
We vary the number of GAT layers in the experiments to show
their effects.

3) Contrastive Learning Objectives for Model Training:
In this section, we present our contrastive self-supervised
learning strategy for training [7ext model. We design three
contrastive losses for: 1) learning the semantic representation
of the sentence, C;; 2) learning the graph representation of
the sentence, h.; 3) and for connecting and contrasting the
two representations.

For the first contrastive loss, we design a SimCSE-based
loss that uses in-batch negatives [17]. More specifically, for
each sentence, we select its immediate left and right neighbors
as positive samples, as these sentences are expected to be
semantically and contextually related. For its negative samples,
we take all sentences that are from the other documents in the
same mini-batch. The first contrastive loss for learning the
semantic representation of the sentence, C;, is computed as
follows:

ecosine(ci ,Cio1)/T

g - y -
ecosme(Ci,Ci,])/‘r + Zj”il ecosme(Ci,Cj)/T

El(l) =—1o

ecosine(CiA,CiJrl)/T

—log — . 3)

ecosine(Ci,Ciy1)/T + Zjvil ecosine(Ci,C;) /T
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where {C; } 7, are all sentences from the other documents
in the same mini-batch, 7 is the temperature hyper-parameter.
Intuitively, we are training the model to predict and recognize
the left and right sentences (the positives) of a sentence among
the sentences from other documents in the same mini-batch
(the in-batch negatives). For sentence i that is the first or the
last sentence of a paragraph, £ only contains one of the two
terms respectively.

The second contrastive loss component is for learning the
sentence representations based on the sentence graph structure.
Our assumption is that sentences within the same small context
window have node embeddings similar to each other since
these sentences tend to be consistent in terms of semantic
meaning and writing style. Therefore, given the constructed
graph based on the context window approach above, we can
take the neighbors of node ¢ as its positive samples. Based
on the constructed graph, we calculate positive and negative
terms of node ¢ as the following, respectively,

cosine(h;, hy) + 1

t ) = v
pos_term,, (7) | Z 5 4)
JGN(l)
N ()]
h’ n)+1
neg_term,, (% Z cosine( ks ®))

where 1/, is the graph representation vector of node i and N (i)
is the neighbors of node i; {h;}, W( ) are randomly chosen
from the other documents in the same mini-batch. In the above
positive and negative terms, we scale the cosine similarity into
the range of [0, 1]. We obtain the final second constrastive loss
as follows:
Lo(i) = — ~vlog (1 — neg_term,, (4))
(6)

where « is a coefficient for balancing between positive and
negative terms. In this loss, we aim for positive pairs of nodes
to learn similar embeddings, while encouraging negative pairs
of nodes to have embeddings that are as dissimilar as possible.

The third contrastive loss is for connecting and contrasting
the two representations of a sentence, C; (based on the sen-
tence’s own semantic content) and A, (based on the sentence’s
neighborhood context). It involves both sentence embeddings
from the sentence embedding layer and node embeddings from
the graph neural network layer. Since these two representations
may have different scales and dimensions, we employ two
linear projections to map them into the same space.

éi =WiC; + by
hi = Wah!, 4 by

—log (pos_termy, ())

)
®)

For a coherent sentence, its CA*I and }All should be relatively
similar because h; are derived from its neighbors which are
relatively similar to sentence C;. Therefore, we formulate the
positive term as follows:

cosine(C;, hy) + 1
2

pos_term,, (i) =

€))
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On the other hand, we also want to discriminate the repre-
sentations of sentences that are different. Therefore, we add a
negative term that uses a sentence from the other documents
in the same mini-batch as negative samples:

cosine(C, ﬁj) +1
2

where j is a randomly chosen sentence from another document
in the mini-batch. We obtain the third contrastive loss:

L3(i) =

neg_term (i) =

(10)

— Blog (1 — neg_term_, (7))
1D

where (5 is a coefficient for balancing between positive and
negative terms. Finally, we establish the final objective func-
tion for training [7ext as follows:

L(i) = L£1(i) + L2(3) + L3(i)

The final objective function ensures the well alignment of
the two representations of sentences in the two views. The
loss term L£5(7) enforces that sentences located close to each
other in the document obtain similar graph embeddings, i.e.,
h; ~ h’. The loss term L3(i), on the other hand, enforces

that the two representations of a sentence, C and hl, are
similar as they represent the same sentence, i.e., Ci ~ hs.
The negative terms in L5(7) and L3(¢) promote uniformity
on the embedding hypersphere and help the model learn
embeddings that can discriminate between different sentences’
[21]. Intuitively, a coherent sentence should exhibit a strong
alignment for C ~ hl, because that sentence is consistent
with the surrounding context. In contrast, incoherent sentences
show subtle discrepancies between their content semantics and
contextual information, thus having a weaker alignment for
CA‘i ~ iAu Building on this insight, in the next section, we
define an incoherence score that quantifies this misalignment,
enabling the model to rank sentences according to their degree
of incoherence.

For the purpose of learning the two representations C; and
R}, the two loss terms, L£o(i) and L3(4), are enough to train
the model and good performance results can be obtained, as
shown in the experiments. However, those two loss terms do
not optimize the alignment between positive pairs of C; and
their uniformity (i.e., similar sentences should have similar
C;). Therefore, the loss term £ (4) may be necessary to ensure
the proper alignment and discriminative power through C;. As
shown in the ablation study, without £ (%) could hinder the
performance detection of the model.

—log (pos_term, (7))

12)

C. Incoherence Score

As mentioned above, incoherent sentences show subtle
discrepancies between their content semantics and contextual
information, thus having a weaker alignment for C; ~ hi.
Therefore, we can estimate the incoherence score of sentence
i by using pos_term, (7) in Equation 9. The specific idea
is that for an inconsistent sentence, its representation based

31n the loss terms, the representations are normalized to unit vectors in the
cosine similarity.

1503

solely on its content, should be relatively different from the
content representations of its neighbors. In contrast, from the
graph view, since it appears in the same context window of its
neighbors, its learned graph representation would be similar
to the graph representations of its neighbors, which contra-
dicts to the similarity value based on the content. Therefore,
when comparing C; and h; using pos_term (¢) and rank the
sentences based on that score, the inconsistent sentences will
have relatively lower pos_term, (¢). The lower pos_term,, (i),
the more inconsistent the sentence ¢ is.

III. EXPERIMENTS
A. Datasets and Baselines

We conduct experiments using four real-world datasets.
CSAbstructs [22] (single-paragraph documents) is a collection
of 2,189 scientific abstracts in Computer Science domain. The
number of sentences is from 3 to 10. These documents do
not have a paragraph structure. Wikinews* (multi-paragraph
documents) contains 21,403 news articles from Wikinews.
These articles have a paragraph structure. We keep articles
that contain 20-30 sentences and all paragraphs have at least
3 sentences. The remaining corpus has 1,111 articles. Simple
Wikipedia (multi-paragraph documents) includes 249,396 ar-
ticles in Simple English Wikipedia®. Similar to Wikinews, we
keep articles that contain 30-40 sentences and all paragraphs
have at least 3 sentences. The filtered corpus has 1,232 articles.
For CS Introduction (multi-paragraph documents), we collect
and extract the Introduction sections from the LaTeX sources
of 14,924 Computation and Language (CS.CL) articles on
arXiv published in 2025. We remove all figures, tables and
list markup from the source code. We retain articles containing
10-50 sentences, resulting in a final dataset of 1,649 articles.

We compare the following groups of methods:

o Single-View Anomaly Detection methods: LOF [23],
[Forest [24], Deep Isolation Forest [25]. Incoherence
detection can be treated as an anomaly detection problem.
We consider incoherent sentences as anomalies in a
document and apply these anomaly detection methods.
These methods receive sentence embeddings as input
features and predict which sentences are anomalies.

¢ Graph Anomaly Detection methods: RAND [26], PREM-
GAD [27], GAD-NR [28]. For completeness, we also
compare our method with graph-based anomaly detection
methods. These methods take sentence embeddings as
node features. We use the same way to construct the
sentence graph for these methods.

e Pairwise Cosine: This is a graph-based method. We
use the same constructed graph. For this method, the
incoherence score of a sentence is measured by the sum
of cosine similarity from it to all its neighbors. The lower
the score, the more incoherent the sentence is.

e Multi-View Anomaly Detection methods: SeeM [29],
NCMOD [30]. As we are considering two views of

4https://www.megarhyme.com/blog/wikinews—dataset/
Shttp://simple.wikipedia.org
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the sentence, we compare our method with multi-view
anomaly detection methods. We construct two views
of features for each dataset. View 1 is formed by the
sentence embedding features which represents the content
semantics. View 2 is derived solely from the same graph
structure of each document using Node2Vec [31], with
the output feature dimension set to 128.

o MPNET®: We load the pre-trained mpnet-base-v2 model
and perform inference to obtain sentence embeddings.
We then calculate the SimCSE contrastive loss values for
each sentence with positive samples being its left and
right sentences and negative samples being all sentences
from other documents in the mini-batch. We then take
the average of the loss values (corresponding to left and
right sentences) as the incoherence score. The higher the
score, the more incoherent the sentence is.

o IText’: Our proposed complex model integrate graph
neural networks with language models to learn two rep-
resentations of each sentence based on its content and its
neighborhood context for detecting incoherent sentences.

For all baselines compared with [7ext, sentence embeddings
are generated by pre-trained mpnet-base-v2 model. In our
experiments, each method is trained and evaluated on the full
dataset three times, and we report the average performance
across these runs, except for LOF, MPNET, and Pairwise
Cosine, which are deterministic. The performance of inco-
herent sentence detection is measured by the AUC metric
which is widely used for evaluation of anomaly detection
tasks. For IText, we set all hidden dimensions of GAT layers
and Linear layers to be 768. By default, the hyperparameters
are set as follows: 5 = 0.1, v = 0.1, 7 = 0.05, and the
context window size for graph construction is 6. We vary these
hyperparameters in the ablation study to show their effects.
The learning rate is set to 10~° for the sentence-transformer,
10~ for the GAT layers (except 10~° for the CS Introduction
dataset), and 10~2 for the two linear projection layers. By
default, the number of GAT layers is fixed at 2. We vary the
number of GAT layers in the experiments. [7ext is trained for
60 epochs using the Adam optimizer [32].

B. Generating Ground-truth Incoherent Sentences

Following the incoherent sentence generation procedure
in [1], we treat the original documents as coherent. For each
dataset, we randomly select half of the documents and insert
incoherent sentences into them. For a selected document D:

1) We select the top ¢t documents with the highest cosine
similarity scores to document D based on TF-IDF rep-
resentations, denoted as Rp.

2) Randomly select a target sentence s in document D to
be replaced by a candidate sentence from Rp.

3) From all sentences in Rp, we select those whose co-
sine similarity with sentence s falls within the range
[0.1, 0.5], and denote this set as S. Cosine similarity

SHuggingFace: sentence-transformers/all-mpnet-base-v2
Thttps://github.com/thanhphuongl63/IText
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is computed using sentence embeddings generated by
mpnet-base-v2.

Randomly choose a sentence s’ in S as candidate sen-
tence and replace sentence s with s’. s’ is an incoherent
sentence in document D.

4)

C. Experimental Results

1) Incoherent Sentence Detection: Table 1 shows the per-
formance of all methods for incoherent sentence detection.
The results demonstrate that our proposed /7ext model consis-
tently outperforms all baselines by a significant margin across
all four datasets. The performance of single-view anomaly
detection methods, LOF, IForest, and Deep Isolation For-
est, falls short compared to [7ext. This shows that simply
relying on the sentence embeddings but ignoring the graph-
structural information of sentences may hinder the detection
performance. In contrast, considering graph-based methods,
RAND, PREM-GAD, GAD-NR, and Pairwise Cosine, which
take the neighborhood context of sentences into account,
their performance is also not on par compared to I7ext. This
demonstrates that failing to jointly model both content and
neighborhood contexts negatively impacts model performance.
Since we have two representations corresponding to two views
of the sentence, we can treat this problem as a multi-view
anomaly detection problem. The low performance results by
multi-view methods, SeeM and NCMOD, indicate that they
are not appropriate for this task when two views are modeled
independently in their models. A closely related baseline to
our method is MPNET, which relies on a large pretrained
sentence transformer model to perform inference. However,
since MPNET does not model both views simultaneously, its
ability to contrast and compare the two views to highlight
incoherent sentences is limited. The results in Table I validate
the effectiveness of our approach of integrating graph neural
networks with language models and contrastive learning for
incoherent sentence detection.

2) Ablation Study - Vary the hyperparameters ~ and f3:
We show the effect of the hyperparameters v and (5 in the
loss terms Lo(i) and L3(i) on the performance of IText. In
Fig. 2a, we vary 8 and < in the range of [0.001, 0.01, 0.1,
1] and plot the results of IText on CSAbstructs and Wikinews
datasets. The results indicate that 5 = v = 0.1 gives a good
balance of positive and negative terms in the two losses and
produces the highest AUC.

3) Ablation Study - Vary the context window size k:
We conduct experiments for analyzing the effect of context
window size on [Text’s performance for both single-paragraph
(CSAbstructs) and multi-paragraph documents (Wikinews). We
vary the context window size in the range of [2, 4, 6, full-
paragraph]. When the context window size is set to 2, the
sentence graph reduces to a simple sequence where each
sentence is connected to its previous and next sentences. Full-
paragraph means that all sentences in a paragraph are fully-
connected to each other. And for multi-paragraph documents,
besides applying the context window size to each paragraph,
the last sentence of a paragraph will be connected to the first
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TABLE I: Average AUCs of all methods on the four datasets (with context window size k = 6).

| Methods |  CSAbstructs Wikinews Simple Wikipedia  CS Introduction
LOF 74.1570 & 0.0000  86.8694 4 0.0000  88.4334 £ 0.0000  80.2827 % 0.0000
Single-View IForest 76.2272 + 0.2083  81.0991 4+ 0.3709  84.4099 £ 0.2734  80.0691 + 0.2734
Deep Isolation Forest | 83.3554 4+ 1.1004  79.0277 + 1.5632  83.6275 + 1.0891 71.3853 + 1.0891
PREM-GAD 85.3023 4+ 0.0539  86.4186 + 0.0869  91.4282 + 0.0246  89.4644 £ 0.0246
Graph-Based RAND 48.8373 & 1.6459  47.9780 4 2.8488  58.5576 £ 2.0955  45.1830 % 2.0955
P GAD-NR 54.4971 + 7.1954 554901 4+ 2.5963 659177 £ 19175  49.0575 + 1.9175
Pairwise Cosine 84.0727 4+ 0.0000  81.1258 + 0.0000  88.9772 £ 0.0000  70.6910 +£ 0.0000
Multi-View SeeM 61.6831 + 0.7047  54.8340 4+ 0.5604  61.9206 £ 0.5135  56.9364 &+ 0.5135
NCMOD 64.9026 + 0.2080  53.0992 4+ 0.8620  62.3833 £ 0.3586  51.9123 + 0.3586
Sentence Transformer-Based MPNET 81.8565 4+ 0.0000  86.1474 £ 0.0000  91.8730 &+ 0.0000  73.0705 £ 0.0000
IText 88.2783 £ 0.8072  91.4340 £ 0.2615  92.3855 4+ 0.1541  91.6996 + 0.1541
95 110 110 110
I CSAbstructs I CSAbstructs I CSAbstructs I CSAbstructs
907 W Wikinews -2 1001 mmm Wikinews - Wikinews 100{ ™ Wikinews
85 9.64 g5 o8kt IL13 100 9113 - 291.43
o1 0143 91.56 901 876 ;
a0 S I 88.2 870 £
O o] o 80
Zn £ E
80 70
70
65 0 60
0.001  0.01 2 1 6 full 1 2 3 0 Without L1 With £1
B=~ Context Window Size Number of GNN Layers Objective Function
(a) Vary 3 and (b) Vary context window size £ (c) Vary number of GAT layers (d) Investigate the necessity of £
Fig. 2: Varying different components of IText on CSAbstructs and Wikinews.
0.9961 0.7840266  Recurrent neural networks are powerful sequence learners.
0.9936 - They are able to incorporate context information in a flexible way, and are robust to localised distortions of the input data.
0.9926 0.59626585 These properties make them well suited to sequence labelling, where input sequences are transcribed with streams of labels.
0.9988 07515341 Long short-term memory is an especially promising recurrent architecture, able to bridge long time delays between relevant input and output events, and thereby
' ’ access long range context.
- 076195157 The aim of this thesis is to advance the state-of-the-art in supervised sequence labelling with recurrent networks in general, and long short-term memory in
’ particular.
Its two main contributions are (1) a new type of output layer that allows recurrent networks to be trained directly for sequence labelling tasks where the
0.9968 0.74951595  alignment between the inputs and the labels is unknown, and (2) an extension of long short-term memory to multidimensional data, such as images and video
sequences.
On the CIFAR-10 dataset, our method, starting from scratch, can design a novel network architecture that rivals the best human-invented architecture in terms of
test set accuracy.

IText PREM-GAD

Fig. 3: An illustration of incoherent sentence detection by I7ext and PREM-GAD on an abstract in CSAbstructs dataset.

sentence of the next paragraph. The results in Fig. 2b show
that the performance improves as the context window size
increases, reaching a peak at k£ = 6 for both single-paragraph
and multi-paragraph datasets. This can be explained by the
fact that a large context window may include sentences that
are far apart and thus weakly related, introducing noise that
can negatively affect the performance.

4) Ablation Study - Vary the number of GAT layers: Fig. 2¢c
shows how the number of GAT layers affects the performance
of IText model on CSAbstructs and Wikinews datasets. We run
IText with 1, 2, 3 GAT layers. All hidden dimensions are
set to be 768. The results show that stacking multiple GAT
layers allows the model to capture higher-order relationships
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(i.e. aggregating information from nodes that are more than
2 hops away in the undirected graph), and thus improve the
performance. However, if we apply too many GAT layers,
it may cause the over-smoothing problem and reduce the
performance gain. For CSAbstructs, the performance is peak
when the number of GAT layers is 2 and decreases after that.

5) Ablation Study - Effect of the L1 loss: While we cannot
remove the Lo and L3 losses in the total loss because they
are the core losses of the model where A} and C; are learned
and the incoherence score is derived (i.e., Eq. 9), we are able
to add or remove the £; loss to see its effects. In Fig. 2d,
without £, loss, IText still has better performance compared
to baselines. With £, loss, IText even performs better, which
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showcases that £; loss could help increase the performance
by ensuring the proper alignment and discriminative power
through Cj.

6) Ablation Study - Vary the top t: According to the above
procedure for generating ground-truth incoherent sentences,
we select candidate sentences for injecting purpose from
top t documents with the highest cosine similarity scores to
document D. If ¢ is small, the top documents are more similar
to D, which also means that it’s more likely that a selected
candidate sentence will be relatively similar to sentences in
D. This makes the ground-truth sentences more difficult to
detect. That is why in Fig. 4, the performance of IText, PREM-
GAD, Pairwise Cosine, and LOF generally decreases when
t decreases. In any cases, IText shows better performance,
which demonstrates the robustness of our method when the
incoherent sentences are getting hard to detect. In the next
section, we show some examples of incoherent sentences
detected by our method and one of the strongest baselines.

D. Qualitative Study

Fig. 3 shows an example abstract (single-paragraph docu-
ment) from CSAbstructs dataset. The figure shows the inco-
herent sentence highlighted in red and the incoherence score
of each sentence on the left two columns by the two methods,
IText and PREM-GAD. IText can detect this incoherent sen-
tence correctly while PREM-GAD, the second best baseline
on CSAbstructs, cannot.

IV. RELATED WORK

Early studies on coherence modeling can be broadly catego-
rized into local and global coherence approaches. For example,
the Entity-Grid models [33], [34] capture local transitions of
discourse entities across sentences in a document. Extracted
features are used for training a ranking SVM [33]. In [34],
an improvement is made by employing a convolution layer
to transform the grid into distributed representations. These
methods are based on the assumption that entities in discourse
exhibit underlying patterns, known as centering theory [35].
Global coherence modeling approaches, on the other hand, use
Hidden Markov Models to model document structures [36],
[37]. In [36], local and global features are learned jointly
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by combining the entity-grid approach with an HMM-based
content model. Meanwhile, [37] employs HMMs to model
syntactic and intentional structures based on two assumptions:
that sentences with similar syntax share the same commu-
nicative goal, and that there are syntactic regularities between
adjacent sentences

More recent methods avoid handcrafted feature engineering
and adopt embedding-based approaches for coherence mod-
eling [12], [13]. In [12], a set2seq model with an RNN-
based encoder is used to extract sentence embeddings [38].
A pointer network, also RNN-based, serves as the decoder to
sequentially select the next sentence. The coherence score is
defined as the conditional probability of a partial or complete
assignment to the first k£ sentence positions.

Most prior works are designed specifically for the sentence
ordering task, which assesses document coherence based on
arbitrary permutations of a document’s sentences. Our work,
in contrast, focuses on identifying sentences that exhibit in-
consistencies within the document context. A model closely
related to ours is introduced in [9]. This model determines
whether a document is consistent but does not identify the
specific sentences responsible for inconsistencies, limiting
its explainability. The model employs a sentence-transformer
[18], built on BERT [39] or RoBERTa [40], to learn sentence
embeddings. Graph Attention Networks [19] are then used to
propagate information between sentence nodes and form a su-
pernode. Finally, a classification layer classifies the supernode
as consistent or inconsistent.

Multi-view learning [15] aims to leverage multiple views
of data from different sources for enhancing learning per-
formance. Multi-view learning has been utilized in different
tasks such as multi-view classification [41], [42] and multi-
view clustering [43], [44]. These methods are not intended for
text incoherence detection. As another relevant direction, this
problem can be addressed by viewing inconsistent sentences
as anomaly sentences and use unsupervised anomaly detection
methods to detect them [23]-[25]. As shown in the exper-
iments, these methods have lower performance because the
semantic content representation and the neighborhood context
representation are not jointly utilized.

V. CONCLUSION

In this paper, we present a contrastive self-supervised learn-
ing method for detecting incoherent sentences in documents.
By integrating graph neural networks with language models,
IText is able to learn both semantic content and neighborhood
contexts of sentences. To effectively train the proposed model,
we design a set of self-supervised contrastive losses that guide
the learning of the two sentence representations. Extensive
experiments conducted on four real-world datasets demon-
strate that IText consistently outperforms baseline methods,
highlighting its robustness and effectiveness for incoherence
detection. This validates the effectiveness of our proposed
approach for incoherent sentence detection.
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