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Abstract—Triple Modular Redundancy (TMR) is a historical and long-time–used approach for masking various kinds of faults. By
employing redundancy and analyzing the results of three separate executions of the same program, TMR is able to attain excellent
levels of reliability. While TMR provides a desirable level of reliability, it suffers from the high power consumption of the redundant
hardware, a severe detriment to its broad adoption. The energy consumption of TMR can be mitigated if its operations are divided into
two stages, and one stage is dropped in the absence of fault. Such an approach, which is evaluated in recent research, however,
quickly fails in the presence of permanent faults, as we show in this paper.
In this work, we introduce Reactive TMR, a novel energy-efficient approach for tolerating both transient and permanent faults. The key
idea is to detect and deactivate faulty components and re-assign their tasks to functioning ones. Using a combination of static
scheduling and dynamic task-management, our method decouples tasks from cores that are susceptible to result in a faulty execution;
hence, it instinctively tolerates permanent faults and improves both reliability and energy-efficiency. Through a detailed evaluation, we
show that our proposal reduces the energy consumption of baseline TMR by 30% while preserving its reliability. As compared to the
state-of-the-art proposal for TMR, our method, while maintaining the energy consumption, augments hard-fault–tolerance to the
system.

Index Terms—Triple Modular Redundancy, Permanent Faults, Low-Power Design, Real-Time Systems, Multicore Platforms.

F

1 INTRODUCTION

HARD real-time systems presently appear in various applica-
tion areas, from medical operations to space systems. Com-

puter systems optimized for the execution of such applications
should offer high criteria of reliability, because a system failure
may result in costly disastrous events [1]. Hence, to avoid such
failures, the system should tolerate potential faults, either induced
by environmental disorders or issued as a result of hardware aging.

Redundant execution is a common approach to achieve fault-
tolerance and provide desirable reliability. Redundant execution
refers to multiple executions of the same task for the sake of
decoupling the results of flawed executions from the outcome
of the system. Triple Modular Redundancy (TMR) is a kind of
redundant execution, through which, three identical copies of a
task are executed, and their results are voted on to determine the
outcome of the system. TMR is well-suited for hard real-time sys-
tems [2], [3], as it attains excellent levels of reliability by isolating
single failed execution. However, TMR, because of tripling the
number of operations, imposes significant energy overhead, which
is the primary concern in many systems, especially in embedded
systems, where energy is a scarce resource [2], [4].

One solution to reduce the massive energy consumption of
TMR, which is proposed by recent work [3], is to divide the oper-
ations into two stages: primary stage and supplementary stage. In
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the primary stage, two copies of each task are executed, and their
results are compared: if they do not match, the system enters the
supplementary stage for executing the third copy and performing
a complete majority voting. Otherwise, the supplementary stage is
safely dropped for the sake of energy saving, without affecting the
reliability. Such an approach has no execution latency overhead in
the best case and a slight increase in execution time in the average
case. It can alleviate about one-third of the energy consumption of
conventional TMR while preserving its reliability against transient
faults. However, as we show in this paper, this approach suffers
from permanent faults, which causes the early-failure of the
method (more detail in Section 2.2); hence, its adoption in safety-
critical systems may lead to catastrophic consequences.

Permanent faults are already the leading cause of failures
in many of the emerging systems [5], [6] and becoming ever-
increasingly more salient with technology scaling. As CMOS
fabrication technology scales down, permanent faults turn out to
be a fundamental concern of computer systems: shrinking the fea-
ture size in modern technologies increases the likelihood of open
and short circuits, and consequently, events like gate dielectric
breakdown and electromigration come to be more probable [7],
[8]. Therefore, it is crucial for hard real-time systems to tolerate
permanent faults to a certain extent, preventing costly calamitous
events.

In this paper, we propose Reactive TMR (R-TMR), a two-
stage TMR, for tolerating both transient and permanent faults,
in an energy-efficient manner. Based on the execution history of
different cores, R-TMR attempts to assign each task to a core
on which the probability of faulty execution is minimized. By
statically analyzing the application, several scheduling policies
are provided and stored in the memory of the system. Then, at
run-time, R-TMR adaptively chooses the appropriate scheduling
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policy from the stored ones, using a light-weight dynamic method.
By decoupling tasks from the faulty cores, both transient and
permanent faults are automatically tolerated, leading to producing
robust results.

Through a detailed evaluation of various synthetic and real-
life embedded systems’ applications, we show that our proposal
reduces the energy consumption of conventional TMR by 30%,
while preserves its reliability. Compared to the state-of-the-art
two-stage TMR [3], our method, maintaining the energy consump-
tion, augments hard-fault–tolerance to the system.
We make the following contributions in this paper:
• We show that recently-proposed two-stage TMR quickly fails

in the presence of permanent faults.
• We discuss the fundamental constituents that should be con-

sidered in the offline task-scheduling algorithm in order to
enable the system to tolerate permanent faults at run-time.

• We suggest run-time mechanisms for detecting faulty com-
ponents, deactivating them, and re-assigning their tasks to the
functioning units while meeting the real-time constraints.

• We introduce a method to test the deactivated cores to
reactivate them, drawing a distinction between permanent
faults and long-resident transient faults.

• Putting all together, we propose Reactive TMR (R-TMR),
an energy-efficient fault-tolerant system that adapts itself so
as to efficiently satisfy the requirements of hard real-time
applications.

2 BACKGROUND

Redundant execution methods are commonly employed in real-
time systems to accomplish fault tolerance. N-Modular Redun-
dancy (NMR) is a kind of redundant execution through which N
copies of a specific task are executed1, and the results of different
executions are juxtaposed in order to determine the final result.
The final result is determined based on the predominant result,
i.e., the result which is produced by the majority of executions.
Doing so, the occurrence of a fault in a few of the executions, say,
one of them, do not affect the final result, helping the system to
offer a high level of reliability.

Triple Modular Redundancy (TMR) is an NMR system
through which three copies of tasks2 are executed, and the result
that is produced by two or all of the executions is considered as
the final result of the task. TMR can tolerate one faulty execution
in that the wrong result of the faulty execution of one copy is
nullified by the dominance of the correct result of the other two.
Many pieces of prior work [2], [3] show the great potentials of
TMR in increasing the reliability of hard real-time systems.

There are two typical implementations for TMR: (1) Triple
Time Redundancy (TTR), and (2) Triple Hardware Redundancy
(THR). In TTR, a single unit (e.g., a processing core) executes
three copies of a task, serially, and then compares the results of
three executions to produce the final result. While this approach
does not impose significant hardware overhead, it considerably
protracts the execution time of the program and is not desirable

1. Note that NMR is a general concept and is applicable to both software
and hardware. For example, within the software scope, N copies of a specific
program may be executed by the processor. Or, within the purview of hardware,
N copies of a particular circuit may be replicated.

2. Note that not all tasks in a system necessarily enjoy a triple-modular
computation. For the sake of avoiding its overheads, TMR may be performed
for only tasks whose correct execution is of vital importance to the whole
system or tasks that are more susceptible to face a fault [9].

T1

T1

T1

Majority 
Voting Final Result

T1

T1
==

Final Result

Ye
s

No

Primary Stage

T1

Supplementary Stage

Majority 
Voting Final Result

a)
 C

om
ve

tio
na

l T
M

R
b)

 T
wo

-S
tag

e T
M

R

Fig. 1: Conventional TMR and two-stage TMR

in hard real-time systems, where applications have tight dead-
lines [1], [2]. Moreover, TTR does not tolerate any permanent
fault, since a single unit is responsible for complete execution;
hence, the failure of that unit results in the failure of the whole
system. For overcoming the deficiencies of TTR, THR employs
three distinct units; each unit runs a copy of a task, concurrent
with others. THR does not considerably prolong the execution
time of a task and hence, is beneficial in hard real-time systems.
Furthermore, THR tolerates permanent faults, but at the cost of
imposing extra hardware overhead. Hereinafter, we use the term
TMR to refer to THR.

One of the platforms that inherently provides the required
hardware of TMR is a multicore processor. Multicore architectures
dominate today’s processor market and appear across the whole
spectrum of computing machines, from low-end embedded sys-
tems to high-end server processors. Chip Multiprocessor (CMP)
is a type of multicore processors in which cores do not share
computational resources. CMPs are well-suited for TMR, as they
supply multiple cores and fast communication fabric which can be
used for majority voting [10].

While CMPs satisfy the resource and communication demands
of TMR-based systems, the vast energy consumption of such
redundant execution techniques is still a grave concern [11].
Since cores consume the majority of chip-level power [12],
[13], managing them in an energy-efficient manner is a crucial
issue, particularly in battery-powered systems. In this paper, we
tackle this issue and propose a method for reducing the energy
consumption of redundant execution in the context of hard real-
time systems. In what follows, we briefly describe the operations
of conventional and two-stage TMR, that form the basis of our
proposed method.

2.1 Conventional TMR
Figure 1-(a) depicts an overview of conventional TMR. The
system executes three copies of a task and compares their results
to produce the outcome of the execution. If the result of one
execution does not match that of the other two, it means that the
non-matching result is faulty; hence, the system does not consider
it when determining the final result. If all three executions produce
inconsistent results, the outcome is unknown, and the system fails.
However, it is extremely unlikely that two or more executions
simultaneously face a fault [11].



IEEE TRANSACTIONS ON COMPUTERS VOL. X, NO. X, MARCH 2019 3

2.2 Two-Stage TMR

As it is obvious, conventional TMR triples the energy consumption
of a baseline system (i.e., a system without redundancy) and
results in tremendous energy overhead. Two-stage TMR tries to
overcome this obstacle by considering the dominance of fault-free
execution. As transient faults rarely occur [14], two-stage TMR
partitions the operations of conventional TMR into two stages:
primary stage and supplementary stage. Two copies of each task
are scheduled for execution in the primary stage, and the third copy
is mapped to the supplementary stage. In the primary stage, two
copies are executed, and their results are compared. If the results
are identical, the system does not execute the third copy since its
result cannot affect the final result. Therefore, the third copy is
safely dropped for the sake of saving precious energy. Because
of the infrequency of transient faults, most of the time the results
of two executions in the primary stage match, and consequently,
the two-stage TMR discards the supplementary stage execution,
saving its energy. An example of executing a single task under
two-stage TMR is depicted in Figure 1-(b).

Note that two-stage TMR does not double the Worst-Case
Execution Time (WCET) as compared to the conventional TMR.
The reason is that the supplementary stage is statically determined
to operate at maximum voltage and frequency (i.e., minimum
latency); hence its latency is much less than that of the primary
stage. Finally, as the supplementary stage is rarely executed
(because of the less incidence of transient faults), the significant
energy overhead associated with this stage (which comes from
operating at a high voltage), does not considerably affect the total
energy consumption of the whole execution at long-term.

2.3 Energy Management

One popularly-used method for reducing the energy dissipation,
which is employed in many commercial systems, is Dynamic
Voltage/Frequency Scaling (DVFS). By reducing the processor’s
voltage/frequency, DVFS trades execution latency for energy re-
duction: it reduces the energy consumption of the processor but
at the cost of increasing the execution latency of running tasks.
DVFS is of use in hard real-time systems premised on the fact
that in hard real-time applications, the execution latency of tasks
is of no importance provided that their deadlines be met [1], [3].
In other words, in hard real-time systems, what is important is the
fact that the execution of tasks should finish before the deadline;
but how much before the deadline is not of any consequence.
Therefore, DVSF-based techniques exploit this fact and reduce the
voltage/frequency (increase the execution latency), as long as the
timing restrictions of application are assured: no deadline should
be missed. That is, in the context of hard real-time systems, DVFS-
based techniques protracts the execution latency of application to
an extent in which the energy consumption gets minimized, while
it is guaranteed that all deadlines are met.

DVFS is more appropriate for hard real-time systems
than other energy-management techniques that turn off the
processing units rather than reducing their voltage/frequency.
Since voltage/frequency scaling imposes much less delay than
processor turning-on/-off (i.e., wake-up latency), DVFS can
better satisfy the timing constraints of real-time applications, and
therefore, is more desirable [15]. In real-time systems, DVFS can
exploit the spare time (i.e., idle timeslots before the deadline)
for scaling the voltage/frequency. This spare time is known as
slack in the literature. There are three types of slack in real-time
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Fig. 2: The execution flow of a hypothetical program, which its task graph is
shown on the left-hand side, under two-stage TMR in the presence of a
permanent fault. The executions of tasks in the supplementary stage are

shaded in gray. Cross signs indicate faulty executions.

systems:

• Static Slack: If the deadline is greater than the WCET, the
extra time can be exploited to reduce energy consumption
via voltage/frequency scaling. This slack is named static
slack because it is knowable at design time.

• Dynamic Slack: Dynamic slack refers to the difference
between the WCET and actual execution time of a task.
DVFS can exploit this runtime variability since real-time
applications usually end quicker than their WCET [16].

• Fault-Free Slack: This type of slack is specific to two-
stage TMR. Two-stage TMR always reserves time for the
execution of the supplementary stage but rarely executes
it due to the near-absence of transient faults. Therefore,
not executing the supplementary stage releases slack time
which can be exploited by DVFS. The amount of this slack
is known at design time, but its creation is determined at
run-time, after checking the results of the primary stage.

3 THE PROPOSAL

Our goal is to design an energy-efficient system for hard real-time
applications and enable it to tolerate both transient and permanent
faults. In this section, we begin with a motivational example,
depicting why recently-proposed two-stage TMR is unable to
tolerate permanent faults. Then we describe our method and
thoroughly discuss its details.

3.1 Motivation
Figure 2 shows the task graph and execution flow of a hypothet-
ical application under two-stage TMR. Assuming that CORE1 is
corrupted as a result of a permanent fault, the top timeline demon-
strates the execution process of the application under the baseline
scheduling of two-stage TMR. As CORE1 becomes damaged, it
produces a wrong result that does not match with the result of
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CORE2 when executing T1. Subsequently, the system switches to
the supplementary stage and executes the third copy. Since T1 is
mapped to CORE1 in the scheduling of the supplementary stage,
CORE1 re-executes it and again produces a wrong result, since the
core is still faulty. Therefore, the system fails at the beginning of
facing a permanent fault. Note that not only does such a situation
occur upon permanent faults but it also is manifested when a
transient fault is not recovered for a long time.

One naive solution is to map the supplementary execution
of each task (i.e., third copy) to another core in the offline
scheduling. Such scheduling is depicted in the middle timeline
of Figure 2. Two copies of T1 are assigned to CORE1 and CORE2
in the primary stage, and the third copy is mapped to CORE3
in the supplementary stage. As shown, this naive solution solves
the problem of early-failure but at the cost of enormous energy
consumption. As tasks in the supplementary stage are executed
with maximum voltage (cf. Section 2.2), frequent switches to
the supplementary stage impose a significant energy penalty.
Considering that the execution energy of all tasks is X and 2X
in primary and supplementary stages, respectively, this approach
roughly doubles the energy consumption of a baseline system at
long-term and hence, is not appealing.

The system will benefit if it decouples the faulty core from
the execution, regarding both reliability and energy efficiency.
The bottom timeline in Figure 2 shows such a scheduling. Upon
detecting a permanent fault in a core, the scheduler puts it
aside and continues the execution with one fewer core. In this
manner, both permanent and transient faults are tolerated, without
dissipating significant energy.

3.2 Reactive TMR

For overcoming the deficiencies of prior approaches, we propose
Reactive TMR (R-TMR)3, an energy-efficient fault-tolerant method
for hard real-time systems. R-TMR, similar to the previous pro-
posal [3], divides the operations of the system into two stages, but
unlike it, tries to assign each task to the best available core. To this
end, R-TMR leverages three mainstays: (1) an offline procedure
that preprocesses the application and provides several scheduling
algorithms, (2) a light-weight dynamic hardware that distinguishes
faulty cores from functioning ones, and (3) an online testing
method for reactivating dormant cores in order to differentiate
permanent faults from long-resident transient faults. Following,
we describe each part in details.

3.2.1 Offline Scheduling Algorithm
First, the offline scheduler should not assign any two copies of
a task to the same core. As discussed in Section 3.1, the two-
stage TMR system will potentially fail in the appearance of a
permanent fault if an identical core is responsible for executing
two or more copies of the same task. Thus, it is essential for the
offline scheduling algorithm to assign three copies of each task
to three distinct cores, enabling the system to tolerate permanent
faults.

Second, since the offline scheduler does not know which
core, if any, will be faced with a permanent fault at runtime,

3. In this paper, to be in line with most of the prior work in the literature, we
explain and evaluate our proposal in the context of triple modular redundancy.
Meanwhile, we emphasize that all of the discussed issues, including proposed
techniques and components, are straightforwardly scalable to any other NMR
system (cf. Section 2).
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Fig. 3: A case for the proposed offline scheduling algorithm.

it should provide multiple task schedules, each corresponds to a
specific permanent fault scenario. I.e., the offline scheduler should
consider all permanent fault scenarios, and for every scenario,
should provide a specific scheduling. For example, for a quad-
core processor, five schedules should be provided; in one of the
schedules, all cores are considered to be functioning, while in each
of the other four, one specific core is supposed to be faced with a
permanent fault.

Being premised on the above-mentioned lemmas, we take the
following steps in the offline scheduling:

1) The supplementary stage is scheduled using any desirable task-
scheduling algorithm. Without loss of generality, in this work,
we use List Scheduling [17] with Longest Task First (LTF) [18].
Employing List Scheduling with LTF causes an earlier release
of slack time which can be distributed among the following
tasks more evenly, resulting in more opportunity for energy
reduction [3], [19].

2) The core number to which each task is assigned in the supple-
mentary stage is stored. Then, Algorithm 1 is used to assign
cores for each task in the primary stage. All possible permanent
fault scenarios are considered, and the corresponding schedule
is stored in the memory of the system for potential later usage.
Note that storing such information accounts for a negligible
storage overhead (tens of bytes in our evaluated system), as
current embedded systems already have megabytes of on-chip
SRAM [20]. Moreover, the storage requirement of the scheduler
grows linearly with increasing the core count, letting the method
to be scalable to systems with even hundreds of cores.

3) All tasks are examined to find executable ones based on depen-
dency constraints. If all dependency constraints of a task are
satisfied, the task is inserted into a Ready List.

4) The task with the longest execution time is removed from the
Ready List, and if its pre-determined core is free, the task is
scheduled. If not, that task is inserted back again, and the next
longest task is chosen. We call this method Core-Based LTF,
since it leverages LTF policy, but solely for every core and not
for the whole system. If all tasks in the Ready List are checked,
and none of them are schedulable, no assignment takes place,
and the scheduler moves on to the next time slot, and this step
recurs.
It is noteworthy that all of these operations are performed

considering the WCET of tasks as their execution time. Figure 3
depicts an example of the proposed scheduling algorithm.

After determining the execution schedule, based on the WCET
of the tasks and the deadline of the application, the execution
voltage/frequency values of every task is calculated. An offline
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if Running on 4 cores: then
If supplementary core is 0: primary cores (1, 2);
If supplementary core is 1: primary cores (0, 3);
If supplementary core is 2: primary cores (0, 3);
If supplementary core is 3: primary cores (1, 2);

end
else if Running on 3 cores, core 0 is off: then

If supplementary core is 1: primary cores (2, 3);
If supplementary core is 2: primary cores (1, 3);
If supplementary core is 3: primary cores (1, 2);

end
else if Running on 3 cores, core 1 is off: then

If supplementary core is 0: primary cores (2, 3);
If supplementary core is 2: primary cores (0, 3);
If supplementary core is 3: primary cores (0, 2);

end
...

Algorithm 1: Assigning cores to tasks in the primary stage.
Due to space limitations, we indicate only a representative
portion of the algorithm. The procedure behaves in a similar
manner regarding permanent faults in other cores.

procedure calculates the statically-known slacks and chooses the
best possible voltage/frequency for every task from different volt-
age/frequency levels that the processor supports. The best possible
voltage/frequency for every task, at this time (i.e., offline; before
the execution of the application), is a value that operating at which
results in minimizing the energy consumption while guaranteeing
the timing constraints of the application (Section 2.3). Note that
the determined voltage/frequency values are not necessarily the
ones that the tasks experience during the actual execution in that
they may be adjusted to exploit the dynamic slacks (Section 2.3),
reducing the energy consumption further.

3.2.2 Permanent Fault Detection
To detect permanent faults at runtime, we design a light-weight
hardware. The hardware is responsible mainly for distinguishing
permanent faults from transient faults, relying upon the history of
faults.

For storing the history of faults, we employ two 2D bit-arrays:
Flag Array and History Array. Flag Array records faults (either
transient or permanent) that have occurred in the in-progress
frame4. History Array, however, stores the history of faults (again,
either transient or permanent) that have occurred in the prior
frames. Both of these arrays have N elements in a row, N being
the number of tasks in the application, and M rows, M being the
number of cores in the system. Both of the arrays are initialized
to 0 at the beginning of the execution. Upon an occurrence of
a fault (i.e., a result mismatch), an auxiliary logic is triggered
and reads/modifies these two data structures in the following way.
Considering that a fault has occurred in frame X ,

1) As the baseline manner, the system switches to the supple-
mentary stage. When the supplementary stage is over, all three
copies of the faulty task (T2 in Figure 4-(a)) are examined, and
the faulty core is marked by setting the corresponding entry in
the Flag Array to 1 (Figure 4-(b)).

2) When the frame has finished its execution, the Flag Array is
checked to review the faults. For each of the elements in the

4. We will describe the frame-based execution in Section 4.1.
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Flag Array that have been set to 1, the corresponding element
in the History Array is incremented (Figure 4-(c)). Then, all of
the elements of the Flag Array are reset to 0.

3) In the subsequent frame (i.e., X + 1), if another mismatch is
detected, it is dealt with the same way as in step 1. At the end
of frame X +1, the Flag Array is traversed element-by-element,
and the appropriate operation is performed based on the value
of the element. Here we discuss the possible scenarios:
a) If the element is 0, its corresponding element in the History

Array is checked. If the element in History Array is 1, it is
reset to 0, signifying the fault that had occurred in frame X
was a transient fault. Otherwise, if it is 0, it remains that
way. Either way, no permanent faults are detected.

b) If the element is 1, its corresponding element in the History
Array is checked. If it is 1, a permanent fault is detected,
because there have been two consecutive faults for the same
task on the same core. Therefore, this core is marked as
corrupted and is switched off. The system resumes with one
fewer core and executes the next frame based on the stored
three core schedule. The tasks that have had faulty executions
on that core are inserted in a list, named Side-Tasks, for
later fault-handling usage (see Section 3.2.3). Finally, the
corresponding history of the corrupted core is reset to 0.
Otherwise, if the corresponding element in History Array is
0, we operate as we did in step 2, and wait for the next frame
(i.e., frame X + 2) to decide whether this fault is a transient
fault or a permanent fault.

3.2.3 Core Reactivation
For distinguishing permanent faults from long-resident transient
faults (i.e., transient faults recovery of which takes a long time),
the corrupted core, after its deactivation, is regularly tested to
check if it has been fixed. The checks are performed by executing
the tasks that were inserted in the Side-Tasks list, as mentioned in
Section 3.2.2. All tasks that have had permanent faults during



IEEE TRANSACTIONS ON COMPUTERS VOL. X, NO. X, MARCH 2019 6

their executions are saved in this list. In the first frame after
the permanent fault detection (i.e., frame X + 2, according to the
notion we used in the previous subsection), and after deactivation
of the corrupted core (CORE1 in Figure 5), the Ready List is
checked. Whenever a task that is in the Side-Tasks list is inserted
into the Ready List, another copy of it, completely independent of
the flow of the system, is assigned to the faulty deactivated core,
to be executed on the side.

If the result of Side Execution matches that of the majority
voting performed for that task in that frame, then this task is
removed from the Side-Tasks list. This is done for all of the tasks
in the list. Whenever the list becomes empty, the core is declared
fixed (Figure 5-(a)) and will be reactivated from the next frame,
and the system is switched back to its normal four core schedule.
If the result of this Side Execution of the task does not match the
result of the majority voting, then that task remains in the list, and
it will be tested again, within two frames. If it is wrong then too,
the next check will be in four frames, and so on5. Figure 5-(b)
demonstrates the supplementary stage operation when a core is
deactivated.

4 EVALUATION

4.1 Methodology

4.1.1 Simulation Framework & Evaluation Metrics
We use an in-house simulator for modeling the execution of
applications under various methods. We model a quad-core CMP,
where each core is configured based on the Intel PXA270 em-
bedded processor [22]. Every core supports eight voltage modes,
ranging from 0.85V to 1.55V . The corresponding dynamic/static
power also varies from 44.2mW /64mW to 925mW /260mW at mini-
mum/maximum operative voltage. Moreover, each core consumes
0.1014mW at deep sleep mode.

The energy consumption of every application is the summation
of energy values that are dissipated by all of its tasks. For every
task, based on the voltage/frequency level with which the task is
executed (Section 3.2.1), we calculate the energy consumption
by multiplying the corresponding power consumption of the
processor by the execution length of the task. We also consider
the deep sleep mode energy consumption of idle cores, i.e., the
cores to which no task is assigned in a specific time slot, and
deactivated cores, i.e., the cores that are identified as faulty ones
and are powered down (Section 3.2.2), in our energy evaluations.

To evaluate the effectiveness of the designs at tolerating
various kinds of faults, we model the occurrence of both transient
and permanent faults in our simulation framework. For modeling
transient faults, like prior work [2], [3], [23], we use Poisson
distribution with an average rate of λ :

λ = λ0×10
d×(1−S)
1−Smin (1)

where S is the voltage/frequency scale value (one of the eight
values of { 0.85

1.55 ,
0.95
1.55 , . . . ,

1.55
1.55} for the evaluated processor), λ0

is the transient fault rate at the maximum voltage and d is a
technology-dependent constant; in line with prior work [2], [3],
[23], we assume λ0 = 10−6 faults/second and d = 3. Therefore,
considering these values, the transient fault rate varies between
10−6 faults/second (maximum voltage/frequency; minimum fault

5. The method is inspired by a similar scheme used in computer networks,
where it is called Exponential Backoff [21].

rate) and 10−3 faults/second (minimum voltage/frequency; maxi-
mum fault rate). Thus, based on Poisson distribution property, the
probability of each task being faced with a transient fault is:

F = 1− e−λ×T (2)

where λ is the transient fault rate of the task and directly depends
on the voltage/frequency scale value with which the task is running
(cf. Eq. 1). T is also the time length of the task in seconds. In other
words, the probability of each task being executed without facing
any transient fault is 1−F = e−λ×T .

For modeling the effect of permanent faults, however, we
consider that a random core has been corrupted from the begin-
ning of the frame, always producing wrong results. That is, the
execution of a copy of every task on the permanent-fault–faced
core culminates with a result that never matches with the results
of the other copies executing on other cores.

As a metric for reporting the reliability of the system for the
whole application, we use Probability of Failure (PoF) [2], [3],
[23], which is a metric indicating the susceptibility of producing
an incorrect result somewhere throughout the execution. For a
frame to be executed correctly (i.e., no failure), all of the tasks
should finally produce correct results. As for each task, (up to)
three copies of it are executed separately, the task is considered
being executed correctly if at least two copies of it do not face
any fault during the frame (cf. Section 2). In other words, the
application fails at a frame if at least two copies of one task are
faced with some faults. PoF, therefore, is the fraction of failed
frames (i.e., frames somewhere in which the application fails) out
of all executed frames.

4.1.2 Applications
We simulate various real-life embedded applications introduced by
Standard Task Graph (STG) [24]. STG application suite includes
robot control, sparse matrix solver, and SPEC fpppp programs. For
reference, we also add two representative synthetic applications:
one with a high degree of parallelism and one heavily serial.
We analyze applications with hard timing constraints and frame-
based execution. Frame-based execution refers to an execution
in which the system is formed of a task set where all tasks are
duplicated in each frame of length D. Consequently, they share an
identical deadline (i.e., Di = D) [15]. We consider 1012 frames for
each application, ensuring that the simulations are long enough
in which applications experience a sufficient number of failures,
suppressing possible pathological behaviors due to the usage of
random numbers for modeling faults in a probabilistic manner
(cf. Section 4.1.1).

4.1.3 Evaluated Methods
We evaluate the following methods:

Conventional TMR: In Conventional TMR (C-TMR), three copies
of each task are always executed by the system, as discussed in
Section 2.1. Static and dynamic slacks are the only types of slacks
exploited by the system to reduce energy consumption.

Low-Energy TMR: We implement Low-Energy TMR
(LE-TMR) [3], as the state-of-the-art two-stage TMR. All
types of slacks (i.e., static, dynamic, and fault-free) are used to
reduce the energy consumption of the system. As we discussed
in Section 3.1, this method can easily fail in the presence of
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permanent faults. However, as we discussed, with a simple
modification, such an approach can survive in case of permanent
faults, but at the cost of higher energy consumption (cf. Figure 2).
Therefore, we implement two variants for this method: (1) the
baseline LE-TMR, based on the original proposal [3], and (2) an
enhanced variant, which we call LE-TMR+, in which, we alter the
offline scheduling policy and apply our offline scheduling policy
in order to prevent from assigning two or more copies of the
same task to the same core, thereby tolerating permanent faults
(cf. Section 3.2.1).

Reactive TMR: Our proposal, which based on the execution
history of different cores, attempts to deactivate corrupted cores
and re-assign their tasks to functioning ones. By statically
analyzing the application, several scheduling policies are provided
and stored in the memory of the system. At run-time, the
appropriate scheduling policy is chosen among the stored ones, as
discussed in Section 3.2.

4.2 Results
Figure 6 shows the energy consumption of methods being assessed
in the lack of any permanent fault, normalized to the energy
consumption of C-TMR. As shown, the two-stage TMRs (i.e.,
LE-TMR and R-TMR) greatly reduces the energy consumption of
C-TMR, because of eliminating the execution of the third copy
of each task in transient-fault–free scenarios. There is a slight
difference in the energy consumption of R-TMR and LE-TMR,
which comes from unnecessary switches to fewer cores in R-
TMR. Each switch to a schedule with one fewer core results in
protracting the execution time of the program (i.e., a three-core
system executes the program slower than a four-core one); hence,
results in less slack for energy saving, thereby increasing the total
energy consumption. However, as the permanent-fault–detection
mechanism acts accurately, the energy overhead of such incidents
is negligible. On average, the proposed method reduces the energy
dissipation of C-TMR by 30%, while coming within 1% of the
energy consumption of LE-TMR.
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Fig. 6: Energy consumption of various methods in the absence of permanent
faults.

Figure 7 shows the energy consumption of the evaluated
methods in the presence of a single permanent fault. Repeatedly,
LE-TMR is not capable of tolerating permanent faults, and hence,
here, we evaluate LE-TMR+ instead of it. On average, R-TMR

reduces the energy consumption of C-TMR and LE-TMR+, by 52%
and 51%, respectively. The energy gain of R-TMR over C-TMR

again comes from the fact that R-TMR, being a two-stage TMR,

eliminates the execution of the third copy of each task in transient-
fault-free scenarios, saving its energy consumption. The energy
reduction of R-TMR over LE-TMR, however, emanates from the de-
activation of the faulty core, which omits the need for the execution
of the supplementary stage and frequent switches between stages
(cf. Section 3.1). That is, LE-TMR, because of frequent switches
to energy-hungry supplementary stages, in which the executions
are performed with the maximum voltage/frequency, cannot save a
considerable amount of energy as compared to the baseline system
(i.e., C-TMR). Nonetheless, R-TMR, by preventing the occurrence
of such frequent switches, becomes able to significantly reduce the
energy consumption of the system (cf. Section 3.1). In a nutshell,
R-TMR significantly reduces the energy consumption as compared
to prior designs, because it does not execute all three copies of
each task, nor does it frequently switch between the stages.
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Fig. 7: Energy consumption of various methods in the presence of permanent
faults.

Table 1 shows the PoF of methods for various applications
in the absence of permanent faults. The proposed method out-
performs LE-TMR and comes close to C-TMR, in the aspect of
reliability. The main reason is the susceptibility of LE-TMR to
long-resident transient faults. While LE-TMR easily fails at the
presence of a long-resident transient fault, R-TMR tolerates such a
fault by separating cores that run copies of a task (cf. Section 3.2).

TABLE 1: The Probability of Failure (PoF) of different methods in the
presence of only transient faults.

Application Probability of Failure

C-TMR LE-TMR R-TMR
sparse 1.021e−07 2.672e−07 1.365e−07
robot 1.101e−07 3.357e−07 1.562e−07
fpppp 1.202e−06 2.593e−06 1.207−06

Synthetic (Parallel) 8.601e−09 1.149e−07 4.594e−08
Synthetic (Serial) 4.205e−08 1.480e−07 6.807e−08

Average 3.157e−07 6.918e−07 3.228e−07

Table 2 compares the PoF of the proposed method with C-
TMR and LE-TMR, in the presence of a single permanent fault.
In the proposed method, when the permanent fault is discovered,
the corrupted core is deactivated, and its tasks are re-assigned to
other cores. In some of the applications, such an approach causes
a slight increase in the PoF (utmost 2.47e−08), in comparison
with LE-TMR+. The reason is that LE-TMR+ frequently switches
to the supplementary stage, and run tasks there with maximum
voltage/frequency (i.e., minimum λ ; cf. Eq. 1), which reduce the
transient fault rate, but of course at the cost of higher energy
consumption. On average across all applications, the PoF of R-
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TMR is very close to that of C-TMR6, indicating the high reliability
of the proposed energy-efficient method.

TABLE 2: The Probability of Failure (PoF) of the proposed method in the
presence of a single faulty component.

Application Probability of Failure

C-TMR LE-TMR+ R-TMR
sparse 6.707e−09 8.575e−09 2.494e−08
robot 9.556e−09 1.468e−08 3.938e−08
fpppp 1.205e−06 1.211e−06 1.216−06

Synthetic (Parallel) 8.362e−09 1.142e−08 6.355e−09
Synthetic (Serial) 6.635e−08 6.742e−08 1.732e−08

Average 2.592e−07 2.626e−07 2.608e−07

5 CONCLUSION

Triple Modular Redundancy (TMR) is a technique widely used
in various systems to achieve a high level of reliability. However,
TMR suffers from high energy consumption, making it inappro-
priate for energy-constrained systems. A large body of work has
addressed the energy consumption of TMR through scheduling
algorithms and/or power management techniques. Among them,
the recent research proposes two-stage TMR to effectively de-
crease the huge energy consumption of conventional TMR-based
execution, while keeping the reliability against transient faults
intact. Even though such an approach is efficient at reducing
energy consumption and mitigating transient faults, it suffers from
permanent faults, which cause its early-failure.

In this paper, we proposed an energy-efficient TMR-based
approach which can tolerate both transient and permanent faults.
Through a co-operation of static scheduling and dynamic task-
management, our method decouples tasks from corrupted cores,
leading to superior energy-efficiency and reliability. Our results
show a 52% and 51% reduction in energy consumption in the
presence of both transient and permanent faults, in comparison
to conventional and state-of-the-art TMR-based systems, respec-
tively, while preserving reliability at the level of conventional
TMR.
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