@ UCSDCSE

Computer Science and Engineering

Auditing and Mitigating Safety Risks in Large
Language Models

Fatemehsadat Mireshghallah
PhD Thesis Defense — April 2023

i fiH®\ S
; =
| CAe w
i
'1 l !y | [ \ |
A5 T
i & W) )
) ‘: ,fﬁ .\:_'_'\ s 4 /




What are Language Models!?

e A language model is a probability distribution over sequences of words
e Model what words a given word/context normally appears with
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Large Language Models (LLMs)

e Transformer-based language models are
often referred to as ‘Large LMs’ due to
their parameter count (ranging from
|00s of million to billions of parameters)

e Deployed with Pre-train and Fine-tune
paradigm

xkcd.com/1838/

THIS 15 YOUR MACHINE (EARNING SYSTEM?

YOP! YOU POUR THE: DATA INTO THIS BIG
PILE OF LINEAR ALGEBRA, THEN COLLECT
THE ANSWERS ON THE OTHER SIDE.

WHAT IF THE ANSIERS ARE WRONG? )

JUST STIR THE PILE UNTIL
THEY START LOOKING RIGHT.
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Large Language Models: The Good and the Bad ...

e Large language models are very good at generating text

CNWBUSINESS Markets  Tech Media  Success

ChatGPT passes exams from law and
business schools

e By Samantha Murphy Kelly, CNN Business
Updated 1:35 PM EST, Thu January 26, 2023
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Large Language Models: The Good and the Bad ...

e Large language models are very good at generating text and learning representations.

= oW BUSINESS Markets: Tech Media  Success Perspectives  Videos f_,, Quantamacazine Physics  Mathematics  Biology gg:ni‘:er Topics  Archive [ R Q =
ChatGPT passes exams from law and
ARTIFICIAL INTELLIGENCE

business schools Machines Beat Humans on a Reading
6 By Samantha Murphy Kelly, CNN Business Test. B“t D() They Undel'stand?

Updated 1:35 PM EST, Thu January 26, 2023

(&) A tool known as BERT can now beat humans on advanced reading-

n Y - e comprehension tests. But it's also revealed how far Al has to go.




Large Language Models: The Good and the Bad ...

e Large language models are very good at generating text and learning representations.

However:

- They are extremely large models: high capacity for memorization

- They are trained on huge, unvetted, scraped data: potential for harmful/hateful/private content
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xkcd.com/2169/

Large Models are Lea

<y

LONG UVE THE REVOLUTION.
OUR NEXT MEETING WILL BE
AT,

AHA, FOUND THEM!

J

WHEN YOU TRAIN PREDICTIVE MODELS
ON INPUT FROM YOUR USERS IT CAN
LEAK INFORMATION IN UNEXPECTED LAYS. 19



Large Models are Leaky: Data Extraction

“ R Memorized Text
\ Corp. Name: **** Corp. Seabank Centre
East Stroudsburg Large Language Model \ Person’s Name: Peter W****

Stroudsburg... (GPT-2) Email:****@**** com
Phone Number: +**%*7 Gk**

)

Carlini et al. Extracting Training Data from Large Language Models. USENIX SEC 2021.



Large Models are Leaky: Data Extraction

e Github CoPilot

Title:
Hi e

Responses generated by Copilot Feb 8th
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Large Models are Leaky: Data Extraction

e Github CoPilot

https://www.anish.io

Anish Athalye

| am a PhD student at MIT in the PDOS group. I'm interested in formal verification, systems,

security, and machine learning.

GitHub: @anishathalye Blog: anishathalye.com

Responses generated by Copilot Feb 8th



In This Dissertation ...

e We try to answer these questions:

QI: How can we audit and quantify privacy risks of language models in terms of what
information they have memorized?

= We introduce tools and frameworks for quantifying privacy leakage

s We use these tools to identify memorization patterns in pre-training and fine-tuning of LMs
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In This Dissertation ...

e We try to answer these questions:

QI: How can we audit and quantify privacy risks of language models in terms of what
information they have memorized?

Q2: How can we limit the privacy risks of large language models by limiting leakage and
memorization during training?
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In This Dissertation ...

e We try to answer these questions:

QI: How can we audit and quantify privacy risks of language models in terms of what
information they have memorized?

Q2: How can we limit the privacy risks of large language models by limiting leakage and
memorization during training?

*  We introduce methods for limiting memorization and
leakage of training data
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In This Dissertation ...

e Question |: Privacy Auditing
[EMNLP2022a] Quantifying Privacy Risks of Masked Language Models Using MIAs
[EMNLP2022b] Memorization in NLP Fine-tuning Methods
[FAccT2022] What does it mean for language models to preserve privacy?

e Question 2: Privacy Protection and Risk Mitigation

[NeurlPS2022] Differentially private model compression

[NAACL2021] Privacy regularization: Joint privacy-utility optimization in language models

e Question 3: Attribute Control for Fairness and Privacy
[EMNLP2021] Style Pooling: Automatic Text Style Obfuscation for Improved Classification Fairness

[ACL2022] Mix and match: Learning-free controllable text generation using energy language models
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Talk outline

e Question |: Privacy Auditing
[EMNLP2022a] Quantifying Privacy Risks of Masked Language Models Using MIAs
[EMNLP2022b] Memorization in NLP Fine-tuning Methods

e Question 2: Privacy Protection and Risk Mitigation

[NeurlPS2022] Differentially private model compression

e Summary and Conclusion




Talk outline

e Question |: Privacy Auditing
[EMNLP2022a] Quantifying Privacy Risks of Masked Language Models Using MIAs
[EMNLP2022b] Memorization in NLP Fine-tuning Methods

e Question 2: Privacy Protection and Risk Mitigation

[NeurlPS2022] Differentially private model compression

e Summary and Conclusion




What is information leakage in an ML model?

o ‘Leakage’ is being able to learn information about the training data, which cannot
be learned from other models/data (from the same distribution)

| 24



Measuring Leakage: Membership Inference Attacks

e Can an adversary infer whether a particular data point “x” is part of the training set?
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Measuring Leakage: Membership Inference Attacks

e Can an adversary infer whether a particular data point “x” is part of the training set?
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Measuring Leakage: Membership Inference Attacks

e Can an adversary infer whether a particular data point “x” is part of the training set?
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Measuring Leakage: Membership Inference Attacks

e Can an adversary infer whether a particular data point “x” is part of the training set?

e Success of attacker is a metric to quantify information leakage of the model about its individual
training data
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Quantifying Leakage in Language Models: Prior Work

Pre-trained autoregressive (causal) models: p(has|Mr, Smith; 0)
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Quantifying Leakage in Language Models: Prior Work

e Pre-trained autoregressive (causal) models:

Extraction Attack on GPT-2 [Carlini et al. 2021]:

s Generate 500k samples from the model

= Sift through them using an MIA to find actual training samples: over 60% precision
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Quantifying Leakage in Language Models: Prior Work

e Pre-trained autoregressive (causal) models:

Extraction Attack on GPT-2 [Carlini et al. 2021]:

s Generate 500k samples from the model

= Sift through them using an MIA to find actual training samples: over 60% precision

e Pre-trained masked language models p(has|s\ as); 6):

T~

Mr Smith has acute asthma




How Do We Measure Leakage in Masked Language Models?

e Extraction attacks [Lehman et al. 2021]: Fill in the blank and sampling attacks, very
low success rate.



How Do We Measure Leakage in Masked Language Models?

e Extraction attacks [Lehman et al. 2021]: Fill in the blank and sampling attacks, very low
success rate.
e Membership Inference Attacks (MIAs) [jagannatha2021]: Loss-based attack

Set a hard threshold on loss for inferring membership, based on a held-out test set

near random performance, lots of false negatives
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How Do We Measure Leakage in Masked Language Models?

e Extraction attacks [Lehman et al. 2021]: Fill in the blank and sampling attacks, very low
success rate.
e Membership Inference Attacks (MIAs) [jagannatha2021]: Loss-based attack, near

random performance

Does this mean MLMs memorize less than auto-regressive
models? Or do we just need stronger attacks!?

) ) 11l |
|34



How Do We Measure Leakage in Masked Language Models?

e Extraction attacks [Lehman et al. 2021]: Fill in the blank and sampling attacks, very low

success rate.
e Membership Inference Attacks (MIAs) [jagannatha2021]: Loss-based attack, near

random performance

e Stronger MIAs: Reference-based attacks (MIA) [Sankararaman2009, Ye2021]
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How Do We Measure Leakage in Masked Language Models?

e Extraction attacks [Lehman et al. 2021]: Fill in the blank and sampling attacks, very low

success rate.
e Membership Inference Attacks (MIAs) [jagannatha2021]: Loss-based attack, near

random performance

e Stronger MIAs: Reference-based attacks (MIA) [Sankararaman2009, Ye2021]

A static, absolute threshold does not control for the intrinsic complexity of each utterance

We need to calibrate the threshold for each utterance

(Y



Reference-based attack for MLMs

We propose a reference-based attack for MLMS:
e Complex training points: points that have higher loss

)) F)‘\ “\
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Reference-based attack for MLMs

We propose a reference-based attack for MLMS:
e Complex training points: points that have higher loss

Training data point Target Model Loss

Mr. Smith has type 2
diabetes.

Mr. Smith has fever . 2

Mr. Smith is taking 5
mgs of Haloperidol 2 7
times a day.
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Reference-based attack for MLMs

We propose a reference-based attack for MLMS:
e Complex training points: points that have higher loss
e We use a reference model, to provide an insight into how difficult each data point is

Training data point Target Model Loss
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diabetes.

Mr. Smith has fever . 2

Mr. Smith is taking 5
mgs of Haloperidol 2 7
times a day.




Reference-based attack for MLMs

We propose a reference-based attack for MLMS:
e Complex training points: points that have higher loss
e We use a reference model, to provide an insight into how difficult each data point is

Training data point Target Model Loss Reference Model Loss

Mr. Smith has type 2
diabetes.

Mr. Smith has fever . 2 3

Mr. Smith is taking 5
mgs of Haloperidol 2 7 10
times a day.




Reference-based attack for MLMs

e So instead of loss, we use likelihood ratio with respect to a reference model:

p(s; 6r)
p(s;0)

likelihood ratio: LR(s) =
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Reference-based attack for MLMs

e So instead of loss, we use likelihood ratio with respect to a reference model:

p(s; 6r)
p(s;0)

likelihood ratio: LR(s) =

By thresholding the LR, we infer membership: if LR(s) <t - s €D

Would need likelihood for each sample! However, MLMs don’t naturally give
probability distributions over full utterances!!
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Reference-based attack for MLMs

e So instead of loss, we use likelihood ratio with respect to a reference model:

p(s; 6r)
p(s;0)

likelihood ratio: LR(s) =

By thresholding the LR, we infer membership: if LR(s) <t - s €D

Would need likelihood for each sample! However, MLMs don’t naturally give
probability distributions over full utterances!!

We need p(s; 0), but the model gives us p(x;|s\ .. ).
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Likelihood Ratio for MLMs

e We view pre-trained MLMs as energy-based probability distributions on sequences:

e—E(s;Q)

p(s; 0) = 70
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e We view pre-trained MLMs as energy-based probability distributions on sequences:
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E (s; 0) refers to the scalar energy of a sequence s. Z is the normalization constant.
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Likelihood Ratio for MLMs

e We view pre-trained MLMs as energy-based probability distributions on sequences:

e—E(S;Q)

p(s;0) =

E (s; 0) refers to the scalar energy of a sequence s. Z is the normalization constant.

p(S; 0R)> (e_E(S:QR) > (e_E(S;6)>
LR(s) =lo =log| —— | —1lo
() g(P(S: 6) ® Zg, 8 Zg

= —FE(s;0g) — log(ZgR) + E(s;0) + log(Zy)
= E(s;0) —E(s;0y) + constant

Zg

e Given this:




Likelihood Ratio for MLMs

e We view pre-trained MLMs as energy-based probability distributions on sequences:

e—E(s;Q)

p(s;0) =

E (s; 0) refers to the scalar energy of a sequence s. Z is the normalization constant.

p(S; 0R)> (e_E(S;eR) ) <8—E(S,0)>
LR(s) =lo =log| —— | —1lo
() g(P(S: 6) ® Zg, 8 Zg

= —E(s; 0g) —log(Zy,) + E(s; 6) + log(Zp)

= E(s;0) —E(s; 0R) + constant>

Zg

e Given this:

e E(s;0) is calculated as average of MLM conditionals (p(x;|s\y,)), over multiple masks.
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Our Attack

General Data Distribution (p)
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Our Attack

? /

Training Data (D~p)

General Data Distribution (p)
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Our Attack

/ > n% —> E(5;60)

Training Data (D~p) Target Model My

t

General Data Distribution (p)

Mr. Smith
has lung
Cancer.

Target Sample (s)
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Our Attack
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Our Attack
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Example: loss-based attack
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Example: loss-based attack
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Example: Reference-based attack
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Experimental Setup

Task and
Model

I Masked (causal) language
modeling

I ClinicalBERT models

I MIMIC lll medical notes

I Area under ROC curve
I Recall for FPR@ 10%




ROC Curve Results
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Our likelihood ratio-based attack has an AUC of 0.90, vs the 0.66 of the loss-based attack.



Would other reference models work too?
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Would other reference models work too?

Baseline (losbased)

O
)
<<  Ours (likelihood ratio) 0.90 0.88
_ Baseline (losbased) 15.6 15.6
0 Ours (likelihood ratio) 79.2 71.5



So far ...

e  We show that unlike prior belief, pre-trained MLMs are also
susceptible to membership inference attacks!

e Attacks need some adjustments based on model architecture
and optimization

e However, we have only looked at pre-trained models so far!
What are the memorization patterns of fine-tuning data!?




Talk outline

e Question |: Privacy Auditing
[EMNLP2022a] Quantifying Privacy Risks of Masked Language Models Using MIAs
[EMNLP2022b] Memorization in NLP Fine-tuning Methods

e Question 2: Privacy Protection and Risk Mitigation

[NeurlPS2022] Differentially private model compression

e Summary and Conclusion




Memorization in Fine-tuning Large Language Models
e Large language models are often deployed with the pre-train and fine-tune paradigm:
I. Pre-train on a huge (usually web-scraped) “public”’ corpus.

2. Fine-tune on a smaller domain specific (usually private) dataset, for down-stream task.

Pre-trained Model Fine-tuned Model
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Memorization in Fine-tuning Large Language Models

e Fine-tuning (domain adaptation) can be riskier in terms of privacy, as it is more often,
on smaller domain specific datasets, such as emails, company messages, etc.

e Three main fine-tuning methods:

I. Fine-tuning the model in full (all parameters)
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Memorization in Fine-tuning Large Language Models

e Fine-tuning (domain adaptation) can be riskier in terms of privacy, as it is more often,
on smaller domain specific datasets, such as emails, company messages, etc.

e Three main fine-tuning methods:
I. Fine-tuning the model in full (all parameters)

2. Fine-tuning the ‘head’: head is a dense classifier layer added on top of the transformer
architecture to perform the given down-stream task.
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Memorization in Fine-tuning Large Language Models

e Fine-tuning (domain adaptation) can be riskier in terms of privacy, as it is more often,
on smaller domain specific datasets, such as emails, company messages, etc.

e Three main fine-tuning methods:
I. Fine-tuning the model in full (all parameters)

2. Fine-tuning the ‘head’: head is a dense classifier layer added on top of the transformer
architecture to perform the given down-stream task.

3.  Fine-tuning Adapters /:M*:‘\
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Experimental Setup

Task and
Model

| Autoregressive (causal) language
modeling

I Pre-trained GPT-2

I Penn Tree Bank

I MIA Recall
!




Memorization Phases
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Memorization Phases
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Memorization Phases
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Memorization Phases
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Memorization Phases
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Memorization Trends

e Head fine-tuning has the least desirable utility-privacy trade-off, although it doesn’t
have the greatest number of parameters (38Million, vs 124 Million of full fine-tuning)
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Memorization Trends

e Head fine-tuning has the least desirable utility-privacy trade-off, although it doesn’t
have the greatest number of parameters (38Million, vs 124 Million of full fine-tuning)
e Adapter fine-tuning and full fine tuning are on the Pareto frontier
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So far ...

e  We show that unlike prior belief, pre-trained MLMs are also
susceptible to membership inference attacks!

¢ Domain adaptation data is heavily memorized and
susceptible to being inferred

e How can we mitigate these privacy risks, specifically for
domain adaptation in smaller models?




Talk outline

e Question |: Privacy Auditing
[EMNLP2022a] Quantifying Privacy Risks of Masked Language Models Using MIAs
[EMNLP2022b] Memorization in NLP Fine-tuning Methods

e Question 2: Privacy Protection and Risk Mitigation

[NeurlPS2022] Differentially private model compression

e Summary and Conclusion




Private Training of Large Language Models: Prior Work

e To limit the leakage of fine-tuning data, prior work [Li et al. 2022, Yu et al. 2022] has used DP-
SGD during fine-tuning

Don’t repeat this!!
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Private Training of Large Language Models: Prior Work

e To limit the leakage of fine-tuning data, prior work [Li et al. 2022, Yu et al. 2022] has used DP-
SGD during fine-tuning

Differential Privacy SGD (DP-SGD) is the gold standard of private training

s DP protects the membership of every single sample in the training data

Don’t repeat this!!



Differentially Private SGD

Clip gradients for each example

Gradient
Update

R Gradient
Update
Gradient Noise
Updass Addition

by

McMahan et al. Learning Differentially Private Recurrent Language Models. In ICLR 2018



However ...

e lLarge LMs have high inference cost!
It takes 202 seconds to run MNLI test set (20k samples) on a Tesla P100 on BERT

Users interact with smaller models on edge devices!




However ...

e Large LMs have high inference cost!
It takes 202 seconds to run MNLI test set (20k samples) on a Tesla PI00 on BERT

Users interact with smaller models on edge devices!

e Training small LMs with DP-SGD would yield very poor utility

Training models from scratch with DP-SGD yields undesirable privacy/utility trade-off due to noise

Small Model
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Let’'s Compress Models!

e Compress models (via distillation, pruning, quantization, etc.) to decrease inference costs

Pre-trained Model Fine-tuned Model Compressed Model
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Let’'s Compress Models!

e How do we make sure that private data does not leak during compression?

What algorithms should one use to produce compressed private

models and how do they impact private fine-tuning?




Private Compression: Knowledge Distillation

e We propose and analyze two frameworks:

|. Differentially Private Knowledge Distillation (DP-KD)

Logits Matching

Teacher Model

Knowledge Transfer
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Private Compression: Knowledge Distillation

e We propose and analyze two frameworks:

|. Differentially Private Knowledge Distillation (DP-KD)
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Private Compression: Weight Pruning

e We propose and analyze two frameworks:

2.

Differentially Private Knowledge Distillation (DP-KD)

Differentially Private Iterative Magnitude Pruning (DP-IMP):

I Start with a pre-trained model M
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Private Compression: Weight Pruning

e We propose and analyze two frameworks:
I. Differentially Private Knowledge Distillation (DP-KD)
2.  Differentially Private Iterative Magnitude Pruning (DP-IMP):
I Start with a pre-trained model M

2. Fine-tune M on private data for N steps, using DP-SGD
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Private Compression: Weight Pruning

e We propose and analyze two frameworks:
I. Differentially Private Knowledge Distillation (DP-KD)
2.  Differentially Private Iterative Magnitude Pruning (DP-IMP):
I Start with a pre-trained model M
2. Fine-tune M on private data for N steps, using DP-SGD

3. Prune a% of the weights with the lowest magnitude from M
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Private Compression: Weight Pruning

e We propose and analyze two frameworks:
I. Differentially Private Knowledge Distillation (DP-KD)
2.  Differentially Private Iterative Magnitude Pruning (DP-IMP):
I Start with a pre-trained model M
2. Fine-tune M on private data for N steps, using DP-SGD
3. Prune a% of the weights with the lowest magnitude from M

4. Repeat steps 2-3 till sparsity level $% is reached.
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Experimental Setup

* Glue:
* Natural Language Inference
(MNLI and QNLI)

* MNLI: 393k/20k

* Classification Accuracy
* Sparsity Level: 50%




Summary of Findings

e DP Knowledge Distillation:

|. Drop in accuracy: There is a considerable drop in the accuracy between the teacher and the
student models.

MNLI Acc.

DP-KD Half -BERT (Ours, student) |
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Summary of Findings: Model Initializations

e Model initialization has a significant impact on final accuracy, especially when using DP-SGD.
We try three initializations for the compressed model:

l. Random initialization

)
| 97



Summary of Findings: Model Initializations
e Model initialization has a significant impact on final accuracy, especially when using DP-SGD.
We try three initializations for the compressed model:
I. Random initialization

2. Initialization with layers of BERT
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Summary of Findings: Model Initializations
e Model initialization has a significant impact on final accuracy, especially when using DP-SGD.
We try three initializations for the compressed model:
I. Random initialization
2. Initialization with layers of BERT

3. Initialization with DistilBERT
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Summary of Findings

e DP Knowledge Distillation:

2. Good initialization of students is crucial: Pre-trained DistilBERT achieves the best student
performance.

Different Initializations
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Summary of Findings

e DP Pruning;

DP pruning produces a compressed model that has better performance than fine-tuning and

distillation.

MNLI Acc.
DP-IMP Half -BERT (Ours, student) [ NG
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Talk outline

e Question |: Privacy Auditing
[EMNLP2022a] Quantifying Privacy Risks of Masked Language Models Using MIAs
[EMNLP2022b] Memorization in NLP Fine-tuning Methods

e Question 2: Privacy Protection and Risk Mitigation

[NeurlPS2022] Differentially private model compression

e Summary and Conclusion



Summary and Conclusion

e We probed and analyzed the privacy leakage of large language models through the lens
of membership inference attacks

We only focused on membership inference attacks here, however, probing privacy leakage for
deploying models in real-world cases needs to go beyond that:

s Other types of attack: extraction, property inference

- Other data modalities
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Summary and Conclusion

e We discussed and introduced privacy mitigation methods that limit the memorization
of language models and rely on differential privacy

Differential privacy provides worst-case guarantees and protects the membership of any
given ‘record’, but what is a record in practice!?

How do we interpret the provided DP guarantees in language models! How do we
communicate them to users of these models?

How do we choose the right privacy parameter? What are the policies around that?



Thanks!






