
CSE 255 Quiz 5

Tuesday May 7, 2013

Instructions. Do this quiz in partnership with exactly one other student. Write
both your names at the top of this page. Discuss the answer to the question with
each other, and then write your joint answer below the question. Use the back of
the page if necessary. It is fine if you overhear what other students say, because
you still need to decide if they are right or wrong. You have seven minutes.

Question. Consider the KDD 98 decision-making task with one additional
twist: if (and only if) a person receives a solicitation, there is a fixed 2% probabil-
ity that he or she will spontaneously donate $20 in the future, in addition to any
possible immediate donation.

Let x be a person, let y = 1 mean that the person makes a donation, and let a
be the donation amount. The base rate is p(y = 1) = 0.05, the average nonzero
immediate donation amount is $15, and the cost of a solicitation is $0.68. The
model f(x) estimates p(y = 1|x) and the model g(x) estimates E[a|x, y = 1].
For all x, 0.03 ≤ f(x) ≤ 0.20 and 10 ≤ g(x) ≤ 45.

What is the optimal policy for whom to solicit? Give your answer in a simple
form.

Answer. The optimal policy is to solicit everyone. The expected value of each
future donation is 0.02 · $20 = 40 cents. The minimum expected value of the
immediate donation is 0.03 · $10 = 30 cents. So for everyone the total, $0.70, is
greater than the cost of solicitation.

Additional note. It is called priming when an action now increases the prob-
ability of a beneficial response later. For example, mail-order vendors know that
sending a catalog to a customer can increase the chance that s/he will make a pur-
chase later, even if s/he does not make a purchase immediately, so the short-term
benefit of sending the catalog is zero.

Most decision-making based on predictive models only looks at short-term
costs and benefits, and ignores the long-term. The branch of machine learning



that addresses optimal decision-making that takes into account the whole series of
future costs and benefits is called reinforcement learning.


