
Embeddings of distance and similarity structure

A: Finding good representations of data



Uncovering latent structure

We have seen various models of latent structure, e.g.

• clusters

• linear subspaces

and algorithms that map data to a representation in which this structure is exposed.

Uses of the latent representation:

• As a way to better understand the data

• As a representation for subsequent learning or processing

Embedding data into simpler spaces
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Nonlinear Dimensionality
Reduction by

Locally Linear Embedding
Sam T. Roweis1 and Lawrence K. Saul2

Many areas of science depend on exploratory data analysis and visualization.
The need to analyze large amounts of multivariate data raises the fundamental
problem of dimensionality reduction: how to discover compact representations
of high-dimensional data. Here, we introduce locally linear embedding (LLE), an
unsupervised learning algorithm that computes low-dimensional, neighbor-
hood-preserving embeddings of high-dimensional inputs. Unlike clustering
methods for local dimensionality reduction, LLE maps its inputs into a single
global coordinate system of lower dimensionality, and its optimizations do not
involve local minima. By exploiting the local symmetries of linear reconstruc-
tions, LLE is able to learn the global structure of nonlinear manifolds, such as
those generated by images of faces or documents of text.

How do we judge similarity? Our mental
representations of the world are formed by
processing large numbers of sensory in-
puts—including, for example, the pixel in-
tensities of images, the power spectra of
sounds, and the joint angles of articulated
bodies. While complex stimuli of this form can
be represented by points in a high-dimensional
vector space, they typically have a much more
compact description. Coherent structure in the
world leads to strong correlations between in-
puts (such as between neighboring pixels in
images), generating observations that lie on or
close to a smooth low-dimensional manifold.
To compare and classify such observations—in
effect, to reason about the world—depends
crucially on modeling the nonlinear geometry
of these low-dimensional manifolds.

Scientists interested in exploratory analysis
or visualization of multivariate data (1) face a
similar problem in dimensionality reduction.
The problem, as illustrated in Fig. 1, involves
mapping high-dimensional inputs into a low-
dimensional “description” space with as many

coordinates as observed modes of variability.
Previous approaches to this problem, based on
multidimensional scaling (MDS) (2), have
computed embeddings that attempt to preserve
pairwise distances [or generalized disparities
(3)] between data points; these distances are
measured along straight lines or, in more so-
phisticated usages of MDS such as Isomap (4),

along shortest paths confined to the manifold of
observed inputs. Here, we take a different ap-
proach, called locally linear embedding (LLE),
that eliminates the need to estimate pairwise
distances between widely separated data points.
Unlike previous methods, LLE recovers global
nonlinear structure from locally linear fits.

The LLE algorithm, summarized in Fig.
2, is based on simple geometric intuitions.
Suppose the data consist of N real-valued
vectors !Xi, each of dimensionality D, sam-
pled from some underlying manifold. Pro-
vided there is sufficient data (such that the
manifold is well-sampled), we expect each
data point and its neighbors to lie on or
close to a locally linear patch of the mani-
fold. We characterize the local geometry of
these patches by linear coefficients that
reconstruct each data point from its neigh-
bors. Reconstruction errors are measured
by the cost function

ε"W # ! !
i

" !Xi$%jWij
!Xj" 2

(1)

which adds up the squared distances between
all the data points and their reconstructions. The
weights Wij summarize the contribution of the
jth data point to the ith reconstruction. To com-
pute the weights Wij, we minimize the cost
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Fig. 1. The problem of nonlinear dimensionality reduction, as illustrated (10) for three-dimensional
data (B) sampled from a two-dimensional manifold (A). An unsupervised learning algorithm must
discover the global internal coordinates of the manifold without signals that explicitly indicate how
the data should be embedded in two dimensions. The color coding illustrates the neighborhood-
preserving mapping discovered by LLE; black outlines in (B) and (C) show the neighborhood of a
single point. Unlike LLE, projections of the data by principal component analysis (PCA) (28) or
classical MDS (2) map faraway data points to nearby points in the plane, failing to identify the
underlying structure of the manifold. Note that mixture models for local dimensionality reduction
(29), which cluster the data and perform PCA within each cluster, do not address the problem
considered here: namely, how to map high-dimensional data into a single global coordinate system
of lower dimensionality.
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• Data space: weird geometry, weird distance/similarity structure

• Ideal embedding: into a space where familiar geometry (e.g. Euclidean) and
simple methods (e.g. linear separators) work well

Figure: S. Roweis and L. Saul (2000). Nonlinear dimensionality reduction by locally linear embedding.



B: Classical multidimensional scaling

Distance-preserving embeddings

• Input: An n × n matrix of pairwise distances

Dij = desired distance between points i and j ,

as well as an integer k.

• Desired output: an embedding z(1), . . . , z(n) ∈ Rk that realizes these distances as
closely as possible.

Most widely-used algorithm: classical multidimensional scaling.

• D ∈ Rn×n: matrix of desired squared interpoint distances.

• Schoenberg (1938): D can be realized in Euclidean space if and only if
B = −1

2HDH is positive semidefinite, where H = In − 1
n11T .

• In fact, looking at this matrix B suggests an embedding even if it is not p.s.d.



The Gram matrix

In Euclidean space, write squared distances using dot products:

‖x − x ′‖2 = ‖x‖2 + ‖x ′‖2 − 2x · x ′ = x · x + x ′ · x ′ − 2x · x ′.

What about expressing dot products in terms of distances?

Let z(1), . . . , z(n) be points in Euclidean space.

• Let Dij = ‖z(i) − z(j)‖2 be the squared interpoint distances.

• Let Bij = z(i) · z(j) be the dot products. “Gram matrix”

Moving between D and B:

• We’ve seen: Dij = Bii + Bjj − Bij − Bji . So D is linear in B.

• For H = In − 1
n11T , we have B = −1

2HDH.

And we can read off an embedding from the Gram matrix.

Question

Consider the two points x1 = (1, 0) and x2 = (−1, 0) in R2.

1 What is the matrix D of squared interpoint distances?

2 Write down H = In − 1
n11T .

3 Compute B = −1
2HDH. Is this the correct Gram matrix?



Recovering an embedding from interpoint distances
D ∈ Rn×n: matrix of desired squared interpoint distances.
Suppose these are realizable in Euclidean space: that is, there exist vectors
z(1), . . . , z(n) such that Dij = ‖z(i) − z(j)‖2.

We have seen how to obtain the Gram matrix, Bij = z(i) · z(j).

• B is p.s.d. (why?). Thus its eigenvalues are nonnegative.

• Compute spectral decomposition:

B = UΛUT = YY T ,

where Λ is the diagonal matrix of eigenvalues and Y = UΛ1/2.

• Denote the rows of Y by y (1), . . . , y (n). Then

y (i) · y (j) = (YY T )ij = Bij = z(i) · z(j).

If dot products are preserved, so are distances.

Result: embedding y (1), . . . , y (n) exactly replicates D. What is the dimensionality?

Classical multidimensional scaling

A slight generalization works even when the distances cannot necessarily be realized in
Euclidean space.

Given n × n matrix D of squared distances, target dimension k:

1 Compute B = −1
2HDH.

2 Compute the spectral decomposition B = UΛUT , where the eigenvalues in Λ are
arranged in decreasing order.

3 Zero out any negative entries of Λ to get Λ+.

4 Set Y = UΛ
1/2
+ .

5 Set Yk to the first k columns of Y .

6 Let the embedding of the n points be given by the rows of Yk .



Example

Figure: J.B. Kruskal and M. Wish (1978). Multidimensional scaling.

Alternative: embedding by gradient descent

Given target distances {Dij}, write down a cost function for the desired embedding
y1, . . . , yn ∈ Rk , e.g.

L(y1, . . . , yn) =
∑
i ,j

∣∣D2
ij − ‖yi − yj‖2

∣∣
and use gradient descent to optimize the {yi} directly.

Problem: no guarantees available.



C: Manifold learning

Low dimensional manifolds

Sometimes data in a high-dimensional space Rd in fact lies close to a k-dimensional
manifold, for k � d

Low dimensional manifolds

Example 1: Motion capture

N markers on a human body yields data in R3N

Example 2: Speech signals

Representation can be made arbitrarily high 
dimensional by applying more filters to each 
window of the time series

Often data that appears to be high-dimensional in fact lies 
close to a low-dimensional manifold.

This  area  of  research:  “Manifold  learning”

1 Motion capture
M markers on a human body yields data in R3M

2 Speech signals
Representation can be made arbitrarily high
dimensional by applying more filters to each
window of the time series

This whole area: “Manifold learning”



The ISOMAP algorithm

ISOMAP (Tenenbaum et al, 1999): given data x (1), . . . , x (n) ∈ Rd ,

1 Estimate geodesic distances between the data points: that is, distances along the
manifold.

2 Then embed these points into Euclidean space so as to (approximately) match
these distances.

Estimating geodesic distances

Key idea: for nearby points,
geodesic distance ≈ Euclidean distance

1 Construct the neighborhood graph.
Given data x (1), . . . , x (n) ∈ Rd , construct a graph G = (V ,E ) with

• Nodes V = {1, 2, . . . , n} (one per data point)
• Edges (i , j) ∈ E whenever x (i) and x (j) are close together

2 Compute distances in this graph.
Set length of (i , j) ∈ E to ‖x (i) − x (j)‖.
Compute distances between all pairs of nodes.



ISOMAP: examples

tion to geodesic distance. For faraway points,
geodesic distance can be approximated by
adding up a sequence of “short hops” be-
tween neighboring points. These approxima-
tions are computed efficiently by finding
shortest paths in a graph with edges connect-
ing neighboring data points.

The complete isometric feature mapping,
or Isomap, algorithm has three steps, which
are detailed in Table 1. The first step deter-
mines which points are neighbors on the
manifold M, based on the distances dX (i, j)
between pairs of points i, j in the input space

X. Two simple methods are to connect each
point to all points within some fixed radius !,
or to all of its K nearest neighbors (15). These
neighborhood relations are represented as a
weighted graph G over the data points, with
edges of weight dX(i, j) between neighboring
points (Fig. 3B).

In its second step, Isomap estimates the
geodesic distances dM (i, j) between all pairs
of points on the manifold M by computing
their shortest path distances dG(i, j) in the
graph G. One simple algorithm (16) for find-
ing shortest paths is given in Table 1.

The final step applies classical MDS to
the matrix of graph distances DG " {dG(i, j)},
constructing an embedding of the data in a
d-dimensional Euclidean space Y that best
preserves the manifold’s estimated intrinsic
geometry (Fig. 3C). The coordinate vectors yi

for points in Y are chosen to minimize the
cost function

E ! !#$DG% " #$DY%!L2 (1)

where DY denotes the matrix of Euclidean
distances {dY(i, j) " !yi & yj!} and !A!L2

the L2 matrix norm '(i, j Ai j
2 . The # operator

Fig. 1. (A) A canonical dimensionality reduction
problem from visual perception. The input consists
of a sequence of 4096-dimensional vectors, rep-
resenting the brightness values of 64 pixel by 64
pixel images of a face rendered with different
poses and lighting directions. Applied to N " 698
raw images, Isomap (K" 6) learns a three-dimen-
sional embedding of the data’s intrinsic geometric
structure. A two-dimensional projection is shown,
with a sample of the original input images (red
circles) superimposed on all the data points (blue)
and horizontal sliders (under the images) repre-
senting the third dimension. Each coordinate axis
of the embedding correlates highly with one de-
gree of freedom underlying the original data: left-
right pose (x axis, R " 0.99), up-down pose ( y
axis, R " 0.90), and lighting direction (slider posi-
tion, R " 0.92). The input-space distances dX(i, j )
given to Isomap were Euclidean distances be-
tween the 4096-dimensional image vectors. (B)
Isomap applied to N " 1000 handwritten “2”s
from the MNIST database (40). The two most
significant dimensions in the Isomap embedding,
shown here, articulate the major features of the
“2”: bottom loop (x axis) and top arch ( y axis).
Input-space distances dX(i, j ) were measured by
tangent distance, a metric designed to capture the
invariances relevant in handwriting recognition
(41). Here we used !-Isomap (with ! " 4.2) be-
cause we did not expect a constant dimensionality
to hold over the whole data set; consistent with
this, Isomap finds several tendrils projecting from
the higher dimensional mass of data and repre-
senting successive exaggerations of an extra
stroke or ornament in the digit.
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More manifold learning

1 Other good algorithms, such as

• Locally linear embedding
• Laplacian eigenmaps
• Maximum variance unfolding

2 Notions of intrinsic dimensionality

3 Statistical rates of convergence for data lying on manifolds

4 Capturing other kinds of topological structure

D: Out-of-sample extension



The problem

The methods we’ve seen so far:

• Input: some distance information about a set of points x1, . . . , xn ∈ X
• Output: embedding y1, . . . , yn ∈ Rk that satisfies these constraints

Problem: How to embed new points x ∈ X?

Two solution strategies

• Input: some distance information about a set of points x1, . . . , xn ∈ X
• Output: embedding y1, . . . , yn ∈ Rk that satisfies these constraints

Goal: Want to embed a new point x ∈ X

1 Landmark points.

• Typically k � n. Can we embed x using its distances to just O(k) of the xi?
• Choose O(k) landmark points, spread out nicely, to use for this purpose.

2 Learning an embedding function.
Learn a mapping f : X → Rk such that f (xi ) = yi , and apply this to new points.



E: Embeddings of similarity assessments

Partial information about distance/similarity function

Want an embedding of x1, . . . , xn that respects some distance function d(x , x ′) or
similarity function s(x , x ′). But these functions are unknown!

Partial information is available in the form of comparisons, e.g.:

1 A collection of “similar” pairs and “dissimilar” pairs

2 Triplet comparisons: x is more similar to x ′ than to x ′′

3 Quadruplet comparisons: x is more similar to x ′ than u is to u′

How to embed based on these?



Example: triplets

• Input: a collection T of triplets (i , j , k), meaning that xi is more like xj than xk
• Desired output: Embedding y1, . . . , yn ∈ Rk



F: Siamese nets

Application: checking signatures for forgery740 Bromley, Guyon, Le Cun, Sackinger, and Shah 

TARGET 
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Figure 1: Architecture 1 consists of two identical time delay neural networks. Each 
network has an input of 8 by 200 units, first layer of 12 by 64 units with receptive 
fields for each unit being 8 by 11 and a second layer of 16 by 19 units with receptive 
fields 12 by 10. 

4 NETWORK ARCHITECTURE AND TRAINING 

The Siamese network has two input fields to compare two patterns and one output 
whose state value corresponds to the similarity between the two patterns. Two 
separate sub-networks based on Time Delay Neural Networks (Lang and Hinton, 
1988, Guyon et al. 1990) act on each input pattern to extract features, then the 
cosine of the angle between two feature vectors is calculated and this represents the 
distance value. Results for two different subnetworks are reported here. 

Architecture 1 is shown in Fig 1. Architecture 2 differs in the number and size 
of layers. The input is 8 by 200 units, the first convolutional layer is 6 by 192 
units with each unit's receptive field covering 8 by 9 units of the input. The first 
averaging layer is 6 by 64 units, the second convolution layer is 4 by 57 with 6 by 8 
receptive fields and the second averaging layer is 4 by 19. To achieve compression in 
the time dimension , architecture 1 uses a sub-sampling step of 3, while architecture 
2 uses averaging. A similar Siamese architecture was independently proposed for 
fingerprint identification by Baldi and Chauvin (1992). 

Training was carried out using a modified version of back propagation (LeCun, 1989). 
All weights could be learnt, but the two sub-networks were constrained to have 
identical weights. The desired output for a pair of genuine signatures was for a 
small angle (we used cosine=l.O) between the two feature vectors and a large angle 

Similarity function s(x , x ′) = f (φ(x), φ(x ′)):

• φ is produced by a neural network

• f (·) can be, e.g., cosine similarity

• Net is trained using a loss function that
penalizes similar pairs that are far apart
and dissimilar pairs that are close together

Bromley, Guyon, LeCun, Sackinger, Shah (1993). Signature

verification using a “Siamese” time delay neural network.


