Bayesian inference

A: Frequentist versus Bayesian estimation



Inferring an unknown parameter

We get data xi,...,Xx, ~ pg and would like to estimate 6.

® Frequentist: treat ¢ as an unknown, non-random quantity.

For instance, pick the maximum-likelihood value

n
arg max Pr(xy,...,x,|0) = arg maxH Po(xi)-
0 o i

® Bayesian: treat 6 as a random variable with a prior distribution g,.

Given the data, the posterior distribution of 6 is

qn(0) = Pr(f]x1,...,xn) o< qo(0)Pr(xa,...,xn|0).

Some good references

® Bradley Efron. A 250-year argument: Belief, behavior, and the bootstrap.
e Andrew Gelman, John Carlin, Hal Stern, Donald Rubin. Bayesian Data Analysis.

® Kevin Murphy. Machine Learning: A Probabilistic Perspective.



Inferring a binomial parameter

(From Gelman.) What fraction of human births are female?
® |aplace looked at children born in Paris, 1745-1770.
# girls = 241,945, # boys = 251,527, total = 493,472.

Female fraction = 0.490.

® Mathematical setup:

® Let 0 be the probability that a child is female.
® |et n be the number of children observed.

Suppose we see F females and M males. Then F ~ binomial(n, 8).

® Bayesian inference: put a prior on 6.
Simple choice: uniform prior, g,(6) =1 for all 6 € [0, 1].

® |aplace asked: What is the probability that 8 < 0.57

® Uniform prior: g, = 1.

® \What is the posterior g, after seeing F =f, M = m?



B: Binomial and beta

The beta distribution
For a,, 6 > 0, the beta(«, 3) distribution on [0, 1] has functional form

Mo+ B)

Xa—l _X/J’—l
fo)r(s) Y

p(x) =

where T'(-) is the gamma function.

Recall [(z) = [, t* e "dt. Useful identity: ['(z + 1) = zl'(2).

Basic properties of the beta(a, 8) distribution:

Qo
Mean =
a+f
a—1
Mode = ———
ode ot 2
Variance = of

(a+ B2 (a+p+1)



Beta pictures
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An interesting case
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Laplace’s law of succession

Another question that Laplace considered: What is the probability that the sun will
rise tomorrow, given that it has risen every day for the past 5000 years?

Let O be the probability that the sun rises on any given day.

Place a uniform prior on 6.

® We have n = 5000 x 365 = 1,826,213 observations.
® Recall: uniform prior + binomial likelihood — beta posterior.
® Posterior g, is beta(n+ 1,1).
Answer:
1
1
Pr(sun rises tomorrow) = / 0qn(0)do = Eg 0 = T
0 n —|— 2

Beta priors

Unknown probability 6 € [0, 1] (of female child, sun rising, etc.)
® Prior g, = beta(a, /)
® See n observations, of which s are successes

® \What is the posterior g,?



The beta is a conjugate prior for the binomial

Conjugate prior: posterior is from the same family as the prior.

beta prior 4+ binomial likelihood —- beta posterior

® Prior beta(«, )

® QObserve s successes and f failures
® Posterior is beta(a + 5,5 + f)

Equivalent sample size: prior beta(a, ) is the same as
e Uniform prior

® Seeing a — 1 successes and 3 — 1 failures

Prior is eventually overwhelmed by observations.

C: Handling non-conjugate priors



Binomial with an arbitrary prior

Coin of unknown bias . Use any prior g, on [0, 1]:

See n observations, with h heads and t tails. Posterior:

gn(0) o go(0)-0"- (1 —0)t

How to answer questions like “What is Pr(0 < 1/2)7"
@ Fine gridding of [0, 1], approximate q,, g, by discrete distribution over grid points.

® Sample from g,. Easy if g, is beta. Otherwise, methods like rejection sampling.

Rejection sampling
Wish to sample from a distribution f, but we don’t know how.

® There is a distribution g from which we know how to sample.
® f(x)/g(x) is bounded, say < M.

Repeat:
® Draw X ~ g and U ~ Unif[0, 1]
e If U< f(x)/Mg(x): output X and halt

® What is the probability this procedure outputs a given x?

® What is the expected number of trials before a sample is generated?



D: Conjugate priors for exponential families

Conjugate priors for exponential families

Take any exponential family
polx) = e TI=COr(x)

with features T(x) = (T1(x),..., Tk(x)) and 6 € ©.

Conjugate prior over ©:
® Define features U(0) = (01,...,0k, —G(0)) € RkHL
® Gives a (k + 1)-parameter family indexed by n = (91, ...,mk), \:

pyr(0) = e(mN)-UO)=F(n.2) 1, (g)

with base measure v on ©.



Poisson with a gamma prior
Recall Poisson(#) distribution over N: pg(x) = e~ ?6*/x!.

Conjugate prior: gamma(a, 3) distribution over R

/805
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After seeing xi,...,X,, what is the posterior?

® Poisson distribution py(x) = e~ 6% /x!
® Gamma («, 3) prior: Pr(0) = %Ha_le_ﬁa



E: Multinomial and Dirichlet

Inference with the multinomial distribution

Collection of proteins from the same family (similar sequence, structure, function).
Each is a sequence of amino acids over a 20-letter alphabet S = {a;,...,a}. You
align them and you want to model the distribution over S at each position.

d1 d6 4dr a2
a3 dg dr a8
d1 d9 d7 a2

Infer the distribution 6 € A,y for the first position.
® Vector of counts at this position: (xi,...,x20) =(2,0,1,0,...,0)

® Here (xi1,...,X20) ~ multinomial(n = 3,0)

What is the maximum-likelihood estimate 6y ?



Dirichlet distribution
For v € RX, Dirichlet(c) is the distribution

Moy + -+ + k)
M) T(ak)

over the probability simplex A, = {(61,...,0x) : 0; > 0,>.60; = 1}.

Pr(6:,...,0k) = portpget gt

Properties:
Ef; = 4
o1+ -+ ag
i—1

Mode: 6; = a

ai+ -+ ok — k
var(9,~) _ Od,'(Oél + '2' g — Oz,')
(a1 4+ o)+ +ar+1)
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One more

[0.5, 0.5, 0.5]

Dirichlet as a conjugate prior for the multinomial

Bayesian inference for distribution 6 € Ay:

® Prior: Dirichlet(a,. .., ak)

® Draw n samples, get counts (xg, ..., Xxk)
What is the posterior distribution?



Choosing the prior parameters
By analyzing databases of proteins, we find (hypothetically):

® 25% of positions are highly conserved. concentrated on a single amino acid.

d] d2 d3 d4 ds de d7 dg d9 d10 d11 412 413 414 d15 d16 d17 d18 d19 420

® 12% of positions combine a particular set of amino acids with similar properties.

d] d2 d3 d4 ds de d7 dg d9 d10 d11 412 413 414 415 d16 d17 d18 d19 420

® 8% of positions combine a different set of amino acids.

dl d2 d3 d4 ds de dy dg d9 410 d11 d12 d13 d14 d15 d16 417 418 d19 420

But, how to combine these clusters?

F: Mixtures of conjugate priors



A mixture of conjugate priors is conjugate

Example: Beta-binomial. Coin of unknown bias 0 € [0, 1].
e Use prior wj beta(ay, £1) + ws beta(an, 52).
® See n coin tosses, of which h are heads and t are tails.
What is the posterior?

Mixtures of conjugate priors, cont’d

Unknown parameter 6. Prior is a mixture:

k
> Pr(J=j)Pr(0]J = ).
j=1

After seeing data, posterior is a mixture:

k
Y "Pr(J = j|data)Pr(0]J = j, data).
j=1



