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Abstract
INFerence-as-a-Service (INFaaS) has become a pervasive backbone technology for
many use-cases from mobile assistants to enterprise applications. IBM estimates
that 95% of all data processed for AI is used for inference services. This data
currently contains staggering amount of privileged and private data that could
hinder timely deployment of deep leaning models or pose risks for businesses and
their customers. While data is protected at rest and in motion through encryption,
it is exposed during inference as the data needs to be processed in an un-encrypted
fashion due to latency requirements and Service Level Agreements (SLA). Protopia AI addresses this structural gap in inference privacy by a novel obfuscation
technology. Our approach leverages gradient mechanisms to find stochastic data
obfuscations that also keep the inference service highly performant. We also provide secure APIs that allow inference services to seamlessly integrate this privacy
protection solution adding only less than 10 lines of code. We will demonstrate our
technology interactively using a Docker container, which allows the participants to
visually experience the obfuscation technology on a live webcam feed. Participants
will also be able to use our API with PyTorch to programmatically integrate our
technology in code, by themselves.
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Introduction

INFerence-as-a-Service (INFaaS), has become the backbone of the deployed applications in Voice
Assistants [1, 2], Smart Speakers [3], and enterprise applications [4–6], etc. However, the data
consumed by these services, much of which is not germane to the direct action at hand, can still be
exposed as inference computation is almost always performed on unencrypted data. Herein lies a
structural gap in the privacy of data used by deep learning for inference. This creates an opportunity
for data thieves who actively seek to obtain sensitive or private information about businesses, their
partners, or their customers. Data exists in three states, at rest, in transit, and in compute. An
important part of any AI inference service should be the protection of data from threats during the
entire process. However, this is not being done with current solutions. Protecting data at rest can be
done through AES [7] on storage systems. Once data starts moving through the network, utilization of
TLS [8] secures the data. Where the system breaks down is in the actual processing of the data during
inference, where information is turned into action. This is arguably both the most important piece of
the process as well as the most vulnerable step in the chain Protecting data during inference is critical
because the process could expose private information about both external customers and the business
providing the inference service itself. For example, consider Machine Learning (ML) inference
performed on security video footage of a business. Just as the video may include a customer’s
personally identifiable information, it also contains sensitive information about the layout of the
company’s buildings or its functions. In this example, the risk of exposure encompasses the company,
its customers, and potentially even third-party vendors.
Unfortunately, the tools available today that can protect inference privacy, like Fully Homomorphic
Encryption [9–11] and Secure Multiparty Computations [12–15], slow down the AI services by orders
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of magnitude [16, 17]. We addresses this structural gap in inference privacy by a novel obfuscation
technology. Our approach, dubbed Protopia AI, leverages gradient mechanisms to find stochastic
data obfuscations that also keeps the inference service highly performant. We also provide secure
APIs that allow inference services to seamlessly integrate this privacy protection solution adding
only less than 10 lines of code. We will demonstrate our technology interactively using a Docker
container, which allows the participants to visually experience the obfuscation technology on a live
webcam feed. They will also be able to use our API with PyTorch to programmatically integrate our
technology in code, by themselves.
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Technology

This demo presents Protopia AI, which comes in two parts: (1) curated noise for redaction of private
information, and (2) simple yet secure APIs to enable private inference with minimal change to the
original inference service.
2.1

Curated Noise for Redaction of Private Information

With Protopia AI, model is fed only the parts of the data that are truly essential to carrying out
the exact task at hand; nothing more. This solution uses a mathematical approach [16–19] to
redact any information that is not conducive to a given service and replaces it with a curated noise.
In a baby monitoring example, where a baby monitor needs
to detect whether the mouth and nose of the baby are
covered, currently the unencrypted pictures on the left
are inferred upon. Using the images on the left results in
99% accuracy but 100% of the private data is potentially
compromised. With Protopia AI, the same model achieves
98% accuracy using the redacted pictures on the right with
0% private data exposed.
Protopia AI, although complementary to the existing Confi-

Figure 1: Protopia AI generates noise around the signal
to obfuscate unnecessary information when using AI to
reduce privacy risk.

dential Computing initiatives, has stark distinctions. First,
our technology is software-only and does not require hardware changes. Second, in Confidential
Computing, the data is still processed in its original form and if the hardware is compromised, which
is always possible, all the information in each data record is exposed. Protopia AI minimizes privacy
loss during inference computation regardless of the underlying hardware’s security guarantees by
only allowing necessary features from each data record into the compute platform to begin with.
2.2

Secure yet Simple API for Noisy Inference

We provide a set of secure APIs that enables applying the obfuscation on the data that is being
inferred upon. Our objective is to impose least coding runtime overhead to the programmers and
inference service, respectively. As such, typically only five lines of code change is necessary to apply
the obfuscation. The runtime overhead is minimal as the Protopia AI only adds the sampled noise to
the tensors.

3

Hands-on Demonstration

The demo will include a short presentation that outlines
our technology with a prerecorded demo of the obfuscation.
Then, the interactive portion of the demo will showcase our
privacy protection technology on two applications: face
detection and baby monitoring. First, the demo will be
provided in the form of Docker containers where participants can use input stream from their own webcam or an
uploaded video to visually experience the obfuscation as
shown in Figure 2. For interested individuals, a Jupyter
notebook will be provided to compare the performance of
the base model with and without obfuscation.
2

Figure 2: Visualization of the raw and obfuscated video
stream and the bounding boxes from the detection.
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