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Abstract

As the study of large, naturally occurring networks rises in importance, it is critical to develop
powerful methods for analyzing problems on graphs. As we consider graphs with billions of vertices
and edges, these methods must be efficiently computable in order for any analysis to be tractable.
One characteristic of many problems on graphs is diffusion or spreading along graph edges between
vertices. We study random walks and PageRank as methods for analyzing diffusion, and we describe two
applications: graph partitioning and network epidemics, with an eye toward future research directions.

1 Introduction

In the last fifteen years, the study of large graphs has emerged and risen to the forefront of modern graph
theory. A graph is a natural way to represent data because it captures both entities and relationships
between those entities. Thus, graphs are often used as mathematical representations for many datasets, both
naturally occurring and man-made. For example, graphs are used to represent social networks, modeling
people with friendship or collaboration relationships, biological networks such as protein interactions, and
physical networks such as the hardware backbone of the Internet. As scientists study ever-larger datasets, it
has become apparent that these massive graphs all have similar topological and graph-theoretic properties.

One important property of naturally-occurring graphs is the small-world phenomenon [42]. This phe-
nomenon, a hallmark of large networks in the real world, is that there is a short path between any randomly-
chosen pair of vertices. Many real-world networks exhibit small-world behavior, and they are characterized
by having a low average shortest path length and many dense subgraphs.

Another hallmark of large graphs is the power-law degree distribution. In the late 1990s, several groups
independently discovered that virtually every large network found in nature exhibits a power-law degree dis-
tribution [1, 2, 12, 21]. This is in direct contrast with many natural mathematical structures and phenomena
that are built on the normal distribution, such as the traditional Erdös-Rényi model of random graphs [20].
Thus, naturally-occurring graphs have more highly-connected nodes than one would expect from a normal
distribution or a graph generated by an Erdös-Rényi model.

Because these small-world phenomena and power-law degree distributions occur so ubiquitously in real
world graphs of any size, they are often called scale-free networks [6, 7]. Although scale-free networks can
be small, many networks that scientists care about are enormous: the World Wide Web, social interaction
graphs, road networks, biological interactions, and many more. Many of the established graph theoretic
algorithms such as minimum spanning tree computation, shortest path computation, and network flow are
intractable at such large scale. Indeed, simply parsing an entire graph is often too much. But we shall
see that there are powerful tools for analyzing large networks, and good approximations for intractable
computations can be efficiently calculated, often using only local computations.

2 Graph preliminaries

In this paper, we will consider an undirected, unweighted graph G = (V,E) with vertex set V and edge set
E. We will assume that |V | = n unless otherwise specified. For a vertex v ∈ V , we will let dv denote the
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degree of v which is the number of neighbors of v. Furthermore, if u and v are neighbors, we will write u ∼ v
to indicate that they are adjacent.

The degree sequence d = (d1, d2, . . . , dn) is a vector encapsulating the degree of each of the n nodes in G
(In this paper, d and all other vectors will be treated as row vectors.), and let D = diag(d1, . . . , dn) be the
diagonal degree matrix. We also refer to the degree distribution, which is the probability that a randomly-
selected node v has a certain degree. The common degree distribution describing many large-scale graphs
found in nature is the power-law distribution, where

Pr[dv = k] = k−α

for some constant α, usually between 2 and 3.
Given a set of nodes T ⊆ V , the volume of T is defined to be vol(T ) =

∑
v∈T dv. We will use vol(G) to

refer to the volume of the entire graph, which is always equal to 2|E|.
For the graph G, let A be the adjacency matrix of G, where

Aij =

{
1 if {i, j} ∈ E,
0 otherwise.

We define the standard random walk matrix to be W = D−1A, and also the normalized Laplacian matrix of
G to be L = I −D−1A (since G is unweighted and undirected, L has this form). W will be used extensively
in the study of random walks and PageRank, and L often has more desirable spectral properties than A.

For an n-dimensional vector v where the components vi correspond to nodes in G, the support of v is
the set of nodes i ∈ V such that vi 6= 0. We will denote this set by Supp(v). The vector 1T will be used
throughout this paper as the indicator vector for T ⊆ V : the components corresponding to nodes in T are
1 while the rest are 0. We extend this notation to use 1v with v ∈ V to denote the vector that is 1 at the
component corresponding to v, and 0 otherwise.

There are many other graph-theoretic quantities used in this paper, but they are more specific than these
general definitions. Their definitions will be included throughout the paper when relevant.

3 Diffusion, random walks and PageRank

One important class of problems on large graphs is those involving some kind of spreading or movement
between nodes along a graph’s edges. Many real-world situations can be characterized this way: Web users
navigating from site to site on the Internet by clicking hyperlinks in a browser, new products becoming
popular based on word-of-mouth and interactions between people, and disease spreading among human
populations based on direct contact. Computer scientists and mathematicians have developed tools and
methods for analyzing these types of problems.

3.1 Random walks

One starting point for the study of diffusion on a graph is the random walk, a simple Markov process on
a graph. Let G = (V,E) be an undirected, unweighted graph. At each time step t, the random walk has
a state x(t) ∈ V , indicating which node the random walk is on at time t. If x(t) = i, then at time step
x+ 1, the random walk moves to one of its neighbors j chosen uniformly at random from all of i’s neighbors.
Formally, the state transitions can be described as:

Pr[x(t+ 1) = j|x(t) = i] =

{
1
di

if i ∼ j
0 otherwise.

Due to the structure of the state transitions, it is possible to express Pr[x(t) = i] using vector notation.
Let p(t) = (p1(t), . . . , pn(t)), where pi(t) = Pr[x(t) = i]. Then,

p(t) = sW t,
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where s is an initial distribution for the random walk’s starting point, and ||s||1 = 1. It has been shown [17]
that as long as G is connected and not bipartite, 1 is an eigenvector of A with eigenvalue 1, and all other
eigenvalues are smaller. Thus, the random walk has a stationary distribution π = 1D−1, and a random walk
from any starting distribution will converge to π. Thus,

lim
t→∞

Pr[x(t) = i] =
di

vol(G)
,

independent of the starting configuration s, as long as G is connected and not bipartite. The bipartiteness

condition can be relaxed if we take W to be the lazy random walk matrix W` = I+D−1A
2 . The stationary

distribution π is the same. This represents a random walk on G where at each time step, a random walk
step is taken with probability 1/2; otherwise, the state is unchanged.

3.2 PageRank

The random walk model was later extended by Brin and Page to form PageRank [11, 36]. PageRank was
originally designed for Web search ranking, modeling a random person browsing the Web. A Web user does
not just click links to navigate the Web; he or she also sometimes jumps to a potentially random page.
Thus, the random walk Markov process is modified: at each time step t, a random walk step is taken with
probability (1 − α), and a random jump is taken with probability α. The random jump is taken uniformly
among all nodes in V . This Markov chain is now a one-parameter family of processes, parametrized by α.
It has been shown that this Markov process has a stationary distribution prα given by:

prα =
α

n
1 + (1− α)prαW.

Here, W can either be the lazy or traditional random walk matrix; they are equivalent up to a change in α
[5]. The stationary distribution prα is the PageRank. With α = 0, the PageRank is simply the random walk
stationary distribution, and with α = 1, the PageRank is the uniform distribution over V .

This notion of PageRank can be extended to take into account any random jump distribution s. Brin and
Page took s = 1/n, but considering an arbitrary distribution s can create personalized or context-sensitive
search rankings. This two-parameter family is known as personalized PageRank [9, 22, 25, 26], and it is the
unique solution to

prα(s) = αs + (1− α)prα(s)W.

The personalized PageRank vector can also be written as an infinite sum [5]:

prα(s) = αs + α

∞∑
t=1

(1− α)t(sW t).

This is a geometrically weighted sum over random walks, showing that personalized PageRank is a viable
metric when analyzing diffusion on graphs. This representation also shows that prα is linear in s. By varying
α, one can simulate different rates of diffusion: when α gets smaller, the random walks spread further from
the initial distribution s before returning via a random jump. We will later see personalized PageRank used
to find local clusters and to combat network epidemics.

3.3 Computing PageRank

Since personalized PageRank arises from a Markov chain, it can be calculated by iterating the Markov
process until convergence. Of course, on graphs as large as the World Wide Web, there is simply too
much information to feasibly compute PageRank this way. However, it is possible to compute approximate
PageRank vectors more efficiently [5]:

Definition 1. An ε-approximate PageRank vector for prα(s) is a PageRank vector prα(s − r) where the
vector r is nonnegative and satisfies r(v) ≤ εdv for every vertex v in the graph.
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The approximation error of the ε-approximate PageRank vector on any set of nodes S can be bounded
in terms of the volume of that set and ε, proved in [5]:

Lemma 1. For any ε-approximate PageRank vector prα(s− r), and any set S of vertices,

prα(s)1∗S ≥ prα(s− r)1∗S ≥ prα(s)1∗S − εvol(S).

Thus, the approximation error of an ε-approximate PageRank vector on any set S is at most εvol(S).
An algorithm ApproximatePR(s, α, ε) was proposed [5] to compute approximate PageRank vectors:

ApproximatePR(s, α, ε):

1. Let p = 0, and r = s.

2. While ru ≥ εdu for some vertex u:

(a) Pick any vertex u where ru ≥ εdu.

(b) Apply push(u).

3. Return p and r.

push(u):
Let p′ = p and r′ = r, except for these changes:

1. p′u = pu + αru.

2. r′u = (1− α)ru/2.

3. For each vertex v such that (u, v) ∈ E:
ru = rv + (1− α)ru/2du.

The analysis of ApproximatePR(s, α, ε) leads to the following conclusion:

Theorem 1. The algorithm ApproximatePR(s, α, ε) has the following properties: for any starting vector s
with ||s||1 ≤ 1, and any constant ε ∈ (0, 1], the algorithm computes an ε-approximate PageRank vector p for
prα(s). The support of p satisfies vol(Supp(p)) ≤ 2

(1−α)ε , and the running time of the algorithm is O( 1
εα ).

The full proof of Theorem 1 is in [5]. The key ideas of the correctness proof are that the push subroutine
preserves the approximate PageRank condition p = pr(s− r), and the stopping condition ensures that it is
an ε-approximation. The running time bound follows from the fact that ||r||1 = 1 initially, and it decreases
by αεdu every time push(u) is called.

4 Clustering

Clustering, or graph partitioning, is an important and well-studied problem on graphs. With large datasets,
it is often desirable to condense the data into more manageable segments. The clustering problem is to
organize the nodes in a graph into groups, where each group is made up of nodes that are close to each other
but comparatively separate from the rest of the graph. Clustering algorithms must take care not to yield
clusters that are too small or too big; often one can find isolated nodes connected to the rest of the graph
by one edge, or very large clusters that exclude a few isolated nodes. While these groups technically fit the
criteria of being well-connected within the cluster and less connected to the rest of the graph, they do not
reveal much about the data, and they do not make a very good partition. Thus, we take the size of the
resulting cluster into consideration, using the Cheeger ratio hS [17] as a metric:
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Definition 2. For a set of nodes S ⊆ V , let e(S, S̄) denote the number of edges e = {u, v} ∈ E such that
u ∈ S and v ∈ S̄. Then the Cheeger ratio hS is

hS =
e(S, S̄)

min(vol(S), vol(S̄))
.

Related to the Cheeger ratio is the Cheeger constant of a graph G:

Definition 3. For a graph G = (V,E), the Cheeger constant of G, h(G), is the lowest Cheeger ratio of any
graph partition:

h(G) = min
S⊂V

hS .

Thus, we want to find clusters that have low Cheeger ratio. We will primarily discuss the problem of
dividing the graph into two clusters, by finding one set S with low Cheeger ratio. (From the definition of
hS , S̄ will have the same ratio.) Finding larger numbers of clusters can be done by subdivision.

Computationally, we will emphasize methods that use only local information to find a cluster. Using the
entire graph is usually unfeasible with large graphs that arise with natural datasets. Thus, we will pose the
problem as such: given a vertex v ∈ V , find a set of nodes S containing v where the Cheeger ratio hS is
small. Fortunately, we have local methods that are computationally feasible: simulating random walks, and
approximating PageRank.

4.1 Diffusion and graph cuts

At first, the relationship of clustering to diffusion and PageRank may seem unclear, but they are neatly
related. We desire a cluster S that is well-connected internally, but less connected to the rest of the graph.
Intuitively, if a diffusion process is started in such a cluster, it is unlikely to leave the cluster since it is poorly
connected to the rest of the graph. This is often true, though we have to be careful because a diffusion process
that starts at the boundary of S can easily leave S at the very start. We will later present algorithms that
use diffusion to find such sets S.

The basic diffusion process is the random walk on G, and a result of Lovász and Simonovits [16, 30, 31]
implies that finding a cluster S containing a starting vertex v can be accomplished by simulating a random
walk starting from v. This notion is quantified into the following lemma [39, 40]:

Lemma 2. Let C be a subset of V with Cheeger ratio hC , and let t0 be a time constant. Define Ct0 to be
the subset of C such that for all v ∈ Ct0 and any t ≤ t0, 1vW

t1∗
C̄
≤ t0hC . Then, the volume of Ct0 satisfies

vol(Ct0) ≥ vol(C)/2.

This lemma contains many parameters, but it implies that for a vertex set C with small Cheeger ratio,
there are many nodes v within C for which the probability that a random walk starting at v leaves C is low.

A similar result has been derived [3, 5] for PageRank instead of random walks:

Lemma 3. Let C be a subset of V with Cheeger ratio hC , and let α be a constant in (0, 1]. Then there is
a subset Cα ⊆ C with volume vol(Cα) ≥ vol(C)/2 such that for any vertex v ∈ Cα, the PageRank vector
prα(1v) satisfies

prα(1v)1C ≥ 1− hC
α
.

This lemma implies that for a vertex set C with small Cheeger ratio, there are many nodes v within C
for which the personalized PageRank, using v as a start node, is small on the nodes outside C.

These results are important because they show a correlation between the Cheeger ratio and diffusion
processes: for a vertex set C with small Cheeger ratio hC , it is hard for diffusion processes started within C
to leave C. This is an idea that will be exploited when designing efficient local clustering algorithms.
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4.2 Local clustering based on diffusion and PageRank

The relationship between diffusion and the Cheeger ratio on subsets of V described in the previous section
has been used as the basis of several local clustering algorithms. These algorithms operate by finding small
cuts with low Cheeger ratio, and combining them into a larger set to form a partition. The first algorithm
we present is based on random walks.

4.2.1 Local clustering with random walks

One way to choose a set C ⊆ V based on a random walk is to simulate a random walk for t steps and then
choose vertices with high random walk probability as the set C. Lovász and Simonovits [16, 30, 31] showed
that for a vertex u, there is a ranking of vertices that produces good sets C:

• Take p to be the random walk probability vector 1uW
t

• Take q = (q1, . . . , qn) so that qi = pi/di.

• Let q′ be the permutation of q which sorts the elements of q in descending order.

• Let Cj,t,u ⊆ V be the set of vertices represented by the first j elements of q′.

These sets Cj,t,u have associated Cheeger ratios which we will denote hj,t,u, and we can define a minimum
among all such sets for one starting vertex u and a time horizon t:

ht,u = inf
t′≤t

inf
j
hj,t′,u.

This process of taking a vector p (in this case, the random walk probability vector), normalizing it
according to vertex degrees, sorting it, cutting it off at the top j elements, and minimizing the Cheeger ratio
over all j is usually known as taking a sweep of p to form a set C.

Lovász and Simonovits used this sweep process to show that

Lemma 4.

1uW
tv − du

vol(G)
≤

(
1−

h2
t,u

8

)t√
du
dv

This lemma implies that if a random walk probability, after t steps, is large, then there is a set Cj,t,u
with Cheeger ratio hj,t,u that can be found.

Spielman and Teng [39, 40] extended this notion to find a set Ct0 (as defined in Lemma 2) with a given
target Cheeger ratio. They prove the following:

Lemma 5. Given a target Cheeger ratio h > 0, let t0 = log(ne4/2)/h2, α = 1/4t0. Then, for every set S
with vol(S) ≤ vol(G)/2 and hSt0 < 1/32, and for all u ∈ Ct0 , there exists a t < t0 and a j ≤ n/2 such that
the set Cj,t,u has Cheeger ratio hj,t,u ≤ h.

This lemma leads to an algorithm [39, 40] to find a set C given a graph G, a starting vertex u, a target
Cheeger ratio h ∈ (0, 1), and a positive integer b:

Theorem 2. The algorithm Nibble(G, u, h, b) outputs a set C, if it exists, that satisfies:

1. hC ≤ h,

2. vol(C) ≤ (5/6)vol(G).

Furthermore, if h ≤ 1/2, for each set S satisfying vol(S) ≤ (2/3)vol(G) and hS ≤ 2h3/144 log2(vol(G)e4/2),
there is a subset St0 ⊆ S such that vol(St0) ≥ vol(S)/2 that can be decomposed into sets Sbt0 for b =
1, . . . , log2(vol(G)/2). If Nibble is run with parameters h and b, then it will output a set of vertices C such
that

(4/7)2b−1 ≤ vol(C ∩ S).

The running time of Nibble is O(2b log4(vol(G)/2)/h5).
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Nibble(G, u, h, b)

1. Set p̄0 = 1u.

2. Set t0 = 49 log(vol(G)e4/2)/h2, γ = 5h
392 log(vol(G)e4/2) , and εb = h

56 log(vol(G)e4/2)t02b
.

3. For t = 1 to t0 do

(a) Set p̄t = p̄t−1W .

(b) Truncate p̄t: all elements i such that p̄t,i < 2εbdi become 0.

(c) Let q̄t be the vector with qt,i = pt,i/di.

(d) Let q̄′t be the permutation of qt which sorts the elements of q̄t in descending order.

(e) If there is a j such that:

i. hj,t,u ≤ h,

ii. q′t,j ≥ γ/vol(Cj,t,u), and

iii. 5vol(G)/6 ≥ vol(Cj,t,u) ≥ (5/7)2b−1,

then output C = Cj,t,u and quit.

4. Return ∅.
The main point of the algorithm and its analysis is that if Nibble(G, u, h, b) returns a set C, then C has

the following characteristics:

• The Cheeger ratio of C is small; at least as small as the target h.

• The volume of C is not so large that it is close to the entire size of G.

• For a given set S, there are many vertices u ∈ S for which the resulting C will have a large intersection
with S.

These are all desirable characteristics for such a set C, because they lead to a local clustering algorithm
that combines these sets C. If these individual sets have small Cheeger ratios, then they can be combined
into a larger set with small Cheeger ratio if they overlap. The algorithm proposed in [39, 40] does just that:

Theorem 3. The algorithm Partition(G, h, p) returns a set D such that:

1. vol(D) ≤ (31/36)vol(H)

2. hD ≤ (36/5)h.

Furthermore, for any set S ⊆ V with vol(S) ≤ (2/3)vol(G) and hS ≤ 2h3/144 log2(vol(G)e4/2), then with
probability at least 1− p, either

1. vol(D̄) ≤ (5/6)vol(G), or

2. vol(D̄ ∪ S) ≤ (1/2)vol(S).

The running time of Partition(G, h, p) is O(vol(G) log2(1/p) log4(vol(G)/2)/2h5).
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Partition(G, h, p)

1. Set W1 = V .

2. For j = 1 to (56vol(G)/2) dlog2(1/p)e:

(a) Choose a vertex u with probability du/vol(G).

(b) Choose a b in 1, . . . , dlogme according to

Pr[b = i] = 2−i/(1− 2−dlogme).

(c) Set Dj = Nibble(Wj , u, h, b).

(d) Set Wj+1 = Wj \Dj .

(e) If vol(Wj+1) ≤ (5/6)vol(G), then exit the loop.

3. Set D = V \Wj+1.

This is exactly what the local clustering problem requires: a set D that is not too large and has small
Cheeger ratio. The algorithm is based on calling Nibble repeatedly, indicating that simulating random walks
is the basis for this local clustering algorithm.

4.2.2 Local clustering with PageRank

Using PageRank instead of random walks yields an analogous algorithm for finding a local cluster. Lemmas
4 and 5 together implied that if we find a set S where the random walk probability, starting from u, is
considerably larger than the stationary distribution after t0 steps, then there is a set Cj,t,u with small
Cheeger ratio, that is formed by taking the nodes with the top j random walk probabilities, normalized by
their degrees. A similar result was proved in [5] with personalized PageRank vectors.

First, we must define a method for creating vertex sets from PageRank vectors. Suppose prα(s) is a
personalized PageRank vector. Then, it is possible to create a set Cs by performing a sweep over prα(s).

A result similar to Lemmas 4 and 5 was proven in [5] with respect to PageRank:

Lemma 6. If prα(s) is a personalized PageRank vector with ||s||1 ≤ 1, and there exists a set S of vertices
and a constant δ satisfying

prα(s)1∗S −
vol(S)

vol(G)
> δ,

then

hCs <

√
12α log(4

√
vol(S)/δ)

δ
.

There are a lot of conditions on this lemma, but the main point is that if there exists a set S where
the personalized PageRank is significantly larger than the stationary distribution d

vol(G) , then a sweep over

prα(s) produces a set Cs with low Cheeger ratio: O(
√
α log(vol(S))). This could lead to an algorithm similar

to Nibble, but there is one problem: personalized PageRank can be very expensive to compute, especially
for the large graphs that are often studied. Thus, we will use another result from [5] involving approximate
PageRank vectors that are much easier to compute:

Lemma 7. Let α be a constant, let C be a set satisfying

1. hC ≤ α/10

2. vol(C) ≤ 2
3vol(G).
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Let Cα be the set of vertices v ∈ C satisfying

prα(1v)(vec1
∗
C̄ ≤

hC
α
.

If p̃ = pr(1v − r) is an ε-approximate PageRank vector where v ∈ Cα and ε ≤ 1
10vol(C) , then a sweep over p̃

produces a set S with Cheeger ratio hS = O(
√
α log(vol(C))).

This theorem leads directly to an algorithm PageRank-Nibble(v, h, b) using approximate PageRank (with
v as a starting point) to find a set S with a target Cheeger ratio h, analogous to Nibble with random walks:

Lemma 8. Let C be a set such that vol(C) ≤ 1
2vol(G) and hC ≤ h2/(22500 log2(50vol(G))). Let α be defined

as it is used in PageRank-Nibble, which is h2/(225 log(100
√

vol(G)/2)), and let Cα be the set such that

prα(1v)1
∗
C̄ ≤

hC
α
.

Suppose v ∈ Cα. Then, there is some integer b ∈ [1, dlog(vol(G)/2)e] for which PageRank-Nibble(v, h, b)
finds a set S meeting the following criteria:

1. hS < h,

2. 2b−1 < vol(S) < 2
3vol(G),

3. vol(S ∩ C) > 2b−2.

Furthermore, the running time is O(2b log2(vol(G)/2)
h2 ).

PageRank-Nibble(v, h, b):

1. Let α = h2

225 log(100
√

vol(G)/2)
.

2. Compute an ε-approximate PageRank vector p = prα(1v − r),
with ε ≤ (2b × 48 dlog(vol(G)/2)e)−1.

3. For each j ∈ [1, |Supp(p)|], take Sp
j to be the set of the vertices with the highest j values of

p, normalized by their degrees. Check whether Sp
j obeys the following conditions:

(a) hSp
j
< h,

(b) 2b−1 < vol(Sp
j ) < 2

3vol(G),

(c) p[2b]− p[2b−1] > 1
48dlog(vol(G)/2)e .

(d) If some set Sp
j satisfies all these conditions, then return it. Otherwise, return nothing.

Here, p[k] refers to the Lovász-Simonovits curve (see [5, 30, 31]).
Looking through all the parameters and constraints, the main result is that for any C containing a vertex

v, PageRank-Nibble can be used to find a set S, where the Cheeger ratio is lower than a target h, S is not
too large, and S contains many nodes in common with C. These characteristics, like those of the vertex sets
found with the original Nibble algorithm, are amenable to being combined to form an overall local clustering
scheme.

If PageRank-Nibble is used instead of the original Nibble algorithm in Partition from [39, 40], the
result is an algorithm PageRank-Partition that takes a graph G and target Cheeger ratio h as parame-
ters. It is shown [5] that if there exists a C with hC = O(h2/ log2(vol(G)/2)), then with high probability,
PageRank-Partition finds a set S such that hS ≤ h and vol(S) ≥ vol(C)/2. Furthermore, the running time

is O(vol(G) log4(vol(G)/2)
2h2 ). This improves the running time of the original Partition algorithm from [39, 40].
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4.2.3 PageRank-based local clustering: a refinement

Soon after publishing the PageRank-Nibble algorithm, Andersen and Chung go on to refine the algorithm.
The original algorithm in [5] used the idea that a vertex set C with high PageRank can be used to find a
set S with small Cheeger ratio. In [3], we see that we can form such sets S by looking for sharp drops in
PageRank.

Similar to the method used in computing a set based on performing a sweep on a PageRank vector, we
will form sets Sj based on a PageRank vector p. Sj is formed in the following fashion:

• Let q = (q1, . . . , qn) be defined as qi = pi/di.

• Let q′ be the permutation that places the vertices in decreasing order of q.

• Let Sj be the set containing the first j vertices of q′.

We will show that if there is a sharp drop in rank at Sj , then the set Sj has small Cheeger ratio. The
contrapositive is proved in [3]:

Lemma 9. Let p = prα(v − r) be an approximate PageRank vector, and h ∈ (0, 1). Let j be any index in
[1, n]. Either the number of edges leaving Sj satisfies e(Sj , S̄j) < 2hvol(Sj), or else there is some index k > j
such that

vol(Sk) ≥ vol(Sj)(1 + h) and q′k ≥ q′j − α/hvol(Sj).

This contrapositive implies that Sj either has small Cheeger ratio, or there is an Sk with k > j where
vol(Sk) is not much larger than vol(Sj), and the rank q′j is not much smaller than q′k, i.e., there is not a
sharp drop in rank at Sj .

We have shown that there if there is a sharp drop in PageRank at an index j, then Sj has small Cheeger
ratio. But what if there is no sharp drop in the entire vector? The following lemma implies that if Lemma
9 is applied repeatedly on larger indices and no sharp drop is found, then the last index has to be large.

Lemma 10. Let {k0, . . . , kf} be an increasing sequence of indices such that for each i ∈ [0, f − 1],

qki+1
≥ qki − α/hvol(Ski) and vol(Ski+1

) ≥ (1 + h)vol(Ski).

Then, the last index kf satisfies
qkf ≥ qk0 − 2α/h2vol(Sk0).

This lemma gives a lower bound on the rank of kf , but Andersen and Chung go on to use Lemma 3 to
show that this lower bound is a contradiction. Thus, there is always a sharp drop in PageRank, and it can
be used to find a set S with small Cheeger ratio. This naturally leads to an algorithm that can be used to
find a local cluster:

Theorem 4. Let v be a starting vertex, h ∈ (0, 1/3) be a target Cheeger ratio, and x ∈ [0, vol(G)] be a target
volume. Let γ = H(vol(G)), α = h2/8γ, and ε = 1/2γx. Let p̃ be an ε-approximate PageRank vector, and
consider a run of Local Partition(v, h, x). The following statements are true:

1. Let q′ be the rank vector of the PageRank vector p = prα(1v). There exists an index K such that
q′K ≥ 1/γvol(SK). Furthermore, if the target volume x satisfies x ≥ vol(SK), then the algorithm finds
a starting index k0 that satisfies vol(Sk0) ≥ vol(SK).

2. Assume there exists a set C whose volume satisfies vol(C) ≤ 1
2vol(G), and the Cheeger ratio hC ≤

α/80γ. Let Cα ⊆ C be the set of vertices such that prα(1v)1
∗
C̄

. Suppose that v ∈ Cα and the target
volume x satisfies x ≥ vol(SK). If this is the case, the algorithm successfully outputs a set S with the
following properties:

(a) hS ≤ 3h = 3
√

8γα,
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(b) vol(S) ≥ vol(SK),

(c) vol(S) ≤ (5/9)vol(G),

(d) vol(S ∩ C) ≥ (9/10)vol(S).

The running time of the algorithm is O(x log2(vol(G)/2)
h2 ).

Local Partition(v, h, x):

1. Let γ = H(vol(G)), α = h2

8γ , ε = 1
2γx .

2. Compute an ε-approximate PageRank vector p̃ = prα(1v, r), using ApproximatePR(v, α, ε)
from [5].

3. Normalize p̃ by taking q̃i = p̃i/di.

4. Order the vertices so that q̃1 ≥ q̃2 ≥ · · · ≥ q̃n.

5. Let k0 be the largest index such that q̃k0 ≥ 1/2γvol(Sk0). If there is no such index, halt and
output ∅.

6. Repeat:

(a) If (1 + h)vol(Ski) > vol(G) or if vol(Ski) > vol(Supp(p̃)), then halt and output ∅.
(b) Otherwise, let ki+1 be the smallest index such that vol(Ski+1

) ≥ vol(Ski)(1 + h).

(c) If q̃ki+1
≤ q̃ki − α/hvol(Ski), then output Ski and halt.

The theorem implies that in general, Local Partition will find a set S, smaller than the target volume
x, with Cheeger ratio smaller than the target h. Furthermore, this algorithm is more efficient then Partition

from [39, 40] or PageRank-Partition from [5].

4.2.4 Remarks

All three of the algorithms (Partition, PageRank-Partition, and Local Partition) have quite compli-
cated analyses. It remains to be seen if there are other algorithms that are either simpler to analyze, have
more efficient running times, have fewer restrictions on the inputs, or output sets S closer to the target
volume and Cheeger ratio. Still, we have seen that there are several available algorithms that compute a set
S with small Cheeger ratio efficiently, and this set S is not too large compared with the size of the graph G.
These are the hallmarks of a good local clustering algorithm, and in that sense, all three algorithms succeed.

5 Network epidemics

The study of epidemics on large networks is a very important problem in this age, both in the study of
worms and viruses spreading along technological networks, but also real disease spreading among human
and animal populations. With the recent outbreaks of the H1N1 virus, worms spreading on social networks
such as Facebook and MySpace, and the ever-present possibility of new outbreaks arising in both settings,
it is important for computer scientists, mathematicians, and epidemiologists alike to study the transmission
and spread of epidemics on large networks.

Furthermore, the connection to diffusion is very clear. Many epidemic models describe a virus spreading
from agent to agent: physical contact in the case of human disease, social contact on social networks and
email, and physical connections between machines in a technological network. These phenomena are all
easily representable as diffusion on graphs: viruses spread along edges connecting nodes representing agents.
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5.1 The contact process

A first step in the study of network epidemics is finding a suitable model. In the literature, the standard
model is the contact graph and contact process. The contact graph is a set of nodes together with prescribed
pairs of nodes where infections can spread (see [13, 24, 35]). The standard model for infection on a contact
graph is the contact process, originally studied in the first half of the twentieth century [28]. Since then,
it has been applied specifically to network epidemics in many contexts, including Internet viruses [8], social
networks [41], and crop disease [23].

The contact process is a continuous-time Markov process that operates on a graph G. At time t, the
state is characterized by a vector x(t) = (x1(t), . . . , xn(t)), where xi(t) is 1 if node i is infected at time t,
and 0 otherwise. The state transitions are parametrized by β, the infection rate, and c = (c1, . . . , cn), the
cure vector. ci is the cure rate for vertex i. The state transitions are specified as follows:

• An infected node i becomes healthy at rate ci.

• A healthy node i becomes infected at rate β times the number of infected neighbors, or β
∑
j Aijxj(t).

There are two versions of the contact process that are studied. The first is the susceptible-infected-
removed model (SIR), in which infected nodes are removed from the graph when they are cured. This is a
good model for epidemics that can only infect an agent once, which is the case for diseases such as chicken pox
and mononucleosis in humans, as well as computers that receive software to eliminate a worm and prevent
future attacks from that same worm. The other widely-studied model is the susceptible-infected-susceptible
model (SIS), in which cured nodes can be subsequently re-infected. This is a good model for mutating
diseases and computer worms.

5.2 Thresholds, phase transitions, and epidemic probabilities

One of the first phenomena observed in the contact process is the existence of phase transitions and thresholds
depending on the infection rate β and the cure vector c. Most of the work done with the contact process
assumes that the cure rate is uniform among all nodes in G. Without loss of generality, we can assume that
in this setting, ci = 1 for all i ∈ V . Even in 1927, Kermack and McClintock acknowledged the presence of a
threshold determining whether or not an epidemic is likely to persist in G, depending on the edge density of
G [28]. Later, many mathematicians and computer scientists studied the contact process on various graphs,
finding various results about epidemic thresholds.

In a series of empirical studies, Chen and Carley [13] simulated the SIR model on finite graphs of varying
topologies. They found that there was an epidemic threshold depending on the infection rate β: if β was
larger than a critical value βc, an epidemic would persist indefinitely, and if β < βc, then any epidemic would
die out relatively fast. (We will say that an epidemic dies out quickly if it is eradicated in O(log n) time,
and it persists indefinitely if the time until the epidemic is eliminated is exponential or longer in n.) They
found that the epidemic threshold increases when the graph G becomes less dense. Their findings show that
the topology of the contact graph G greatly affects the persistence of epidemics on G.

Various different classes of graphs have been studied, and it turns out that most of them have differ-
ent properties with regards to epidemic thresholds, epidemic probabilities, and the expected time until an
epidemic dies out.

5.2.1 Star graphs

The star is a graph with one central node c with n − 1 leaves `1, . . . , `n−1. There is an edge {c, `i} for
all i, and no other edges. This graph is very simple, but in a way, it captures the hardest case in fighting
epidemics on networks. If c is infected, it is very easy for the leaves to become infected, and if many leaves
are infected, then the center is susceptible to infection.

Because of the star graph’s structure, the analysis of the SIS contact process yields crisp results. It turns
out that for any star graph, if the infection rate satisfies β < 1/

√
n, then any infection is likely to die out
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quickly. But if β > 1, then an infection will take much longer to die out. Ganesh, Massoulié, and Towsley
go on to prove the following theorems that illustrate the threshold [24]:

Theorem 5. Suppose the infection rate is β = C/
√
n for some constant C > 0. For a star graph, if either c

or at least one leaf `i is initially infected, then the expected time until the infection dies out is E[τ ] = O(log n).

Theorem 6. Suppose the infection rate is β = nα−
1
2 for some α ∈ (0, 1

2 ). For a star graph with at least one
node initially infected, the expected time until the infection dies out is log E[τ ] = Ω(nα).

5.2.2 Erdös-Rényi random graphs

The Erdös-Rényi model [20] is an important and well-studied model for a family of graphs Gn,p. In Gn,p, a
graph is formed with n nodes, and for each pair of nodes {u, v}, an edge is added with probability p. While
these graphs are less likely to appear in the real world, a study of the contact process on graphs would be
incomplete without their consideration.

In [24], it is shown that there is an epidemic threshold for the SIS contact process on Erdös-Rényi random
graphs:

Theorem 7. Let G be an Erdös-Rényi graph Gn,p with log(n) � np. Then with high probability, for an
epidemic with infection rate β, if β < (1− u)/d for some u ∈ (0, 1), then the expected time for the infection
to die out is E[τ ] = O(log n). If β > (1 + v)/d for some v > 0, then then log E[τ ] = Ω(n).

5.2.3 Power law, small world, and preferential attachment graphs

Another class of graphs is large graphs that exhibit power-law degree distributions and small-world phenom-
ena. These scale-free graphs are important because they arise so often in the real world. There have been
several analyses of epidemic probabilities on these graphs, both on real-world data and power-law graphs
generated from the preferential attachment scheme [6].

A rigorous mathematical analysis of the SIS model on preferential attachment graphs [8] showed that on
finite preferential attachment graphs, there is always a positive probability that an infection starting from a
typical vertex v will persist:

Theorem 8. For every infection rate β > 0, there exists an N such that if a vertex v is chosen uniformly
at random from a scale-free graph G with n > N nodes, then with probability 1 − O(β2), v is such that an
infection starting at v will survive with probability

βO( log(1/β)
log log(1/β) ).

This theorem characterizes the behavior of an epidemic starting from the majority of possible nodes v.
However, if v is chosen at random, then this probability changes, indicating that the remaining nodes v have
a large effect on the epidemic probability:

Theorem 9. For every infection rate β > 0, there exists an N such that if a vertex v is chosen uniformly
at random from a scale-free graph G with n > N nodes, then an infection starting at v will survive with
probability βO(1).

Thus, there is always some positive probability that an epidemic persists on a preferential attachment
network. Furthermore, both empirical evidence and rigorous analysis have shown that there is no epidemic
threshold for large scale-free networks. Pastor-Sattoras and Vespignani [37] analyzed real-world networks
and saw that epidemics were very persistent on these scale-free networks. Upon rigorous analysis, they
showed that there is no epidemic threshold for infinitely large scale-free networks, using the SIS model. This
means that an epidemic would always persist on such a graph indefinitely. Later, they showed [38] that even
on finite scale-free networks, epidemics under the SIS contact process persist with a threshold that tends to
zero very quickly as the graph size gets large.
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May and Lloyd [32] showed that the same is true even for the SIR model: the epidemic threshold tends
to zero on scale-free networks as the size of the graph gets large.

This is alarming for epidemiologists combating infections on real-world networks that exhibit these small-
world phenomena and power-law degree distributions. The contact process model shows that epidemics are
unavoidable in this case. However, it is important to see that thus far we have restricted the model to the
case where the cure vector c = 1; all nodes cure at the same rate. Later, we will allow c to be specified,
subject to a condition on ||c||1. This will allow for more intelligent schemes for combating an infection on
any network.

5.2.4 General graphs

In [24], it is shown that for a general graph G with n nodes, the epidemic threshold for the SIS contact
process depends primarily on spectral properties of G. Consider the following theorem:

Theorem 10. Let ρ be the largest eigenvalue of the adjacency matrix A. If the infection rate β is such that
ρ < 1

β , then the probability that the epidemic persists until time t satisfies:

Pr[x(t) 6= 0] ≤
√
n ||x(0)||1e

(βρ−1)t.

Furthermore, the expected time for the infection to die out is:

E[τ ] ≤ log(n) + 1

1− βρ
.

Thus, if β < 1
ρ , the infection is likely to die out quickly. On the other hand, the following result shows a

condition for lasting infection depending on the Cheeger constant h(G):

Theorem 11. Let r = 1
βh(G) and let β be large enough so that r < 1. Then for any infection starting point,

the probability that the infection persists can bounded by:

Pr[τ >

⌊
r−vol(G)/2+1

⌋
vol(G)

≥ 1− r
e

(1 +O(rvol(G)/2)).

Note that one can apply the Cheeger inequality [17] for a bound in terms of eigenvalues of the graph
Laplacian L.

For the SIR contact process, Newman [35] determined that there is a similar infection threshold. Thus,
we have shown that there is a threshold for the infection rate β on general graphs. Note that this bound
does not contradict the results for scale-free networks. Scale-free networks tend to have large Cheeger ratio
h(G), so the resulting threshold in Theorem 11 tends to 0.

5.3 Contact tracing

We have shown that for scale-free networks, there is no epidemic threshold for the standard SIR or SIS contact
process models. In other words, for a scale-free graph G on n nodes, any epidemic under the traditional SIR
or SIS contact process model, where the cure vector c = 1, will persist indefinitely. Note that in this case,
||c||1 = n. The cure vector can be interpreted as amounts of antidote to give to each node in G to combat
the infection; in the analysis so far, the total amount of antidote used in n.

Because a uniform amount of antidote for each node is ineffective in combating network epidemics on
scale-free networks, in order to control epidemics on such networks, we must be able to choose c. Conventional
wisdom implies that giving extra antidote to neighbors of infected nodes should yield a more effective scheme
for combating network infections, as epidemics will be less likely to spread. This scheme is known as contact
tracing.
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Contact tracing looks promising on the surface, but a series of stochastic simulations [41] have shown
that contact tracing is usually ineffective on real-world networks. Others [19, 29] have noted that contact
tracing has limited effectiveness. Borgs, Chayes, Ganesh, and Saberi later presented a theorem [10] that
analyzes star graphs, providing insight as to why contact tracing has limited effectiveness, given the SIS
contact process.

The star graph is a critical subgraph of any scale-free network G. Because scale-free networks exhibit
power-law degree distributions, there is almost surely a node v with large degree. This v is then the central
node of a large star embedded in G. Borgs et al. consider a version of the SIS contact process on a star
graph where for every node u, the amount of antidote cu given at time t can be described as

cu = ρ+ ρ′
∑
v

Auvxv(t).

for some constants ρ and ρ′. They analyze a star graph, and show that even under this modified antidote
distribution scheme, the epidemic threshold βc tends to zero as the size of the star gets large:

Theorem 12. Given ρ > 0, ρ′ > 0, and ε > 0, there are constants c > 0, C <∞, and n0 <∞ such that the
following holds for the star graph with one central node and n ≥ n0 leaves:

1. For n−1/3+ερ ≤ β ≤ ρ and arbitrary initial conditions, with probability 1 − O(n−c), the survival time

of the epidemic is either smaller than τ1 = Cρ−1 log n or larger than τ2 = ρ−1ecβ
3n/ρ3 .

2. Let β be as above. If the epidemic starts with an infected center, or with a healthy center and at least
(ρ/β) log n infected leaves, then with probability 1 − O(n−c), the survival time is at least τ2, and the
number of nodes touched by the infection is at least nc.

3. Let β be as above, and let (1 + log k)/ρ < τ < τ2. If the epidemic starts with a healthy center and k
infected leaves, then the probability that the survival time is smaller than τ lies between(

1− β

β + ρ

)k (
1− 1 + log k

ρτ

)
and

(
1− β

β + ρ

)k
+O(n−c).

4. If β = ρn−1/3−ε, then the epidemic dies out in expected time O(log n), starting from any initial
condition.

This theorem implies that the infection threshold βc = O(n−1/3+o(1)), and contact tracing is only ef-
fective if the number of infected leaves is O(ρ/β). Furthermore, using this method of contact tracing uses
O(βn4/3−o(1)) antidote.

This theorem of Borgs et al. exposes several weaknesses of contact tracing, even when it is effective.
One major problem is that the amount of antidote given out depends on the time step t. This is often
unfeasible in practice; in the real world, exact data on infection over a population at any given time is
usually nonexistent. Furthermore, the amount of antidote required for contact tracing is super-linear in the
size of the graph. In cases where there is a limited amount of antidote available, this is a major pitfall. This
is not an unreasonable constraint: during the recent H1N1 flu outbreak, the number of vaccines available
has been limited.

5.4 Diffusion-based inoculation schemes

We have shown that contact tracing is generally ineffective on small-world and power-law graphs that arise in
the real world, the amount of antidote given to each node is time-dependent, and even when it is effective, the
total amount of antidote needed is super-linear in the size of the graph. However, in [10], a new inoculation
scheme is considered: simply setting ci = di for all nodes in the graph G. Recall that this distribution, when
normalized, is also the stationary distribution of a random walk on G. This is intuitive; the infection is
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spreading along the edges of G, so it makes sense that a diffusion-based metric would give rise to an effective
inoculation scheme.

The total amount of antidote used is vol(G), and c is independent of the time t. It is shown that this
scheme is effective at combating infections on any graph:

Theorem 13. Let G be an arbitrary graph on n nodes, and let ci = di for all i ∈ G. If β < 1, then the
expected time until the epidemic dies out is E[τ ] = O(log n).

The proof is based on analyzing the change in the expected number of infected nodes in an arbitrary
time period dt, and solving the resulting differential equation.

Borgs et al. go on to show that for expander graphs, the vol(G) total antidote used is within a constant
factor of the lowest possible amount of antidote usable to combat any infection on G in expected O(log n)
time. Thus, this is an effective inoculation scheme. However, it is possible to do better for general graphs; it
is not necessary to distribute antidote so widely for all graphs in all cases. For example, if there is a small cut
in G, and the infection starts on one side of that cut, it is unlikely to pass through that cut. A personalized
PageRank vector captures well those quantitative correlations between subsets of nodes, leading to a new
inoculation scheme [18]. This scheme provides a probabilistic guarantee for the termination of any epidemic,
and it selects a set of nodes C to inoculate that is often much smaller than the whole graph G. The size
of C depends on the number of initially infected nodes, the probabilistic guarantee bound, and the Cheeger
ratio, independent of the total size of G.

An empirical study [33] has shown that distributing antidote according to PageRank vectors can be
effective at eliminating epidemics on networks. However, the experimental study was not accompanied
by rigorous mathematical analysis. The algorithm proposed in [18] specifies an inoculation scheme with
probabilistic analysis of its effectiveness. The first result relates the probability that at infection leaves a set
H to the personalized PageRank vector starting at a set S ⊆ H, with |S| = s:

Lemma 11. Suppose that an infection starts in S ⊆ H ⊆ V with infection rate β, and each node v ∈ H is
inoculated with cv = dv. Let EH denote the event that an infection started in S ever leaves the set H. Then
EH can be upper bounded by the PageRank vector as follows:

Pr[EH ] ≤ s

β
pr1−β

(
1S
s

)
1∗H̄ .

Thus, in order to find an inoculation scheme that works for a set S, we must find an H with low PageRank.
We define the core C of a cluster H as follows for any given ε and α:

C = {u ∈ V |prα(1u)1H ≥ 1− ε(1− α)}.

If the Cheeger ratio of H is at most h, then we call H an h-cluster. Based on the definition of the core of
H, the following theorem follows from Lemma 11:

Theorem 14. Let G be a contact graph with n nodes, S be an initial set of infected nodes with |S| = s, and
β be the infection rate with 0 ≤ β < 1. For any given ε > 0, if S is contained in the (ε/s, 1 − β)-core of a
cluster H, all nodes in H are inoculated with antidote equal to their degrees, and G is large enough so that
n

1
4 log β ≤ ε/2s and logn

nβ/2
≤ ε/s, then with probability at least 1 − 2ε, any infection starting from S will die

out in at most c log s+ c′ time, where c and c′ depend only on ε and β and not on n.

This theorem leads directly to an effective inoculation scheme:
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InoculationScheme(G,S, β, ε):

1. Set h = 1/n, where n is the number of nodes in G.

2. Use PageRank-Nibble from [5] or Local Partition from [3] to find an h-cluster H containing
S.

3. Check to see if S is in the (ε/s, 1− β)-core of H. If so, then inoculate each node v ∈ H with
cv = dv.

4. If S is not in the core of H, then set h← 2h and try again.

Theorem 14 implies that InoculationScheme will be successful in combating any infection on G in
O(log n) time, with probability at least 1−2ε. Furthermore, the total amount of antidote required is vol(H),
independent of n and t. The algorithm relies on being able to find such an H containing S in its core.
But it is possible that the smallest such H is actually the entire graph. In that case, the algorithm will
terminate with h = 1 and the entire graph inoculated. This corresponds to the case discussed in [10] where
vol(G) antidote is necessary for expander graphs. However, on a general contact graph, there will likely be
small h-clusters, and only a small portion of G needs to be inoculated to maintain the desired performance
guarantee.

We note that InoculationScheme finds an h-cluster, but the resulting set H is not tied to any specific
value of h. One might imagine that for any h-cluster H with small Cheeger ratio h, it should be possible
to combat an infection starting within H by simply inoculating H. However, this is not the case, because
if the infection starts from a node on the boundary of H, it is likely that the infection will escape H. This
necessitates the restriction that the infection starts from within the core of H. However, the following
theorem shows that for many graphs where the infection seed set S lies within an h-cluster H, it is likely
that inoculating H will work:

Theorem 15. Suppose H ⊆ G is an h-cluster, and the set S of initially infected nodes consists of s nodes
randomly and independently selected from H with probability proportional to their degrees. Suppose the
infection rate is β. Then, for a given ε satisfying sh ≤ ε and s ≥ log(1/ε)/ε, if all nodes in H are inoculated
with antidote equal to their degrees, then with probability at least 1− ε, any infection starting from S will die
out in c log s+ c′ time, where c and c′ depend only on ε and β.

The conclusion is that there are several viable inoculation schemes for combating infections on networks of
all forms. It is possible that more algorithms can be developed, specially tailored to certain types of infections
or graph classes. Furthermore, this work considers the contact process as a model, and the diffusion-based
inoculation schemes are specific to the SIS contact process. It is possible to devise more effective algorithms
for the SIR contact process, or for other, not-yet-proposed models for epidemics.

6 Conclusions

In this paper, we have explored the techniques of using random walks and PageRank vectors to analyze
problems connected to diffusion on large graphs. These techniques lead to efficient algorithms for computing
a local partition of graph, and effective means for combating epidemics on networks. However, this survey is
certainly neither an exhaustive list of diffusion-related problems nor a demonstration of an end to research
in this field. There are many more possibilities to explore: improving results for local clustering and network
epidemics, applying diffusion-based techniques to new problems, and developing new models and techniques
for analyzing diffusion on graphs.

Many of the algorithms given for local clustering have very intricate analyses depending on numerous
constants, and they have quite a few constraints on their parameters. The theoretical results are sound, but
an implementation of PageRank-Nibble (for example) would be challenging. It would be valuable to find
an efficient general-purpose algorithm for computing a local partition of a graph. Furthermore, it is also

17



possible to improve the performance of the algorithms presented here: either by making the guarantees on
the resulting local cluster more desirable, or even by improving the running time. On graphs with billions
of vertices and edges, small improvements in running time translate into large performance gains.

Another logical extension of the presented local clustering algorithms is to develop variations for directed
and weighted graphs. There has been some work done [4], but there are many opportunities for further
study, especially for weighted graphs.

Regarding network epidemics, it has been shown that contact tracing is ineffective, yet it remains widely
used in practice and seems to work in many cases. It is possible that contact tracing is ineffective on general
graphs, but it could be effective on large graphs with certain properties or certain starting configurations.
Furthermore, the inoculation scheme given in [18] is dependent on finding an h-cluster containing the infection
seed set S, which is not strictly necessary to combat an infection. Perhaps there are smarter ways to find
small sets of nodes H ⊆ V to inoculate to stop the infection starting from S.

Network epidemics and local clustering are certainly not the only problems related to diffusion on large
graphs. There are many game-theoretic concepts that are centered around diffusion, motivated by economics.
One such example is the study of the adoption of new products by a population, and the analysis of how
the underlying social network influences new product adoption. The consensus game [27] is one model for
this series of economic interactions. It has been well-studied [27, 34, 43], but never from a diffusion-based
perspective. It is clear that the propagation of new products along social networks is a form of diffusion,
and an analysis of the consensus game using random walks, PageRank, or some other diffusion-based metric
has not been performed.

Finally, there are many opportunities to refine existing diffusion-based tools and develop new ones. We
saw that PageRank can be expressed as a geometrically weighted sum of random walks; heat kernel PageRank
[14] is a similar metric, expressible as an exponentially weighted sum of random walks. Heat kernel PageRank
has led to local clustering algorithms [15] similar to those seen in this paper, but so far there is no algorithm
to efficiently compute or approximate heat kernel PageRank. Such an algorithm could be applicable to many
diffusion-related problems. While tools such as random walks and PageRank vectors have been effective when
applied to local clustering and network epidemics on large graphs thus far, there is plenty of room for new
and improved tools and algorithms for these and many other problems that arise in nature.
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