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ABSTRACT
As robots enter human-occupied environments, it is important that
they work effectively with groups of people. To achieve this goal,
robots need the ability to detect groups. This ability requires robots
to have ego-centric (robot-centric) perception because placing external sensors in the environment is impractical. Additionally, robots
need learning algorithms which do not require extensive training,
as a priori knowledge of an environment is difficult to acquire. We
introduce a new algorithm that addresses these needs. It detects
moving groups in real-world, ego-centric RGB-D data from a mobile robot. Also, it uses unsupervised learning which leverages the
underlying structure of the data for learning. This paper provides
an overview of our approach and discusses future experimental
plans. This work will enable robots to work with human teams in
the general public using their own on-board sensors with minimal
training.

Figure 1: This image shows bounding boxes around groups
from a third person viewpoint and from the first person
viewpoint.
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INTRODUCTION

Humans and robots work together proximately in many domains
such as rehabilitation, manufacturing, healthcare, and transportation [11, 16, 18–21]. In many situations, robots are rarely interacting
with one human and instead are working with multiple people at
once [5–9, 23]. For instance, robots may encounter groups of people
in public settings, such as airports, and will be expected to interact
with multiple people simultaneously. Additionally, robots which
perform joint tasks with multiple people in manufacturing settings
must coordinate their actions accordingly [18]. Thus, robots need
perception algorithms that enable them to detect human groups
[17, 22].
Recent work has used inspiration from social science to detect
groups. For instance, several methods in human-robot interaction
(HRI) enable robots to detect F-Formations, which describe groups
using position and orientation [12, 25]. Other methods use inspiration from proxemics [4] to detect and track groups [14, 15].
While this work provides a foundation to improve human group
detection, a major gap remains: joint ego-centric group perception using unsupervised models. Ego-centric perception is vital for
robots as they are expected to perform tasks with human groups in
a wide range of settings [26]. It is not practical to install monitoring
systems in a robot’s environment to ensure that they function properly or as an extension of their vision system. To this end, robot
perception algorithms must be able to handle diverse environments
and therefore should not rely on external sensors. Thus, robots need
to work effectively in groups using only their on-board sensors.
Although some papers, such as Linder et al. [14] use ego-centric
perception, they employ supervised learning. This requires a priori

knowledge of the problem space, which requires manually annotation of large datasets. This is a laborious and time consuming
task. Thus, this warrants exploration into unsupervised methods for
human-robot group interaction. These methods have shown great
potential to robustly solve problems in HRI such as manipulation,
object recognition, and localization [1, 2, 24]. This provides inspiration for our work to develop robust algorithms for ego-centric, robot
group perception that work in-the-wild with no a priori knowledge.
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GROUP DETECTION METHOD

We are designing a novel algorithm for robots to detect human
groups in real-world environments. To our knowledge, we are the
first to jointly address this problem from an ego-centric perspective
while detecting groups using unsupervised methods.
Our algorithm has three main parts: i) ego-centric pedestrian
detection, ii) pedestrian motion estimation, and iii) group detection
using joint motion and proximity estimation.
For ego-centric pedestrian detection, we explored several offthe-shelf pedestrian detectors most well-suited for our algorithmic
pipeline. Our method requires a pedestrian detector that has a
reasonable frame-rate (about 20 frames per second (fps)), and has
state-of-the-art accuracy (>75% average precision). Also, as our
algorithm must work in real-world settings, the pedestrian detector
must be able to handle a range of image challenges such as lighting
illumination changes, shadows, and occlusion.
Using RGB data, the pedestrian detector generates bounding
n , b n ⟩. Our method estimates
boxes (BB), denoted b n = ⟨bxn , byn , bw
h
two feature descriptors: the position of pedestrians (centroid of
each BB) and size of the BB (aspect ratio). The centroid of the BB,
denoted bxn and byn , are the center x and y pixel coordinates for the
nth pedestrian at time t where n = 1, 2, ..., N . The next feature uses

the intuition that people further away from the robot should have
smaller BB than people closer. Therefore, we estimate the aspect
n /b n ).
ratio (or scale), st = log(bw
h
We use optical flow, a popular motion feature in computer vision,
to estimate motion between consecutive image frames [10]. This
feature estimates velocity v t = ⟨v xt , vyt ⟩ where v xt and vyt are the
x and y components of the velocity vector from time t − 1 to t.
There have been many recently published extensions to optical
flow which generate dense flow vectors. We are currently exploring
these methods for our algorithm.
In order to detect groups, our method uses joint pedestrian proximity and motion estimation. In our work, we use depth data to
estimate ego-centric proximity from the robot to people in its environment. Given a depth image dt , we convert it to grayscale
and extract a sub-image of the depth pixels corresponding to the
nth pedestrian. We use the BB to extract this sub-image, which
we denote as dt (b n ). Then, we use the mean of the pixels in this
sub-image as the proximity measure, denoted bzn .
Using optical flow, our method estimates the velocity of each
detected person by performing a similar operation as done for
proximity estimation. We extract the velocity vectors in the BB that
are generated by the pedestrian detector, denoted vt (b n ). Then, we
estimate the motion direction, using Eq. 1:
vyt
vθt ← tan−1 t
vx

place during the daytime within a span of 1.5 hours. It captures
people walking, eating, and viewing local nearby landmarks.
We used a ZED stereo camera and mounted it at human height
on a Double Telepresence Robot. The ZED sensor acquired 360x640
resolution RGB-D images at about 20 fps with a maximum range of
20 meters. The robot continually collected data while being teleoperated using the Double mobile application. The robot roamed around
the park moving through corridors, on sidewalks, and through large
crowds. In total, our dataset consists of 16,827 RGB-D images.
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We use two types of evaluation metrics: technical and social. The
technical evaluation metrics are commonly used for object detection
in the literature [2]. These include Intersection over Union (IoU)
vs. accuracy (ACC) and log-average miss rate (LMR) vs IoU. IoU
measures how closely our algorithm matches the ground truth. LMR
vs IoU is similar to average precision as it summarizes the detection
performance on a log scale by varying the detection confidence.
The social evaluation metric is based on a social navigation evaluation paradigm. Diffusion distance has been used as a similarity
measure between paths for autonomous navigation tasks [3]. We
apply this metric to groups as a measure of connectivity or affiliation between pairwise individuals in groups [13]. We are interested
in how the robot’s motion affects human group diffusion distance as
this may potentially provide insight for navigation tasks for mobile
robots in public settings. We plan to evaluate our algorithm on a
dataset collected from a real-world robot platform in real-world
environments (See Figure 1).

(1)

v xt is the x component of optical flow at time t.
vyt is the y component of optical flow at time t.
This generates a matrix of orientation estimations, vθt . Then, we
compute the mean of vθt which we then use to construct a histogram
hθt . In order to estimate the most likely direction of pedestrians, we
t
estimate the maximum bin in hθt , denoted θmax
. After estimating
the aforementioned features, we concatenate them into a single
t
feature vector, ftn = ⟨bx , by , bz , θmax
, st ⟩.
Now that we have features to characterize groups, the next step
of our algorithm is to cluster people into groups. Each person
detected at time t is assigned a group identifier Ct = ⟨1, 2, ..., G⟩
where G is the total number of groups. Given ftn ∈ F , we use a
weighting scheme where w in is the weight for the i t h feature for
the nt h person. We are currently exploring optimization techniques
to automatically tune the weights based on experimentation.
Once the weights are optimized, we use agglomerative hierarchical clustering to detect groups. First, we estimate the L2 -norm
distance of each pairwise detected pedestrian. Then, we compute
Í
Í
j
j
average linkage d(Ct , Ctk ) = b j ∈C j b k ∈C k d(b j , b k ) where Ct
t
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DISCUSSION

We are continuing to implement our group detection algorithm.
Upon completion, we plan to perform a set of experiments that
investigate various feature weighting schemes and α parameters.
Then, we plan to evaluate our method on our dataset.
Human-robot group interaction is an exciting area of exploration
and can greatly impact people’s lives as robots begin working alongside us. Our work will enable roboticists to leave the lab and explore
group perception problems in-the-wild. While no longer being limited to stationary sensing systems, mobile robots can detect human
groups while they are moving. By taking advantage of on-board
ego-centric sensing methodologies, robots can perform tasks independently without human intervention to assist teams. To this end,
our approach will provide inspiration for the HRI community to investigate how they too can use unsupervised methods to approach
robotics challenges.

t

and Ctk are clusters and b j and b k are a pair of pedestrian’s BB. This
pairs up people based on their respective distance from each other.
This forms a hierarchical clustering tree. Using this tree, we apply
a threshold α to the height of each level in the tree to assign Ct .
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EXPERIMENTAL PLAN
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