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Machine Translation

The task of translation of a word/sentence/document from
source language S to target language T.
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Evaluation of Machine Translation Systems

Key points to judge:

e Adequacy: word overlap
e Fluency: phrase overlap
e Length of translated sentence

Key challenges:

e Some words have multiple meanings/translations
e There can be more than one correct translation for given sentence



BLEU Score
n-gram precision:

Do grameC count maten(n — gram)

Do grameC count(n — gram,)

Pn =

Candidate: the the the the the the the

Reference 1: The cat is on the mat Unigram Precision: 7/7 !!

Reference 2: There is a cat on the mat



BLEU Score

modified n-gram precision:
Zn—gramEC CountCliP (n o gra’m)

D n—gramec count(n — gram)

Candidate: the the the the the the the

Pn —

Reference 1: The cat is on the mat Modified Unigram
Reference 2: There is a cat on the mat Precision: 2/7



BLEU Score

Modified n-gram precision is computed on a per-sentence basis.

For the entire corpus, the clipped n-gram matches for all the n-grams in each
sentence are summed. Similarly for the denominator, the total number of n-grams

for the entire corpus are summed.

o ZC’E{candidates} Zn—gramEC CountCliP (n o g'ram)

Dn =
. ZC’E{candidates} Zn—g'ramGC' COUTLt(’n - gram)




BLEU Score

Translated sentence should not either be too long, or be too short compared to the
length of ground truth translation.

Modified n-gram precision accounts for longer translated sentences.

Candidate: of my
Reference 1: | repaid my friend’s loan.

Reference 2: | repaid the loan of my friend.

Modified Unigram Precision: 2/2 !

Modified Bigram Precision: 1/1 !l



BLEU Score

(
N 1 ifc>r
BLEU = BP.eap(y wnlogp,) ~ BE =+ e(1=1/0) if ¢ <y

n=1 \

BP: brevity penalty; It is set as 1 if the candidate corpus length is more than
reference corpus length. It is set to an exponentially decaying factor otherwise, to
penalize short candidate sentences.

r: Total length of reference corpus
Higher the BLEU S , better it is.
c: Total length of candidate corpus AN core "

N is generally set to 4



IBM Model 1



IBM Model 1 - Word Alignments

1 2 3 4 1 2 3 4 1 2
das Haus ist klein klein ist das Haus das Haus |st kI|tzekIe|n

S /\

the house is small the house is small the house is very small

1 2 3 4 1 2 3 4 1 2 3 4 5
das Haus |st kleln NULL das Haus |st kleln
house is small the house IS ]USt small

1 2 3 .



IBM Model 1 - Word Alignments

But we do not know the alignment of words from source language to target
language!

This alignment is learnt using EM (Expectation-Maximization) Algorithm.

The EM algorithm can broadly be understood in 4 steps:
1. Initialize the model parameters

2. Assign probabilities to missing nodes

3. Estimate model parameters

4. Repeat steps 2 and 3 until convergence



IBM Model 1 - Word Probabilities

The translation probabilities t(ej |fa(j)) are computed from training data by
maintaining a count of the word translations observed.

house 8000
building 1600
home 200
household 150
shell 50




IBM Model 1

Given a sentence in source language S, and an alignment function, the IBM
Model 1 generates a translated sentence that maximizes probability:

le
p(e,alf) = K X Ht(€j|fa(j))
j=1

K: Constant factor |_e: Length of english sentence

t: Translation probability f_a(j): Foreign word aligned with English word



IBM Model 1 - Translation
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Need for Neural Machine Translation

e NMT Systems understand similarities between words
-- Word embeddings to model word relationships

e NMT Systems consider entire sentence
-- Recurrent neural networks allow long term dependencies

e NMT Systems learn complex relationships between languages
-- Hidden layers learn more complex features built upon simple features like
n-gram similarities



Neural Machine Translation -
Encoder-Decoder Architecture and
Attention Mechanism

Anmol Popli
CSE 291G



RNN Encoder-Decoder

f=(La, croissance, économique, s'est, ralentie, ces, derniéres, années, .)
e Architecture that learns to encode a 2 |
variable-length sequence into a 2“ E
fixed-length vector representation and AW N A 75 5
to decode a given fixed-length vector z 8
representation back into a ;p %‘
variable-length sequence. R R A v -
e (General method to learn the conditional 2Z;

distribution over a variable-length
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RNN Encoder-Decoder

f=(La, croissance, économique, s'est, ralentie, ces, derniéres, années, .)

e The two components are jointly
trained to maximize the conditional
log-likelihood

NN |

Word Ssample

ability

1/|S| ) logp(T|S)

(T.S)es

I9p029(

Word Prob:

e Produce translations by finding the
most probable translation

Recurrent

T = arg max p(T|S)

=
(@)
e Using a left-to-right beam search SE KK I ........ W I .............................. Jl: 8..
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Dataset

e Evaluated on the task of English-to-French translation

e Bilingual, parallel corpora provided by ACL WMT 14

e WMT 14 contains the following English-French parallel corpora: Europarl (61M
words), news commentary (5.5M), UN (421M) and two crawled corpora of 90M
and 272.5M words respectively, totaling 850M words

e Concatenated news-test-2012 and news-test-2013 to make a development

(validation) set, and evaluate the models on the test set (news-test-2014) from
WMT 14

http://www.statmt.org/wmtl4/translation-task.html



http://www.statmt.org/wmt14/translation-task.html

An Encoder-Decoder Method
(Predecessor to Bengio’s Attention paper)

Learning Phrase Representations using RNN Encoder-Decoder
for Statistical Machine Translation

Kyunghyun Cho
Bart van Merriénboer Caglar Gulcehre Dzmitry Bahdanau
Université de Montréal Jacobs University, Germany
firstname.lastname@umontreal.ca d.bahdanau@jacobs—-university.de
Fethi Bougares Holger Schwenk Yoshua Bengio

Université du Maine, France Université de Montréal, CIFAR Senior Fellow

firstname.lastname@lium.univ—-lemans.fr find.me@on.the.web



Network Architecture

Decoder ® Proposed Gated Recurrent Unit
Yr ® Single-layer uni-directional GRU
‘."--""--.._ %
I / .............. 1 - . e Bothy, and h(t) are also conditioned

ony, , and on the summary c of the
input sequence.

hyy = f (hp—1y, %e-1.¢)

P(ytlyt—1:yt—2:---,91,€) = g (hyy, yi-1,¢)

Encoder e Input & output vocabulary - 15,000
words each



Quantitative Performance (or lack thereof)

Models BLEU Scores A o
~: | = Source text
Validation Test o 15 Ff i S| = Reference text ||
sé A\l — - Both
RNNenc 13.15 13.92 2 1y
-
Moses SMT 30.64 33.30 -
(baseline) S
%0 10 20 30 20 50 60 70 80
Moses + RNNenc | 31.48 34.64 Sentence length




Question:

What are the issues with the simple
encoder-decoder model that you trained in your
assignment?

What could be certain ways to overcome these?

Shortcomings
e Not well equipped to handle long sentences
e Fixed-length vector representation does not have enough capacity to
encode a long sentence with complicated structure and meaning.



The Trouble with Simple Encoder-Decoder
Architecture

e The context vector must contain every single detail of the source
sentence
—  the true function approximated by the encoder has to be extremely
nonlinear and complicated
e Dimensionality of the context vector must be large enough that a
sentence of any length can be compressed

Insight
e Representational power of the encoder needs to be large
—  the model must be large in order to cope with long sentences

e Google’s Sequence to Sequence Learning paper



Google’s Sequence to Sequence

Sequence to Sequence Learning
with Neural Networks

Ilya Sutskever Oriol Vinyals Quoc V. Le
Google Google Google
ilyasulgoogle.com vinyals@google.com gvl@google.com



Key Technical Contributions

e Ensemble of Deep LSTMs with 4 layers, with 1000 cells at each layer and
1000-dimensional word embeddings; parallelized on an 8-GPU machine
e Input vocabulary 160,000, Output vocabulary - 80,000 (larger than Bengio’s papers’)

Reversing the Source Sentences
e Instead of mapping the sentence a, b, c to the sentence q, 8, y, the LSTM was asked to
map ¢, b, ato a, B, y, where a, B, y is the translation of a, b, c.
e Introduction of many short term dependencies
e Though the average distance between corresponding words remains unchanged,
“minimal time lag” is greatly reduced
e Backprop has an easier time “establishing communication” between source and target
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Experimental Results

= 5™ (34.8)
40} e—e baseline (33.3) |1
Method test BLEU score (ntst14)
Bahdanau et al. [2] 28.45 35¢
Baseline System [29] 33.30
Single forward LSTM, beam size 12 26.17 § .
Single reversed LSTM, beam size 12 30.59 2 30
Ensemble of 5 reversed LSTMs, beam size 1 33.00 =
Ensemble of 2 reversed LSTMs, beam size 12 33.27
Ensemble of 5 reversed LSTMs, beam size 2 34.50 \
Ensemble of 5 reversed LSTMSs, beam size 12 34.81 25}
20,58 12 17 22 28 35 79

test sentences sorted by their length



What does the summary vector look like?

1t

2t

_3}

OMary admires John

OMary is in love with John

OMary respects John
OdJohn admires Mary

OdJohn is in love with Mary

OdJohn respects Mary

" 1 " " " " " "

-6 -4 -2 0 2 4 6 8 10

O | was given a card by herin the garden

O In the garden , she gave me a card
O She gave me a card in the garden

O She was given a card by me in the garden
In the garden , | gave her a card

(@)

O lgave her a card in the garden

1 L " 1 " 1 J

-10 -5 0 5 10 15 20

2-dimensional PCA projection of LSTM hidden states that are obtained after processing the phrases in the figures



Let’s assume for now that we have access to a single machine with a
single GPU due to space, power and other physical constraints

Can we do better than the simple
encoder-decoder based model?

NEURAL MACHINE TRANSLATION
BY JOINTLY LEARNING TO ALIGN AND TRANSLATE

Dzmitry Bahdanau
Jacobs University Bremen, Germany

KyungHyun Cho Yoshua Bengio*
Université de Montréal



Soft Attention Mechanism for Neural Machine Translation
Words in a target sentence are determined by certain words and their contexts in the

[
source sentence
years

e Key idea: Let the decoder learn how to retrieve this information
Economic growth has slowed down in recent

Das Wirtschaftswachstum hat 3|ch in den letzten Jahren verlangsamt
in recent vyears

Economic growth has slowed down
|

La croissance économique s' est ralentie ces derniéres années

Sample translations made by the neural machine translation model with the soft-attention
mechanism. Edge thicknesses represent the attention weights found by the attention model



Bidirectional Encoder for Annotating Sequences

e Store as a memory that contains as
many banks as there are source words

e FEach annotation h. contains information
about the whole input sequence with a
strong focus on the parts surrounding
the i-th word of the input sequence

e Sequence of annotations used by the
decoder and alignment model to
compute context vector

e No need to encode all information in
source sentence into a fixed-length
vector

e Spread throughout the sequence of
annotations

Bidirectional

Recurrent
State

context-dependent
word representation

)}

1-of-K coding W

p—

e = (Economic, growth, has, slowed, down, in, recent, years, .



Decoder: Attention Mechanism

Predicting target word at i-th index

f= (La, croissance, économique, s'est, ralentie, ces, derniéres, années, .)
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Decoder: Attention Mechanism

67;]' = a(zz-_l, h])

f=(La, croissance, économique, s'est, ralentie, ces, derniéres, années, .)
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Decoder: Attention Mechanism

emp(eij)
Qij = ST
Zk_—l e:z:p(eik)

f= (La, croissance, économique, s'est, ralentie, ces, derniéres, années, .)
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Decoder: Attention Mechanism
2= el W60 p(uslug, oy uim1, X) = g(ui—1, 2i, ;)

f= (La, croissance, économique, s'est, ralentie, ces, derniéres, années, .)
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Attention
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Network Architecture

Decoder GRU Deep Output
ri = oc(W,Eyi—1 + Upsi—1 + Crc;) PlYilsi.yi-1.0)
zi =0(W,Ey;_1 + U,s;_1 4+ C,¢;) I
§i =tanh(WEy;_1 + Ulr; 0 s,_1] + C¢;) [ ——— ]
S; = (1—21')081'_1 + z;08; A
h,[ ho s h
. [ Linear + Maxout \
Alignment Model o 2 i X
/ I \ h, <1 h, =1 h, h,
a(si—la hj) = 'U;,r tanh (Wasi—l - Uahj) 5 Yi-1

GO X X X pa



Experiment Settings and Results

® Trained 2 types of models: RNNencdec, RNNsearch
e Encoder and decoder are single-layer GRUs in both (with 1000 hidden units)
e To minimize waste of computation, sentence pairs were sorted according to

their lengths and subsequently split into minibatches

e Vocabulary - Used a shortlist of 30,000 most frequent words in each language

Model | All | No UNK®
RNNencdec-30 | 13.93 24.19
RNNsearch-30 | 21.50 31.44
RNNencdec-50 | 17.82 26.71
RNNsearch-50 | 26.75 34.16
RNNsearch-50* | 28.45 36.15

Moses 33.30 35.63

BLEU scores computed on test set

BLEU score

30 T T T T !
% i ;
20 |17
15[
10 — RNNsearch-50 ... e f;':: ...... s
""" RNNsearch-30 |: : -;\ R ds L
5H = = BNNenebl feosswvnmudimemmumenss . m—
- RNNenc-30 .
0 1 l 1 l |
0 10 20 30 40 50 60

Sentence length



Performance on Long Sentences

Consider this source sentence:

An admitting privilege is the right of a doctor to admit a patient to a hospital or
a medical centre to carry out a diagnosis or a procedure, based on his status as a
health care worker at a hospital.

Translation by RNNencdec-50:

Un privilege d’admission est le droit d’'un médecin de reconnaitre un patient a
I’hépital ou un centre médical d’un diagnostic ou de prendre un diagnostic en
fonction de son état de santé.

Replaced [based on his status as a health care worker at a hospital] in the
source sentence with [enfonction de son état de santé] (“based on his state of
health”)

Correct translation from RNNsearch-50:

Un privilege d’admission est le droit d’'un médecin d’admettre un patient a un
hopital ou un centre médical pour effectuer un diagnostic ou une procédure, selon
son statut de travailleur des soins de santé a I’hopital.




Sample Alignments found by RNNsearch-50
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The x-axis and y-axis of each plot correspond to the words in the source sentence (English) and the generated
translation (French) respectively. Each pixel shows the weight a; of the annotation of the j-th source word for the i-th
target word, in grayscale (O: black, 1: white)



Key Insights

e  Attention extracts relevant information from the accurately captured annotations of the
source sentence

e To have the best possible context at each point in the encoder network it makes sense to
use a bi-directional RNN for the encoder

e To achieve good accuracy, both the encoder and decoder RNNs have to be deep enough to
capture subtle irregularities in the source and target language



Google’s Neural Machine Translation System: Bridging the Gap
between Human and Machine Translation

Yonghui Wu, Mike Schuster, Zhifeng Chen,
Quoc V. Le, Mohammad Norouzi

- Hammad Ayyubi
CSE 291G
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Challenges for MT at scale

e Slow training and inference speeds - bane of RNNs. N E BB EREEE
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Challenges for MT at scale

e Inability to address *Rare words
o Named entities - Barack Obama (English; German), bapak O6ama (Russian)
o Cognates and Loanwords - claustrophobia (English), Klaustrophobie (German)
o Morphologically complex words - solar system (English), Sonnensystem (Sonne + System)
(German)
e Failure to translate all words in the source sentence - poor coverage.
*Given a french sentence which was supposed to say:
“The US did not attack the EU! Nothing to fear,”

The translated sentence we got:

“The US attacked the EU! Fearless.”

*Sennrich, R., Haddow, B., and Birch, A. Neural machine translation of rare words with subword units.
*Has Al surpassed humans at translation? Skynet Today



Related Work

e Addressing Rare words:
o  Sébastien, J., Kyunghyun, C., Memisevic, R., and Bengio, Y. On using very large target vocabulary for
neural machine translation.
o Costa-Jussa, M. R, and Fonollosa, J. A. R. Character-based neural machine translation. CoRR
abs/1603.00810 (2016).
o Chung, J., Cho, K, and Bengio, Y. A character-level decoder without explicit segmentation for neural
machine translation. arXiv preprint arXiv:1603.06147 (2016).

e Addressing incomplete coverage:
o Tu,Z,Luy Z,Liy, Y., Liuy, X, and Li, H. Coverage-based neural machine translation. In Proceedings of
the 54th Annual Meeting of the Association for Computational Linguistics (2016).



Key Contributions of the paper

e Uses deeper/bigger network - “We need to go deeper.”

e Addresses training speed and inference speed using a combination of architectural modifications,
usage of TPUs and model quantization.

e Addresses rare words issue using Word Piece Model (Sub-word units).
e Addresses source sentence coverage using modified beam search.

e Refined training strategy based on Reinforcement Learning.



Main Ideas - Details

;" Encoder LSTMs

GPU8

8ilayers

GPU3

GPU2

GPU2

GPU1L !



Encoder

X1,X2, ..., XM = Encoder RN N(z1, 29, 23, ..., 1)

e RNN hereis LSTMs.

GPU8

e Only bottom layer is bi-directional.

Sélayers
| GPU3
e Each layer is placed on separate GPUs (Model Parallelism).
o Layer (i+1) can start computation before layer i has | oru2
finished. G2 |

GPUL |




Decoder

P(Y|X) = P(Y|x1,x2,X3,---,XM) Vi T yzk—+ e e
L ST
= [T P@ilyo, 1,42, s vim13 %1, %2, X3, oo xna)
=1 eeeem——————— S .

' 7 < R

.~” Detoder LSTMs ™« i

e Produces output y_i which then goes through softmax. . _’D e

e Output from only the bottom layer is passed to
attention module.

+—>

GPU3 !

GPU2 !

GPUL !
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Attention Module

sy = AttentionFunction(y;—1,x;) Vi, 1<t<M

M
po=exp(s)/ Y exp(s) W, 1<t<M ? §
t=1

M T
a; E Pt-X¢
t=1

- Attention ®_

e AttentionFunction : A feed-forward linear layer with 1024 nodes



Residual Connections

i i Td i i Gi—1, i i TQTM. (o i yi—1l, i
€, m; = LSTM;(¢; o, 007 .45X; W) ¢, i = LOTM (¢} ¢, 1} 4% W')
; i i padel
= iii; Xt =1m; +X;

i . ; i+l i g LT V5 K R .
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Model Input (Addressing Rare words)

Wordpiece Model
e Breaks words into sub-words (wordpieces) using a trained wordpiece model.
Word: Jet makers feud over seat width with big orders at stake
wordpieces: _J et _makers _fe ud _over _seat _width _with _big _orders _at _stake

e Adds ‘' at the beginning of each word so to recover word sequence from wordpieces.

e While decoding, model produces a wordpiece sequence from which the corresponding sentence
is recovered.



Wordpiece Model

e Initialize word unit inventory with all the basic unicode characters along with all ASCII
characters.

e Build language model on the word unit inventory.

e Generate a new word unit inventory by combining two units from current word inventory.
Include the new word unit from all possible ones which increases the language modelling
likelihood the most.

e Continue increasing the word inventory until a pre-specified number of tokens D is reached.

L) Cog Ce) Cx
Inference

e Reduce input to sequence of characters. P o ; ;
. . \ LO ) . ER )
e Traverse inverse binary tree to get sub-words. el S

L

L

Common Practice &

e Using a number of optimizations - considering “likely” tokens only, parallelizations etc.
e Same word inventory for both encoder and decoder language.



Training Criteria

Maximum Likelihood Training
N |
Omr(0) = Y log Py(Y*® | X®)
=1

e Doesn't reflect the reward function - BLEU score.
e Doesn't order sentences according to their BLEU scores - higher BLEU gets higher prob.
e Thus, isn’t robust to low BLEU score erroneous sentences.



RL Based Training Objective

N

Oru(0) =) ) _ Po(Y | XD) r(Y,Y*®).

i=1 YEY

° 7‘(Y, ) denotes per sentence score, calculated over all the output sentences.

e BLEU score is for corpus text. Thus, use GLEU score - minimum of recall and precision over
n-grams of 1,2,3 or 4 grams.

Stabilization
Omixed(0) = a* Oum,(0) + Or1(0)

First train using ML objective and then refine using RL objective.



Model Quantization

Model Quantization: Reducing high-precision floating point arithmetic to low-precision integer
arithmetic (approximation). For matrix operations etc.

Challenge: Amplification of quantization (approximation) error as you go deeper into the network.
Solution: Add additional model constraints while training. This ensures the quantization error is small.

e Clip value of accumulators to small values ¢y, mi = LSTM;(ci_,, mi_,, x:1; W?)

c; = max(—3J, min(J, C’i))
R == m{ . Xz_l

max(—3, min(4d, x’i))

& el — LSTM; 1 (e, in T3, x5 W)

N : S i+1
max(—ad, min(d, C’;+ )

2
]

o
o
|



Model Quantization

Question: If you are clipping values, would training be affected?

Answer: No - emperically.

5

Log perplexity
N
[6)

Normal training
Quantized train

ing |




Model Quantization

So, we have clipped accumulators during training to enable model quantization. How do we do it
during inference?

Y= [W15W27W3:W43W51 W63W77W8]

i; = sigmoid(Wi1x: + Wamy)
s; = max(abs(W[z,:])) p

WQli, i| = round(Wii. il/s; x 1270y ¢ = penh(WaXe + Wam,)
Qlpyg =moum Wik, glym; % 120) f; = sigmoid(Wsx; + Wgmy)

0; = sigmoid(W;x; + Wgm;)
“? "
10 +i1: 01

Ct () O

(@]
~~
I

5
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Model Quantization

Result on CPU, GPU and TPU

BLEU Log Perplexity Decoding time (s)

CPU 31.20 1.4553 1322
GPU  31.20 1.4553 3028
TPH 3121 1.4626 334

Interesting question: Why GPU takes more time than CPU?



Decoding - addressing coverage

Use beam search to find the output sequence Y that maximizes a score function s(Y, X)

Issues with vanilla beam search:
e Prefers shorter sentence as probability of sentence keeps reducing on addition of sequences.
e Doesn't ensure coverage of source sentence.

Solution: , : _ _
> Length Normalization s(Y,X) = log(P(Y|X))/lp(Y) + cp(X;Y)
> Coverage Penalty 5+ YD
ip(Y) = ! = l. l).
5+ 1)
| X | Y|

cp( XY )= P& log(min( Y p; i,1.0)),
%

i=1 j=1



Decoding - Modified Beam Search

BLEU 0.0 0.2 0.4 0.6 0.8 1.0
0.0 | 30:3 | 30.7 | 309 | 31.1 | 31.2 | 31.1
0.2 1314|314 | 314 | 31.3 | 30.8 | 30.3
g 104|314 | 314 | 314 | 31.1 | 30.5 | 29.6
06 | 314 | 314 | 31.3 | 30.9 | 30.1 | 28.9
08314 | 314 | 31.2 | 30.8 | 29.8 | 28.1
1.0 | 314 | 313 | 31.2 | 30.6 | 29.4 | 27.2

WMT'14 En -> Fr BLEU scores

Larger values of alpha and beta increase BLEU score by 1.1




Experiments and Results

Datasets:

e WMTEN->Fr
o Training set consists of 36M English-French sentence pairs.

e WMTENn->De
o Training set consists of 5M English-German sentence pairs.

e Google Production Dataset
o 2-3 decimal order magnitudes larger than WMT



Experiments and Results

Table 4: Single model results on WMT En—Fr (newstest2014)

Model BLEU CPU decoding time
per sentence (s)

Word  37.90 0.2226

Character  38.01 1.0530

WPM-8K  38.27 0.1919

WPM-16K  37.60 0.1874

WPM-32K  38.95 0.2118

Mixed Word/Character  38.39 0.2774
PBMT 37.0
LSTM (6 layers) [31] 31.5
LSTM (6 layers + PosUnk) [3I] 33.1
Deep-Att [45]  37.7
Deep-Att + PosUnk [45]  39.2




Experiments and Results

Table 5: Single model results on WMT En—De (newstest2014)
Model BLEU CPU decoding time

per sentence (s)

Word  23.12 0.2972

Character (512 nodes)  22.62 0.8011
WPM-8K  23.50 0.2079

WPM-16K  24.36 0.1931

WPM-32K  24.61 0.1882

Mixed Word/Character — 24.17 0.3268

PBMT 20.7
RNNSearch [37] 16.5
RNNSearch-LV [37] 16.9
RNNSearch-LV [37] 16.9
Deep-Att [45]  20.6




Experiments and Results

Evaluation on RL refined model.

Table 6: Single model test BLEU scores. averaged over 8 runs, on WMT En—Fr and En—De

Dataset Trained with log-likelihood Refined with RL
En—Fr 38.95 39.92
En—De 24.67 24.60




Experiments and Results
Evaluation on ensemble model (8).
Table 7: Model ensemble results on WMT En—Fr (newstest2014)
Model BLEU
WPM-32K (8 models)  40.35
RL-refined WPM-32K (8 models) 41.16
LSTM (6 layers) |31] 35.6
LSTM (6 layers + PosUnk) [31]  37.5
Deep-Att + PosUnk (8 models) [45] 404

Model BLEU
WPM-32K (8 models)  26.20
RL-refined WPM-32K (8 models)  26.30




Experiments and Results

Evaluation with side-by-side human evaluation on 500 samples from newstest2014.

Table 9: Human side-by-side evaluation scores of WMT En—Fr models.
Model BLEU Side-by-side

averaged score

PBMT [15] 37.0 3.87
NMT before RL  40.35 4.46
NMT after RL 41.16 4.44
Human 4.82

Question: Why is the BLEU score high but Side-by-side score low for NMT after RL?



Experiments and Results

Evaluation on Google Production Data

Table 10: Mean of side-by-side scores on production data

PBMT GNMT Human Relative

Improvement
English — Spanish  4.885 5.428 5.504 87%
English — French 4.932 5.295 5.496 64%
English — Chinese  4.035 4.594 4.987 58%
Spanish — English ~ 4.872 5.187 5.372 63%

French — English 5.046 5.343 5.404 83%
Chinese — English  3.694 4.263 4.636 60%




Strengths of the Paper

> Show deeper LSTMs with skip connections work better.

>  Better performance of WordPiece model to address the challenge of rare words.
> RL refined training strategy.

> Model quantization to improve speed.

> Modified beam search - length normalization and coverage penalty improves performances.



Discussions/Possible Extensions

>  Show deeper LSTMs work better.
o Despite the fact that LSTMs' size scale with size of input, Google can train it fast and iterate
experiments using multiple GPUs and TPUs. What about lesser mortals (non-Google, non-FB
people) like us?

>  Depth matters - agreed. Can we determine depth dynamically?



Current state of MT- A peek into the future

Universal Transformers: Mostafa Dehghani, Stephan Gouws, Oriol Vinyals, Jakob Uszkoreit,
Lukasz Kaiser

Paramaters are tied across positions and time steps
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Synthesis

What is Universal




Thank you!
Questions?



