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What is the people problem?

Neural networks are brittle and opaque. They can achieve spectacular results on translation,
but you can never be 100% sure how they will translate a sentence without actually running it
through the network. This makes it very difficult to use neural networks in high stake
situations. When training a new human employe, the human can tell you what they know and
what they don’t know. If you ask them to do a new task without telling them how to do it then
they will tell you “hey | don’t know how to do that”. In contrast a neural network will sometimes
be very confident about an input even though there was nothing like it in the training data.

Why isn’t there a trivial technical solution?

A neural network is a discriminative model. It produces a confidence score about its
predictions but this confidence is the inputs distance from the decision boundary. When the
input is drawn from a distribution that is independent of the training data then the points
distance from the decision line is arbitrary. This means the neural networks confidence is
arbitrary. Similar to neural networks, gaussian mixture models are universal approximators.
Gaussian Mixture Models (GMM) give us a much more conservative measure of confidence.
When we show a GMM an input that is independent of the training data it will say that the
input is very unlikely to occur based on our training data. Unfortunately GMMs are difficult to
train when the dimensionality of the data is high.

Our proposed solution

1. Train a neural network.

2. Take a portion of your validation set and run it through your neural network. Capture
the intermediate values produced by all the neurons in your neural network. For each
neuron in the neural network fit a Gaussian Mixture Model to all the captured inputs it
saw.

3. Show the neural network a new input. If any of its neuron’s say that the input is
unlikely then label that input out of domain.

How will we evaluate our solution?

We will train a recurrent neural network to do topic classification on a set of news headlines.
We will then show it amazon reviews and see if it can label the amazon reviews as out of
domain. We will then compare our method to the current methods for out of domain detection
including entropy and ensemble consensus.







