
SYMBOLIC MUSIC GENERATION
MAR 11TH, 2019
Fanbo Xiang, Yuguang Lin

CSE 291 G00 Deep Learning for Sequences



Outlines

Goals

Data

Background

Models
• CNN-VAE
• CNN-VAE-GAN

Results

Conclusion and Future Work



Goals

Build a system that generates music of long-term structures as well as 
fine details. (i.e. Generate pleasant music)

Music Generation: Composition, Performance, Synthesis

Evaluation metrics: human evaluation, statistical features



Data

Data set: Lahk MIDI dataset
• 100,000+ unique MIDI files
• Time signature 4/4

Preprocessing
• Classify all instruments into 5 categories
• 5 track piano roll representation
• Shortest notes: 16th note

One bar in the data set:



5 Track Piano Roll



Background – MusicVAE 

Picture taken from Google MusicVAE blog

Language-modelling 
representation for music

Hierarchical LSTM 
encoder-decoder 
structure



Background – Dialog Generation

Latent Variable Hierarchical 
Encoder-Decoder (VHRED)

Train a VAE on current dialog 
block

Predict the latent variable for the 
next dialog block

Picture taken from the paper



Our Model: Single Bar CNN-VAE

Encoder and Decoder are CNN instead of LSTM

Use Variational Autoencoder but not 
hierarchical decoder

We tried using batch normalization and residual 
connection, but the effect is not clear 

Interpolation between two points in the latent 
space:
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Our Proposed Model: VCRED

Variational Convolutional Recurrent Encoder-Decoder

Replace the encoder-decoder LSTM with CNN

Keep the context LSTM

Predict the latent space distribution of next time step



Our New Model: VCR-cGAN

Fixed VAE Encoder

Generator Context LSTM

Discriminator Context LSTM

Generator MLP

Discriminator(LSGAN)

Context

Fake Data

Real data

Variational Convolutional Recurrent 
Conditional GAN

Requires a lot of tricks
• LSGAN
• Freezing
• tanh in generator
• batchnorm in generator



Results

Generate future bars conditioned on 4 bars of real music: 



Conclusions and Limitations

• VAE learns a meaningful latent space
• GAN has the potential to generate realistic music

• Cross-entropy loss on Pianoroll favors long notes
• Training of the GAN is extremely unstable, with frequent mode collapse
• Only the first few predicted bars match the given context well, possibly due to 

exposure bias



Future Work

Replace LSTM to CNN with GAN

Solve the mode collapse problem by introducing multiple discriminators and 
pre-training techniques

Build discriminators on longer generated sequences to avoid the exposure bias




